## Contents

Contributors, vii  
Foreword to the Third Edition, xiii  
Preface, xv

### Part 1: Foundations, 1

1 Understanding Medical Education, 3  
   Tim Swanwick

2 A Global View of Structures and Trends in Medical Education, 7  
   Bridget C. O’Brien, Kirsty Forrest, Marjo Wijnen-Meijer, and Olle ten Cate

3 The Science of Learning, 23  
   Anique B. H. de Bruin, Matthew Sibbald, and Sandra Monteiro

4 Teaching and Learning in Medical Education: How Theory can Inform Practice, 37  
   David M. Kaufman

5 Principles of Curriculum Design, 71  
   Janet Grant

6 Instructional Design: Applying Theory to Teaching Practice, 89  
   Linda Snell, Daisuke Son, and Hirotaka Onishi

7 Quality in Medical Education, 101  
   Diane N. Kenwright and Tim Wilkinson

### Part 2: Teaching and Learning, 111

8 Lectures and Large Groups, 113  
   Dujeepa D. Samarasekera, Matthew C. E. Gwee, Andrew Long, and Bridget Lock

9 Learning in Small Groups, 123  
   Peter McCrorie

10 Technology-enhanced Learning, 139  
   Rachel H. Ellaway

11 Simulation in Medical Education, 151  
   Alexis Battista and Debra Nestel

12 Work-based Learning, 163  
   Clare Morris

13 Supervision, Mentoring, and Coaching, 179  
   John Launer

14 Interprofessional Education, 191  
   Della Freeth, Maggi Savin-Baden, and Jill Thistlethwaite

15 Patient Involvement in Medical Education, 207  
   John Spencer, Judy McKimm, and Jools Symons

16 Learning Medicine With, From, and Through the Humanities, 223  
   Neville Chiavaroli, Chien-Da Huang, and Lynn Monrouxe

17 The Development of Professional Identity, 239  
   Sylvia R. Cruess and Richard L. Cruess

18 Portfolios in Personal and Professional Development, 255  
   Erik Driessen and Jan van Tirtwijk

19 Continuing Professional Development, 263  
   Simon Kitto, David Price, Dahn Jeong, Craig Campbell, and Scott Reeves

### Part 3: Assessment and Selection, 275

20 How to Design a Useful Test: The Principles of Assessment, 277  
   Lambert W. T. Schuwirth and Cees P. M. van der Vleuten

21 Written Assessment, 291  
   Brian Jolly and Mary Jane Dalton

22 Workplace Assessment, 319  
   John J. Norcini and Zareen Zaidi

23 Structured Assessments of Clinical Competence, 335  
   Katharine A. M. Boursicot, Trudie E. Roberts, and William P. Burdick

24 Standard Setting Methods in Medical Education: High-stakes Assessment, 347  
   André F. De Champlain

25 Formative Assessment: Assessment for Learning, 361  
   Diana F. Wood

26 Selection into Medical Education and Training, 375  
   Fiona Patterson, Eamonn Ferguson, and Lara Zibarras

### Part 4: Research and Evaluation, 389

27 Philosophical Research Perspectives and Planning your Research, 391  
   Jan Illing and Madeline Carter

28 Quantitative Research Methods in Medical Education, 405  
   Geoff Norman and Kevin W. Eva

29 Qualitative Research in Medical Education: Methodologies and Methods, 427  
   Stella L. Ng, Lindsay Baker, Sayra Cristancho, Tara J. Kennedy, and Lorelei Lingard

30 Programme Evaluation, 443  
   Chris Lovato and Linda Peterson

31 Knowledge Synthesis, 457  
   Lauren A. Maggio, Aliki Thomas, and Steven J. Durning
Part 5: Faculty and Learners, 471

32 Career Progression and Support, 473
    Caroline Elton and Nicole J. Borges

33 Supporting Learner Well-being, 485
    Jo Bishop, Graeme Horton, Wendy Hu, and Claire Vogan

34 Managing Remediation, 497
    Deborah Cohen, Melody Rhydderch, and Ian Cooper

35 Diversity in Medical Education, 513
    Nisha Dogra and Olivia Carter-Pokras

36 Developing Medical Educators: A Journey, not a Destination, 531
    Yvonne Steinert

37 Educational Leadership and Management, 549
    Judy McKimm and Tim Swanwick

Index, 569
Contributors

Lindsay Baker  
Scientist  
Li K Shing Knowledge Institute  
Researcher  
Centre for Faculty Development  
St. Michael’s Hospital  
Assistant Professor  
Faculty of Medicine  
University of Toronto  
Toronto, Ontario, Canada

Alexis Battista  
Assistant Professor of Medicine  
Department of Medicine & F. Edward Hébert School of Medicine  
Uniformed Services University of the Health Sciences  
Bethesda, MD, USA

Jo Bishop  
Associate Dean  
Student Affairs and Service Quality  
Faculty of Health Sciences and Medicine  
Bond University  
Gold Coast, Queensland, Australia

Nicole J. Borges  
Professor of Neurobiology and Anatomical Sciences  
University of Mississippi Medical Center  
Jackson, MS, USA

Katharine A. M. Boursicot  
Director  
Health Professional Assessment Consultancy, Singapore  
Singapore

William P. Burdick  
Associate Vice President for Education  
Foundation for Advancement of International Medical Education and Research (FAIMER)  
Clinical Professor of Department of Emergency Medicine  
Drexel University College of Medicine  
Philadelphia, PA, USA

Craig Campbell  
Principal Senior Advisor, Competency-based Continuing Professional Development  
Office of Specialty Education  
Royal College of Physicians and Surgeons of Canada  
Ottawa, Ontario, Canada

Madeline Carter  
Senior Lecturer  
Department of Psychology, Faculty of Health and Life Sciences  
Northumbria University  
Newcastle, UK

Olivia Carter-Pokras  
Professor of Epidemiology and Associate Dean for Diversity and Inclusion  
Department of Epidemiology and Biostatistics  
School of Public Health  
University of Maryland, College Park  
College Park, MD, USA

Neville Chiavaroli  
Senior Lecturer  
Department of Medical Education  
Melbourne Medical School  
University of Melbourne  
Melbourne, Australia

Jennifer Cleland  
Professor of Medical Education Research  
Centre for Health care Education Research and Innovation  
University of Aberdeen  
King’s College  
Aberdeen, UK

Deborah Cohen  
Professor and Director  
Student Support  
School for Psychosocial Research, Occupational and Physician Health  
School of Medicine  
Cardiff University  
Cardiff, UK

Ian Cooper  
Language and Communications Specialist  
School of Medicine  
Cardiff University  
Cardiff, UK

Sayra Cristancho  
Scientist  
Centre for Education Research & Innovation  
Assistant Professor  
Departments of Surgery and Faculty of Education  
Schulich School of Medicine & Dentistry  
Western University, London, Ontario, Canada

Richard L. Cruess  
Professor of Surgery  
The Centre for Medical Education  
McGill University  
Montreal, Quebec, Canada

Sylvia R. Cruess  
Professor of Medicine  
The Centre for Medical Education  
McGill University  
Montreal, Quebec, Canada

Mary Jane Dalton  
Senior Lecturer  
School of Medicine and Public Health  
University of Newcastle  
Callaghan, New South Wales, Australia

Anique B. H. de Bruin  
Associate Professor  
School of Health Professions Education  
Maastricht University  
Maastricht, The Netherlands
André F. De Champlain  
Chief Research Psychometrician  
Research and Development, Medical Council of Canada  
Ottawa, Ontario, Canada

Nisha Dogra  
Emeritus Professor of Psychiatry Education  
Greenwood Institute of Child Health, Department of Neuroscience, Psychology and Behaviour, College of Life Sciences  
University of Leicester  
Leicester, UK

Erik Driessen  
Associate Professor of Medical Education  
Department of Educational Development and Research  
Faculty of Health, Medicine and Life Sciences  
Maastricht University  
Maastricht, The Netherlands

Steven J. Durning  
Professor and Director  
Division of Health Professions Education, Department of Medicine  
Uniformed Services University of the Health Sciences  
Bethesda, MD, USA

Rachel H. Ellaway  
Professor of Medical Education  
Department of Community Health Sciences  
Co-Director  
Office of Health and Medical Education Scholarship  
Cumming School of Medicine  
University of Calgary  
Calgary, Alberta, Canada

Caroline Elton  
Director  
Career Planning for Doctors and Dentists  
London, UK

Kevin W. Eva  
Senior Scientist  
Centre for Health Education Scholarship  
Professor  
Director of Education Research & Scholarship  
Department of Medicine  
University of British Columbia  
Vancouver, British Columbia, Canada

Eamonn Ferguson  
Professor of Health Psychology  
University of Nottingham  
Nottingham, UK

Kirsty Forrest  
Dean of Medicine  
Faculty of Health Sciences and Medicine  
Bond University  
Gold Coast, QLD, Australia

Della Freeth  
Executive Director of Education  
Royal College of Physicians  
London, UK

Jan Illing  
Professor of Medical Education Research  
School of Medical Education  
Newcastle University, Newcastle, UK

Matthew C. E. Gwee  
Medical Educationalist and Chairman  
International and Education Programs  
Centre for Medical Education, Yong Lo Lin School of Medicine  
National University of Singapore, Singapore  
Singapore

Graeme Horton  
Senior Lecturer  
School of Medicine and Public Health  
University of Newcastle  
Newcastle, New South Wales, Australia

Wendy Hu  
Associate Dean  
Academic (learning & innovation)  
Chair of Medical Education  
School of Medicine  
Western Sydney University  
Penrith, New South Wales, Australia

Chien-Da Huang  
Physician Educator  
Chang Gung Medical Education Research Centre (CG-MERC)  
Chang Gung Memorial Hospital  
Linkou, Taiwan (ROC)  
Deputy Director  
Department of Internal Medicine  
Associate Professor  
Department of Thoracic Medicine and Medical Education  
Chang Gung Memorial Hospital  
Chang Gung University College of Medicine  
Taipei, Taiwan (ROC)

Brian Jolly  
Professor  
School of Medicine and Public Health  
University of Newcastle  
Callaghan, New South Wales, Australia

Tara J. Kennedy  
Developmental Pediatrician and Clinical Leader  
Pediatric Autism Rehabilitation Services  
Stan Cassidy Centre for Rehabilitation  
Fredericton, New Brunswick, Canada

David M. Kaufman  
Professor  
Faculty of Education  
Associate Member  
Faculty of Health Sciences  
Associate Member  
Department of Gerontology  
Simon Fraser University  
Burnaby, British Columbia, Canada
Diane N. Kenwright
Head of Department
Department of Pathology and Molecular Medicine,
University of Otago
Wellington, New Zealand

Simon Kitto
Full Professor
Department of Innovation in Medical Education
Director of Research
Office of Continuing Professional Development
Faculty of Medicine, University of Ottawa
Ottawa, Ontario, Canada
Assistant Professor
Department of Surgery, University of Toronto
Toronto, Ontario, Canada

John Launer
Programme Director for Educational Innovation in Primary Care
(North Central and East London)
Health Education England
London, UK

Lorelei Lingard
Director and Senior Scientist
Centre for Education Research & Innovation
Professor
Department of Medicine
Schulich School of Medicine & Dentistry
Faculty of Education
Western University
London, Ontario, Canada

Andrew Long
Vice President (Education)
Royal College of Paediatrics and Child Health
Honorary Senior Lecturer
University College London
Consultant Paediatrician
Great Ormond Street Hospital
London, UK

Chris Lovato
Professor
School of Population & Public Health
Director
Evaluation Studies Unit, Faculty of Medicine
University of British Columbia
Vancouver, British Columbia, Canada

Lauren A. Maggio
Associate Professor and Associate Director
Division of Health Professions Education, Department of Medicine
Uniformed Services University of the Health Sciences
Bethesda, MD, USA

Peter McCrorie
Professor of Medical Education
Institute of Medical and Biomedical Education
St George’s University of London
London, UK
Founding Chair and Professor of Medical Education
Department of Medical Education, University of Nicosia Medical School
Nicosia, Cyprus

Judy McKimm
Professor and Director of Strategic Educational Development
College of Medicine
Swansea University Medical School
Swansea, UK

Lynn Monrouxe
Director
Chang Gung Medical Education Research Centre (CG-MERC)
Chang Gung Memorial Hospital
Linkou, Taiwan (ROC)

Sandra Monteiro
Assistant Professor
Department of Health Research Methods, Evidence and Impact
McMaster University
Hamilton, Ontario, Canada

Clare Morris
Reader in Medical Education Research and Development
Institute of Health Sciences Education,
Barts and the London School of Medicine and Dentistry
Queen Mary University of London
London, UK

Debra Nestel
Professor of Simulation Education in Health care
Monash University
Clayton, Victoria, Australia
Professor of Surgical Education
Department of Surgery
University of Melbourne
Melbourne, Victoria, Australia

Stella L. Ng
Scientist
The Wilson Centre
Director of Research
Centre for Faculty Development
Arrell Family Chair in Health Professions Teaching
St. Michael’s Hospital
Assistant Professor
Faculty of Medicine
University of Toronto
Toronto, Ontario, Canada

John J. Norcini
President and CEO
Foundation for Advancement of International Medical Education and Research (FAIMER)
Philadelphia, PA, USA

Geoff Norman
Professor Emeritus
Clinical Epidemiology and Biostatistics
McMaster University
Hamilton, Ontario, Canada

Bridget C. O’Brien
Associate Professor
Department of Medicine
Education Researcher
Center for Faculty Educators
University of California
San Francisco, CA, USA

Hirotaka Onishi
Assistant Professor
Department of International Cooperation for Medical Education
International Research Centre for Medical Education
University of Tokyo
Tokyo, Japan

Fiona Patterson
Founding Director
Work Psychology Group
London, UK
Principal Researcher
University of Cambridge
Cambridge, UK
Contributors

Linda Peterson
Professor and Senior Evaluation Adviser
Retired, Faculty of Medicine
University of British Columbia
Vancouver, British Columbia, Canada

David Price
Senior Vice President
ABMS Research and Education Foundation
American Board of Medical Specialties
Chicago, IL, USA
Professor
Department of Family Medicine,
University of Colorado School of Medicine
Denver, CO, USA

Scott Reeves
Professor
Faculty of Health, Social Care and Education
Kingston University and St. George’s University of London
London, UK

Trudie E. Roberts
Director of Leeds Institute of Medical Education
University of Leeds
Leeds, UK

Melody Rhydderch
GP Training Academic Development Lead
Wales Deanery
Cardiff, UK

Dujeepa D. Samarasekera
Director
Centre for Medical Education, Yong Lo Lin School of Medicine
National University of Singapore, Singapore
Singapore

Maggi Savin-Baden
Professor of Education
Institute of Education
University of Worcester
Worcester, UK

Lambert W.T. Schuwirth
Strategic Professor for Medical Education
Flinders University
Adelaide, Australia
Professor for Innovative Assessment
Maastricht University, Maastricht
The Netherlands
Professor of Medical Education
Chang Gung University
Taoyuan, Taiwan
Professor of Medicine (Education),
Uniformed Services University for the Health Professions
Bethesda, MD, USA

Matthew Sibbald
Assistant Professor
Department of Medicine
Director
Centre for Simulation-Based Learning
McMaster University
Hamilton, Ontario, Canada

Linda Snell
Professor of Medicine
Centre for Medical Education and Department of Medicine
McGill University
Montréal, Quebec, Canada

Daisuke Son
Assistant Professor
Department of Medical Education Studies
International Research Centre for Medical Education,
University of Tokyo
Tokyo, Japan

John Spencer
Emeritus Professor of Primary Care and Clinical Education
Newcastle University
Newcastle, UK

Yvonne Steinert
Professor of Family Medicine
Richard and Sylvia Cruess Chair in Medical Education
Director
Centre for Medical Education
Faculty of Medicine
McGill University
Montreal, Quebec, Canada

Tim Swanwick
Dean of Education and Leadership Development
NHS Leadership Academy
Health Education England
London, UK

Jools Symons
Patient & Public Involvement Manager
Faculty of Medicine and Health
Leeds University
Leeds, UK

Olle ten Cate
Professor
Directorate of Education and Training
Utrecht University
Utrecht, The Netherlands
Adjunct Professor of Medicine
University of California
San Francisco, CA, USA

Jill Thistlethwaite
Adjunct Professor
School of Communication
University of Technology
Sydney, Australia

Aliki Thomas
Associate Professor and Research Scientist
Centre for Medical Education
School of Physical and Occupational Therapy
Faculty of Medicine, McGill University
Montreal, Quebec, Canada

Cees P. M. van der Vleuten
Scientific Director
School of Health Professions Education
University of Maastricht
Maastricht, The Netherlands

Jan van Tartwijk
Professor of Education
Department of Education
Utrecht University
Utrecht, The Netherlands

Claire Vogan
Associate Professor
Swansea University Medical School
Swansea, Wales, UK
Marjo Wijnen-Meijer
Associate Professor
TUM Medical Education Center
Technical University of Munich
Munich, Germany

Tim Wilkinson
Professor of Medicine and Director of the MB ChB programme
Otago Medical School
University of Otago
Christchurch, New Zealand

Diana F. Wood
Director of Medical Education and Clinical Dean
University of Cambridge School of Clinical Medicine
Cambridge, UK

Zareen Zaidi
Associate Professor
Department of Medicine
University of Florida College of Medicine
Gainesville, FL, USA

Lara Zibarras
Associate Director for Research, Development and Dissemination
Work Psychology Group
Senior Lecturer in Organisational Psychology
City, University of London
London, UK
Foreword to the Third Edition

What can one say about a book that within less than 10 years is its third edition? The need for this new edition reflects that Understanding Medical Education is the authoritative and comprehensive resource in modern medical education practice. To borrow from Parmenides, ‘nothing comes from nothing’ and so it is useful to reflect on both the origins of Understanding Medical Education and how it has evolved through its various iterations. During the early ‘noughties’, the Association for the Study of Medical Education (ASME) approached leading experts in the field of medical education to contribute to a series of standalone monographs on their topics of expertise. These monographs proved incredibly popular, so much so that it became clear that there was a need for a definitive guide to medical education presented, for the first time, in a single core textbook. Having commissioned and edited the original series, Tim Swanwick was invited to take on the gargantuan task of bringing everything together in one place, approaching authors to revise their contributions in light of new research evidence and emerging thinking, and sourcing other well-known figures and rising stars as contributors. Understanding Medical Education was a cutting-edge ‘one-stop shop’ presented in simple language and applicable across the entire spectrum of health professions education. It was an instant ‘hit’, adopted rapidly by medical educators across five continents with translations available in a number of different languages.

Yet nothing stands still. After many centuries of little change, medical education and medicine have shifted dramatically in recent years. Medical practice, society, health care systems, and expectations from patients are changing, and medical education has to also change to keep up. For example, ways of working with patients and colleagues are different. There are changes in how we deliver education and training linked to changing health care practices, particularly fewer opportunities to learn in the workplace because of system changes such as regulated hours for junior doctors. There have been major advances in research and treatments, and hence views of what is good clinical practice. These rapid changes mean that medical education must prepare today’s medical students and doctors in training to work in very different ways from those of the past. Best practice in medical curricula, methods of instruction, assessment, and so on have to change and evolve in order to reflect the needs of contemporary medical practice. It is extremely challenging for educators to keep up with the literature, read journal articles and book chapters: the synthesis of the latest, most relevant, and essential material in medical education is if anything more necessary today than it was at the time of the first edition.

The second edition of Understanding Medical Education was published only four years after the first, reflecting the rapidity of change. This third edition, has kept pace with the continuing and hectic evolution of medical education. The content illustrates the journey that medical education has taken over recent years, and hints at the challenges that lie ahead. The content also reflects the responsiveness of the Understanding Medical Education project, a feature which will help those delivering medical education and training reflect on how things have changed since they were in the classroom and clinic, and help them break free of what Whitehead and colleagues have called the ‘carousel of ponies’. This colourful analogy suggests that there are returning themes in medical education, circling round and round in the continual rediscovery of discursive ‘truths’. Getting off this carousel requires both knowledge and reflection. Understanding Medical Education’s five sections of Foundations, Teaching and Learning, Assessment and Selection, Research and Evaluation, and Faculty and Learners focus ostensibly on knowledge. Yet running throughout the book is also a strong acknowledgement of the necessity of considered and scholarly reflection on the process of medical education. By this I mean the need to think not just about the ‘what’ or ‘how’ (to assess in the workplace, to introduce portfolios, design a curriculum, etc.) but also the ‘why’ (are we introducing something new, what can we learn from pedagogic shifts, and so on). Understanding Medical Education provides a resource which will help educators reflect on the complexity of medical education, to question discourses and practices in a way which will help them develop as professionals and move medical education ever forwards.

Long-term fans will also notice that Understanding Medical Education has extended its editorial team. As the current Chair of the Association for the Study of Medical Education (ASME), and the person responsible for commissioning the third edition of UME, I believed it was critically important to ensure that the book explicitly reflected ASME’s explicit ‘UK‐based internationally facing’ mission. This mission is reflected in editors, contributors, and readers of ASME’s journals, Medical Education and The Clinical Teacher, and our other indispensable resource, Researching Medical Education. In support of this aim, I was delighted to invite Bridget C. O’Brien from the US and Kirsty Forrest from Australia to join Tim Swanwick as co-editors. Their international collaboration on this edition illustrates the great benefits of working together to share knowledge and networks.

Understanding Medical Education synthesises the latest knowledge, evidence, and best practices in the field. It provides a snapshot of how far we have come as a field. It is the essential resource for established educators and those new to the field. This extensively revised and extended third edition should be on the desk of every medical educator.

Professor Jennifer Cleland
Centre for Health care Education Research and Innovation, University of Aberdeen, Aberdeen, UK
Chair of the Association for the Study of Medical Education
Preface

*Understanding Medical Education* was launched by the Association for the Study of Medical Education as a series of monographs in September 2006. In 2010 these monographs were brought together into a single textbook, providing a unique and comprehensive guide to the theoretical and academic bases to modern medical education practice.

As well as providing practical guidance for clinicians, teachers, and researchers, *Understanding Medical Education* is designed to meet the needs of all newcomers to medical education, including those studying at certificate, diploma, or masters level; *Understanding Medical Education* aims to be both accessible and useful to the reader. The intention is that after reading one of the chapters the reader will not only be better informed about their field of interest, but able to assimilate their new knowledge into their clinical teaching or academic activities.

Following a rigorous process of expert peer review, this third edition sees major updates of all existing chapters and some completely new ones, including contributions on the science of learning, knowledge synthesis, and learner support and well-being. The third edition also comes with a brand new foreword from Professor Jennifer Cleland, Chair of Medical Education Research at the University of Aberdeen and Chair of Council for the Association for the Study of Medical Education.

*Understanding Medical Education* remains the first port of call for anyone engaged in medical education as an academic discipline. The book is a unique resource which should prove invaluable for anyone involved in the development of health care professionals, in whatever discipline, wherever they are in the world.


Editors

Tim Swanwick, MA, FRCGP, MA(Ed), FAcadMed, has a broad range of experience in health care education and is based in London (UK), where he is Dean of Education and Leadership Development for Health Education England and the NHS Leadership Academy. Tim has a variety of academic interests including work-based learning, faculty development, professional support, academic careers and clinical leadership, and has taught, researched and published widely.

Kirsty Forrest, MBChB, BSc Hons, FRCA, MMEd, FAcadMed, FANZCA, is based in Gold Coast, Queensland, Australia, as Dean of Medicine at Bond University. She is co-author and editor of a number of medical textbooks. Kirsty has been involved in educational research and management for many years both at the undergraduate and postgraduate levels and she continues to work clinically as a consultant anaesthetist.

Bridget C. O’Brien, PhD, is an associate professor and education researcher at the University of California, San Francisco, where she supervises doctoral students in the UCSF-University of Utrecht doctoral program and directs the San Francisco Veterans Affairs Fellowship in Health Professions Education Evaluation and Research. She co-authored *Educating Physicians: A Call for Reform of Medical School and Residency* (2010) and has published numerous peer-reviewed research papers and articles. Her research focuses on workplace learning across the continuum of health professions education.

Association for the Study of Medical Education

The Association for the Study of Medical Education (ASME) was established in 1957 by the UK General Medical Council to promote and conduct research into medical education. ASME’s goals are to:

- Promote high-quality research into medical education.
- Provide opportunities for developing medical educators.
- Disseminate good evidence-based educational practice.
- Inform and advise Governmental and other organisations on medical education matters.
- Develop relationships with other organisations and groupings in health care education.

ASME’s mission is to meet the needs of teachers, trainers, and learners in medical education by supporting research-informed best practice across the continuum of medical education.

Acknowledgements

Producing a textbook such as this is a team effort, and thanks must be extended to the ASME Executive and *Understanding Medical Education* editorial advisory board for their advice and guidance, to the ASME team for their administrative support, and to James Watson and the editorial team at Wiley for helping to make the third edition of *Understanding Medical Education* such an impressive and attractive volume.
Members of the Editorial Advisory Board include:

Jennifer Cleland
Steven J. Durning
Rachel H. Ellaway
Deborah Gill
Marjan Govaerts
Larry Gruppen
Brian Jolly
Karen Mattick
Lynn Monrouxe
John J. Norcini

William Reid
Charlotte Ringsted
Trudie E. Roberts
Jonathan Sherbino
Linda Snell
Olle ten Cate
Pim Teunissen
Steve Trumble
Sebastian Uijtdehaage
Tim Wilkinson
ICONS
Throughout the Understanding Medical Education series readers will come across a number of icons in the margin. These graphic devices serve to highlight certain insert boxes where the author wishes to take the reader off into a particular area in greater detail (Focus on), explore the evidence behind a particular concept (Where’s the evidence), provide practical advice (How to) or summarise the main points of the paper (Key messages).
Part 1
Foundations
1 Understanding Medical Education

Tim Swanwick
Dean of Education and Leadership Development, NHS Leadership Academy, Health Education England, London, UK

It was the nuclear physicist and father of the hydrogen bomb, Edmund Teller, who wrote (perhaps rather alarmingly) ‘Confusion is no bad thing; it is the first step towards understanding’ [1, p. 79]. Newcomers to the field of medical education could be forgiven for being confused. Medical education is a busy, glamorous place, where a host of pedagogical practices, educational philosophies, and conceptual frameworks collide. It is a place where academic journals vie for attention, institutions and professional bodies compete for political leverage, and the wheel of reform and ‘improvement’ revolves faster than, and often independently of, the cycle of evaluation and research. And it is a place of increasing accountability and regulation because of its proximity to one of the prime socio-political concerns of government, that of the health of its people.

It was the desire to develop evidence-based policy and practice in this complex arena that led to the establishment of the Association for the Study of Medical Education (ASME) in 1957. The past 60 years have seen a burgeoning of literature in the field. This is both a help and a challenge to the clinician taking on responsibilities for teaching, assessment, and educational supervision. The range and diversity of relevant theory and research are now almost overwhelming, and in 2006 ASME recognised the need for a succinct yet comprehensive guide to the vast literature now underpinning best practice in medical education. Understanding Medical Education aims to be that guide.

What is Medical Education?

Medical education as we know it today spans three sectors: undergraduate, postgraduate, and the continuing professional development of established clinicians. However, it has not always been that way, and Abraham Flexner – the centenary of whose seminal report on the transformation of the American medical school system was celebrated earlier this decade [2] – would not have recognised the attention currently given to the design, management, and quality assurance of structured training in the postgraduate years, still less the need to instigate regulatory systems to ensure the ongoing personal and professional development of practising clinicians.

Medical education’s ultimate aim is to supply society with a knowledgeable, skilled, and up-to-date cadre of health care professionals who put patient care above self-interest, and who undertake to maintain and develop their expertise over the course of a lifelong career. Medicine has a privileged position in society and, as a result, medical education is itself set apart from the main body of higher education. In many countries it luxuriates in separate funding streams and higher rates of remuneration for its clinical teachers; it is the beneficiary of status and patronage through its colleges, academies, and professional institutions; and it is a formidably powerful, and predominantly conservative, political lobby, more than occasionally a source of frustration for those who seek to modernise health services.

Within the confines of this academic and political preserve lies the discipline of medical education; although one could question whether medical education is a discipline in its own right, or an idiosyncratic collection of concepts appropriated from other educational fields and perfused with a technical rationality borne out of the dominance of bioscience within medicine [3, 4]. There are certainly a number of predominant educational assumptions, such as experiential learning and reflective practice, and favoured curricular approaches borrowed from other fields – witness the enthusiastic transplantation of competency-based education from vocational training [5]. But medical education is not just a ‘magpie’, taking ideas wherever they can be found, but has made, and continues to make, its own significant advances and contributions to the wider educational literature. Many of these unique and major developments are expounded within this book: problem-based learning, simulation, structured assessments of clinical competence, supervision, and the use of technology to enhance learning, to name but a few.

Challenges and Preoccupations

Another characteristic of medical education is that it is, as Cooke and her colleagues note, ‘in a perpetual state of unrest’ [6, p. 1339]. A constant stream of reports issues from regulators, commissions, inquiries, and task forces – all urging reform. This may just reflect the sluggish response to change and innate conservatism of the profession and its educational institutions. This is not, as it happens, a new phenomenon. In the UK, George Pickering, writing as far back as 1956, offers us the wry observation that ‘no country
has produced so many excellent analyses of the present defects of medical education as has Britain, and no country has done less to implement them’ [7]. Britain is not alone in this regard and from the other side of the Atlantic, Warren Anderson – in a special centenary ‘Flexner’ edition of Medical Education – questions ‘whether the current proliferation of literature about reforms in medical education can lead to real change, or whether it constitutes a self-referential agitation that, in the aggregate, holds little promise’ [8, p. 29]. Despite such reservations, the frequency of such reports increases, and the clarion calls to action grow ever louder. So what are the current preoccupations of medical education and society’s expectations of it?

To ‘begin at the beginning’; getting the right students and later on the right trainees in the right specialty is crucial. In a competitive and litigious environment, the importance of having demonstrably fair selection processes is unarguable. A good person/job fit is essential to productivity, quality, and job satisfaction. In Chapter 26, Fiona Patterson and her colleagues identify just how difficult getting all this right can be. Predicting who will make a good doctor is critically dependent on what the role of the doctor will be 10–15 years into the future, something that is increasingly uncertain. So are there generic attributes that we can select for? What selection methods should we use? And to encourage the recruitment of well-rounded practitioners, should entry to medical school be graduate only?

Having selected the right students and, with luck, matched the right trainees to the most suitable postgraduate training programme, how and what are they to learn, and how can the quality of their education and training be ensured? An array of approaches to teaching and learning are described in the central section of this book framed by a discussion by Janet Grant on approaches to curriculum (Chapter 5) and Linda Snell and colleagues on the importance of good instructional design (Chapter 6). A concise summary of relevant, and guiding, educational theory is provided by David Kaufman in Chapter 4, preceded by a summary of the emerging insights, for medical education, of the relatively recent field of cognitive neuroscience (Chapter 3). And in Chapter 7, Diane Kenwright and Tim Wilkinson address the thorny concept of ‘quality’ – how do we know what we’re doing is any good?

One of medical education’s evolving ‘special interests’ has been assessment. Indeed it is often involved in professional assessment, either formative or summative, that first draws clinicians into the world of medical education. Chapters 20–25 recount the increasing sophistication of assessment instruments in medical education, how validity is ensured and standards are set, the growing acceptance of the need for programmatic approaches, and the perennial challenge in professional education of balancing assessment for learning and assessment for accountability.

It was Flexner’s mentor, William Osler, who brought students and patients closer together through his educational philosophy that medicine was ‘learned by the bedside and not in the classroom’ [9, p. 188] and through the practical introduction of residency programmes. Both are now threatened by concerns over patient safety, expansion of medical student numbers, regulatory requirements on working hours, and a staggeringly accelerated patient throughput. Patients undergoing gall bladder operations in Osler’s day were in hospital for several weeks – the procedure now is carried out on a day-patient basis. At almost every stage of training, learners see fewer patients, do less to them, and, as a consequence, find themselves increasingly unprepared for practice [10]. This, as pointed out by Clare Morris in Chapter 12 and by John Launer in Chapter 13, requires new ways of thinking about work-based learning and the mediating role of the trainer or supervisor.

A related concern is patient safety. Medicine is not only faster-paced, it is also more hazardous. As Cyril Chantler has succinctly put it: ‘Medicine used to be simple, ineffective and relatively safe. Now it is complex, effective and potentially dangerous’ [11, p. 1178]. One of the responses to reduced opportunities for contact with patients and more hazardous interventions has been the widespread adoption of simulation across all fields and stages of medical education. The availability of sophisticated technologies now enables high-fidelity reproduction of complex patient scenarios. Students and doctors in training no longer need to carry out procedures for the first time on real patients – the skills of ophthalmoscopy, venepuncture, and catheterisation can all be learned in the skills laboratory. Full-immersion scenarios also offer the opportunity to work on non-technical areas such as team working, leadership, and situational awareness. However, questions remain about transfer to the authentic setting – an issue that is explored in depth by Alexis Battista and Debra Nestel in Chapter 11.

Growing concerns over patient safety have influenced not only the way medicine is practised – with the widespread introduction of protocols, checks, and audit – but also the degree to which doctors are now publicly accountable. In the UK, for instance, high-profile cases (such as Bristol [12], Alder Hey [13], Shipman [14], and, more recently, the Francis Inquiry [15]) have ushered in a new era of public accountability, while 2013 saw the introduction of relicensing for all medical practitioners in Britain, with regulators coming under increasing and critical pressure [16]. Patient safety issues also permeate undergraduate medicine. Protecting patients within a teaching and learning environment, while producing competent doctors who will maintain their knowledge, attitudes, and skills, is a major challenge for those who design undergraduate curricula.

Increasing accountability is just one facet of a new social compact with patients; a compact that is no longer based on blind and unquestioning trust but on true partnership [17]. As John Spencer, writing with Judy McKimm and Jools Symons, highlights in Chapter 15, we see increased patient involvement across the board in both teaching and learning, and also in decision-making about how medical education is organised, governed, and its resources allocated. Patients are now also intimately involved in the selection and assessment of both undergraduate students and postgraduate trainees, and feedback from patients is a routine feature of continuing professional development and reaccreditation processes.

One of the corollaries of the above is that there is a growing recognition of the need to professionalise clinical
teaching [18]. The pressures for this are channelled through professional bodies, but also arise from an increase in the expectations of students and doctors in training about the quality of the learning opportunities they are afforded. Clinical teachers and others with responsibilities for medical education increasingly look for academic support and accreditation of their expertise, and one of the target groups of Understanding Medical Education are newcomers to medical education, whether undergraduate or postgraduate, including those studying at certificate, diploma, and master’s levels. As Yvonne Steinert describes in Chapter 36 – on faculty development – the professional credentialing of medical educators is a burgeoning industry in Europe and North America and reflects a more general trend of the ‘professionalisation’ of medical education. Professionalisation has produced a new breed of scholarly educators and, coming as they do from a bioscientific background, a desire for evidence-informed medical education practice.

This raises questions about the nature of medical education research and again, as is highlighted in the five chapters on research and evaluation (Chapters 27–31), we see worlds colliding. In a recent exchange in ASME’s academic journal, Medical Education, a series of articles considered whether it is helpful to construe medical education as a medical or a social science [19, 20]. Monrouxe and Rees capture the essence of the debate:

Medical education research has benefited from its association with ‘hard’ medical science in that this has encouraged the engagement of clinicians in research activities. However, this gain is offset by a particular loss represented by the failure (of some) to understand that medical education is about people, and the way we think, act and interact in the world. Medical education research is not a poor relation of medical science; it belongs to a different family altogether [20, p. 198].

Curricula at the undergraduate level continue to evolve. Postgraduate medical education too is also in the throes of perpetual curricular change, with many specialties previously taught to implicit and informal curricula now articulating explicit and public curriculum statements of intent for the first time. Curriculum delivery is also challenged by the emerging possibilities of technology, many of which are addressed in a new chapter by Rachel Ellaway in which she explores the relationship between technology and learning (Chapter 10).

There are macro-political concerns too, around the responsiveness of medical education to societal needs [21]. In Chapter 35, Nisha Dogra and Olivia Carter-Pokras consider medical education’s engagement with increasing diversity – considering patients and citizens as well as students and the workforce. Changing demographics are also profoundly influencing patterns of demand, with developed countries already experiencing the effects of an ageing population with complex health care needs. And across the increasingly interdependent world, we see a health inequalities gap that shows no signs of narrowing, with both emerging and developed health care systems struggling to cope [22]. Rising patient expectations and an ease of access to information present challenges not only in how care is delivered, but where and by whom. There are nostradamic predictions of future global shortages of health care workers [23] – an 18 million shortfall by 2035 – with little sign of a reversal of the maldistributive trend of doctors eschewing remote and rural locations in favour of large conurbations, and an imbalance of education and training outputs causing shortages in generalist and community-based specialties [24]. Managers within all health care systems are also waking up to the fact that the majority of their future employees already work in their health services and that significant investment may need to be diverted from training new and inexperienced practitioners into developing and supporting their existing workforce. Chapter 19 examines the complex issues that surround continuing professional development and there is an acknowledgement of the need to retain and support learners and staff, and provide support for their career decisions, in Chapters 32–34.

In Chapter 17, a new addition to this volume, Sylvia and Richard Cruess explore a central concern in medical education – the development of professional identity. But, what is ‘a doctor’ (or any other health care professional, for that matter)? With significant overlaps in knowledge and skills developing, what unique features does a doctor bring to the bedside or office, and what do we mean by a professional in the twenty-first century? Friedson argues that the professions, societal groups based on expertise, altruism, and self-scrutiny, will never disappear, but will merely shrink in size, as much of their work is taken on by a deprofessionalised operating core of medical technicians [25]. Others, such as Donald Berwick, disagree and see ‘the reinvention of professionalism in a world on new terms of engagement; complexity, interdependence, pervasive hazard, a changing distribution of power and control and borne on the back of technology, distributed, democratised capacities …’ [26, p. 130].

What is certain is that at no point in the past has the medical profession had to engage so actively with these debates, and the question ‘What are we educating for?’ has never been so important, something that my co-editors, Bridget C. O’Brien and Kirsty Forrest, and their colleagues explore in Chapter 2.

Scholarship and the Pursuit of Excellence

Understanding Medical Education began life as a series of free-standing monographs. The aim of the series was to provide an authoritative, up-to-date, and comprehensive resource summarising the theoretical and academic bases to modern medical education practice. It is now a bestselling textbook worldwide and although the majority of its expert authors come from Europe, Australasia, and North America, it offers a global perspective on contemporary practice and scholarship.

Boyer’s expanded definition of ‘scholarship’ takes us beyond the narrow confines of research to consider the need to recognise and reward not only the scholarship of ‘discovery’ but also to recognise and reward the integration of new knowledge, its application to social practice, and teaching and learning [27]. This is an hugely important distinction for medical education, as the vast majority of medical educators are not researchers, nor indeed do they have the opportunity
to work across disciplinary boundaries to integrate new knowledge. What they can be, and often are, are excellent teachers and scholarly agents of change and improvement within medical education (see Chapter 37). This highlights a perennial problem in medical education, namely that funding for academic institutions – despite recent attempts to redress the issue [28] – is linked strongly to research outputs. Similarly, teaching in clinical settings usually plays ‘second fiddle’ to clinical productivity. This has led to a situation where both academic and service institutions continue to emphasise staff involvement in activities other than teaching, such that teaching remains largely unrewarded and unrecognised. This is a challenge that professional bodies such as the UK’s Academy of Medical Educators have set out to address [29].

Medical education is complicated, contested, and political. In a complex, uncertain, and networked world we need to make the best decisions about education, training, and development that we can and, as our final chapter outlines, engage in the leadership of change and improvement in an informed and intelligent way. For that, we need both scholarly medical educators and educational scholars. We hope that this book will continue to contribute to their development.

References

Understanding Medical Education: Evidence, Theory, and Practice

Introduction

This book, the third edition of *Understanding Medical Education*, aims to provide a more global perspective on medical education. This chapter provides context for subsequent chapters. In the first section we describe six structural models of medical education around the world. In the second section, we consider the purpose of medical education and the complexity of defining and working toward a shared sense of social accountability in an increasingly globalised world. In the third section, we discuss current trends in medical education, identified by thought leaders in the field. We speculate where these trends may take us in the next 10 years, and then conclude with some overarching reflections on the themes presented in the chapter and questions for further consideration.

Medical Education Pathways Worldwide

The training of medical doctors is well established in virtually every country around the globe; to the public, physicians are physicians, no matter where they train. Yet when we look in detail, the pathways students must follow to become licensed appear to vary considerably. In many industrialised societies, the current structure of medical training was established between 100 and 150 years ago, when university studies in medicine were combined with the guild-like models of barber-surgeon training. A theoretical training phase followed by a phase of practical apprenticeships became a dominant model in the first half of the twentieth century. After World War II a large expansion of postgraduate medical specialty training emerged, and in parallel newer educational models of undergraduate education were introduced. Several solutions to transition problems, from theory to practice, from undergraduate to postgraduate, and from training to unrestricted practice were created. As these innovations in the medical education pathway did not occur at the same time in all countries, international and even regional differences within countries became apparent, with possible differences in outcomes [1, 2].

Additionally, countries and international regions have their own views on how best to educate doctors to serve the needs of their populations. Influential models arose from: the British model, influencing predominantly the Commonwealth countries; the North American model, influencing several emerging countries; and the continental European model. In Europe, all European Union (EU) countries must comply with EU rules regulating the internal market, including the mutual recognition of professional diplomas, based on rules that prescribe some features of medical training [3].

Despite increasing international communications about medical education through dedicated medical education journals, conferences, associations, a World Federation for Medical Education (WFME) [4], and organisations and initiatives devoted to or impacting international development of education such as FAIMER [5–7], the pathways to
medical practice remain distinctly different among countries. Information about these differences is important because of the growing mobility of students and graduates and the corresponding need to understand what level of performance and experience diplomas and qualifications signify [8–10].

To supply this much needed information, Wijnen-Meijer and colleagues carried out a qualitative questionnaire study among well-informed medical educators in several countries. This led to an overview of structures and terminologies in 40 countries, published in 2013 [11]. This chapter adds 10 more countries to the 2013 data set, for a total of 50 countries. Most questionnaire responses were collected by e-mail and supplemented with information obtained at international conferences. Well-informed respondents answered questions about the different stages of medical education in their country, the length of these stages, the point at which unrestricted practice is allowed, and any additional requirements such as exams.

Wijnen-Meijer and colleagues found six dominant pathways through medical education that they called ‘routes’ (see Figure 2.1). In most countries students enter medical school directly after finishing secondary school (Routes I though IV). Routes V and VI describe pathways for which a bachelor’s degree is required. In many countries graduates can enter residency directly after finishing medical school (Route I and V), while in other countries graduates must first finish an internship or mandatory social service or both. Of note, the six pathways contain much variation within their general structures and within countries multiple routes may exist. For example, as shown in Figure 2.2, the length of postgraduate (residency) training varies among specialties within one country as well as within the same specialty across countries. Also, the requirements for unrestricted practice can range from attainment of the MD degree to one year of specialty training to completion of specialty training and fellowship.

Similar to structure, terminology differs from country to country and can pose challenges for translation of educational levels across borders or comparison of curricula, instruction, and outcomes internationally. Box 2.1 describes some of the commonly used terminology in medical education worldwide. These terms are used variably throughout the book, reflecting the international perspective of individual chapter authors. Box 2.2 identifies the degrees awarded in medical education.

Though appealing on many levels, attempts to harmonise medical education across countries have had limited success. For example, in 1999, the governments of all EU countries and some surrounding countries agreed to harmonise all of higher education in three phases: bachelor, master, and doctorate [12]. This Bologna Process was well accepted by all of higher education in 48 countries with the exception of medical education in all but 7 countries. Those seven countries now organise ‘undergraduate’ medical education in two phases (bachelor and master), while all of the others in the agreement do not. The attempt created more disparity than harmony [13, 14]. The WFME takes a different approach. Rather than attempting to harmonise the structure of medical education, the WFME provides a consensus-based set of 106 basic standards and 90 standards for quality improvement that provide ‘a template for medical schools and other providers of medical education, and the agencies which accredit them to define institutional, national and regional standards,

![Figure 2.1 Six routes to unrestricted practice.](image-url)
and to act as a lever for quality improvement’ [15]. This approach aims to enable, or even foster, diversity so educational programmes across the continuum of medical education can accommodate economic, political, social, and cultural contexts while having an internationally recognised framework to guide curriculum development, learner assessment, faculty development, and programme evaluation.

There may not be a compelling reason or any chance of success in forcing countries to adopt similar structures or terminologies, if only because it cannot be determined...
which are better than others. But, as will become clear in the section on globalisation below, international interactions about medical education are naturally becoming much more intense. Schools and countries learn though publications, conferences, and student and faculty exchanges, and it may be expected that through natural processes of curriculum development, informed by what other countries do, that medical education will gradually converge to more similar models.

**Box 2.1 Focus on: Common terminologies in medical education**

<table>
<thead>
<tr>
<th>Term</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>Basic medical education</td>
<td>The portion of medical education that occurs in medical school; also called undergraduate medical education.</td>
</tr>
<tr>
<td>Chief resident</td>
<td>A selected senior resident with administrative and teaching responsibilities toward junior medical trainees.</td>
</tr>
<tr>
<td>Clerk</td>
<td>A medical student on a clinical rotation or in clerkship phase.</td>
</tr>
<tr>
<td>Clerkship</td>
<td>A period of one or more weeks of (clinical) experience in a medical specialty during medical school.</td>
</tr>
<tr>
<td>Consultant</td>
<td>Senior hospital-based physician who has completed residency.</td>
</tr>
<tr>
<td>Fellowship</td>
<td>A training period in a medical sub-specialty that occurs one or more years after completion of general specialty training.</td>
</tr>
<tr>
<td>Foundation doctor</td>
<td>A trainee in a Foundation Programme (UK).</td>
</tr>
<tr>
<td>Foundation programme</td>
<td>A two-year, clinical training programme after medical school and before postgraduate medical training in the UK.</td>
</tr>
<tr>
<td>Graduate medical education</td>
<td>Used in North America. Synonymous with postgraduate medical education.</td>
</tr>
<tr>
<td>House officer</td>
<td>Period of practice between medical school and full registration in several countries. Also called: medical officer or housemanship or a postgraduate medical trainee.</td>
</tr>
<tr>
<td>Intern</td>
<td>A trainee in a clinical training period directly after medical school, usually identical to the first year of residency training.</td>
</tr>
<tr>
<td>Medical bachelor</td>
<td>The first three years of medical school in countries that have signed the EU Bologna agreement and have included medical education in this structure.</td>
</tr>
<tr>
<td>Medical master</td>
<td>The second three years of medical school in countries that have signed the EU Bologna agreement and have included medical education in this structure.</td>
</tr>
<tr>
<td>Medical school</td>
<td>The institutional organisation that offers an undergraduate medical education programme, usually overlapping with the medical faculty of a university; sometimes used as undergraduate medical education phase.</td>
</tr>
<tr>
<td>Medical student</td>
<td>A person enrolled in an undergraduate medical education programme.</td>
</tr>
<tr>
<td>Physician</td>
<td>A graduate from a medical school who is formally licensed to practice medicine.</td>
</tr>
<tr>
<td>Placement</td>
<td>Synonymous with rotation.</td>
</tr>
<tr>
<td>Postgraduate medical education</td>
<td>Usually synonymous with residency training, but in Australia and New Zealand the phase after initial higher education.</td>
</tr>
<tr>
<td>Registrar</td>
<td>A medical trainee in a postgraduate education programme after registration as MBBS or MBChB.</td>
</tr>
<tr>
<td>Residency</td>
<td>A postgraduate training programme to become a medical specialist.</td>
</tr>
<tr>
<td>Resident</td>
<td>A medical trainee in a postgraduate education programme.</td>
</tr>
<tr>
<td>Rotation</td>
<td>A period or one or more weeks of experience with a medical specialty during medical school or residency.</td>
</tr>
<tr>
<td>Senior house officer</td>
<td>A year (or two) after house officer prior to specialist training.</td>
</tr>
<tr>
<td>Social service</td>
<td>A period of mandatory clinical service after medical school, usually as part of an agreement with the school or funding body, in a region in need of medical service (also called national service).</td>
</tr>
<tr>
<td>Specialist</td>
<td>Physician who has finished residency in a specific specialty of medicine.</td>
</tr>
<tr>
<td>Trainee</td>
<td>An individual who is in a formal educational or training programme at any level of medical education; often a term confined to the clinical phases of education.</td>
</tr>
<tr>
<td>Undergraduate education</td>
<td>Either initial higher education at bachelor level preceding undergraduate medical education, or medical school education.</td>
</tr>
</tbody>
</table>

**purposes and priorities in medical education**

The pathways and terminologies described in the previous section reflect educational systems designed to meet societal needs for health care. These systems are steeped in cultural, historical, political, and economic contexts that have changed substantially since many of these systems were first established. Yet the basic systems of medical education
remain largely the same, despite numerous local and national reform efforts [16]. Some would argue these systems are no longer ‘fit-for-purpose’ [6].

According to the mandate of social accountability, societal needs and priorities should drive medical education [17–19]. But this seemingly simple mandate is actually quite complex, as evidenced in a 2011 theme issue of Medical Teacher. Societal needs vary from the local communities served by the medical school and affiliated health care systems to national and international communities. Historically, local needs have taken priority, but in an increasingly international world we need to reconsider which of these takes priority and how an optimal balance among all three might be achieved [20]. Additionally, it takes students at least six years to complete medical training and enter practice. This lengthy process creates a lag between demand and supply that is difficult to correct midcourse. Curriculum planning faces a similar conundrum as content and processes try to keep pace with new discoveries, technologies, and epidemiological patterns. Can existing educational systems become more flexible and adaptable or do we need a major redesign that integrates multiple health professions? Furthermore, society consists of multiple stakeholders (e.g. patients, health professionals, government officials), each of whom may define societal needs and priorities differently. How are these to be reconciled?

Several national and international groups have attempted to establish a collective vision of the purpose of medical education [6, 21–25]. This vision can, in theory, provide the essential basis for accreditation standards, workforce and education policies, curriculum development, and required competencies for licensure or unsupervised practice. In practice, operationalising a global, collective vision of the purpose of medical education and enacting necessary structural and curricular reforms might be characterised as a ‘wicked problem’, one that lacks ‘definitional clarity because multiple stakeholders in shifting social contexts have different interpretations and seek different outcomes’ [26, p. 339, 27]. In the section that follows, we gain some insight into the issues that thought-leaders in medical education see as priorities in the sense that they are likely to impact the future of medical education over the next 10 years.

### Glimpses of the Future

‘In the long run, we will neither need nor want professionals to work in the way that they did in the twentieth century and before’ (Susskind and Susskind) [28, p. 1].

To prepare a chapter discussing the future of medical education, we (the authors of this chapter) sought assistance from experts around the globe. In June 2017 we asked authors of chapters in this book, its editorial board members, and a group of thought-leaders from diverse geographic, disciplinary, and institutional perspectives to ‘Identify at least 3 factors you think will impact the future of medical education in the next 10 years and describe why each of these factors will be so influential’.

We contacted 91 individuals and 51 shared their ideas, from 18 countries across 6 continents (see Box 2.3). Respondents identified more than 150 factors likely to impact the future of medical education. We clustered these factors into five overarching themes. On balance, the responses might be characterised as ‘cautiously optimistic’, though as one respondent astutely noted, ‘the answer depends on whether one takes an optimistic or pessimistic view of the future’.

Admittedly, predictions of social phenomena are often erroneous [29], but clairvoyance was not the goal of this endeavour. Rather, the point was a global snapshot to capture the current focus of attention as, perhaps, an important way of contextualising the content in the chapters that follow. We suggest readers consider the themes as commentary on the current state of affairs in health professions education and an opportunity for reflection as well as anticipation.

In writing up the themes from the responses, we attempted to capture the many thoughtful and insightful responses we received. That said, we acknowledge that the resulting picture cannot fully capture an accurate representation of the surveyed population. We integrated some of our own perspectives with those of respondents to the survey (noted in quotes) and referenced literature where we identified relevant connections. We realise that re-reading the chapter five years after its appearance may strike us with embarrassment [30], but if this chapter inspires readers to ponder a possible future, and guides readers in current educational and curricular decisions, then its purpose is fulfilled.

---

**BOX 2.2 FOCUS ON: Degrees in medical education**

<table>
<thead>
<tr>
<th>Degrees</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>BSc</td>
<td>Bachelor of Science in Medicine</td>
</tr>
<tr>
<td>MSc</td>
<td>Master of Science in Medicine, usually equal to MBBS/MBChB or MD</td>
</tr>
<tr>
<td>MD</td>
<td>Medical Doctor, the degree awarded after medical school; in Commonwealth countries MD is optional and requires additional doctoral training</td>
</tr>
<tr>
<td>MBBS</td>
<td>Medical Bachelor and Bachelor of Surgery, leading to a licence to practise (Commonwealth countries)</td>
</tr>
<tr>
<td>MBChB</td>
<td>Medical Bachelor and Surgical (chirurgia) Bachelor, leading to a licence to practise (Commonwealth countries)</td>
</tr>
</tbody>
</table>
We grouped the responses into five primary themes, each with several sub-themes:

a) Educational system factors that highlight developments in curricula across the continuum such as competency-based time-variable programmes, simulation, faculty development, and market aspects such as finances and selection procedures.

b) Globalisation, including attention to migration, sharing of educational tools and concepts, increasing international collaborations, and development of international standards.

c) Health care system factors, including greater attention to preventative medicine, the need for team-based approaches to care, and workforce shortages.

d) Cultural and societal factors, including further elaboration and clarification of core principles of professionalism, changing values and expectations among and toward patients, and changing values and expectations among and toward learners.

e) Technological factors, including technology-supported clinical reasoning, changing relationships with patients, information access and the role of knowledge acquisition, and methods of instruction in medical education.

### Educational System Factors

An old saying, attributed to Harvard’s past president Derek Bok, is that it is more difficult to change an undergraduate curriculum than to move a graveyard. Medical curricula, however, have changed over time, and national initiatives, such as the Flexner investigations a century ago [31], have significantly contributed. Yet, medical curricula do not change easily, given the considerable numbers of students, faculty members, departments, and external regulations and requirements [32]. Few higher education programmes train professionals with such clear societal and internationally agreed status as medical schools and residencies, despite the international disparities highlighted in the beginning of this chapter. Changes are therefore limited within the boundaries of societal expectations of what doctors and medical specialists are and should be. Yet, the second half of the twentieth century has shown significant innovations, well summarised in 1984 in the SPICES acronym [33]: Student-centred approaches, Problem-based methods, Community-based content, Electives, and Systematic clinical education; many of which still reflect the changes medical curricula undergo at the present day. However, the twenty-first century started showing renewed calls for reform [6, 34] and competency-based medical education dominated the renewal of postgraduate education, despite debates in the medical education community [35, 36]. Competency-based models have drawn attention to communication, collaboration, professionalism, advocacy, scholarship, and leadership as important attributes of doctors and objectives for training, but the definition of what a medical doctor is or should be has not become clearer [37]. Nevertheless, the rate of change in medical school curricula and postgraduate training programmes seems to have increased and few would now compare changing these programmes to moving a graveyard. Rather, medical school curricula in Western countries now seem to have a half-life of a decade. The desire for change is strong, as reflected in one survey respondent’s remarks, ‘If we had to design the education system from scratch we would never have designed it with the system we currently have inherited’. In fact, change and adaptability of educational programmes may become the constant in medical education, rather than an exception or rarity.

Respondents to our survey massively addressed educational systems changes that they foresee in the coming decade. We categorised these into five sub-themes.

#### Competency-based, Time-variable, Individualised Pathways across the Continuum

Fixed standards and flexible pathways, a recommendation from the 2010 Carnegie Report [24] aligns with the promises of competency-based education, in which not time but acquired competence should determine the licence to practise in health care [38]. Several respondents considered transparency and accountability key to competency-based education. While time-variable training poses substantial logistical challenges [39], several respondents predicted that future medical education models will focus more heavily on outcomes and will apply milestones and entrustable professional activities (EPAs) in a time-variable fashion [40]. A focus on EPAs, as units of professional practice – the things medical practitioners must be trusted to do – may ease the way to more individualised trajectories for learners. An individual, dynamic portfolio of EPAs, rather than a static general diploma, may define learners’ licence to practice. Core EPAs may constitute a traditional specialty, while EPAs that are not practised may drop from the list of privileges and other, elective, EPAs may be added during or even after a formal training period. This approach would constitute true competency-based medical practice, but may be highly visionary. Narrowing the core and widening the elective components of curricula, as one respondent suggested, would lead to more individualised, contextualised, and diversified education that could be highly tailored to local needs. Another respondent envisioned ‘a
continuum of education with no longer separate stages of undergraduate, postgraduate and continuing education working in silos’. Simulation
Simulation in medical education, first proposed by Barrows in 1964 [41], has slowly but very steadily matured and has now reached a level of sophistication that allows for standardising not only patients but technical procedures and even real-life clinical scenarios [42–44]. Several respondents suggested this would increase the quality of preparation for workplace-based training and improve patient safety. Meanwhile, others stressed the importance of reviving bedside teaching, not so much to deny the usefulness of simulation and the need for quality in sophisticated diagnostic procedures, but to focus on the core of patient-centred education [45–47] and restore the raison d’être of the physician [48].

Faculty Development and Education Careers
One respondent expressed worries that essential basic science education is at risk, as anatomy, physiology, and pharmacology do not offer attractive career prospects, which may subsequently threaten the teaching in these domains. Several respondents emphasised that academic careers for faculty members must include education as a core pathway for promotion if high-quality education is to be sustained. Translational scholarship should not only apply to the hard sciences, but also to educational science, another respondent suggested.

Funding of Education and Selection of Students and Residents
In countries with market-driven health care systems, the funding of medical education has become so problematic that changes seem inevitable. Exorbitant tuition fees, exorbitant debts after training, and exorbitant physician salaries seem to hold each other captive, at the cost of meritocratic admission of students and diversity in the health care workforce. Some respondents felt current systems of admission – for those who can afford medical school – with a strong focus on knowledge and academic achievement were inadequate, ‘if we want reflective, considerate doctors who are good at team working, etc. then maybe we need to turn selection completely on its head, and select for personal attributes as the first hurdle’. Likewise, Aagaard and Abaza suggest that for residency in the US, the matching and selection process has become a source of frustration as it now consumes the energy of most of the final curricular year, and needs to change [49].

Curricular Content
Predicting which basic and clinical science topics and procedural skills will be most relevant to clinical practice of the future seems futile given rapid advances in knowledge, shifting epidemiological trends, and easy access to information. Instead, several respondents suggested curricula need to devote more attention to reflection, humanism, self-regulated and adaptive learning, communication, team working (especially across professions), ethical decision-making, effective and efficient use of technology, and leadership. Despite significant advances in the sciences (genetics, genomics, pharmacology, stem-cell therapies, personalised cancer care, and others), remarkably few respondents stressed these as impacting the future of medical education. There were several comments recognising the need for governance structures and ‘mechanisms for enabling change of the curriculum when needed’. One other respondent noted ‘curricula will need to be quickly responsive to global changes and not be expected to last 10 years’, which advocates for adaptive expertise not only in learners but also in educators and curriculum developers.

Globalisation
There is no doubt that globalisation will affect the future of health professions education. Our respondents discerned a number of specific topics that warrant special attention.

Migration Effects
Socio-economic differences between countries, population density differences, warfare, climate change, differences in workforce demands, and the ease of travel all stimulate migration. The significance for health professions education is that all doctors must be prepared to face the increasingly international population mix, both as patients and as colleagues. Learners must also be prepared to work with a growing number of foreign peers in medical schools and residency or postgraduate programmes. Humans have a natural tendency to develop and create a better life for themselves. This is no different for medical students and physicians than any other human being. In countries of lower socio-economic conditions, this may have a devastating effect, because the scarce resources used to educate doctors to serve the local health care needs often lead to graduates seeking a better life in a more developed country [50]. One of our respondents noted, ‘in the Least Developed Countries like Tanzania in sub-Saharan Africa, one doctor serves 20 000 to 30 000 persons in the population, compared to one doctor for a few hundred persons in the developed world’. In the decade ahead, we must face the challenge to retain doctors where service is most needed. The FAIMER Institute, created to stimulate the improvement of local education and stop this brain drain, offers one example of an initiative [5].

Sharing Education Concepts Globally
One respondent eloquently wrote, ‘No individual, community, nation or even continent can boast of good health when its neighbor’s is wanting. That is truer now than ever in a world that has become a “global village”. There is thus a need for the world to adopt a more global outlook towards medical education in the interest of health worldwide’. Since the beginning of this century, stimulated by a rapid globalisation of information through the Internet, health professions education has become more globally oriented. Health professions educational ideas are shared
in a large number of journals, increasingly open access, and as the number of international conferences increases, so does the number of participants and the opportunities to expand thoughts, approaches, and techniques beyond local or national borders. Concepts developed in one country are quickly adopted in other countries; examples include problem-based learning, curricular integration, competency-based education, simulation, and the objective structured clinical examination (OSCE) [33, 51–53]. Some respondents reminded us, however, of the costs involved in such adoptions for low-resourced countries.

Teaching methods constitute another area of exchange. Portable educational techniques using technology may help to support the training in countries with few faculty or patients. The training of large numbers of students stands face to face with the (relative) shortage of patients in poorly equipped hospitals. The deployment of clinical skills laboratories is one way of coping with this challenge. While this has budgetary implications, it is a very necessary area for development if acceptable standards of training are to be achieved and maintained. Another respondent explained, ‘We tend to think of health professional education as more of the same but better [suggesting identical development across countries]; however, this education is also taking place in less stable areas than our own and curricula need to adapt to local circumstances as well as global ones’.

**International Collaborations Between Institutions**

International courses and collaborations to develop medical education and its research are quickly expanding [54, 55]. ‘I was impressed, for example, by students in Dundee learning about the cardiovascular system using a programme to which 14 medical schools had contributed. Some students were facilitated online by a cardiologist from Florida rather than a local cardiologist in Dundee.’

One example of a truly global enterprise to shape the future of medical education is the Initiative by Dr Hilliard Jason to establish a trust foundation to support medical education in developing countries through an ‘adaptive medical education’ model, guided from a school in London, UK, to be built in the coming years, serving educators and institutions worldwide. The adaptive education model aims to serve individual learner needs [56].

**Towards International Standards with Local Applications**

Objectives of education can lead to worldwide standards to globalise education, but some respondents voiced a nuanced view. ‘We are now at the globalisation side, but there are some voices (including mine) beginning to speak in favour of going back to the local priority.’ Why? ‘There are the added difficulties of communication, professionalism and ethics – all of which differ fundamentally across different cultural groups.’ ‘[There is] clearly a different view on what constitutes good medical education in the Asian countries and competitive Western countries.’ This reflects a debate that is not new [57, 58] but that will become even more relevant with the upcoming economies that have cultures quite different from Western societies.

**Health Care System Factors**

Many of our respondents highlighted factors within the health care system that will impact its sustainability. These factors included rising health care costs, increasingly specialised/technical and siloed approaches to care, and the ageing population with multiple morbidities. The challenge moving forward is to find ways in which medical education can play a role in helping to mitigate these factors.

Solutions discussed, which are not new, included developing better interprofessional working relationships, increasing community-based care, and improving workforce planning. These can be categorised broadly as changing the context of medical education (from disease-based to preventative health care education), matching the context of training to that of care (away from hospital tertiary institutions toward community-based care models), and changing the ways physicians work with one another and across professions (workforce development, new roles in teams, and better interdisciplinary processes of care).

The blessing and curse of clinical education is that much of the learning occurs in practice, through delivery of care in existing systems. Correspondingly, physicians are well trained to ‘provide medicine now and not in 10 years’. The challenge of preparing learners for an uncertain and rapidly changing practice environment is well recognised, but how best to do this remains unclear.

**From Disease-based Education to Preventative Health Care Education**

The growing proportion of the ageing population with co-morbidities has resulted in higher health care costs due to the demand for increasingly technical and complex care. Given this context, respondents were of the view that available health care resources (money/people/infrastructure) cannot keep pace. Accordingly, ‘… preventative medicine will be a cost-driven necessity. Doctors will be pressed to reduce the costs of infectious diseases, cardiovascular disease, smoking, obesity, drugs and mental disorders …’ and ‘Public health and Primary Care should be the curriculum drivers’.

At present, medical education focuses mainly on disease models, with limited attention given to public health and behavioural/psychosocial effects on health. This lack is exacerbated when graduates progress to postgraduate training in hospital-based systems. Some argue that shifting health care toward a preventive model will not save money unless over-testing and over-treatment are also addressed. Indeed, some medical school and postgraduate curricula are beginning to attend to these topics [59]. Whichever viewpoint one takes, achieving a cost-effective system that delivers quality care will require significant changes on multiple fronts, but, as one respondent noted, maintaining the status quo is not an option: ‘Any future
vision in which medical education does not embrace disease prevention and health promotion is doomed to be unsustainable and to produce doctors who are not fit for practice.’

**From Hospital to Community-based Education**

There is now quite wide consensus that health care needs to be organised into networks of care, with services integrated around the patient and based in the community as much as possible. This model of care requires physicians and other health professionals to partner with patients over the long term rather than providing single, unconnected ‘episodes’ of care [60]. Medical education will need to prepare physicians to coordinate and collaborate across these networks. As one respondent explained: ‘We need to rethink our curriculum and offer greater balance in terms of the contexts in which training happens (hospital based training still dominates) … too often we train in disciplinary silos expecting our graduates to work in ways that are interdisciplinary.’

Longitudinal clerkships provide learners with continuity of patients and educators, and the opportunity to become identified members of the team [61]. Evidence suggests that learners who partake in these clerkships gain a better understanding of the impact of health and illness on the patient and the communities and develop a compassionate and caring approach.

As care shifts away from the hospital to outpatient and community-based settings, patients will need to be supported in self-care and self-management. One respondent speculated on the need to redefine the role of the doctor and how ‘…we educate our students to manage these issues in the face of change…’.

**Team-based Care**

There was a large consensus in responses that the increasingly technical and complex health care needs of the population require a team approach to care. Growing awareness that breakdowns in communication and poor teamwork are major contributors to many medical errors further bolsters the calls for effective team working and therefore interprofessional education (IPE) [62, 63].

For interprofessional team-based care to be effective there is a need for more training and experience working in IP teams; however, ‘it seems we are still looking for effective ways in which professions can “learn from, about, and with each other”’. While many curricula include IP education, evidence of lasting impact on behaviour and communication among professionals in practice is sparse [64].

An aspect of teamworking in education that needs further exploration is that of the ‘collective’ competence. Above, we described patient care as a network; this network is of individuals working together in teams, in a complex system. However, we still generally educate and assess on individual competencies and not on how the individual affects the team. A body of work is building around ‘team’ performance and its translation into the undergraduate and postgraduate education of health care professionals is yet to be addressed [65].

Although practitioners already work in teams, most are not IP teams. Although such ‘tribes’ are good for moral and professional support they can have deleterious effects on patient care when ‘tribes’ defend their ‘patch’ [66, 67]. One physician respondent wondered, admittedly cynically, if ‘the medical profession’s defence of its own turf will become harder to sustain in the face of other professions rightly insisting they have as much actual or potential expertise as doctors, as the imperative for increasing teamwork will make doctors aware how many advanced skills their non-medical colleagues have, and make it apparent to other professions that there may be nothing special about the ones that physicians have.’ Another respondent explained: ‘As the technical opportunities for up-to-date medical care for patients will grow in numbers and complexity, there will be a more diversified team of professionals in health care.’ These new ‘team members’ will add extra imperative to be able to work together effectively for patient care.

**The Changing Workforce**

‘Without radical change to health care education we will not be preparing students for the future but delivering them to the past. Are we producing a flexible enough workforce prepared for the challenges of the future?’

The global economy is projected to create around 40 million new health sector jobs by 2030, mostly in middle- and high-income countries. Despite this growth, there will be a projected shortage of 18 million health workers needed to achieve the UN Sustainable Development Goals in low- and lower-middle-income countries [68]. As mentioned in the globalisation section of this chapter, the crisis in recruitment of health professionals means that countries all around the world will be ‘fishing from the same [small] workforce pool’.

Many countries, particularly in the developing world, are looking at addressing projected workforce shortages by introducing new roles (such as physician’s assistants – PA) or by role substitution (such as advanced clinical practitioners). The fundamental premise is that the training time and cost is less than for a doctor, and that graduate salaries are lower. This development has caused much angst, with some physicians calling PAs a ‘poor man’s’ doctor and suggesting that these roles were ill thought out ‘quick fixes’. However, the role of PAs (and others) seems likely to stay, probably with increasing scope of practice over the coming years [69, 70].

There was consensus among our respondents that the doctor of the future should be flexible and able to work in interprofessional teams to provide quality health care. Also, that the education of future doctors has to change, although the direction of that change is not as clear. Some declared that doctors should become broader based in their approach and community focused, others suggested that doctors should be even more sub-specialised, as other professionals could fulfill the community roles. The following two quotes illustrate these dichotomous views:

‘We need more generalists rather than specialists, and health professionals who can work collaboratively rather than hierarchically.’

‘We need more generalists rather than specialists, and health professionals who can work collaboratively rather than hierarchically.’
'Much of routine medicine can be carried out by health care professionals like Physician Associates, Specialist Nurses, Midwives, etc. Maybe medical education should prepare students for more specialised and complex medicine.'

Currently, a primary medical education qualification ‘produces’ an intern or resident who is a generalist, but with the least experience in the health care team. This intern, over many years of postgraduate training, focuses their skills to a specialism and often a sub-specialism. This process inherently puts forward the value proposition that being a ‘generalist’ is not worth as much as being a ‘specialist’, especially given that physicians are rewarded financially the more specialised they become. As a radical alternative, future medical school education may be envisioned to switch to producing narrow specialists with a competency-based model and postgraduate training could then prepare generalists. This would require a major paradigm shift in medical education.

Respondents also highlighted the need for alignment between training choices and workforce needs, which could result in more ‘engineering’ of career pathways [71]. This approach would reduce trainees’ freedom to choose their specialty and location. One respondent suggested medical education leadership had to show the way: ‘Over the next 10 years, medical education has to take a leadership role in producing graduates who take an ethical and responsible approach to health resource stewardship.’

Cultural and Societal Factors

Culture and society are part of the ubiquitous, multifaceted context in which medical education is situated [72, 73]. Both health care and medical education interact with broader social, cultural, political, legal, and economic forces – sometimes accommodating these forces, other times reacting against them. The social contract metaphor is often used to characterise the complex relationship between physicians (or the medical profession as a whole) and society [74]. The basis for this social contract rests in the power of physicians, as members of the medical profession, to self-regulate (to set and maintain standards for education and practice) in exchange for the provision of medical care that serves the needs of patients and society [73, 75]. Yet, increasing heterogeneity within the medical profession and throughout society has prompted important questions about the terms of this contract. In 2002 the American Board of Internal Medicine, the American College of Physicians Foundation, and the European Federation of Internal Medicine published the ‘Physician Charter’ in an effort to make the principles and professional responsibilities of physicians explicit. Altruism, honesty, respect, and trust were associated with three principles of professionalism, namely ‘primacy of patient welfare, patient autonomy, and social justice’. These principles are presumed to provide ethical guidance to physicians in times when patients, organisations, governments, and markets place new, often competing, demands on physicians [74]. These new and competing demands may challenge the personal values held by individual or sub-groups of physicians, thus raising questions about the medical profession as a collective entity attempting to uphold a contract in a dynamic context with changing expectations [76–78].

Responses to our survey revealed many thoughts about how changes in cultural values and expectations among patients and health care systems might impact the future of medical practice and, correspondingly, medical education. Responses also highlighted changing values and expectations among learners in medicine [79], from those entering the profession to those engaging in continuing professional development and lifelong learning. Many suggested that physicians and educators will need to respond to and accommodate these changes.

Core Principles of Professionalism

As noted above, one of the core principles in the Physician Charter is ‘the primacy of patient welfare’ [74]. In line with this principle, one respondent wrote: ‘The best doctors have an underpinning altruism. This finds expression in their attitudes towards their patients, the community, and the medical profession.’ The respondent then identified several aspects of current medical training that may undermine altruism and emphasised the need for training experiences that reinforce altruism, such as working in teams over time and developing longitudinal clinical relationships. Other respondents anticipated a change in the social contract, with growing demand for ‘more balanced lives’ and ‘less sense of self-sacrifice’ among physicians which may require new ways of operationalising altruism [80].

Respondents also mentioned patients’ need to trust physicians to provide safe, competent care, anticipating shifts toward greater social accountability and external regulation of competence and further reduction of professional self-regulation. Growing attention to physicians’ roles in teams and systems and notions of competence as a group- or system-level construct as well as an individual-level construct appeared in few responses. One respondent noted: ‘Future patients are going to ask for person-centered care, and must be able to trust that the team around the patient can deliver that – with safety.’ Physicians of the future were expected to be more involved in systems improvement and to have a stronger orientation toward public health and holistic interventions.

Changing Values and Expectations Among Patients

Several respondents described patients as ‘empowered’, ‘engaged’, and increasingly ‘involved in self-care’ – largely made possible through technology and increasing access to information. They anticipated growing demand for not only person-centred care, but personalised medicine and immediate access. Respondents also noted that patients will interact with physicians and health care teams in new ways, perhaps with less personal contact and ‘less satisfying relationships’. Others suggested that these changing relationships might require more empathic physicians and development of ‘novel communication skills that both embrace this evolution of the doctor-patient relationship while still promoting a long-term relationship’.
Changing Values and Expectations Among Learners

Perhaps signifying overarching cultural changes, several respondents described parallels between patient and learner expectations. We are rapidly evolving from a provider-centered health care delivery and teacher-centered model of educational delivery to patient-centered and learner-centered models. Another respondent suggested: ‘We have personalised medicine – we should have personalised education.’ Ideas about how this might emerge included online, mobile, self-paced learning modalities replacing in-person, campus-based instruction; growing use of simulation; new sources of motivation for learning (driven by perceived needs and interests rather than prescribed curriculum); increasing use of international collaboration; and new forms of assessment.

Respondents also described the ‘democratisation’ of education as relationships between teachers and learners become less formal and less hierarchical compared to just a few decades ago. As discussed in the next section, ever-increasing access to information and rapidly changing practices are likely to contribute to this trend as less and less knowledge becomes exclusive property of expert clinical teachers. Instead, teachers may be increasingly learning alongside, or just barely ahead of, the learners they are teaching.

Addressing Strenuous Work Environments and Enhancing Student Resilience

Learners’ desire for ‘work-life balance and supportive, well-functioning working and learning environments’ was mentioned by several respondents. One respondent emphasised ‘we need to pay a lot more attention to the nature of the working and learning environment if we do not want to lose a generation’. Given the alarming figures on the prevalence of burnout and depression among medical students, residents, and physicians [81, 82], education, coupled with systems changes, can address the ways learners are prepared for a difficult working environment. One respondent suggested that physicians will need ‘coping and resilience skills to thrive in this new practice’.

Comments about learners’ desire for a work-life balance echo conversations about professionalism in the context of duty hours regulations for physicians. Many feared the degradation of altruism and prioritisation of patient welfare with the rise of a ‘shift work’ mindset while others saw an opportunity to redesign health care systems that honour the need for self-care without compromising the primacy of patient welfare and overly relying on individual altruism [83]. A fact is that resident restrictions in duty hours in Europe differ vastly from those in North America, while there are no reports of differences in professionalism. There is no doubt, however, that these topics of physicians’ psychological distress, burnout, and well-being [84–87] will continue to be important for many years to come in countries across the world.

Technological Factors

Throughout history, people have pointed to technology as a primary source of change in society. The rise and rapid development of computers and robots has prompted many to think about the implications for the way people will work in the future and the educational requirements for such work [88]. Medicine and health professions education are no exception [28, 89, 90], with articles on the use of computers as consultants appearing in the late 1960s and early 1970s [91]. This exciting prospect inspired decades of research by cognitive scientists, physicians, and computer scientists that aimed to understand clinical reasoning and expert decision-making processes so they could be replicated in computer programs [92]. While some might argue that these efforts have shown limited success based on practical application and use, recent improvements in data processing capacity, coupled with exponential increases in the volume of data available through the digitisation of health care systems and records, are rapidly changing the rate of implementation and uptake in clinical practice. As these changes occur, medical education must keep pace and incorporate technology into competency domains, learning objectives, and pedagogical techniques.

The core of discussions of technology, both in the literature and among our respondents, seems to be about information and how technology is used to collect, analyse, synthesise, and ultimately transform information into an ‘intelligent’ judgement, action, or solution of value to people. Terms such as ‘artificial intelligence’ and ‘machine learning’, all made possible by access to ‘big data’, came up repeatedly. Artificial intelligence generally refers to machines capable of performing complex cognitive activities at or beyond the level of a knowledgeable and skilled (i.e. ‘smart’) human. Machine learning denotes the ability of these machines to access and process data in ways that allow them to improve their performance – essentially to learn or get smarter [93]. Big data refers to the huge volume of information available digitally through databases, photos, videos, audio recordings, text, and biometrics. Machine learning employs analytics technology to search for patterns among all these information sources and, ideally, provide insights and predictions that prove valuable, or intelligent [93]. Technology also relies on information to support the development of tools that automate functional or physical tasks (e.g. robots that dispense medications) and that supports human access to information used to make decisions (e.g. smartphones and apps).

We identified four general themes among the responses citing technology as a key factor impacting the future of health professions education. Two themes focus on changes in the practice of medicine, with implications for the content of clinical training and two focus directly on changes in education, with implications for educational processes. Several respondents also emphasised significant disparities in the impact of technology. They predicted further exacerbation of disparities between patients, populations, communities, and countries with limited access to technological and other resources and those that are well resourced.

Changing Clinical Reasoning

Many respondents described changes in how physicians make diagnostic and management decisions. They wrote about the growing capacity for artificial intelligence (AI), or
machine learning coupled with big data, to identify patterns and algorithms. While this would not necessarily eliminate the need for physicians to engage in clinical reasoning, such technologies were expected to provide decision support systems to aid and enhance physicians’ decision-making. One respondent wrote: ‘Physicians will need to rely less on their own memory to recall information and use expert systems to avoid treatment biases.’ Some expected that AI would, in fact, eventually ‘provide an alternative to diagnosis and treatment’ which would satisfy the growing demand and expectation for instant advice and treatment. Others expected automation of routine tasks and replacement of procedural skills with robotic instruments. With these technologies in place, some respondents predicted that physicians’ role would become that of an interpreter or translator of patients’ descriptions and critical appraiser of information and evidence. One respondent described this as ‘the rise of the coach, the routinisation of the technician’. This change suggests a shift in required competencies, with less emphasis on ‘technical competencies’ reliant on medical knowledge for diagnostic and treatment purposes and more on innovation and ‘humane competencies’ such as patient education and advocacy. Indeed, some have already described these trends in fields such as radiology and pathology [94]. While the capacity for expert systems and AI to outperform human experts was established in the 1970s (e.g. MYCIN) [95], such systems never became part of routine medical practice because they required manual data entry, took considerable time to produce solutions, and generated fear and mistrust among users concerned about being outperformed by a machine [96]. Today, these systems can be integrated into existing health information systems and information can be processed almost instantaneously. While concerns about technological displacement still exist, such systems have been recast as ‘decision support systems’ and guidelines that enhance performance of human experts rather than competing with it [97].

One respondent offered a prediction, summarising many of these ideas: ‘Without a doubt, the implementation of artificial intelligence systems as part of the practice of medicine will have a major impact on what it means “to be a doctor” and what competencies we will expect of future physicians ...The greater use of technologies will free physicians to focus on treating patients and innovating with more automated tasks being relegated to engines that accomplish the latter with a much higher level of precision.’

Changing Relationships with Patients

Respondents highlighted technology’s role in providing new ways for patients and physicians to communicate, including telehealth, email, and social media. Some predicted face-to-face visits would become obsolete or at least significantly less common. Correspondingly, they saw a need for medical education to prepare physicians to interact with patients through various new technologies and to use technology as a tool to engage, monitor, treat, and educate patients.

Respondents also noted technology’s role in providing patients access to information that previously belonged almost exclusively to physicians and was more or less inaccessible to non-physicians. This includes both information about one’s own health (from digital records as well as from genomic testing) and information about diseases, diagnostics, and treatment available (through websites of variable repute). While some respondents saw this as a beneficial way of empowering patients and promoting preventative measures that might reduce reliance on physicians, others anticipated an even more significant role for physicians to ‘interface between patient concerns and technology’ as interpreters of patients’ concerns and evaluators of the quality of evidence or soundness of reasoning guiding patients’ decisions.

Changing the Focus and Content of Medical Education

Responses suggested two primary ways in which technology will impact the core curriculum in medical education. First, given rapidly changing and growing knowledge bases that learners can instantly access in real time, respondents anticipated significantly less need to teach for knowledge retention and much greater need to teach for finding, critically appraising, synthesising, and integrating information. This view raises intriguing questions about the relationship between knowledge and reasoning, many of which are not new [98, 99] but perhaps are relevant in new ways as we consider what types of knowledge and conceptual understanding physicians will need to evaluate the quality of decisions recommended by a ‘smart machine’ and/or of the information returned from a query. Yet, these views assume ubiquitous access to credible information with no barriers. For resource-limited countries, this will require open access to reputable journals for hospitals and educational institutions.

These shifts have implications for assessment, as one respondent noted: ‘Every medical educator knows that it is impossible for practising clinicians to hold in their heads all of the knowledge that must be incorporated into their clinical reasoning and decision making. And yet we continue to assess our students on what factoids they can recall, rather than what they can find out. Assessments over the next 10 years will need to become much smarter not only at measuring what students understand about concepts, but how they go about finding the information they need to apply that understanding.’

Second, the analytic processes used to support and enhance AI in health care systems can feed information to educators and educational systems to align curricula better with practice. As one example of how this might work, Baker and colleagues described opportunities to use data from the US National Center for Health Statistics to guide the design and contextualisation of cases in a case-based learning curriculum. The authors described ways of using summary data about the most common diagnoses, tests, procedures, and medications associated with patients presenting to the emergency department with fever in a given geographic region [100]. Access to such information also raises questions about how to design current educational systems to support future practice that might look quite different. Should the focus be on common diagnoses or on challenging or uncommon diagnoses that are often missed?
Changing the Methods of Instruction and Assessment

The response, ‘new technologies are changing not only our lifestyle but also our relation with students and the learning/teaching paradigm’ captures the essence of themes about technology’s impact on the methods of instruction and assessment in medical education. Several respondents anticipate changes in teachers’ roles as technology increasingly mediates their interactions with learners. The current rise in online courses, many of which are freely available worldwide (provided you speak the language and have sufficient bandwidth and equipment), creates what one respondent called ‘borderless education’. Teachers are also interacting with learners in virtual ‘classrooms’ or learning spaces, often asynchronously. In clinical settings, respondents expected the role of the teacher to change too, with teachers no longer functioning as the primary source of medical knowledge, but instead communicating and modelling expertise in clinical skills, attitudes, values, and professionalism. With growing technological resources available to enhance teaching and learning, educators will need to be more flexible and ‘able to respond with innovative ways of matching learners’ information technology skills with teaching methods’ and ‘channeling in a positive way’ learners’ willingness to challenge the status quo. Educators and learners alike will need to vigilantly monitor their use of technology to ensure that it enhances, rather than detracts from, learning [101–103].

Multiple respondents identified ways in which the combination of ‘big data’ with learning analytics and AI will change assessment processes and create opportunities for truly learner-centred, individualised approaches to learning. For example, they foresee these technologies allowing us to ‘analyze student behavior’, ‘use digital traces of teacher and learner activities to generate feedback’, ‘rapidly and effectively screen assessment data to identify learners at risk or excelling’, and improve selection processes by ‘creating profiles on potential trainees … including not just formal educational performance (hand-offs on entrustment activities of students) but also information gathered through longitudinal portfolios and the Internet in general (e.g. social media, LinkedIn, videos or podcasts)’.

Information and learning technologies were often mentioned in relation to programmatic assessment and competency-based medical education, topics discussed in greater depth under educational system factors. At present, few examples of these systems exist on a large scale, but design and development are underway [104, 105]. There are, of course, costs and risks associated with managing, securing, interpreting, and sharing this information. Respondents raised concerns about data security, privacy, and ethical use of information in the digital age.

Discussion

Opportunities to envision the future appeal to our human imagination. Perhaps we are drawn by the desire to plan better, avoid surprise, prove our hypotheses, or reflect on and learn from the past. Perhaps we hope to improve the future through such musings. Whatever the case may be, the respondents to our survey each had important messages to convey. And, while each drew on different contexts and structural models of medical education to formulate their visions for the next 10 years, we found considerable overlap in their perspectives. Some responses were truly forward looking, others reflected anxiety about current circumstances and urged recognition of ‘festering problems for which a solution must be found’. Some predictions, particularly around technology development, resemble ones that could have been made 40 years ago when AI, diagnostic support systems, and computer-based education started to catch medical educators’ attention.

The training of health professionals is the preparation for services that populations need or desire to improve their health, but cannot provide for themselves. Health and disease have been mysteries for many ages and remain so to some extent. The world has changed, however, and most educators would agree that in the twenty-first century these population demands have evolved. Many of the mysteries of disease have been solved, patients obtain information through many sources other than health professionals, many health care decisions are shared among health professionals and patients. All of these suggest less dependency in populations. On the other hand, many more health conditions can be improved than in the past, life expectancies have increased in many parts of the world, and chronic diseases are more prevalent. Just extrapolating these developments may shift the need for decision makers and curers to being supporters of patients in their navigation through complex health care systems and myriads of options. Education must prepare learners for these shifting roles. Akin to the loss of rote memory skills for long texts after the invention of print (think of Homer’s Iliad and Odyssey), doctors in training may be better not spending most of their time on rote memorisation of facts and detailed physical examination skills, as these may be replaced by much more accurate diagnostic procedures. This is not merely a shift to different curricular content, but a change that may affect the identity of health professionals and their relationship to society.

This review illuminates the opportunities and concerns most salient to the leaders, educators, and researchers who responded to our inquiry. Their responses depict promising opportunities for education customised to individual capability and learning needs; integration of technologies that enhance precision, efficiency, and safety of patient care; redesign of working and learning environments to be more satisfying and sustainable for clinicians, learners, and patients; and international collaboration on and sharing of educational materials and resources (e.g. curricula, instructional techniques, assessment tools, and procedures). They also portray dark clouds on the horizon with the issues such as workforce shortages, resource disparities, inequities in access to education and patient care, growing demands on educators with insufficient support and recognition for their efforts, and challenging work environments. Clearly, many of these concerns will limit the array of opportunities if not addressed. For example, creating and implementing individualised learning pathways requires
educators who are trained and invested in this approach. In environments where educators already feel stretched thin, support will be critically important as will open conversations about how such efforts will benefit (and change) their role as educators rather than replace it.

So now what to do with these glimpses of the potential future of medical education? The people who provided the responses are also the leaders in the delivery and development of medical education. These responses indicate the directions of their plans. And prompt a follow up question that asks what they are doing to address these issues because if they don’t, then who will? The first section of this chapter shows us how medical education has previously responded to evolution in medical education by adapting or changing into different pathways/routes. Instead of convergence of the pathways, we may see more divergent models and individualised pathways as an adaption to new factors and drivers.

Rather than ending this chapter with recommendations for the future, we prefer to end with questions that educators and leaders can keep in mind when creating or revising curricula and educational programmes, advocating for educational policies, building partnerships within and across institutions, and drafting five or ten year plans.

1 What do we need to do now to prepare learners for future careers as physicians, where the work of physicians may be quite different from what it is now?
2 What is the unique value of a doctor to the health care workforce and what are the implications for education and training?
3 How does medical education and training reconcile individual aspiration with the social purpose of schools and programmes?
4 How do we create more satisfying and sustainable work and learning environments?
5 How do we move toward a more equitable distribution of health care resources around the world, both within countries and globally?

Acknowledgements

The authors would like to acknowledge the contributions of all who shared their insights about factors likely to impact the future of medical education: William Burdick, Angel Centeno, Fremen Chou, Jen Cleland, Debra Cohen, Richard Cruess, Sylvia Cruess, Andre de Champlain, Erik Driessen, Rachel Ellaway, Kevin Eva, Martin Fischer, Shiv Gaglani, Deborah Gill, Marja Govaerts, Janet Grant, Larry Gruppen, Ronald Harden, Ken Harris, Brian Jolly, Robert K. Kamei, Manuel Kassaye Sebhatu, Bill Reid, Richard Reznick, Charlotte Ringsted, Trudie Roberts, Djeepa Samarasekera, Lambert Schuwirth, Jonathan Sherbino, Tim Swanwick, George Thibault, Jill Thistlewaite, Aliki Thomas, Steve Trumble, Sebastian Uijtdehaage, Tim Wilkinson, Zareen Zaidi, and Gert van Zyl.

References


55 ten Cate, O., Mann, K., McCrorie, P. et al. (2014). Faculty development through international exchange: the IMEX initiative. Medical Teacher 36 (7):591–595.


Introduction

What distinguishes us as humans from other animals is our infinite capacity to learn and the potential of our brain to adapt continuously. Whereas other animals are born with complex behaviour patterns – think of birds building nests or knowing how to fly south – we need extensive guided practice to acquire complex skills. But there are several upsides of this need, including the ability to develop very individualised skills, continue learning through the lifespan, and adapt to changing environments. Early researchers proposed that cognitive abilities are all formed prenatally and progressively decay from the age of 25. We now know that our cognitive development continues even into old age, so that an 80-year-old can learn a new cognitive skill or acquire new knowledge [1]. The fascinating question that lies before us in this chapter is ‘how do people learn?’

Ormrod defines learning as ‘the long-term change in mental representations or associations as a result of experience’ [2, p. 20]. Considering what we now know about the capacity to continue learning, however, this poses a challenge when attempting to define ‘long-term’; a change or learning that occurs in medical school, may be modified later in life with new experiences. Using the science of learning, we will explore strategies that can support learning throughout the lifespan in order to build reliable, if not long-term, changes in mental representations.

The science of learning dates back to the late 1800s, when Wilhelm Wundt founded the first psychological laboratory. Introspection, that is people looking inside their heads to understand their thinking processes, was the common investigative method in those days, although this was later replaced by more objective behavioural methods (stimulus–response studies) and in-depth examination of mental phenomena. In the 1940s, humans’ capacity to learn from observing (social learning) was uncovered. Around the same time, in Europe, the idea that stimulus–response observations were too limited to capture the complexity of the human mind gained support and cognitive psychology was born. More recent technological innovations have enabled the study of neural correlates of behavioural and cognitive processes, leading to the creation of a rapidly expanding field called ‘cognitive neuroscience’.

In this chapter, we will first explore how learning is typically studied and measured in scientific research, before turning to the building blocks of human learning. Then, we will provide a state-of-the-art synthesis of research as it relates to both novice and expert learners, concluding with an attempt to relate scientific insights to the practice of medical education.

KEY MESSAGES

• Learning is a long-term change in memory that results in the ability to transfer formal knowledge to new situations.
• Memory and attention processes interact in complex ways to facilitate learning.
• When faced with novice learners, educators should consider how to manage cognitive load, to create associations, and to facilitate deliberate practice.
• When faced with expert learners, educators should be conscious of the advantages and disadvantages of pattern recognition as well as the role for reflection in learning and reasoning.
• Applying the principles of learning and memory invariably involves invoking a learning theory. When applying a learning theory, consider carefully how the theory fits the learning content, learner expertise, and educational environment.
• The process or strategies that experts use to approach problems takes time and practice to develop. Novices must also invest time to develop their own strategies, rather than attempt to emulate the expert.
Studying and Measuring Learning

As the science of learning ultimately aims at understanding, influencing, and predicting learning in real life, the measures used in scientific studies are very much related to those in educational practice. We describe measures of declarative knowledge (i.e. knowledge of facts and concepts), procedural knowledge (i.e. performance of skills), and transfer (i.e. applying knowledge in novel tasks).

Declarative knowledge is typically measured by tasks of recall or recognition. Recall tasks can be ‘free’, without guidance on what knowledge to reproduce (e.g. ‘write down all you know about the circulatory system’), or ‘cued’, accompanied by a prompt or specific question to guide knowledge reproduction (e.g. ‘what is the difference between the cardiovascular system and the lymphatic system?’). Recognition tasks require learners to determine whether they have specific knowledge accessible in memory, but without the need to reproduce it. This is the case in multiple-choice examination questions. The challenge for most students is to learn the content sufficiently to be able to recall or recognise. Instead, because of time pressure and inappropriate study habits, many students often achieve only a mere sense of familiarity; a vague sense that something has been experienced or seen before, which is ineffective for testing situations.

Learning non-declarative, procedural skills, or ‘knowing how’, is characterised by repeated practice with the skill or its component sub-skills until it can be performed automatically and without error. That this takes place (partly) implicitly was demonstrated by the now legendary amnesic patient Henry Molaison (‘HM’) who, without conscious awareness, was able to acquire novel skills such as mirror drawing – an eye-hand coordination task – without any recollection of having practised the skill [3]. Procedural skills are typically measured through standardised criterion tasks that are equal to or mimic real-life execution of the skill as closely as possible. Performance is then measured on sub-steps of the skills or on the complete skill execution (e.g. OSCEs or speed reading tests).

The goal of education is to acquire knowledge and skills that are usable in novel problems at a later time; learning is the ability to transfer formal knowledge to new situations. In research, a distinction between measures of near and far transfer is made. Near transfer measures have both surface and structural similarities to the learning tasks, whereas far transfer measures have structural similarities but different surface characteristics [4]. For example, learning about La Place’s law as an explanation for neonatal respiratory distress may more easily be transferred to understanding differences in artificially ventilating an adult patient (near transfer) rather than applied to explain cardiac remodelling in aortic regurgitation (far transfer). The challenge for medical students is recognising the similarity in how principles apply because their learning occurred in only one context. Similarly, even experienced anaesthesiologists (say) may feel challenged to transfer their skill to a new procedure or operating room if the surgical team and equipment vary in some way; the requirement to perform the same procedure with different equipment may be a far transfer task in some cases.

Unfortunately, the concept of transfer is often overlooked when designing education. Clinical reasoning, for example, is often considered a skill [5]. The implications of this are that trainees should be able to learn clinical reasoning in discrete observable steps, much like they might learn the procedures involved in intubation. This is true to the extent that trainees can be taught an approach to taking a history, ordering tests, or documenting findings. Yet, without sufficient knowledge or experience, a clinician will struggle to make sense of even a perfectly recorded patient history and physical examination findings. Rather than focusing on improving the ability to transfer knowledge, educators are drawn in by the promise of generalisable, observable approaches to patient problems that are intended to help organise the features of the problem and make it easier to solve. The rationale for this approach is it will expedite the learning process and help trainees organise clinical information to facilitate interpretation. However, decades of research on clinical reasoning have demonstrated that one characteristic of expert clinicians is their ability to interpret information before organising it [5]. Acquiring aptitude in clinical reasoning requires more than learning approaches to history taking. While it is possible to observe a clinician ‘reason’ through a patient case, the underlying cognitive processes are inaccessible and unique to each clinician. Hence, clinical reasoning cannot be learned solely from watching others or using think aloud protocols. While it may be reasonable to provide trainees with the skills to interact with patients and record information, the most effective learning occurs later when they put their knowledge to use in practice.

Understanding that high-quality patient care involves the transfer of clinical knowledge means challenging students to apply their knowledge in novel situations [5, 6]. In this way, they will be engaging in learning-for-transfer. The focus then becomes less about perfecting the art of history taking and more about ensuring trainees have the opportunity to practice diagnosis and management for a variety of cases. In practice, distinguishing between strategies that support the transfer of knowledge and those that focus only on observable behaviours can be challenging. The distinction is often subtle and understanding which strategies truly improve transfer is increasingly difficult given the complex environment of medical education. Later in this chapter we provide guidance by linking the mechanisms of human learning and transfer with strategies proven effective, particularly for the context of medicine. We begin by describing some neural mechanisms that underpin learning before considering three key neural functions: memory, attention, and cognitive processing.

Neural Anatomy and Mechanisms

The adult human brain comprises about 1600 g of cells, sharing over 10^{14} connections, shaped by two hemispheres – divided into a number of anatomically and functionally distinct lobes – which in turn are connected by thick bundles of fibres, the largest of which is the corpus callosum [7]. See Figure 3.1. For the purpose of this chapter, we will
consider the role of the hemispheres, the neuron (a brain cell which transmits and stores information as electrical activity), and neurotransmitters (chemicals in the brain that help regulate certain cognitive functions and affect) [7]. Many readers may be familiar with brain-imaging techniques such as functional magnetic resonance imaging (fMRI) which allow us to visualise and map locations in the two hemispheres that are activated for different tasks (see Box 3.1). Often neuroscience research that incorporates fMRI imaging will report a single representative image that describes neural activation patterns. A misconception that may result from this is that these patterns of activation are identical between individuals. Instead each person exhibits variations in activation areas and it is only by averaging across multiple images from different people that we can define a region of interest most often related to the performance of a task. As with individual variations in neural imaging, individuals understand information in different ways and will create different representations of the same information. Therefore, the same experience in a classroom will result in qualitatively different learning for each student. We return to this concept later when we discuss strategies for learning.

Conversely, findings that certain tasks appear lateralised – that they initiate activation in one hemisphere and not the other – have become associated with terms like ‘left-brained’ and ‘right-brained’ [8]. For example, it is often said that face processing is a right-brain task [9, 10]; that the left hemisphere is associated with logic and methodical approaches while the right hemisphere is associated with more creative and intuitive approaches [8]. There are also popular beliefs that individual differences exist that distinguish people into left- and right-brained personality types; logical or intuitive [8]. A similar misconception exists regarding our limited working use (less than 10% according to some reports) of the brain. Just as this is essentially a folk tale, there is growing evidence that the lateralised brain hypothesis is incorrect. Studies have demonstrated widespread interconnectivity between brain regions even for tasks previously considered to be lateralised to one side of the brain [8, 11, 12].

Some neurons are specialised for processing certain types of input and some neurons support connections. For example, primary sensory and motor processing areas serve to receive incoming information, such as light or touch, and send signals to control muscle responses [7]. However,

---

**BOX 3.1 FOCUS ON: Educational neuroscience**

The field of educational neuroscience emerged in the late twentieth century with the aim of developing principles for education based on brain-based research. One scientific method often used in this field is functional magnetic resonance imaging (fMRI). Magnetic resonance imaging (MRI) is a broadly used brain-imaging technique, used both in research and clinical decision-making. It takes advantage of the magnetic properties of hydrogen atoms. In an MRI-scanner, participants lie in a strong magnetic field, which aligns the protons in the hydrogen atoms with the magnetic field. The alignment of those protons is then disturbed by radiofrequency (RF) pulses and the timing with which the RF pulses are emitted allows the construction of a 3D representation of the brain.

fMRI uses the same MRI apparatus, but with a different RF-pulse and measurement timing. This way, it can measure changes in blood flow and oxygenation in the brain (measuring the blood-oxygenation-level dependent [BOLD] signal), providing information about brain activity. fMRI can thus be used to measure task-dependent changes in activity, needed for investigating functional changes in the brain with increased motor expertise.

The original promise of educational neuroscience, that it would directly lead to improved teaching in the classroom, has proven overly ambitious [59]. Most studies entail replications of behavioural phenomena, but with less room for contextual variability due to methodological constraints, adding currently little to nothing to educational practice. But if we let go of the original claim, educational neuroscience can still prove beneficial by addressing neurobiological questions that emerge from other methodological approaches to educational research questions. This is possible with the following caveats [60]:

- Educational neuroscience methods are useful for studying robust phenomena, not for exploratory research questions. If we know little about a phenomenon at a behavioural level, neuroscience methods will have little to add. If no neuroscientifically appropriate measure of the phenomenon is available (yet), any attempts to design one will most likely be in vain. Prior extensive behavioural piloting of the measure can reduce risk.
- When cognitive processes are too fast to study behaviourally or when they are mostly implicit, educational neuroscience (fMRI, but also EEG) measures can prove beneficial. This requires, however, a clear neurobiological research question.
these areas make up only 25% of the human cortex, with the remaining dedicated to associating input and simple ideas to form more complex thoughts and behaviour [7]. For the purpose of understanding memory, it is useful to know that the primary function of a large proportion of neural anatomy is to find associations between sensory input [7]. These associations form patterns such that similar types of sensory input would initiate similar patterns of activation [7]. The transmission of information that occurs in these patterns of activation involves the exchange of neurotransmitters [7]. Some neurotransmitters like serotonin are implicated in the formation of memories while others are associated with motivation to learn. Fluctuations in levels of these neurotransmitters can impact both the desire to learn and the effectiveness of learning strategies. For example, dopamine has been associated with the need to seek out novel experiences. This intrinsic need may explain the drive of students to seek novelty in education, as the experience alone is rewarding, but notably novelty seeking is not itself a form of optimal learning [13]. Educators should be cautious at integrating novelty into instructional methods purely for the enjoyment of students as this may not support long-term learning.

Memories are represented by a series of specific neuronal activations that occur in parallel, or at the same time [7]. In other words, a memory is represented by a pattern of multiple neuronal cells activated simultaneously. Memories contain information about features of the environment, such as colour, shapes, even language and emotions, as well as information about relationships between features. The associative nature of human memory is quite powerful as we are able to recall important information that is cued by some other stimulus. As an analogy, a cue is like a search term that allows us to connect to (or ‘retrieve’) experiences that are related to the cue. We may consciously choose cues that help us remember, or cues in our environment may automatically activate associations to memories. For example, hearing a patient report ‘chest pain’ may automatically cue associations to the diagnosis of pneumonia, bronchitis, or heart failure. Additionally, a clinician may consciously search for cues by running tests to identify possible diagnoses.

Repeated exposure to cues and patterns of information in our environment, often accompanied by feedback and guidance, help us understand categories of objects that define our environment as well as concrete and abstract concepts [14–20]. The neural mechanisms that allow children to learn to distinguish between the concept of dogs and cats also support their learning of human behaviours and abstract concepts like emotion. And these same mechanisms also allow a medical resident to learn to distinguish between, say, the visually distinct features of pneumonia and pulmonary embolism (PE) in imaging, or between the auditory profiles of pulmonary crackles related to heart failure and wheezing related to asthma. The mechanism that supports the learning of these concepts is best described using terminology from research on categorisation. Using the above example, medical residents may first learn about pneumonia from a few exemplars, or concrete experiences with individual radiographs of patients with pneumonia. However, this is not sufficient to understand the variations present in the broad category. Eventually, with sufficient exposure, physicians not only learn how variable the category of pneumonia is, but also learn conceptual differences and similarities between the categories of pneumonia and PE. We explore specific strategies that support this form of learning later in this chapter.

**Memory**

Functionally, there are different types of memory: working memory, sensory memory, and long-term memory [7]. Earlier we classified the process of remembering qualitatively into recall, familiarity, and recognition. The act of forgetting has also been classified qualitatively into decay and interference [21–25]. Here we discuss remembering and forgetting in relation to cue-based retrieval. We will define the different types of memory first. See Figure 3.2.

Working memory is a more recent conceptualisation of short-term memory [5], which generally refers to the ability to maintain, manipulate, and rehearse information in an intentional or conscious manner [7]. Working memory may rely on sensory memory to retain input long enough to decide what to do with it [7]. Working memory may not always be engaged and is often reserved for times of stress, challenge, or uncertainty [7]. Essentially, sensory memory is the momentary conscious attempt to copy an input; the initial activation of neurons that experience an image, a sound, or a touch. Neuroscience researchers theorise a ‘visuospatial sketchpad’ (a momentary copy of a visual image) and ‘phonologic loop’ (a momentary copy of an auditory stimulus) that retains initial input for a very brief amount of time; roughly one second [7]. As the name implies, long-term memory refers to the massive store of experiences from our entire life [7]. Even though theoretically long-term memory should represent every experience or thought we have ever had, our ability to retrieve specific information will depend in part on how meaningful it is to us, how often we use it, and the strength of associations to the cue that may retrieve the memory.

**Remembering**

In some cases, we remember things in deliberate ways, such as recalling answers for a multiple-choice exam. If we

![Figure 3.2 Baddeley’s model of working memory.](image-url)
are prepared, there will be many strong cues present in the exam itself and we may rely on cues in the questions to access the relevant information. In other cases, we remember things unintentionally, such as unwillingly recalling and reliving stressful experiences because cues in our environment automatically activate our memory. If we experienced a car accident, then any cue related to the event such as cars, roads, traffic signals, etc. may cue the memory of the accident at any time. When cues or associations are weak, we may experience remembering as a weak sense of familiarity [26]. When cues and associations are strong, we may experience remembering as explicit recall [14]. Recognition falls somewhere in between as we may have a strong sense we have seen something before, but no explicit recall of where or when [14].

**Forgetting**

The permanence of a memory is also determined by how many associations it has and how they might relate to cues. A single cue that is associated to multiple different memories can cause confusion about which memory is the correct or most relevant one. This experience may be interpreted as forgetting because access to the correct memory is ineffective when other memories are also activated. When there are multiple memories being accessed, which might conflict with each other, it is called interference [23]. Alternatively, if the association between a cue and a memory is weak, because it is rarely used, it will decay [22]. It is important for instructors and students to understand the mechanisms of forgetting as learning may be hindered by decay or interference. We highlight strategies that can combat interference and decay specifically.

**Memory and Stress**

During their medical training, students will almost continuously experience a wide range of emotions both positive (e.g. pride, gratitude, excitement, happiness) and negative (e.g. stress, fear, uncertainty) [27]. Apart from expressing a typical human ability, these emotions serve a role in training, providing, for example, warning signs to the student that action is needed to prevent harm or signposting positive development of knowledge and skill. But negative emotions and the accompanying physical responses potentially hinder learning and skill development. In particular, stress is known to affect working memory performance, especially when the stress is experienced as posing a threat (i.e. when both the sympathetic nervous system [SNS] and the hormone system respond) instead of as posing a challenge (i.e. when only the SNS responds). This happens especially when performance is also assessed under stressful circumstances. Interestingly, memory consolidation is improved by moderate levels of stress. When given a moderate dose of cortisol prior to learning words, word recognition two days later was improved [28]. In medical training, however, memories (e.g. about how to perform a surgical procedure) are only better consolidated if the stress is caused by the clinical case itself, not if peripheral factors (e.g. an intimidating senior member of staff) are the cause [29]. Finally, stress is known to have an impairing effect on memory retrieval. Skilled paramedics were hindered in their drug-dose calculations if they shortly before had gone through a number of highly stressful simulated scenarios [30]. In sum, it is not so much stress itself, but the level of stress and the learner’s appraisal of stress that determine its effect on memory.

**Attention and Selection**

In this section we will explore what it means to selectively attend to important information, to ignore or inhibit irrelevant information, and how this fits in with memory [7]. Attention is not a unitary or concrete ability [31]. Attention is an end result of multiple cognitive processes being directed at objects or people that are relevant for a current task goal. Consequently, paying attention is often experienced as a conscious awareness that takes effort. To make things more complicated, conscious awareness or attention is not critical for learning [32, 33]. In some cases, learning can occur implicitly, without direct attention. Instructors may need to be aware of what students might learn implicitly (e.g. hidden curriculum). Attention has two potential mechanisms that support learning: selective attention and active inhibition.

Selective attention refers to the process of sharpening focus on the relevant information. Selective attention may be applied in a conscious or unconscious manner [33]. For example, salient features of a cancer lesion in a lung radiograph may capture attention automatically without effort from the radiologist. This pop out effect has been documented in many experimental and applied studies [31–38]. This can occur because the radiologist has seen multiple exemplars of cancer and her visual system and long-term memory automatically recognise the pattern. The relative salience of a pattern is therefore experience dependent; with increasing experience different patterns become more salient. Alternatively, if there are no salient features or patterns, and the radiologist is looking for evidence of cancer, she may choose one of two strategies. The radiologist may employ a serial search strategy, examining smaller sections of the image in sequence, much like examining a grid [39]. This process may incorporate the use of active inhibition; blocking the processing of extraneous information in order to highlight smaller sections. The extent to which a physician can engage in active inhibition to ignore distracting information depends on several factors, including working memory capacity, experience, and motivation [40]. The radiologist may also rely on pattern recognition in a different way by attempting to holistically process the image, in the hopes that a less salient pattern will emerge. In cognitive psychology, these strategies are not mutually exclusive, both can be effective, and have been demonstrated to interact with the demands of the task [32, 40–43].

The need for selective attention or active inhibition while learning may help strengthen associations, leading to improved memory. For example, the interaction between selective attention and memory may be responsible for the desirable difficulty effect [44, 45]. That is, the requirement for extra cognitive effort to apply selective attention may at times improve memory for the target [44, 45]. Consequently,
students may learn more effectively from actively seeking out the solution to a problem. However, currently, the exact mechanisms responsible for the desirable difficulty effect are not well understood. Therefore, both instructors and learners may need to work together to determine if these principles apply to learning in their context.

**Cognitive Processing**

There are two main types of cognitive processing that relate to attention and memory – automatic and controlled. Automatic processes are relatively rapid and are recruited unconsciously, whereas controlled processes are relatively slower and are recruited consciously. Typically, controlled processes rely on working memory and automatic processes directly access long-term memory without involving working memory [46, 47]. Often, in the progression of learning in a new task, students start out relying on controlled processes and with time and practice rely more on automatic processes [48, 49]. Although, controlled and automatic processes are often contrasted with each other, they can occur in parallel and complement each other [46–49]. In medical education, these processes are often referred to as Type 1 and Type 2 (or System 1 and System 2). Type 1 reflects the automatic, default but powerful mode of processing that draws on a lifetime of experiences in long-term memory [48, 49]. Type 2 reflects the combination of resource intensive, executive functions including working memory and attention [48, 49].

A common misconception is that one process or system is better suited to undertake some tasks than the other. In medicine, for example, there is a prevailing belief that Type 2 is superior for the task of medical diagnosis, reflected in the push to rely on evidence-based medicine guidelines, algorithms, and debiasing [50–53]. However, instructors and students should understand that automatic and controlled processes are both important and recruited as needed to meet the demands of the task [54–58]. Box 3.1 provides a closer look at education neuroscience.

**Strategies for the Novice Learner**

Dunlosky and colleagues describe several popular learning strategies in higher education and extensively review research on their relative effectiveness [58]. Unfortunately, the most popular strategies, according to self-reports from college students, were not necessarily the most effective based on evidence from educational research. For example, a common study practice of students is to re-read material from textbooks or written notes. However, repeated exposure to the same material without additional attempts to construct meaningful associations may only lead to a sense of familiarity. Achieving only a sense of familiarity when re-reading will lead to a false sense of confidence with the content and a false belief that re-reading is effective. Students have been known to hold on to this belief even when presented with evidence that re-reading alone is ineffective. This suggests that learners are not typically aware of the relationship between their study habits and outcomes, indicating poor metacognitive awareness. Therefore, novices may require guided practice and more structured learning strategies that help them better detect patterns, construct relationships and so transfer their formal knowledge to various contexts [61, 62]. In this section we outline several strategies that have been shown to be successful in higher education settings. Many have been tested in health professions contexts as well. These strategies are not mutually exclusive and although they are most effective when led by the instructor they can also be implemented by trainees.

**Managing Cognitive Load**

A useful framework when instructing novices is cognitive load theory. This distinguishes between various aspects of the task that pose load on working memory, namely intrinsic load, or the load inherent in the difficulty of the learning task, germane load, or the load that accompanies the construction of schemas, and extraneous load, or the load that is generated as the result of how the learning task is designed [63, 64]. For example, when needing to manage a disruptive family member during the examination of an acutely sick child, the management of the family member may be extraneous to learning the skills of diagnosing and treating the child. In another context, however, managing the disruptive behaviour of the family member may be the critical skill being learned. For this reason, the goal of the learning task determines what is considered intrinsic and extraneous load. Instructors may need to explore various approaches to identify the most effective strategies for reducing cognitive load. In the context of multimedia presentations (e.g. PowerPoint slides), extraneous load may be more obvious. For example, the extensive use of graphics, technology, or overlay of text with animations and sounds can decrease learning considerably compared to simpler presentation techniques (i.e. plain text or static images) [63]. Another example of extraneous load is the use of augmented reality technology for instruction in anatomy. Students with lower working memory capacity may be disadvantaged when learning anatomy using rotating, computer controlled, augmented reality animations, compared to multiple, student controlled, still views [65].

Identifying components that reduce intrinsic load may be more challenging, but there are some strategies for managing it. For example, the use of worked examples is theorised to reduce the intrinsic load of learning the mechanics of problem solving in statistics [66]. A similar strategy may be appropriate for teaching medical students to calculate the total water deficit in a patient presenting with hypernatraemia to target fluid replacement therapy. Some research suggests that students do show improved performance following explanations using already solved or worked problems compared to working through the same problems on their own [67]. However, this benefit may be modulated depending on the content or level of the learner; the use of worked examples leads to decreased performance with more intermediate or expert learners [68, 69].
Creating Associations

The following strategies are theorised to build connections or associations between cues and prior knowledge: testing, integration, and blocked and interleaved practice.

Testing as a study strategy has been linked to test enhanced learning, i.e. improved performance on a subsequent test following an initial (formative) test [70, 71]. Testing may help strengthen links between simple cues, such as key clinical features contained in a question stem, and more complex diagnostic categories, contained in the question options [70, 71]. One mechanism that is proposed to support test-enhanced learning is retrieval practice or repeated exposure to cues that facilitate access to important information. However, testing is most effective with feedback on the correct answers [70]. Another important feature of testing that improves learning is varying the format of questions using different cues. For example, instructors might create multiple versions of the same question so the same content is applied to different contexts. In this way instructors can help facilitate near and far transfer.

Integrating instruction in basic science principles with clinical concepts may also strengthen associations between underlying biomedical principles and the manifestation of clinical symptoms [62, 72, 73]. This approach to teaching the medical sciences can be challenging as there is often a separation of basic science topics, such as cell development, from clinical concepts, such as cancer. However, evidence suggests that students develop a stronger understanding of the material when it is successfully integrated [62, 72, 73]. Successful integration requires more than pairing lectures from the content areas, but instead requires specific and explicit linking between concepts [73]. Baghdady and colleagues demonstrated improved performance on a diagnostic test for students who learned about dental disorders using images and text that integrated knowledge of the anatomy, basic science, and clinical presentation on a single slide compared to students who learned the same content separated into two slides [74]. A simple division of material over time was sufficient to disadvantage students. Instructors may need to collaborate to successfully integrate content from previously separate lectures.

Interleaving and blocking practice problems allows learners to practise identifying the nature of the problem, or categorising it, before applying a solution [74–77]. For example, medical students are often taught the principles of electrocardiography (ECG) in a lecture format and then, as individual clinical diagnoses are introduced, they are provided with a few exemplars. Instead, students require multiple exemplars of each diagnosis in order to recognise the relevant patterns and the different presentations [77]. This is referred to as blocked practice; the goal is not to identify the diagnosis, but rather to recognise similarities and differences of items within the same category. Even though there may be clear indicators of each diagnosis (e.g. ST elevation to suggest acute myocardial infarction) the manifestation of those will vary from patient to patient. Then, once sufficient mastery of the material has been achieved students should be challenged with interleaved practice, mixing exemplars from different categories, where the goal is to identify the diagnosis. Interleaved practice

Deliberate Practice

Although identified in expert learners, deliberate practice can also aid novice learners in their first steps of expertise development. It incorporates a series of planned practice sessions with targeted feedback and in-depth analysis [78]. It is typically relevant to learning procedural skills and is similar in approach to learning a musical instrument or a sport [79]. The key elements are a coach, feedback, assessment, and mastery learning. Independent of these elements, practice sessions may also be organised according to a schedule that maximises learning. The mechanisms that support this strategy include repeated and focused learning on correct movements through feedback and correction. However, in medicine there are many challenges to following a deliberate practice model. Trainees may not have access to the equipment, or the procedures may be rare, or they may not have access to skilled coaches. The following strategies may mitigate these challenges.

Trainees may apply spaced practice by revisiting a skill every month for brief amounts of time to ensure they are able to perform it consistently. Scheduling guided practice in a spaced manner has been shown to lead to better retention of the skill over time compared to scheduling practice only on one academic half-day [80]. These shorter practice sessions may be recorded and examined at a later date with a coach. Peer to peer feedback has also been shown to be effective in helping trainees advance in their skill level [81, 82]. Effective use of paired learning may reduce the burden on staff or senior physicians. During gaps in training or practice, trainees may also employ mental rehearsal to maintain some level of skill [83, 84]. Instructors may guide students through an exercise of imagining the steps of a procedure prior to actual practice to help compensate for the lack of practice [83, 84].

Finally, students may be placed in charge of their own learning by employing an approach of mastery learning [85]. For example, they may independently practise with simple aspects of suturing, using inexpensive resources to build up speed and knot-tying skills. A more experienced coach can then step in to help the trainee fine tune their movements with more advanced skills. The use of progress tests in medical schools has also proved useful to help students self-identify their need for further coaching. For example, progress tests have been used at Maastricht and McMaster University medical schools [86]. Because the progress test is designed to assess knowledge at the level of the graduate, students can gauge their current level of knowledge in comparison to that of a graduating student. They can also compare themselves against their own class [87, 88]. This form of guided self-assessment has proven more successful in identifying students in need for remediation.
Strategies for the Expert Learner

Where the novice’s learning is mostly characterised by juggling the limits of working memory capacity, the expert learner can reap the benefits of chunking, schema, and script formation [101]. While the various constructs of illness scripts, schemas, and chunks are often discussed independently of each other, they are all related to the associationist perspective of memory. That is, in a chunk, schema, or script separate pieces of information have become interrelated because of repeated, joint retrieval, and are accessed as a single unit in working memory, thereby reducing the cognitive load considerably and maximising processing capacity. A chunk [102] reflects linked information, when organised in a way that facilitates distinguishing between diagnoses it is called a schema [103, 104], and when it represents a prototype of a disease including its common features, clinical presentation, and response to management it is termed an illness script [105]. A family physician, for example, diagnosing a female patient who is complaining of a slowly progressive headache at the left side of the head will rapidly activate the ‘migraine script’ [106]. Note that prior knowledge and repeated exposure to the constellation of symptoms is needed to enable script formation and activation.

Pattern Recognition and Analytical Reasoning

The formation of chunks, schemas, and scripts underlines a defining characteristic of human cognition, namely the tendency to form and recognise patterns through association. Pattern recognition greatly improves processing speed and accuracy and is a necessary prerequisite for complex skill development. Only when sub-skills become routine and/or pattern recognition has emerged will development of more advanced skills (utilising the routine skills as building blocks) become possible. Some scholars suggest that pattern recognition, a form of ‘Type 1’ processing’ [107, 108], carries a risk as this heuristic type of processing is prone to biases, such as premature closure [109]. Since patterns are recognised without effortful deliberation, but through rapid, automatic association, they are believed to work well in standardised situations and prototypical clinical cases. In clinical reasoning, however, ‘standardised’ and ‘prototypical’ are terms hardly encountered and clinicians’ work is mostly characterised as being prepared to expect the unexpected. Type 2, or analytical, processing is thought to correct for errors and a lack of experience by compensating for missing information. However, general strategies to be more analytic have not proved beneficial; if physicians do not know the answer right away unguided reflection alone cannot target the error [110, 111].

Practical strategies that have been demonstrated to promote the appropriate application of either Type 1 or Type 2 processing are scarce [112]. Attempts to focus on debiasing strategies specifically have not been successful [112]. Instead, strategies that are successful tend to organise knowledge and re-evaluate clinical features in very specific ways [113]. For example, the use of clinical checklists offers some promise. In a number of studies, Sibbald and colleagues have demonstrated that the guided application of checklists can support the diagnostic process in ECG interpretation [113, 114]. This strategy requires exploration in other medical contexts.

Pattern recognition is still possible, when constellations of symptoms tell the physician something is the matter, even though the correct diagnosis is not immediately recognised. For example, several studies document variations of Type 1 processing that support accurate diagnosis. Woolley and Kostopoulou [115] refer to physician’s gut feelings and insight as important factors in the diagnostic process and Van den Bruel et al. [116] note the benefit of following these gut feelings in preventing serious illness in children.

What does this mean for the expert learner in medicine? We will assume that the expert learner has developed sufficient skill to optimise knowledge and skill acquisition where needed (e.g. when a novel treatment is put in place, or new technology needs to be learned). Learning strategies described under the previous section are then effectively enacted to fill the knowledge or skill gap. However, the expert learner must guard against the limits of their own expertise and overuse of pattern recognition or Type 1 processing. Considerable debate and controversy exists on the role of each reasoning process in expert errors, and how these should be corrected. Some researchers argue that many expert errors stem from bias inherent in unbalanced use of Type 1 processing. If this is the case, then experts need to be aware of when Type 1 processing is in place, and recognise under what circumstances reasoning is jeopardised by biases, but also learn how to balance Type 1 for Type 2 processing.

Reflective Practice

More than at any other level of learning, the expert learner’s actions are driven by prior reflection on where his learning stands and where effort should be exerted to further improve performance and expertise. Reflection is also the basis of deliberate practice; that is, only when an expert has accurately identified what competences or skills to work on, is effective deliberate (instead of rote) practicing of novel (sub)skills possible [78]. But even for expert learners, accurately diagnosing their level of learning and learning needs is not straightforward. This requires careful scrutiny of multiple feedback sources, with the help of a coach or mentor to interpret information [64]. Synthesis and interpretation of feedback will then provide informative cues as to where learning efforts are best directed [117]. Competency-based education speaks to this need, by providing students, early on, a framework to guide reflection and raise awareness of the areas of performance they are expected to develop [118]. It is generally assumed that a minimum level of knowledge and experience in a domain is prerequisite (but not sufficient) to accurate self-reflection.

To sum up, the expert learner utilises strategies developed earlier on in training to optimise knowledge and skill development. How and where knowledge and skill improvement is needed is determined through reflection,
with or without guidance by a mentor. The expert learner may experience caveats in more advanced knowledge and skills such as when adapting to novel technology or sensing insecurity about specific skills. It almost goes without saying that these endeavours all take place within the context of a specific domain, and do not generally transfer to other domains without extensive training (see Boxes 3.2 and 3.3).

**BOX 3.2 Focus on neural plasticity**

The common phrase ‘use it or lose it’ summarises the nature of neural plasticity. It is the developmental and neurophysiological stages that support learning early in life that set the stage for continued learning later in life. The same mechanisms that allow infants to develop sensitivity for human faces [89], or native musical rhythms [90], also facilitate the development of expertise in any skill. Abilities, supported by neural connections or associations that are critical to the individual, are strengthened and those that are not used are lost.

For example, newborn infants can distinguish between phonemes (i.e. speech sound fragments) from many languages, but once accustomed to their native language they lose sensitivity to detect phonemes not present in their native tongue [91]. This process of neural shaping and pruning is referred to as plasticity, and was previously considered terminated by late adolescence [92, 93].

Work on recovery from brain trauma indicates that neural plasticity is possible late in life; however, not much is known about how to successfully encourage plasticity or synaptogenesis (i.e. growth of new neural connections) under normal conditions. While changes caused by damage or ageing lead to observable behavioural changes, in some cases behavioural changes can lead to neural changes [94]. However, neural changes become increasingly more difficult with age, requiring extreme conditions such as loss of a sense to trigger plastic changes in the brain or behaviour [94]. This is because the cognitive system is primed to achieve stability. For learners this means that as they focus on skill development in one area, disuse of other skills makes those skills weaker; the system provides increased advantages for the new skill and may take resources away from other connections [93]. Achieving this stability in one skill may have negative consequences as physicians seek recertification or re-training in another specialty.

Some work with non-human animal research suggests that exposure to stimulating, enriched environments may be useful [95]. If newborn animals are deprived of necessary experiences early in life, such as exposure to light, the mechanisms of neural plasticity will prune away the unused connections, such as sensitivity to contrast. However, gradually introducing the animal to light again can initiate different mechanisms and re-growth of those lost connections [96, 97]. The equivalent in medicine is the notable loss of skill in other areas once a physician has specialised. A senior obstetrician, for example, might struggle to diagnose a male patient with hypertension, but easily recognise and treat pre-eclampsia in pregnant women. This has been identified as a problem for an increasingly complex health care system [98–100]. Additionally, migrating physicians or those choosing to switch specialties will experience extensive challenges with the transitions. The solution may be the use of enriched environments or high demand simulations to encourage new connections to form.

**BOX 3.3 WHERE’S THE EVIDENCE: Novice–expert learning differences**

This chapter has explored different strategies based on an assumption that instructional techniques have different relative effects based on learning expertise level. Indeed, the literature is full of examples of novice-expert interactions with individual learning techniques. For instance, Kayluga and colleagues describe the concept of expertise reversal [68], an idea that techniques which improve novice learning may be less effective and possibly harmful for expert learning. Many of the differential effects of instructional techniques have to do with the presentation of information. Experts tolerate and may even benefit from more context and complexity in contrast to the novice who benefits from structure and scaffolding. For example, the benefit of worked examples is attenuated and might even be reversed among experts, whereas freedom to discover or explore may selectively curtail novice learning [67].

Defining and identifying expertise to tailor instructional techniques and materials has subtleties. Many experimental designs create novice-expert contrast by comparing learners at different points in their careers (e.g. comparing medical students with practising physicians). Those learners who already function within a clinical environment have a tacit understanding of the workplace and their clinical role – a potential mediator of expertise reversal. However, expertise has many other relevant components, including past educational experiences, familiarity with the instructional technique, and ability at solving problems outside of routine practice (termed ‘adaptive’ expertise) [119]. For example, online multimedia training of senior faculty who have little experience in this instructional modality may respond best to novice instructional techniques around the learning process, even though they have substantive content expertise.

Expertise in the process of learning itself deserves special mention. In contrast to content experts who have command over a content domain, those who learn with ease in a variety of contexts are expert learners. Expert learners are believed to engage in activities and behaviours that maximise learning success [120]. These include (i) planning learning tasks with personal abilities and task requirements in mind, (ii) monitoring progress, motivation, and concentration, and (iii) reflecting and evaluating on the success of the approach [121]. Whereas novice learners can be easily overwhelmed if they have to split their attention between learning content and managing their learning process, expert learners may benefit from the latitude to manage their own learning process.
Challenges in Applying Neuroscience and Theory to Practice

We have provided in this chapter an overview of the science of learning and memory as it relates to medical education. Applying these principles of learning and memory requires the use of a learning theory, or way of understanding how the data fit together and can be interpreted in usable form. We allude to several learning theories including cognitive load theory, mastery learning, and deliberate practice. However, these theories occasionally overlap or even conflict with each other. For example, one common conflict exists between theories which advocate for minimal instructional guidance (e.g. constructivism, problem-based learning approaches, experiential learning and inquiry learning) and those providing more structured support (e.g. mastery learning, deliberate practice, cognitive load theory) [122]. These conflicts highlight the complex challenge of integrating and applying the literature data on the basic science of learning and memory in practice. Theories are useful, but fallible, offering unique but incomplete perspectives.

The utility of theories lies in their ability to help translate the experimental findings of the science of learning to the health professions context [123]. How does an educator minimise extraneous load for a medical resident training to be an internist working in a hospital environment? Translation is inherently subjective, and much has been written to help educators navigate the challenges [124]. Educators need to consider how these principles apply across different content domains, individual learning preferences, and in varied environments, which may be unstructured, inconsistent, and dynamic.

Content Factors

Many of the principles of learning and memory described in this chapter are robust, having been replicated across a variety of different content domains. However, how these effects translate across different learning task types is less well studied. For instance, it is less clear whether spaced or distributed practice is of equal value in cognitive learning tasks, skill-based learning tasks, and social learning. Whereas the existing literature on learning and memory focuses mostly on cognitive and skill-based tasks, social learning tasks, such as communication, collaboration, managing, and leadership skill development, are becoming more formalised components of emergent health professions curricula, as they align more responsively to workplace and practice environments.

Individual Factors

It is not unusual for a learner to claim that they are a ‘visual’ or ‘auditory’ learner. The idea that learners vary in their response to instructional techniques and format is a hypothesis that many advocates of learning styles find appealing. After all, who wouldn’t want to diagnose a learner’s learning style and individualise their instruction? While learners are often vocal about their learning styles, and countless correlations with learning and performance have been found in many areas of medical education, evidence that modifying instruction based on an individual’s learning style will enhance their learning is scant to non-existent [124–126].

Environmental Factors

Most health professional training programmes begin with classroom-based learning and migrate to workplace contexts. Many of the studies in the basic science of learning and memory were conducted in classroom settings. Applying these findings to the workplace requires accommodation for the added pressures on trainees to negotiate their social integration into the workplace and balance their learning needs against their contribution to patient care. Transfer of learning from the classroom setting to the workplace is complex [127], with different dimensions of the workplace context to consider [128, 129]. However, the context for learning need not be an exact replica of the practice setting where the learning is to be applied. The functional similarity of the instruction to the workplace task may be more important than the physical similarity [130].

The impact of sleep deprivation on learning deserves special mention, as many health care trainees are exposed to interruptions in the sleep wake cycle during training. Sleep is believed important in the consolidation of experiences into long-term memory, and should have impact on learning [131]. Within the field of health professions education, the impact of sleep deprivation on performance and medical errors has been studied with mixed results [132]. However, learning outcomes are infrequent endpoints. One study found little impact on learning based on assigned journal reading under sleep deprivation conditions, but noted increased fatigue and decreased motivation [133–135]. While the data is still evolving, many health professions training programmes have reworked duty hours to reduce sleep deprivation in the hope of enhancing patient care and improving learning.

Areas for Future Research

While much is known about memory and learning, many of the tools to study learning are evolving and becoming more accessible, such as portable eye tracking and functional magnetic resonance. These technological advances provide fresh perspective on well-established theories and principles [136]. Furthermore, enhanced portability allows more study in the workplace to understand how the principles of learning and memory apply in the health care setting.

Conclusion

This chapter explored the science and theory of learning and memory to inform medical education practice. We began by defining learning as a long-term change in mental representation, and we showed how it can be measured. We highlighted the importance of transfer, or application, of formal knowledge to new situations. We argued that the key principles of memory, selection, and attention provide
insights into why we remember or forget. Finally, we discussed how these principles apply across the spectrum of learner expertise. For novices, educators should be particularly sensitive to cognitive load demands, and should harness strategies for creating associations and promoting deliberate practice. For experts, educators should keep in mind the role of different reasoning strategies, and the importance of reflection. Bringing the science and theory of learning into practice is an art, requiring careful consideration of learners, content, and environment.

References


**Further Reading**


4 Teaching and Learning in Medical Education: How Theory can Inform Practice

David M. Kaufman
Faculty of Education, Simon Fraser University, Burnaby, British Columbia, Canada
Faculty of Health Sciences and Department of Gerontology, Simon Fraser University, Burnaby, British Columbia, Canada

KEY MESSAGES

• Understanding educational theory can enhance curriculum development, teaching, and learning.
• Learners are active contributors in the educational process; they interact with curricula, patients, and teachers in a complex, changing environment.
• The entire context of learning is important, rather than any single variable, and includes interactions of all the variables.
• Values, attitudes, and the culture of the profession are often learned implicitly and without explicit teaching or awareness of learning.
• Learning is enhanced when it is relevant, particularly to the solution and understanding of real-life problems and practice.
• Past experience and knowledge play a critical part in how people learn.

• Learning has a significant emotional aspect to it that is often under-recognised.
• Learners are capable of self-regulation, that is, setting goals, planning strategies, and monitoring their progress.
• The ability to reflect on one’s practice (performance) is critical to lifelong, self-directed learning.
• Learning occurs collectively as well as individually as learners construct shared knowledge and understanding through their work together.
• Knowledge creation and dissemination require interaction among many different human and material entities – for example, tools, instruments, technologies, texts, and images.

Introduction

The frequently identified gap between theory and practice has led practitioners in many professions to conclude that theory belongs in an ivory tower, neither useful nor relevant to those in practice. Education is no exception [1]. However, as the processes that underpin educational practice are better understood, it is clear that theory has the potential both to inform practice and to be informed by it. Theories help us move beyond merely understanding a phenomenon to also critiquing and improving it [2, 3]. Bordage [4] reported that in a recent study of the quality of reporting experimental studies in medical education, barely half the articles examined contained an explicit statement of the conceptual framework used. He described conceptual frameworks as ways of thinking about problems or ways of representing how complex things work, which can come from theories, models, or best practices. Bordage explained that conceptual frameworks help educators to understand and illuminate problems, but different conceptual frameworks emphasise different aspects of a situation. Several conceptual frameworks may be relevant to a given situation, and any one of these, or combinations of them, could lead to alternative solutions or approaches. It is interesting to note that many theories of learning overlap, offering different ways of conceptualising and studying the same phenomena, but with different epistemologies, assumptions, and methodological approaches.

Mann [5] has argued that learning theories arising from behaviourist, cognitivist, humanist, and social learning traditions have guided improvements in curriculum design and instruction, in understanding of memory, expertise, and clinical decision-making, and in self-directed learning approaches. She asserts that although these remain useful, additional perspectives are needed that recognise the complexity of education and effectively foster the development of knowledge, skills, and professional identity.

Feldman and Orlikowski [6] have expanded our view of theory by proposing the concept of ‘practice theory’. They explain that theoretical generalisations produced through the use of practice theory are not predictions in the conventional sense but may be better understood as principles that can explain and guide action. Particular relationships or enactments (e.g. technologies in practice, resources in use) offer insights for understanding situations while being historically and contextually grounded. Although each context
is different, the dynamics and relations that have been identified and theorised can be useful in understanding other contexts. In this way, theoretical generalisations are powerful because they travel [6].

Medical education is a field informed by many theoretical perspectives and disciplines. Cognitive psychology, social psychology, sociology, anthropology, ethics, and economics have been particularly important. Medical and health professions education (HPE) are increasingly recognised as distinct fields influenced by the literature in general education and the social sciences. For example, a US committee recommended that medical students be provided with an integrated behavioural and social science curriculum that extends throughout the four years of medical school [7]. The committee came to several conclusions, including the following one relevant to this chapter:

Human health and illness are influenced by multiple interacting biological, psychological, social, cultural, behavioral, and economic factors. The behavioral and social sciences have contributed a great deal of research-based knowledge in each of these areas that can inform physicians’ approaches to prevention, diagnosis, and patient care [7, p. 8].

Finally, there have been fairly strong influences from the clinical and basic sciences (particularly in terms of the research approach and what counts as evidence), given that medical education is situated in that context. Many excellent masters programmes in medical education are now available and they address educational theory contextualised in medical practice. Until 1996, there were only seven masters-level programmes in HPE; in 2012, there were 76 such programmes [8], and by 2017 the number had increased to 125 [9].

My purpose in this chapter is to describe 10 selected theoretical approaches to education, exploring their implications for the practice of medical education. I use the term ‘theory’ in a general sense, that is, as a set of assumptions and ideas that help to explain a phenomenon. Knowles put this succinctly more than 40 years ago, defining a theory as: ‘a comprehensive, coherent, and internally consistent system of ideas about a set of phenomena’ [10, p. 5].

The 10 theoretical approaches discussed in this chapter are:

- social cognitive theory [11]
- reflective practice [12]
- transformative learning [13]
- self-directed learning [14]
- experiential learning [15]
- situated learning [16]
- communities of practice [17]
- constructivism [18]
- sociomateriality [19]
- adult learning principles [20]

I selected these 10 theories because I believe them to be particularly useful in the context of the issues facing medical education today. I will describe each one, highlighting its major constructs, and present implications of the theory for educational practice. I will conclude by considering the connections and commonalities among these theories, so that readers may make these connections within their own practice.

### Social Cognitive Theory

Social cognitive theory belongs to the family of social learning theories, which acknowledge that our learning is social in nature: we learn from and in interaction with others and with our environment. Social cognitive theory [11], formerly social learning theory, was developed by Bandura [21] and unites two approaches to our understanding of learning. These are the behaviourist approach, which emphasises the influence of the environment on our actions, and the cognitive approach, which emphasises the importance of cognition in mediating our learning and functioning.

These two approaches are united in a basic tenet of social cognitive theory, which posits that our actions, learning, and functioning are the result of a continuous, dynamic, reciprocal interaction among three sets of determinants: personal, environmental (situational), and behavioural conditions. Personal factors include the individual’s attitudes, perceptions, values, goals, knowledge, and all previous experience. Environmental factors encompass all influences that may enable or hinder actions and the achievement of goals. Bandura states explicitly that: ‘Personal and environmental influences do not function as independent determinants; rather, they affect each other. People create, alter, and destroy environments. The changes they produce in environmental conditions, in turn, affect them personally’ [11, p. 25]. Bandura further states that behaviour, rather than being a ‘detached by-product’ of persons and situations, is itself an interacting determinant in the process. Figure 4.1 shows these interactions schematically and how they might apply to medical education.

Bandura asserts that the relative influences exerted by each of the three sets of factors will vary for different activities, different individuals, and different circumstances. For example, when environmental conditions exert a powerful influence, they will prevail. In a medical education example, when trainees are thrust into the busy environment of a clinical ward, they will do what is required to ‘get the job done’ and to meet expectations. In other cases, the behaviour and its feedback will be a major influence. For instance, when students are learning and practising a new skill, the feedback they receive will have a strong influence. Finally, in those instances where situational influences are relatively weak, personal factors will exert the strongest regulatory influence. To complete our example, when not pressed by powerful environmental forces students may choose to learn a new skill or to learn more about talking with patients. These choices will be affected by the student’s own values, perceived needs, and individual goals. There may also be interaction within each factor (for example, conflicting values within an individual). The simple example provided here is not intended to convey lack of complexity; rather, it is to emphasise the ongoing, dynamic nature of our interaction with our environment.

Environmental influences can affect people in ways other than their behaviour, as when thoughts and feelings are modified through observing others’ behaviour (modelling), or through teaching or social persuasion. Our thoughts do
not arise in a vacuum. Individual perceptions and understandings are developed and verified through both direct and vicarious experience, through judgements of others, and by inference from what is already known [11, p. 29].

**Basic Human Capabilities**

Bandura views humans as possessing five basic capabilities that underpin our learning and functioning in all situations. These capabilities are particularly important when we consider the processes of learning in medical and health professional education.

**Symbolising Capability**

Almost every aspect of our lives is touched by our remarkable ability to use symbols to transform our experience into a form that can be internalised and serve as a guide to future actions. This ability enables us, when confronted with a new problem, to test possible solutions symbolically, rather than laboriously trying out each alternative.

**Forethought Capability**

Most of our behaviour is regulated by thought. We anticipate the likely outcomes of our actions and plan goals and courses of action to maximise the likelihood of obtaining them. Also, as noted, images of desirable future events, such as achieving our goals, can become motivators of our current behaviour.

**Vicarious Capability**

If learning occurred only through performing actions and experiencing their effects, learning and development would be slow, tedious, and enormously inefficient. Fortunately, much learning that can be acquired through direct experience can also be acquired or facilitated vicariously through observation of other people’s actions and their consequences. This applies to social development, especially where, in some situations, new behaviours can only be conveyed effectively by modelling. Even if learning can occur in other ways, the ability to learn vicariously distinctly shortens the process.

**Self-regulatory Capability**

In social cognitive theory, the capability for self-regulation is central. Much of our behaviour is regulated primarily by our internal standards and our evaluative reactions to our own actions. Any discrepancies between our actions and those standards activate a self-evaluation, which will influence our subsequent behaviour. Self-evaluation is our personal guidance system for action. We exercise self-regulation or self-directedness by arranging facilitative environmental conditions for ourselves, using our images of future events as guides and creating incentives for our efforts.

**Self-reflective Capability**

Perhaps the most distinctive capability is self-reflection, whereby we can look critically at our experiences and think about our thought processes. Cognitive theorists refer to this as metacognitive capability. Through self-reflection we gain understanding of ourselves, our behaviour, and the world around us. (Reflection and reflective practice will be addressed later in the chapter.)

**Self-efficacy**

A central concept in social cognitive theory is self-efficacy; the individual’s judgement about his or her ability to carry out a specific task or activity and to produce certain attainments. It is not a global perception, rather it is specific to a domain of activity. Self-efficacy beliefs influence the courses of action we pursue, the goals we set and our commitment to them, the level and difficulty of these goals, the effort we invest and how long we persist in the face of obstacles, our resilience in the face of adversity, the life choices we make, and what we can achieve [22]. In 2006, Bandura noted that self-efficacy beliefs affect not just our behaviour, but our goals and aspirations; they also determine what barriers and opportunities we see in the environment [23] (see Box 4.1).

**Implications for Educational Practice**

Understanding the concepts of ongoing dynamic interactions, basic human capabilities, and how people form perceptions of their abilities allows us to plan a learning environment that is most conducive to maximising each individual’s development. We will consider some implications of this theory for effective teaching and learning. In particular, five learning processes that build on basic capabilities can be brought to bear in medical education:
facilitates vicarious learning through observation. This of strategies to reach the goal. Encouraging learners to set energy and effort expended and stimulates the development of strategies to reach the goal. Encouraging learners to set their own goals builds on this basic capability.

Modelling or demonstration of the desired process or skill facilitates vicarious learning through observation. This opportunity not only shortens the learning process; it is often essential when new skills are being acquired. Demonstration can help students to form an image of the desired skill or behaviour that can be used as a guide for action and as a standard of performance against which to monitor their personal progress. Finally, a learner’s perception of efficacy is increased by observing someone else perform successfully.

Learners require task-relevant knowledge. Learners must have the basic building blocks to use as a foundation for newly acquired knowledge and skills. New knowledge, whether related to content or to process, must be relevant to the individual’s prior knowledge and skills and to the current learning goal. Further, learners may need stimulation and assistance to activate prior knowledge and to relate it to the new learning. Prior knowledge promotes students’ views of themselves as capable of the task. Otherwise, their perceptions of their efficacy are likely to be low, which will affect both developing efficacy perceptions and their future performance.

Guided practice of a new skill with feedback allows learners to develop positive efficacy perceptions about the task and to experience successes rather than failures in the crucial early learning period. Practice promotes the internalisation of personal standards, which can then be used in self-regulation and self-evaluation. Corrective, formative feedback is integral to effective learning. Without feedback, the level of performance achieved is lower. Similarly, feedback is less effective in improving performance when it is not related to a goal or desired level of achievement [23]. A large literature exists about feedback and factors that influence its provision, its acceptance, and its incorporation and use for improvement. Feedback is central to effective self-direction, setting of goals and internal standards, and self-assessment.

Finally, and arguably most critically, learners require opportunities to reflect on their learning, to consider their strategies, to determine whether new approaches are required to achieve their goals and to draw lessons for future learning. Reflection also allows the integration of new experiences into existing experience and knowledge. Finally, it allows the learner to build accurate and positive perceptions of efficacy based on their experience.

Understanding that learning occurs through observation (i.e., ‘vicariously’) has important connections to, and implications for, our practice. This is particularly so when we consider ourselves as role models. The literature continues to support role-modelling as a pervasive means of teaching and a powerful means of learning. Teachers model knowledge, attitudes, behaviours, approaches to problems, applications of knowledge and skill, and interactions with colleagues, learners, other health professionals, patients, and families. Modelling occurs both when we are aware of it and when we are not. Further, the meaning and intent of what learners observe may not always be clear to them. This suggests the importance of being willing to reflect openly in appropriate situations to allow the meaning to be understood. It is this process of ‘making the implicit explicit’ that promotes learners to reflect on what they have learned and integrate it into their growing knowledge, skill, and developing professional

**BOX 4.1 FOCUS ON: Self-efficacy [22]**

According to Bandura [11], a central type of thought that affects action is people’s judgements of their capabilities to deal with different realities, or their self-efficacy. This judgement influences what people choose to do, how much effort they invest in activities, how long they persist in the face of disappointment, and whether tasks are approached anxiously or assuredly. Judgements about our personal efficacy, whether accurate or faulty, arise from four main information sources:

- **Performance attainments** – our own performance is the most influential source of efficacy because it is based on authentic experience of mastery. Successes raise our efficacy appraisals; failures generally have a lowering effect, especially if they occur early in the learning and do not reflect lack of effort or difficult situations. Once strong positive efficacy perceptions are developed, occasional failures do not have a marked effect. Feelings of capability are generally task-specific, though they can generalise to other, similar tasks.

- **Vicarious experience** – observing other similar people perform successfully can raise our own beliefs that we can perform similar tasks. This source of information is particularly effective when people encounter new tasks and have little experience on which to base their perceptions. Learning from role models is an excellent example of vicarious learning.

- **Verbal persuasion** – we have all had the experience of trying to convince people that they possess capabilities that will enable them to achieve what they seek. If the heightened efficacy that the persuasion is attempting to achieve is realistic, it can be influential, particularly in affecting the amount of effort individuals put into a task.

- **Physiological state** – people often judge their capabilities based on their physiological states. We frequently interpret arousal in taxing situations as an ominous sign of vulnerability, and we tend to expect more success when we are not tense and aroused.

- formulation of a clear objective, goal, or desired outcome
- modelling or demonstration
- provision of task-relevant knowledge
- guided practice and feedback
- opportunities for learners to reflect on their learning.

A clear objective, goal, or image of the desired outcome enhances learning. It builds on our capability for forethought, providing a guidepost for monitoring and directing our progress appropriately. Awareness of the goal also increases the energy and effort expended and stimulates the development of strategies to reach the goal. Encouraging learners to set their own goals builds on this basic capability.

**Modelling** or demonstration of the desired process or skill facilitates vicarious learning through observation. This...
identity. Recognising our roles as models and reflecting on the ways in which we teach through this method can raise our awareness and allow us to be more mindful of ourselves as models.

In summary, social cognitive theory provides us with several important constructs that may inform our educational practice. They include the central concept that learners are constantly interacting with their environment and their actions have consequences. Many of the characteristics that we seek in our learners are present as basic capabilities common to all. Rather than creating these characteristics, learning opportunities can be created to develop and build on them. Finally, we can have some confidence that people are inherently self-directed. Given the appropriate conditions and support, they will set goals, develop strategies to attain them, and monitor their progress regularly.

**Reflection and Reflective Practice**

The concepts of reflection and the reflective practitioner are at the centre of the epistemology of professional practice. They borrow from and link three previously well-established epistemologies or world views about the nature of knowledge and how we can know and understand our world: positivism, interpretive theory, and critical theory [12]. The positivistic view of science assumes that theory is a scholarly pursuit that may be unrelated to practice. It is the predictive value of theory that is of practical value. Reflection in professional practice extends this view by proposing that theory and practice inform each other. It is a basic premise of reflection that we can learn from our experience in an ongoing iterative process. As knowledge is embedded in practice, practitioners are positioned to test and revise theories through practice. They do so by reflection and action. The reflective process, as such, serves as a bridge in the theory–practice relationship. Reflection is also related to the interpretivist model, which proposes that theory is interpreted in light of personal current and past experiences. Theory guides or enlightens action and understanding. Lastly, the concept of reflective practice shares with critical theory the observation that theory is intimately linked to practice through a process of critical thinking and examination. This process permits professionals to break free from established paradigms and reformulate the ways in which practice, problems, and problem solving are viewed. This reframing is part of learning and change. It is how practice helps organise theory [12, 24, 25]. Reflective practice then becomes a vehicle for learning effectively.

Several definitions and approaches to reflection and reflective practice are found in the educational literature. Boud, Keogh, and Walker define reflection as ‘a generic term for those intellectual and affective activities in which individuals engage to explore their experiences in order to lead to a new understanding and appreciation’ [26, p. 19]. With respect to clinical education for medical students, Branch and Paranjape describe reflection as ‘consideration of the larger context, the meaning and the implications of an experience or action’ [27, p. 1185]. Lastly, Moon describes reflection as ‘a basic mental process with a purpose, an outcome, or both, applied in situations in which material is unstructured or uncertain and where there is no obvious solution’ [28, p. 10].

**Models of Reflective Practice**

Donald Schön has arguably been the most influential thinker in understanding reflective practice among professionals. Schön [12, 24] summarises the need for a new scholarship that recognises knowing-in-action, on-the-spot experimentation (reflection-in-action), and action research (reflection-on-action). Schön’s writings about reflective practice [12, 24, 25] are based on the study of a range of professions. He argued that formal theoretical knowledge, such as that acquired in the course of professional preparation, is often not useful to the solution of the ‘messy, indeterminate’ problems of real-life practice. Central to his premise is the need for professional scholarship and the recognition of an epistemology of professional practice. The reflective practitioner incorporates these principles by relating professional knowledge to practical competence and professional activity. By linking theory to practice, each can inform the other.

Professionals develop zones of mastery around areas of competence. They practise within these areas almost automatically. Schön terms this a professional’s ‘knowing-in-action’. Indeed, practising one’s profession has been likened to riding a bicycle. Occasionally the bicycle skids. This occurs in response to a surprise or to the unexpected. Two types of reflection are triggered at this time: ‘reflection-in-action’ and ‘reflection-on-action’ [12].

**Reflection-in-action** occurs during the course of an experience and involves three activities: (i) reframing and reworking the problem from different perspectives; (ii) establishing where the problem fits into learned schema (i.e. already existing knowledge and expertise), and (iii) understanding the elements and implications present in the problem, its solution, and consequences. **Reflection-on-action**, which occurs after an event, is a process of thinking back on what has happened in the situation to determine what may have contributed to the unexpected and how what has been learned from this situation may affect future practice. Both are iterative processes whereby insights and learning from one experience may be incorporated into future ‘knowing-in-action’ [12, 24].

Other approaches to reflection and learning from experience have also been influential [26–28]. Boud et al. [26] also outline an iterative process comprising three main phases, beginning with the experience. The second phase involves returning to the experience and, through reflective processes, dealing with both negative and positive feelings about it and re-evaluating it. Boud et al. labelled the last aspect of the process outcomes, in which new perspectives on experience can lead to a change in behaviour and a readiness for application and commitment to action. These authors view reflection as the key to learning effectively. They also emphasise the importance of recognising the emotional aspects of experience that accompany effective learning from experience.
Moon [28] views reflection as the catalyst that moves surface learning to deep learning. Deep learning can be integrated with current experience and knowledge, resulting in rich cognitive networks that the individual can draw on in practice. Reflection has been described as a multifactorial approach that can bring a more systematic method to understanding situations and problems of practice [29, 30]. A number of models of reflection have similar characteristics, as follows:

- reflection is described as an iterative process
- levels of reflection are defined, from the superficial to the deep
- deeper reflective levels are generally regarded as more difficult to achieve, although they hold greater potential for learning and growth.

There also appears to be a dynamic relationship between reflective practice and self-assessment, both explicitly and implicitly. The ability to self-assess depends on the ability to reflect accurately on one’s practice, and the ability to reflect effectively relies heavily on accurate self-assessment [30, 31].

In the workplace, professionals are known for their ability for on-the-spot experimentation and improvisation, their commitment to ongoing practice-based learning, and their self-directed reflective learning skills. It is these collective skills that permit professionals to continually and subtly learn from practice, adapt to change, and maintain their competence. Professionals’ core capabilities are tied to a number of essential skills. Professionals recognise and value the traditional form of knowledge that is gained in school or in study, as well as experiential knowledge that is gained through experience and practice. In the context of their practice, professionals use both of these forms of knowledge to continually reshape their approach to problems, solutions, actions, and outcomes. This creative process, sometimes called wisdom or artistry, occurs in response to new meanings, insights, and perspectives gained through reflection on current and past experiences. It leads to continued learning and ongoing competence within a profession [32].

Reflection has frequently been viewed as an individual professional activity. In some cases, reflecting inadequately or inaccurately on one’s performance can result in circular, ‘single-loop’, learning, which can lead to confirmation of current behaviours rather than to questioning and identifying areas for learning [32]. For this reason, reflection is increasingly suggested as a collective activity whereby individuals can share individual insights and reflections, and increase their collective and individual learning [33, 34]. Collective reflection is also proposed as a vehicle for developing collective norms and values [32]. The growing evidence surrounding reflective practice is summarised in Box 4.2.

**Implications for Educational Practice**

Reflection and reflective practice have become expected capabilities of practising professionals. This expectation is stated explicitly in goal statements and definitions of competence. For example, Epstein and Hundert define competence as ‘the habitual and judicious use of communication, knowledge, technical skills, clinical reasoning, emotions, values and reflection in daily practice for the benefit of the individual and community being served’ [37, p. 226]. In their definition, reflection becomes a ‘habit of mind’.

Reflective practitioners are able to assess a situation from the perspectives of both theoretical background and practical experience. They must be able to successfully bridge the theory–practice gap and apply both aspects of learning, while examining a situation from all perspectives. They must also be able to use their reflective skills to review their practice critically and to inform their self-assessment based on the feedback they receive. Reflecting in practice is a learned skill of critical thinking and situation analysis. Deliberate critical reflection on practice may stimulate a new way of thinking about one’s practice and lead to the development of adaptive expertise [38].

Some individuals may be more oriented to reflection than others. Nonetheless, reflection, practice-based learning, and taking appropriate action are all skills to be learned and

**BOX 4.2 WHERE’S THE EVIDENCE: Reflective practice**

While reflection has been described in several different fields and much has been written about it in the respective literatures, the research literature is relatively early in development. A review [31] of the research across medicine, nursing, and other health professions suggests the following:

- Reflective thinking is seen in practising professionals and in students across a variety of health professions, including nursing, dentistry, medicine, and health sciences.
- Reflection appears to serve a number of purposes. In medicine, it appears to occur most naturally in response to complex and new problems [35]. However, it is also demonstrated in anticipation of challenging situations [36].
- The phenomenon of reflection is not unitary. Several elements and aspects of reflection have been demonstrated. The tendency and ability to reflect vary across individuals and across situations.
- Attempts to measure and classify reflective thinking have resulted in validated instruments, which demonstrate that differences exist and are measurable. Generally, it seems that deeper levels of reflection are achieved less often and are more difficult to achieve.
- It appears that reflective ability can be developed. Strategies associated with reported changes in reflective ability used small-group resources and activities such as portfolio and journal-keeping.
- Several factors appear to constantly influence reflection, both negatively and positively. These include environment, time, maturity, effective guidance and supervision, and the organisational culture.
- Reflective practice appears to be linked to learning, particularly to deep learning, the development of self-regulated learning, and the development of professional identity [28].
applied, and opportunities to acquire them must be made available. The skills required for reflection can be developed in professional courses within undergraduate, graduate, and continuing medical education. Initially, the mentor or teacher models, shares, and demonstrates the skills. He or she facilitates learners’ abilities to perceive options and alternatives and to frame and reframe problems. He or she also assists learners in reflecting on the actions and options they have chosen and on the knowledge and values that may have influenced their choices. Finally, teachers help learners to consider critically what they have learned and integrate it into their existing knowledge.

Once a learner has gained sufficient experience and insight into the profession, the teacher’s role becomes one of facilitating systematic experiential learning, on-the-spot experimentation, and reflection. Teachers observe, provide feedback, and help to make explicit those situations in which the learner’s reframing has occurred [39]. This helps the learner to become consciously aware of the reflection process.

However, reflection and how it can enhance learning may not be clear to all learners. Modelling the process becomes very important. This is a challenge for clinicians, as reflection may be a tacit process for many practitioners. Teaching reflection requires making the implicit process explicit. Faculty development programmes developed to enhance the teaching of humanistic skills report success in helping faculty use reflection on their own experience as a source of learning [33, 40]. Also, studies of distinguished clinician teachers reveal that they use reflection deliberately, both to improve their own practice and to foster it in their learners [33].

Several authors have explored how reflection may be taught and incorporated into practice. Slotnick [34] linked Schön’s work to how physicians learn in practice. He emphasised the importance of thinking while solving problems (reflection-in-action) and thinking after problem solving (reflection-on-action). These two activities are required for clinicians to gain new insights and perspectives around practice-based problems, problem solving, and practice itself. Slotnick [34] also outlined related principles and implications for learners and teachers in practice. Shapiro and Talbot [41] applied the reflective practice model to family medicine. They proposed that open learning environments encourage a continual reshaping of practice-based learning along with the development of continuous competence. Lockyer et al. [33] explored how reflection could be used in both classrooms and practice to enhance the integration of knowledge and its translation into professional practice.

Other authors have addressed reflective practice in specific areas of teaching, learning, and curriculum. Clift et al. [42] analysed issues and programmes that encourage reflective practice in education. Palmer et al. [36] addressed curriculum design issues specific to professional education and reflection in nursing and described roles for lecturer-practitioners, mentors (coaches), and mentees. Atkins and Murphy [30] conducted a review and identified five skills as essential for reflection: self-awareness, description, critical analysis, synthesis, and evaluation. Through interviews with clinical teachers, Crandall [35] demonstrated that stages of Schön’s model occur during effective clinical learning events and offered strategies for using the model to implement reflective practice across the medical education continuum.

Westberg and Jason [43] offer practical approaches for fostering reflection in medical education, before, during, and following experience. They emphasise the importance of the learning environment for effectively supporting reflection. Lastly, Moon [44] proposes a process of reflection to promote transfer of new learning to practice.

Several authors [43–48] have linked reflective practice to adult learning theory, deep approaches to learning, professional identity development, and self-directed learning. It appears that reflection may be most useful when it is seen as a strategy to enhance learning. Reflection can help learners to integrate new learning into their existing experience from the beginning of their professional education and throughout their practice. However, learners may require a structure to support them as they acquire reflective skills. To foster the development of these skills, learners may need feedback on both the content and process of their reflection. Guidance and supervision are critical to this process. The literature documents many approaches to incorporating reflection and reflective learning into professional curricula. These include various reflective exercises, reflective writing, and portfolio keeping.

There are challenges in the assessment of learning from reflection. Validated scales have been developed to measure and assess learners’ reflection. Two that have been validated with medical students are the Self-Reflection and Insight Scale (SRIS) [49] and the Reflection in Learning Scale [50]. These scales can be useful for both learners and teachers in understanding students’ readiness for and use of reflection in their learning and its development over time. Palmer et al. [36] provided specific guidance for assessing reflective learning and Wald et al. [51] developed and validated a rubric for fostering and evaluating reflective capacity in medical learners. Assessment of reflection raises the tension between public and private reflection, which students perceive as a challenge [51].

With growing evidence to support the importance of reflection, there has been a notable effort to incorporate more reflective activities into all levels of medical education [52, 53]. However, this challenges us to select strategies that will both facilitate active development of reflective capacity and be relevant to learning and practice. A further challenge in the professional context involves helping learners to appreciate the relevance of these activities to their development as competent professionals. A supportive learning environment is essential in order to value and support critical reflection.

**Transformative Learning**

Mezirow’s concept of transformative learning has developed over 30 years into a comprehensive and complex theory [13, 45, 48]. Transformative learning theory defines learning as the social process of constructing and internalising a new or revised interpretation of the meaning of one’s
experience as a guide to action. In other words, transformative learning involves elaborating, creating, and transforming meaning schemes (beliefs, feelings, interpretations, and decisions) through reflection on their content, the process by which the schemes were learned, and their premises (social context, history, and consequences) [48]. Transformative learning can be contrasted with conventional learning, which simply elaborates the learner’s existing paradigm, systems of thinking, feeling, or doing, relative to the topic. Although learning is increased, the learner’s fundamental structure is maintained. Transformative learning changes the learner’s paradigm so radically that, although it may retain the old perspective, it is actually a new creation. Critical reflection and rational discourse are the primary processes used in learning. The core of transformative learning in Mezirow’s [48] view is the uncovering of distorted assumptions or errors in learning.

Learner empowerment is both a goal and a condition for transformative learning. An empowered learner is able to participate fully and freely in critical discourse and the resulting action. This requires freedom and equality, as well as the ability to assess evidence and engage in critical reflection [45]. Reflection is a key concept in transformative learning theory. Mezirow [48] defines reflection as the process of critically assessing the content, process, or premises of our efforts to interpret and give meaning to an experience. He distinguishes among three types of reflection:

- **Content** reflection – examination of the content or description of a problem,
- **Process** reflection – examination of the problem-solving strategies being used, and
- **Premise** reflection – questioning the problem itself, which may lead to a transformation of belief systems.

Perspective transformation may be the result of a major event in one’s life, or the cumulative result of related transformations in concepts, beliefs, judgements, or feelings. The most significant learning involves critical reflection around premises about oneself. This kind of learning is triggered by a disorienting dilemma that invokes self-examination and a critical assessment of assumptions. Through a process of exploring options for new roles, relationships, and actions, new knowledge and skills are acquired. This leads to planning and implementing a new course of action, provisionally trying new roles, renegotiating relationships and forming new ones, and building competence and self-confidence.

Mezirow [13] explains that discourse is a crucial process, referring to a special kind of dialogue in which the focus is on content and on attempting to justify beliefs by giving and defending reasons and by examining the evidence for and against competing viewpoints.

Transformative learning is a complicated, emotional process requiring significant knowledge and skill to implement effectively [54]. A new paradigm emerges only after the old one becomes dysfunctional, and it is the task of the transformative educator to challenge the learner’s current perspective. A paradigm shift will occur only if the learner perceives the existing paradigm to be significantly inadequate in explaining his or her experience. However, the new paradigm appears only after a period of disorientation during which no clear paradigm remains. It is typical for the learner to resist letting go of the old paradigm and beginning the transition to the new one. During this process, the teacher–learner relationship may intensify enormously because the learner may begin to resent the teacher or feel anger towards him or her. Often learners feel a complex love–hate for the teacher who intentionally assists in the collapse of their existing paradigm.

Successful transformative learning questions assumptions (this is a key to the process), provides support from others in a safe environment, presents challenge, examines alternative perspectives, and provides feedback. New assumptions are tested in the authentic settings or in discussion with others.

Alternative conceptions of transformative learning theory refer to similar ideas and address factors often overlooked in the dominant theory of transformation (Mezirow’s), such as the role of spirituality, positionality, emancipatory learning, and neurobiology. The exciting part of this diversity of theoretical perspectives is that it has the potential to offer a more diverse interpretation of transformative learning and to have significant implications for practice [55].

One new perspective is a distinctive neurobiologically based pathway to transformative learning. From this perspective, learning is seen as ‘volitional, curiosity-based, discovery-driven, and mentor-assisted’ and most effective at higher cognitive levels [56, p. 144]. Furthermore, a neurobiological approach suggests that transformative learning: (i) requires discomfort prior to discovery; (ii) is rooted in students’ experiences, needs, and interests; (iii) is strengthened by emotive, sensory, and kinaesthetic experiences; (iv) appreciates differences in learning between males and females; and (v) demands that educators acquire an understanding of a unique discourse and knowledge base of neurobiological systems. Other perspectives have been described by Taylor [57] and are appropriate for application in a variety of contexts.

Transformative learning theory continues to be a growing area of study in adult learning and has important implications for the practice of teaching adults. This growth is so significant that it seems to have replaced andragogy as the dominant educational philosophy of adult education, offering teaching practices grounded in empirical research. Taylor [55, 57] reminds educators that the body of research and alternative perspectives implies that fostering transformative learning is much more than implementing a series of instructional strategies with adult learners. Transformative learning is first and foremost about educating from a particular world view, i.e. a particular educational philosophy. It is not an easy way to teach. It means asking oneself, ‘Am I willing to transform in the process of helping my students transform?’ Without developing a deeper awareness of our own frames of reference and how they shape practice, there is little likelihood that we can foster change in others.

Patricia Cranton, author of several books on the application of transformative learning, argues that transformative learning requires that students hear and question alternative
viewpoints; critically analyse their own assumptions, beliefs, and values; and as a consequence shift their own perspectives. Readings, videos, field experiences, simulations, and role plays can help. Critical reflection and questioning are key, and the educator must create an environment in which these are possible, encouraged, and supported [54].

**Implications for Educational Practice**

How can educators promote and support transformative learning? First, as educators, we need to take a reformist perspective, rather than a subject-centred or consumer-oriented perspective [58]. In a subject-centred perspective, the educator is the expert authority figure and designer of instruction. In a learner- or consumer-oriented perspective, the educator is a facilitator and resource person. In a reformist perspective, essential to transformative learning, the educator is a co-learner and provocateur working to challenge, stimulate, and provoke critical thinking [54].

Cranton [54] provides the following guidelines for transformative educators:

- Promote rational discourse, a fundamental component of transformative learning and part of the process of empowering learners.
- Promote equal participation in discourse by stimulating discussion through a provocative incident or controversial statement.
- Develop discourse procedures (e.g. stay on topic, summarise) and avoid using one’s own position to make dismissive statements.

Box 4.3 illustrates the stages that learners pass through during the transformative process. A learner begins in their comfort zone with freedom to decide whether they wish to participate. After choosing to participate, the learner begins to question their assumptions and these are challenged through dialogue with others. This process leads to increased consciousness by the learner about their beliefs. With the support of the educator and the peer group, the learner revises their assumptions and may take action (if required) based on their new world view. This empowers the learner and leads to increased autonomy and the willingness and ability to do critical self-reflection.

There are a number of actions that the educator can take to support the transformative learning process. To be successful here, a climate of openness and supportiveness needs to be established. The educator should:

- Develop group facilitation skills (e.g. handle dominant or silent participants).
- Encourage learners’ engagement in decision-making by making the process open and explicit.
- Encourage critical self-reflection by challenging learners, asking critical questions, and proposing discrepancies between learners’ experiences and new or conflicting information.

**BOX 4.3 FOCUS ON: Stages of change in transformative learning [54]**

<table>
<thead>
<tr>
<th>Stage of change</th>
<th>What happens to the learner</th>
<th>Example</th>
</tr>
</thead>
<tbody>
<tr>
<td>Initial learner</td>
<td>Freedom to participate. Learner makes a decision to confront a belief</td>
<td>Medical student is doing a routine physical exam on a heavy smoker</td>
</tr>
<tr>
<td>development</td>
<td>Questioning assumptions</td>
<td>Learner decides to confront the patient at the next appointment about the health risks of smoking</td>
</tr>
<tr>
<td>Learner critical</td>
<td>Consciously raising</td>
<td>Student asks herself whether she can convince the patient to stop smoking</td>
</tr>
<tr>
<td>self-reflection</td>
<td>Challenging assumptions</td>
<td>Student reads about change models and speaks to her mentor and others in her team about applying the model</td>
</tr>
<tr>
<td>Transformative learning</td>
<td>Revision of assumptions</td>
<td>Medical student suspends current beliefs and learns how to apply the model</td>
</tr>
<tr>
<td></td>
<td>Support from the educator Learner networks created</td>
<td>Preceptor and peers provide guidance</td>
</tr>
<tr>
<td>Increased</td>
<td>Action taken (if appropriate) Critical self-reflection</td>
<td>Student applies the model effectively and learns that it can work</td>
</tr>
<tr>
<td>empowerment</td>
<td></td>
<td>Student keeps a journal that describes what did and did not work</td>
</tr>
<tr>
<td></td>
<td>Transformation</td>
<td>Student continues applying the model to different situations with support from her preceptor</td>
</tr>
<tr>
<td></td>
<td>Development of autonomy</td>
<td>Student is able to apply the model autonomously in various situations</td>
</tr>
</tbody>
</table>
• Consider individual differences among learners. Learners should be assisted in becoming more aware of their own learning styles and preferences. The educator needs to develop a strong awareness of how learners vary in the way they think, act, feel, and see possibilities.
• Employ various teaching/learning strategies. Many strategies are effective, for example: role playing (with skilful debriefing), simulations and games, life histories or biographies, exposure to new knowledge, journal writing (with feedback from self or others), and critical incidents arising in the practice setting.

Self-directed Learning

Self-directed, lifelong learning (SDL) is increasingly essential in the development and maintenance of professional competence. It is integral to the process of self-regulation. Those responsible for professional education, including that of physicians, are challenged to create curricula that ensure the development of these skills as well as the assessment methods needed to ascertain their achievement.

The literature on SDL has developed along two overlapping pathways. The first has framed self-direction as a goal towards which individuals strive, reflecting a humanistic orientation such as that described by Maslow [59] and Brockett and Hiemstra [60]. These models imply achievement of a level of self-actualisation, along with the acceptance of personal responsibility for learning, personal autonomy, and individual choice.

The second line of development has framed SDL as a method of organising learning and instruction, with the tasks of learning left primarily in the learner’s control. Early development included linear models, where learners moved through a series of steps to reach their learning goals (e.g. Knowles [61]). Later models have described the self-directed learning process as more interactive, involving opportunities in the environment, the personal characteristics of learners, cognitive processes, the context of learning, and opportunities to validate and confirm self-directed learning collaboratively. Examples of this are seen in several models clearly described by Merriam and Caffarella [62]. This line of development also includes models of instruction such as those of Grow [63] and Hammond and Collins [64] that present frameworks for integrating self-directed learning into formal educational settings.

Candy [14] clarified the field of SDL significantly, bringing educators closer to understanding the specific characteristics to be identified, developed, and evaluated in the self-directed learner. He identified approximately 100 traits associated with self-direction, clustered around four dimensions:
• personal autonomy
• self-management in learning
• learner control of instruction
• the independent pursuit of learning.

Although these characteristics were identified in 1991, they are still relevant today.

Self-directed learning is an integral aspect of several theoretical approaches to learning, including cognitive, social, humanist, and constructivist. As noted earlier in the chapter, the social learning approach views individuals as inherently self-regulating, with self-direction as a natural activity. The humanist approach views self-direction as providing evidence of higher levels of individual development. The constructivist perspective recognises the need to build rich, interconnecting knowledge structures, based on existing knowledge, which allow continuing incorporation of new learning. The constructivist perspective recognises the unique personal and social construction of knowledge that occurs in different learners. Self-directed learning elements can also be seen in the ability to learn from experience through critical reflection, which allows learners to identify their personal learning needs and to be aware of, monitor, and direct the growth of their knowledge, skills, and expertise [61].

Generally, self-direction is a natural human process that can occur both within and/or outside of formal settings. SDL does not exclude formal activities such as lectures or courses. The learner’s choice of activities to meet and manage a particular learning goal denotes self-direction.

A number of factors in the learner and in the environment will affect the learner’s ability to be self-directing:
• The learner’s view of him- or herself as a learner is an influencing factor. Learners who view themselves as competent, with the skills to learn in a variety of situations, are more likely to be self-directed and independent.
• Sometimes the demands of the learning situation influence the capacity for self-direction. Where the situation demands that certain (particular) knowledge and skills are non-negotiable, or where the situation requires the learner to reproduce exactly what has been taught, the capacity for self-direction may be obscured.
• Self-direction is, to some degree, a function of subject matter mastery. As the learner builds a base of relevant knowledge and skills, the capacity to be self-directed is enhanced. This basic knowledge is held by some to be essential for effective SDL. Others who promote learning based on activation of prior knowledge tell us that there are few learning situations where the learner is completely lacking in relevant knowledge to engage a learning task. Part of enhancing self-direction is helping learners to identify their relevant knowledge and experience.
• Much of professional learning is situated learning; that is, the learning is inseparable from the situation in which the knowledge is used. Similarly, professional knowledge and acumen become embedded in practice and form part of the professional’s ‘knowing-in-action’ [47]. Learners may require help in understanding the way knowledge is structured and used, in order to understand fully the range of learning opportunities available to them. They also benefit from opportunities to participate in their community of practice and the knowledge embedded in it [16, 17, 33].
• Knowledge is also socially constructed, in that it is built from mutually understood perceptions and assumptions.
Learners’ participation in the social construction of knowledge through discussion and participation provides a cultural basis for their self-direction.

- Knowledge is dependent on context for its meaning, its structure in memory, and its availability. Understanding and experience of a broad range of discipline-relevant contexts encourage self-direction in transferring knowledge to other appropriate contexts.

There are few comprehensive measures of self-directedness [64]. Three scales have been used sufficiently to provide validity evidence. The Self-Directed Learning Readiness Scale (SDLRS) was developed by Gugliemino [65] as a tool to assess the degree to which people perceive themselves as possessing the skills and attitudes conventionally associated with SDL. The Oddi [66] Continuing Learning Inventory purports to identify clusters of personality characteristics that relate to initiative and persistence in learning over time through a variety of learning modes. The SRIS, developed by Roberts and Stark [67], explores reflection as an activity that is basic for making self-directed change, thus uniting these two important elements of self-regulation.

The ability to self-assess is critical to effective self-directed learning. To properly direct one’s ongoing learning and to assess where and what learning is required, the individual must be able to assess his or her current practice with reasonable accuracy. A recent review of the self-assessment literature suggests that our current understanding of self-assessment is insufficient and that our ability to assess our own performance accurately is limited. Eva and Regehr [68] suggest that accurate self-assessment requires knowledge of what constitutes appropriate performance and knowledge of the criteria by which to judge it. They further suggest that several sources of information may be necessary for accurate self-assessment, including feedback from others about one’s performance. It is also important to better understand the cognitive, affective, and psychomotor bases of self-assessment to effectively promote the development of self-assessment capacity. Several authors have explored self-assessment further and the processes and conditions that influence it [69].

**Self-regulation**

More recently, there has been interest in the related concept of self-regulation in medical education [70]. Self-regulated learning (SRL) has been defined as: ‘self-generated thoughts, feelings and actions that are planned and cyclically adapted to the attainment of personal goals’ [70, p. 72]. Self-regulation theory could be considered as a modern extension of self-directed learning theory and appears to be a promising approach for medical educators. In their AMEE Guide (Association for Medical Education in Europe), Sandars and Cleary [71] focus on three important characteristics of self-regulated learners that are shared across the various theories: (i) goal-directed behaviour, (ii) use of specific strategies to attain goals, and (iii) the adaptation and modification of one’s behaviours or strategies to optimise learning. They assert that most theorists conceive of self-regulation as a superordinate process characterised by various subprocesses, such as goal-setting, planning, strategy use, self-control, self-monitoring, and self-reflection. The authors propose a cyclical approach that bears a resemblance to the cyclical process of self-directed learning discussed in this chapter. The three stages they propose are: before (forethought), during (performance), and after (self-reflection).

Sandars and Cleary [71] assert that medical education could be enhanced by infusing self-regulation principles into curriculum delivery. They suggest that specific training to develop self-regulation processes can improve complex psychomotor-skilled performance. They make several suggestions for practice of self-regulation. First, educators could act as role models and verbalise their use of key self-regulation processes during their academic or clinical performance. Second, educators could provide strategic and process feedback to learners with a focus on strategy use and self-regulation processes. Feedback could be generated from context-specific assessment techniques, such as think-aloud or self-regulation microanalysis. The authors also propose supporting learners by implementing separate ‘learn to learn’ courses or using a peer mentoring approach, such as reciprocal teaching, in which learners mentor each other using a structured approach to understanding text.

Sandars and Cleary raise a key issue that needs to be addressed in self-directed or self-regulated learning in clinical education [71]. Research has consistently shown that many individuals, including medical students and doctors, are inaccurate in their own judgements about their knowledge, skills, and performance [72, 73]. Most learners tend to overestimate their skills, which unfortunately can have a negative effect on their selection and use of strategies to achieve a task. Learners who struggle the most are often those who have the greatest discrepancy between perceived competence and their actual performance. In addition, these learners often do not take corrective measures on the occasions when they do correctly self-assess poor performance. To engage in effective adaptation, these learners either need to be able to generate informative internal feedback or be given external feedback by supervisors or teachers. In short, feedback is an essential and integral component of the self-regulation of learning, since it provides an opportunity for the learner to make adaptive changes to their use of key self-regulation processes [74]. External feedback, such as comments made by others about the skills or task performance of a student, can be a powerful reality check that highlights the discrepancy between perceived and actual performance. This feedback can be obtained from teachers, tutors, and peers. When provided effectively, external feedback can be a very important component of self-regulation because it directs a learner’s attention to the essential requirements of a task or the behaviours or processes needed to adapt or correct mistakes.

**Motivation**

The term ‘motivation’ appears throughout this chapter, as it is a core concept for learning.

Cook and Artino [75] recently argued that previous reviews of motivation in HPE focused on practical implications, broad overviews, or only one theory. They summarised five contemporary theories about motivation to learn, articulated key intersections and distinctions among
theories, and proposed important considerations for future research. Their article articulates the complexity of the concept of motivation. They argue that motivation is far from a unitary concept and that more research and theoretical work still needs to be done to capitalise on the potential benefits of motivation for learning in HPE. Despite these conclusions, the authors have provided some helpful guidelines.

On a more practical level, Keller [76, 77] proposed a model to enhance motivation that he called the ‘ARC model’. This model proposes four factors: Attention, Relevance, Confidence and Satisfaction (ARCS). Keller proposes that attention can be gained in two ways: (i) by using novel, surprising, incongruous, and uncertain events to gain interest; or (ii) by stimulating curiosity through presenting challenging questions or problems to be solved. For relevance, he suggests the use of concrete language and examples with which the learners are familiar. In order to enhance confidence, Keller suggests that teachers should help learners understand their likelihood for success. If learners believe they are not able to attain their objectives or that the time or effort required is too high, their motivation will decrease. Ensuring that learners are aware of performance requirements and evaluative criteria can help support their motivation. Finally, learning must be satisfying in some way, whether it is from a sense of achievement (intrinsic motivation), reward or praise from a teacher (extrinsic motivation), or simply being entertaining or enjoyable. The learner should be shown that the skills or knowledge to be learned are useful by being provided with opportunities to use them in a practice setting.

**Implications for Educational Practice**

Self-directed learning, self-regulated learning, and motivation theories and research have a number of important implications for curricula, teaching, and learning in medical education, all of which are facilitated by the creation of a supportive learning environment where learners feel that it is safe to ask questions and admit to not understanding. Learners must have the opportunity to develop and practice skills that directly enhance effective SDL. These include competency at asking questions, seeking relevant information, and critically appraising new information.

Learners also need to acquire multiple approaches to learning, along with the ability to decide when each is appropriate. For ongoing SDL, however, deep learning skills [78], which involve understanding principles and concepts and elaborating the relationships among them, are most likely to support self-direction. Making use of learners’ existing knowledge structures, and assisting them to add to and enrich those structures and understand similarities and dissimilarities, will encourage individuals to understand their knowledge base and identify gaps. A fundamental skill in self-direction is that of critical reflection on one’s own learning and experience. Learners must practise and develop skills at reflecting on all aspects of their learning to determine additional learning needs and to set goals accordingly. In an illustration, Mifflin et al. [79] describe an unsuccessful attempt to introduce SDL into graduate medical education in a university in Australia in which lack of clarity among teachers and learners of what constitutes ‘self-direction’ forced a reconsideration of the curriculum.

Critical to the achievement of both explicit and implicit curriculum goals are congruence and alignment among the goals, the educational strategies, and the assessment methods [80, 81]. Assessment will invariably drive learning and give the strongest messages to learners about the real goals of the curriculum. Although there are genuine attempts to do otherwise, too frequently assessment methods reward teacher-directed, fact-oriented learning and do not reward or evaluate the learner’s achievement of self-directed learning.

An elegant model for the use of self-directed learning by medical practitioners was developed in Canada more than 20 years ago and used by the Royal College of Physicians and Surgeons of Canada [82]. This was the first formal application of self-directed learning for re-certification and maintenance of competence by physicians. In this programme, physicians who used the new PCDiary software reported that it helped them to review and appraise their learning activities. Inspired by this project, a number of medical specialties since then have used self-directed learning as a method for continuing professional development.

Smith et al. [83] report on a curriculum that used self-directed learning plans based on clinical questions arising from internal medicine residents’ practice. To teach residents self-directed learning skills, they implemented an ongoing curriculum integrated with their clinical practice. Residents recorded one clinical question monthly that formed the basis of a structured exercise. They documented the patient encounter triggering the question, described the resources used and the answer found, and reflected on its effect on patient management. Residents discussed their self-directed learning plans monthly at a pre-clinic conference where only their postgraduate year cohorts were present.

Another project in internal medicine developed and implemented a successful four-week curriculum to teach physicians self-directed learning skills during inpatient ward rotations [84]. The educational methods employed to teach these self-directed learning skills included individual study (e.g. physicians read individually on topics related to patients on the service), group study (e.g. the team performed the learning-resource exercise together), and the use of attending physicians as role models. In addition to these methods, the curriculum provided an organisational structure for the month’s experience on the ward, as well as administrative tools that facilitated review and evaluation of learning experiences (e.g. the learning plan). A learning diary served as a record of all patients admitted during the month, eliminating the need for other redundant record-keeping methods that had historically been used.

Many forms of self-regulated learning have been suggested [70]. Examples include facilitating, prompting, modelling, and explaining through various resources, such as text, video, online modules, peers, and instructors. Since the learner is not expected to learn alone, self-regulation can be enhanced through the use of various levels and types of support. Research shows that trainees need help with learning how to enter a new ‘culture’ and how to
understand the rules of engagement in all facets of medical education. To that end, supports can be built into important transition points in the medical education continuum, e.g. when PBL starts, in clinical clerkships, and when transitioning from fellow to staff member. Box 4.4 describes a process for doing self-directed learning, which can be viewed as a dynamic wheel (Figure 4.2).

**Experiential Learning**

Kolb’s experiential learning theory [15] is derived from the work of Kurt Lewin [85], John Dewey [86], and Jean Piaget [87]. Lewin’s [85] work in social psychology, group dynamics, and action research concluded that learning is best achieved in an environment that considers both concrete experiences and conceptual models. Dewey [86] constructed guidelines for programmes of experiential learning in higher education. He noted the necessity of integrating the processes of actual experience and education in learning. Piaget’s [87] research regarding cognitive development processes constituted the theory of how experience is used to model intelligence. Abstract thinking, including the use of symbols, is closely linked to learners’ adaptation to their environment. Fenwick [88] offered a summary of five contemporary perspectives on experiential learning – constructivist, psychoanalytic, situative, critical/cultural, and enactivist – that have emerged in recent scholarly writing addressing experiential learning and cognition. She compared these five currents along the following eight steps:

**BOX 4.4 HOW TO: Self-directed learning**

For learners: A seven-stage self-directed learning process

Self-directed learning can be described as a process that involves seven overlapping and interlocking stages. Working through the stages, you need to:

1. **Create a vision.** What is your vision of success? What is the most important activity that you could undertake to move you towards your ultimate goal?

2. **Set a clear goal and objectives.** What is your goal? Is it reasonable, feasible? What are the specific objectives that you will need to achieve on the way to your goal?

3. **Identify resources and supports.** What are your strengths? What will help you to achieve your goal? Who can help you? (Success often depends on who and what resources are available to you, and how well you are able to engage the needed resources. In fact, interdependence is often the key to success, rather than independence.)

4. **Develop a step-by-step plan.** What steps are you going to take to achieve your goal? Describe what you are going to do and outline a timeframe.

5. **Implement your plan.** Most people have wonderful ideas about what they could, or might, or would like to do. But ideas are no more than dreams until you write them down and act.

6. **Evaluate.** What would success be for you? What result would be satisfactory and what would be excellent? How will you know? Who will give you feedback?

7. **Celebrate.** Give yourself a reward. Share your success with others. We all need recognition – we don’t always get the recognition from others that we want or deserve. So, we may need to take time to celebrate a successful achievement.

Now that you’ve successfully achieved your learning goals, you may find that you want to go deeper into the subject, explore a related topic, or embark on learning something completely different. As our seven-step model indicates, you are back at the start of the process and can tackle new learning goals from your foundation of self-directed learning experience and success.
dimensions: focus, basic explanatory schemata, view of knowledge, view of relation of knower to object and situation of knowing, view of learning process, view of learning goals and outcomes, view of the nature of power in experience and knowing, and view of the educator’s role, if any, in learning.

Kolb’s experiential learning theory is useful as a model of learning from an applied perspective. It can be used as a framework for interpreting and diagnosing individual learners, as well as for designing learning environments [89]. Kolb’s four learning environments are:

- affectively oriented (feeling)
- symbolically oriented (thinking)
- perceptually oriented (watching)
- behaviourally oriented (doing) [90].

Within these environments, grasping and transforming experiences are the two constituent activities of learning tasks [91]. Grasping the phenomena has two components: concrete experience, which filters directly through the senses, and abstract conceptualisation, which is indirect and symbolic. The transforming experience also consists of two processes: reflection and action. One or a combination of the four activities (concrete experience, abstract conceptualisation, reflection, and action) may be used in learning [15]. Learning is enhanced if students are encouraged to use all four components (see Figure 4.3).

Implications for Educational Practice
This section explores Kolb’s learning environments in more depth by presenting practical implications for planners of educational programmes, teachers, and learners. Educational formats for delivering experiential learning activities are also included.

Programme Planning
Kolb provides three major guideposts for directing experiential instructional activities [92]. First, experiential learning methods and procedures are bridges connecting a learner’s existing level of understanding, philosophies, affective characteristics, and experiences with a new set of knowledge, abilities, beliefs, and values. Second, in experiential learning the learner adopts a more assertive role in assuming responsibility for his or her own learning. This leads to a shift in the power structure from the traditional relationship between teacher and learner. Last, experiential learning involves the transfer of learning from an academic mode to one that involves more practical content.

More specifically:
In the affectively oriented environment, learners experience activities as though they were professional practitioners [15, 91]. The learner’s existing values and experience generate information.

In the symbolically oriented environment, the learner uses experiences to develop skills or concepts that can provide the right answer or the best solution to a problem [15, 91]. The source of information is primarily conceptual.

In the perceptually oriented environment, the learner views concepts and relationships from different perspectives such as watching, thinking, and feeling [15].

Behaviourally oriented activities focus on specific problems or practices to which learners apply their competencies [15, 92].

Teaching
The roles and actions of teachers depend on the particular learning context [15, 93].

In the affectively oriented environment, teachers act as role models and relate to the learner as friendly advisors. They deliver information quickly and tailor it to the needs and objectives of individual learners. Teachers monitor progress by encouraging ongoing discussion and critique without constraining guidelines to inhibit students.

In the symbolically oriented environment, teachers act as content experts and facilitators in order for the learners to reach a solution or a goal [15, 93]. Success is compared against the correct or best solution by objective criteria. Teachers provide guidelines regarding terminology and rules.

In the perceptually oriented environment, teachers act as process facilitators, emphasising process rather than solution. They also direct and outline connections between discussions. Learners evaluate answers and define concepts individually. Performance is not measured against rigid criteria but by how well learners use predetermined professional criteria.

In the behaviourally oriented environment, teachers act as mentors and reflect on their background when giving counsel. There are few guidelines. Learners manage their own time and focus on ‘doing’ [15, 93]. It is essential that the learner complete the task using professional standards.

Learning
In the affectively oriented environment, the learner must work with people, be receptive to encompassing values and feelings, and become engaged in a learning group that is engaged in a concrete experience.

In the symbolically oriented environment, learners study quantitative data to test their theories and postulations [91, 93]. Using unique ideas and action plans, learners develop and conceptualise their experiences and models. This relates to the experience of abstract conceptualisation.

The perceptually oriented environment encourages the learner to analyse and manage data with an open mind [91, 93]. The learner must learn to see things with a broad point of view, compose complete plans of action, and conjecture about the implications of ambiguous circumstances. The learner undergoes the transformative experience of

![Figure 4.3 Kolb learning cycle.](image-url)
reflective observation by openly approaching the learning activity.

In the behaviourally oriented environment, learners must make their own choices in order to locate and exploit potential opportunities, committing themselves to meet predetermined goals and objectives. They are encouraged to adapt to uncertainty and shifting circumstances, and to guide others. This relates to the transforming experience of active experimentation.

Caffarella [92] describes a number of formats for experiential learning activities in medical education in a variety of settings, from practical clinical environments to strictly academic arenas. Depending on the format, the teacher may form a strict regimental relationship with the learner or may foster a caring bond.

Learners along the medical educational continuum use various experiential learning methods. These may include apprenticeship, internship or practicum, mentoring, clinical supervision, on-the-job training, clinics, and case study research. For maximum benefits, it is important that they continue to cycle through the four learning environments described in Kolb’s model. Box 4.5 gives some basic suggestions for successful experiential learning in clinical rotations.

**Situated Learning**

Most medical educators accept that clinical educators should be trained to teach, but faculty development for clinicians has been shown to be undermined by weak attendance and poor learning transfer. Therefore, there has recently been interest in situating teacher development initiatives in clinical workplaces [94].

Situated learning belongs to those theories of learning that have a sociocultural basis, which view learning and development as occurring via transformation through participation in collaborative activities with other professionals. Learners transform their understanding, roles, and responsibilities as they participate [16, 95, 96].

Sfard [96] described two metaphors for learning: acquisition and participation. In the acquisition metaphor, learning is seen as the acquisition of knowledge, skills, and attributes that belong to or are ‘owned’ by the individual. This is a very prominent metaphor, especially in older writings. However, most of the theories discussed to date in this chapter could be seen as fitting that metaphor. In contrast, the participation metaphor sees learning as a process of constructing meaning and identity by participating in the activities of that community and becoming a member of the community.

Situated learning is about participation. Learning occurs through collaboration with members of a community of practice (CoP) (e.g. other learners and more senior, or more experienced, individuals) who share responsibility for carrying out certain activities. The purposes of these activities and collaborative processes are connected explicitly with the history and current practices of the community [97]. New learners initially enter and contribute to the community of practice by observing and performing essential but low complexity tasks – a process Lave and Wenger called ‘legitimate peripheral participation’. As they take on more responsibility in the community, learners become a more integral part of the community’s social and work practices. Through increased participation, they come to understand the particular knowledge that distinguishes the community from others.

A central tenet of situated learning is that learning occurs through social interaction. It emphasises that learning is a process of co-construction through the interaction with and bonds between members of the community. Learners both acquire knowledge (as learners) and share knowledge (as teachers) through all aspects of their participation in the community. A powerful source of learning is the ‘discourse’ or ‘talk’ of the community [98]. This is the primary process used for co-constructing new knowledge and practices.

Steven et al. [99] have discussed CoPs as an effective approach to clinical teaching. The results of their study strongly suggest that medical students learn effectively from real patients by participating in patient care within an educational practice. They assert that learning will be affected by clinicians’ willingness to engage in supportive dialogue and that an informal, inclusive dialogue on workplace learning might enhance clerkship education. Others [94] advocate use of CoPs as one way to implement teacher development in relation to clinical communities and institutions. Cantillon et al. found that: Two types of CoP occupied the horizontal plane of accountability, i.e. clinical teams (Firms) and communities of junior doctors (Fraternities). Participants reproduced teacher identities and practice that were congruent with CoPs’ regimes of competence in order to gain recognition and legitimacy. Participants also constructed their teacher identities in relation to institutions in the vertical plane of accountability (i.e. hospitals and medical schools). Institutions that valued teaching supported the development of teacher identities along institutionally defined lines. Where teaching was less valued, clinicians adapted their teacher identities and practices to suit institutional norms.

---

**BOX 4.5 HOW TO: Successful experiential learning in clinical rotations**

1. **CONCRETE EXPERIENCE**: Gain practical experience in a number of prescribed intervention areas. ‘Interventions’ are actions that must be completed during the rotation.
2. These prescribed intervention areas are listed and provided at the beginning of rotations.
3. **ACTIVE EXPERIMENTATION**: Develop the skills required within the prescribed intervention areas. These skills are listed by the rotation Director.
4. **ABSTRACT CONCEPTUALISATION**: Produce ‘evidence’ in a portfolio to show experience in prescribed intervention areas and development of the required skills.
5. **REFLECTIVE OBSERVATION**: Produce several reflective reports (to be included within the portfolio) that demonstrate the learner’s development in the prescribed ‘key’ intervention areas.
Becoming a clinical educator entails continually negotiating one’s identity and practice between two potentially conflicting planes of accountability [94, p. 991].

Through discourse, learners begin to participate in a community. Discourse may be thought of as the way we talk about our work and other aspects of our world. The discourse or ‘talk’ both reflects the way we see our world and frames the way we view it. The community offers a wide variety of relationships and exemplars from whom to learn, including masters, more advanced apprentices, and peers. Learners learn how more senior members of the community walk, talk, and conduct their lives; they observe what other learners are doing and what is needed to become part of the community. Through this observation and participation they learn about the values and shared knowledge and practices of the community. They learn how people in the community ‘collaborate, collide and collude, and what they enjoy, dislike, respect and admire’ [16, p. 95].

For Lave and Wenger, who introduced the notion of situated learning in communities of practice, the opportunity to learn through relationships with other apprentices and to observe the masters’ (senior practitioners’) practice creates the curriculum in the broadest sense. Learners can develop a view of what the whole enterprise is about, and what there is to learn. ‘Engaging in practice, rather than its object, may be a condition for the effectiveness of learning’ [16, p. 93].

It is useful to consider the relationship of situated learning to other learning theories. Situated learning allows a broad view of learning that relates to several other conceptions of learning, both long-standing and more recent.

Situated learning shares with social cognitive theory [11] the view that learning occurs in a dynamic interaction between the learner and the environment. Situated learning suggests that learning is not separate from social influences. The context in which teaching and learning occur is critical to learning itself, and learning is culturally and contextually specific [100]. Learning occurs within social relations and the practices that occur there.

Situated learning also holds that some knowledge related to a task is only present in the context or location of the task. Brown et al. [101] described situated cognition and emphasised the idea of cognitive apprenticeship. Cognitive apprenticeship supports learning in a domain by enabling students to acquire, develop, and use cognitive tools in authentic domain activity. This happens in practice as teachers guide learners through processes of framing problems and applying disciplinary knowledge to their solution. In the process, teachers provide a scaffold for the learner’s development, which can be withdrawn gradually as the learner gains more knowledge and experience.

Situated learning as described by Lave and Wenger [16] extends beyond the acquisition of concepts and structures by the individual and includes all of the learning in the learning environment. It views the community and learning opportunities as a way of structuring learning resources, with pedagogical activity (teaching) as only one resource among many.

Situated learning theory was originally a means for studying the learning that occurs through apprenticeship [16]. Traditionally, apprenticeship has been viewed as a relationship between a master or senior practitioner and a novice or learner. Through apprenticeship, the learner comes to understand the content and process of professional practice. Situated learning provides a way of understanding the process whereby apprentices acquire knowledge and skills through following and attempting to be like the teacher or expert practitioner. In the situated learning model, the learner’s apprenticeship is actually to the whole community, and much of the learning occurs in the relationships between people, rather than solely as mental activity for the individual learner.

Situated learning also relates closely to our growing understanding of informal learning. According to Eraut [102], informal learning is a significant dimension of the learning that occurs in the course of our work. He suggests that it is implicit, unintended, opportunistic, and unstructured, and often occurs in the absence of a teacher. Learning about how things are done, exposure to a variety of different approaches, and practical approaches to problems occur daily. There is still much to understand about it; however, the evidence is convincing that informal learning and learning from others occur in the workplace. This image of learning contrasts with that of the independent learner – an image that is embedded in much of formal medical education. Informal learning has as a corollary implicit learning – ‘the acquisition of knowledge independent of conscious attempts to learn and in the absence of explicit knowledge about what was learned’ [103]. Implicit learning results in tacit knowledge – ‘that which we know but cannot tell’ [104].

Situated learning also relates to experiential learning, or learning by doing. Experiential learning has as its goal the integration of conceptual models and concrete experience [15], and of authentic experience and formal education. In medical education, situated learning extends the concept to include experiential learning occurring within a clinical context. It also extends the idea of experiential learning beyond the individual learner, as it views the learner as contributing to and participating in the shared experience of the community.

In addition to all the above theoretical relationships, situated learning is entirely in keeping with constructivism (described later in this chapter). Constructivism views learning as a process of active participation in problem-solving and critical thinking. Through these processes, learners construct their own knowledge and understanding of the world based on their previous knowledge and experience. Knowledge is integrated into previously existing concepts and schemata, which gradually become richer and more connected.

Post-modern constructivist approaches do not view the locus of knowledge as within the individual. Rather they view learning as a social constructivist process. Learning and understanding are social; cultural activities and tools are essential to conceptual development that will allow learners to develop the skills and standards that are valued by the community [100]. In the context of situated learning, knowledge may be constructed not only individually, but jointly by communities and the individuals who are members of those communities.
Implications for Educational Practice
Situated learning is relevant to medical education in many ways and at all levels of the continuum of education. Apprenticeship remains a pervasive teaching and learning method in physician learning. Learners in undergraduate and postgraduate medical education programmes are assigned to various clinical and community sites where they are immersed, to a greater or lesser degree, in the work of the community, performing minor tasks, and striving to learn from the more advanced learners and mentors in the community. Authentic activity is important for learners because it is the only way they gain access to the standpoint that enables practitioners to act meaningfully and purposefully. It is activity that shapes or sharpens their tools [101]. However, there is another important aspect of situated learning, namely socialisation.

Increasingly, medical and health professional education are recognised as a process of professional socialisation. In that process, learners are developing their professional identity. Their experiences, knowledge, interactions, and informal and formal learning all contribute to the professional identity that each individual constructs. The recent Carnegie Foundation report on physician education [105] suggests that a focus on learners’ development of professional identity is one of four fundamental principles for reforming physician education.

Hafferty and Franks [106] articulated the notion of three levels of curriculum as including formal, informal, and hidden. These may be helpful in thinking about the environment or community in which our learners are placed. The formal curriculum represents the stated goals, explicit content, and planned educational materials or resources provided for learners. The informal curriculum includes both explicit and serendipitous goals and is found in the interaction between learners and teachers, clinical environments, other students, personal interests, and goals. Part of the informal curriculum may also be what Hafferty and Franks termed the hidden curriculum, which is seen in the practices and routines of the community, particularly in relation to how its members cope and thrive. The hidden curriculum often teaches values and moral judgements and is found especially in an institution’s policies, language, assessment strategies, and allocation of resources. Clearly, these curricula all exist and are enacted in the context of situated learning in medicine. Importantly, not all messages from the hidden curriculum are negative. Both negative and positive aspects have been described. Often these are unintentionally imparted through actions, discussions, and relationships among members of the community. This relates the notion of situated learning closely to role modelling, as the senior members of the community enact through their behaviours, both tacitly and explicitly, how problems of the discipline are approached, how colleagues are regarded, and how knowledge is built and used.

When learners are involved in clinical placements, participation in the actual daily round of activities is important in enhancing the effectiveness of their learning. Clearly, the longer the learner’s engagement in a community, the greater is the opportunity to participate meaningfully. Where attachments are short, learners may remain at the periphery and experience little feeling of participation in the community. Bates et al. [107] showed that clerkship students who studied for extended periods in one environment with one preceptor perceived assessment and feedback as authentic. They were authentic because the students were embedded in daily patient care, useful because the assessment and feedback were developmental and longitudinal, and constructive because they occurred in the context of a supportive learning environment and relationship.

Faculty (teachers) enact several roles concurrently. As in the perspective of social learning theory, they are modelling skills, knowledge, values, and attitudes that learners observe, along with how those actions are received in the community. Beyond role modelling, faculty are also demonstrating how knowledge is built and understood and how practices evolve. This aspect of observed practice offers both challenges and advantages. Learners who participate in practice and listen to the talk of the community are able to learn in a contextualised way. However, the nature and content of the talk become important considerations. As teachers, being mindful of our talk and being open to reflecting on practice with learners is important. Learning through observation is also vulnerable to misunderstanding, as learners will interpret what they observe in light of their current experience and understanding [108]. It is important to find opportunities and demonstrate willingness to discuss and reflect on experience with learners [109].

Brown et al. emphasise the idea of cognitive apprenticeship: ‘Cognitive apprenticeship supports learning in a domain by enabling students to acquire, develop and use cognitive tools in authentic domain activity’ [101, p. 39]. Cognitive apprenticeship means that the learner observes the thinking process, and not just the actions, of experts and other participants in the community. Box 4.6 outlines one way to use a cognitive apprenticeship approach with learners in a clinical setting.

Participation in the work of the clinical site or community is a key to this understanding of learning. Situated learning suggests that all members of the community are involved. In the case of medical education this means that more senior learners and other health professionals can all enhance the newer learners’ participation and sometimes can also learn from the newcomer.

Different fields of medicine have distinct knowledge and skill bases. However, there will still be some aspects that are common to all, including communication with patients, ethical approaches and grounding of actions, basic clinical skills, learning in interprofessional teams, etc. in which learners can participate across their fields of experience. As teachers, we can think carefully about how we can promote this participation among learners.

Building on the advantage of situated learning, we have the opportunity to rethink our learners’ experience and consider all the ways we have available to promote their learning. However, this involves thinking of learners as contributing members of our learning environment, rather than as temporary adjuncts to it.
Communities of Practice

In the context of situated learning, we discussed the idea of community as a place where participants are socialised and develop a professional identity. In this section on communities of practice, we expand this concept to include knowledge transmission, construction, and translation. Lave and Wenger [16] first proposed the term community of practice (CoP) to capture the importance of activity in integrating individuals within a community, and of a community in legitimising individual practices. Within this context, they described a trajectory in which learners move from legitimate peripheral participants to full participation in the CoP. The concept of legitimate peripheral participation means that access to a CoP, with its resources and activities, provides a means for newcomers to learn through observation and gradually deepen their relationship to the CoP. Barab et al. [111, p. 495] defined a CoP as ‘a persistent, sustained social network of individuals who share and develop an overlapping knowledge base, set of beliefs, values, history, and experiences focused on a common practice and/or mutual enterprise’. Wenger and Wenger-Trayner defined CoPs more simply as: ‘Communities of practice are groups of people who share a concern or a passion for something they do and learn how to do it better as they interact regularly’ [112].

Wenger proposed three constituent parts of a CoP: mutual engagement, joint enterprise, and a shared repertoire. Mutual engagement involves both work-related and sociocultural activities, achieved by interaction, shared tasks, and opportunities for peripheral participation. Joint enterprise refers to the need for the group to respond to a mandate for itself rather than simply as an external mandate. Finally, a shared repertoire involves the ‘routines, words, tools, ways of doing things, stories, gestures, symbols, genres, actions or concepts that the community has adopted in the course of its existence’ [16]. Wenger summarised his conceptual framework for a social theory of learning comprising four components that are ‘deeply interconnected and mutually defining’ [16]. All of these should be present in a true CoP. Framework components include the following:

- **Meaning** – learning as experience. Members talk about their experience and create shared meaning.
- **Practice** – learning as doing. Members talk about the shared ideas and resources that can sustain action.
- **Community** – learning as belonging. Members talk about the community process and how they are learning and developing competence.
- **Identity** – learning as becoming. Members talk about how learning changes who they are.

Therefore, we can see that the concept of a CoP is complex and multidimensional, serving multiple purposes both for individuals and for the sub-communities that participate in the full community. Wenger and Wenger-Trayner [112] provide a description of typical activities in CoPs, shown in Box 4.7 with examples that reflect medical settings.

The primary purpose of CoPs in this conception is knowledge translation. Knowledge translation has been defined as ‘the exchange, synthesis and ethically sound application of knowledge – within a complex system of interactions among researchers and users – to accelerate the capture of the benefits of research … through improved health, more effective services and products, and a strengthened health care system’ [112].

More recently, other terms have been proposed for essentially the same broad concept. These terms include knowledge mobilisation [113], knowledge utilisation [114], knowledge exchange [115], knowledge management [116], and knowledge brokering [117], all of which involve an active exchange of information among various stakeholders, such as researchers, health care providers, policy makers, administrators, private sector organisations, patient groups, and the general public. Partnerships are at the heart of all knowledge translation activity [118], and effective
knowledge translation is dependent on meaningful exchanges among network members for the purpose of using the most timely and relevant evidence-based, or experience-based, information for practice or decision-making.

In the field of continuing medical education, the limitations of traditional workshop/presentation models are apparent [119]. It is now recognised that there is a need for continuous learning to occur in the context of the workplace and for reflection-in-practice and reflection-on-practice to be supported [12]. Knowledge translation is essential to shortening the path from evidence to application of that evidence in practice, and CoPs provide an opportunity to embed learning within a clinical context. A highly effective way to learn about complex issues is through experience, application, and discussion with mentors and peers in the same or similar contexts. Relevant learning occurs when the participants in the CoP raise questions or perceive a need for new knowledge. Using Internet technology enables these discussions to occur in a timely manner, and records of these can be archived for later review or by those who missed the discussion.

There are a number of key factors that influence the development, functioning, and maintenance of CoPs [120]. The legitimacy of the initial membership is important. Commitment to the desired goals of the CoP, relevance to members, and enthusiasm about the potential of the CoP to have an impact on practice are also key. On the practical side, a strong infrastructure and resources, such as good information technology, useful library resources, databases, and human support, are essential attributes. Ensuring that these key factors are in place requires strong, committed, and flexible leaders who can help guide the natural evolution of the CoP. If professional learning is to flourish, it is critical that a blame-free culture be established in which community members can learn from positive and negative experiences [121].

The benefit for being involved in a CoP is increased expertise and skills. Intrinsic motivation for participating in a CoP can include [122]:

- **Anticipated reciprocity.** A member is motivated to contribute to the community in the expectation that he or she will receive useful help and/or information in return.
- **Increased recognition.** The desire for prestige is a key motivation for an individual’s contribution to a learning community.
- **Sense of efficacy.** The act of contribution results in a sense that the individual has had some effect on the community.

Endsley et al. [123] outline key questions to address in establishing a CoP:

- **Why are we forming?**
- **Who will participate?**
- **What will we share?**
- **Who will participate?**
- **What will we impact?**
- **How will new knowledge be found and used?**
- **How will the community evolve to meet new choices and challenges in practice?**

These authors also identify typical questions addressed in CoPs and examine the myths surrounding CoPs [123]. They describe CoPs as dynamic entities that need to be designed for adaptability and large growth. CoPs should combine the perspectives of both insider members and outsider participants, and all members should be valued, regardless of their level of participation. Both public and private spaces are necessary and need to be related. A critical principle is that the CoP must provide value to its members, otherwise participation will be minimal or absent. Although familiarity is important, challenge and excitement need to be provided to keep the energy high. Finally, a CoP needs to settle into a rhythm that works for its members. Box 4.8 lists five factors that a CoP requires to be successful.

### Virtual Communities of Practice

Virtual (online) communities play a socialisation role to the same extent as real communities [124, 125]. The theoretical foundation of virtual communities is based on social cognitive theory and situated learning. Henri and Pudelko [124] propose three components of the social context of activity in virtual communities – the goal of the community, the methods of initial group creation, and the temporal evolution of both the goals and the methods of the group – leading to the development of four different types of community. Figure 4.4 illustrates different forms of virtual communities of practice.
Chapter 4

Box 4.8 HOW TO: Requirements for a successful community of practice

Lave and Wenger [16] suggest that the success of a community of practice depends on the following five factors:
- the existence and sharing by the community of a common goal,
- the existence and use of knowledge to achieve that goal,
- the nature and importance of relationships formed among community members,
- the relationships between the community and those outside it, and
- the relationship between the work of the community and the value of the activity.

Wenger [17] later added the idea that achieving the shared goals of the community requires a shared repertoire of common resources – for example, language, stories, and practices.

---

Box 4.9 FOCUS ON: Principal descriptors of the four types of virtual communities

<table>
<thead>
<tr>
<th>Community of interest</th>
<th>Goal-oriented community of interest</th>
<th>Learners’ community</th>
<th>Community of practice</th>
</tr>
</thead>
<tbody>
<tr>
<td>Purpose</td>
<td>Gathering around a common topic of interest</td>
<td>Created to carry out a specific task</td>
<td>Pedagogical activity proposed by the instructor</td>
</tr>
<tr>
<td>Activity</td>
<td>Information exchange</td>
<td>Sharing of diverse perspectives and production of objects commissioned by the mandate</td>
<td>Participation in discussions of collective topics</td>
</tr>
<tr>
<td>Learning</td>
<td>Knowledge construction for individual use</td>
<td>Knowledge construction from diverse knowledge systems towards collective use</td>
<td>Knowledge construction by carrying out social situated activities</td>
</tr>
</tbody>
</table>

Source: Adapted from Henri and Pudelko [124, p. 485].

Box 4.9 dissects the characteristics of four types of community. It demonstrates that although many types of virtual community can exist, they may not be true CoPs. The virtual CoP generally arises from an existing, face-to-face CoP in which professional practice is developed through sharing knowledge among members. Through this interaction, new practices may be developed and identification with the community can occur.

Some writers have distinguished ‘soft’ from ‘hard’ knowledge [126]. Soft knowledge can be gathered in a domain through sharing solutions to a particularly difficult problem, describing idiosyncrasies of particular tools, equipment, or processes, and recounting and reflecting on challenging events (i.e. recounting ‘war stories’). This refers to the implicit or tacit knowledge in a domain. CoPs are central to the creation and maintenance of soft knowledge. Hard knowledge, in contrast, is stored in databases and documents. It is highly explicit and codified. A key question is whether a virtual CoP can effectively share soft knowledge, which tends to be situated in specific contexts. This is a question that requires further research.

There are currently a number of large virtual CoPs in the medical/health field, such as:
- www.doctors.net.uk
- www.doctorslounge.com
- www.medhelp.org

However, virtual CoPs are a relatively recent phenomenon, and more studies are needed on factors affecting their effectiveness for enhancing learning. Parboosingh [126] advocates conducting evaluation studies that focus on how the
CoP takes advantage of the technology, rather than how the technology affects the CoP. Resources are available to assist with this [127], and many methods are available to evaluators. Examples include:

- **Case studies.** Investigate changes that happened within a particular project/organisation as a result of a member’s participation in the CoP.
- **Contribution analysis.** Consider the extent to which observed results are due to programme (CoP) activities, rather than other factors.
- **Horizontal evaluation.** Combines self-assessment and review by peers.
- **Institutional histories.** Records new ways of creating more effective ways to achieve goals; can be used by the CoP co-ordination team.
- **Institutional linkage diagram.** Illustrates the extent to which individuals, organisations, projects, or services interact with each other; can be used to illustrate how individuals and organisations who never engaged in a CoP before are now in contact because of the virtual CoP platform.
- **Web resources such as:**
  - https://sites.google.com/a/cgxchange.org/evaluation-cop/home
  - https://www.cdc.gov/phcommunities/resourcekit/evaluate/start_evaluation.html

**Implications for Educational Practice**

This section on implications integrates the concepts of knowledge transmission, construction, translation, and CoPs. These ideas have many obvious applications in the medical education arena, and a number of CoPs are emerging in various specialties. As an example, this section outlines a CoP for palliative care practitioners and students. This is an excellent CoP application because palliative care is a truly interdisciplinary field that involves sub-communities of various specialties, including oncologists, family physicians, nurses, and social workers. These sub-communities need to interact in CoPs, but the various professional groups also need to interact with each other around specific topics and cases. This furnishes an excellent model for continuing medical education and also provides an environment for training residents, interns, and medical students. Since many participants are acquiring and applying new knowledge in this field, scaffolding learners through an evolving continuum from simulation to participation to co-determined interactions is an effective instructional approach [127]. For example, family physicians, residents, and nurses who have trained with oncology specialists may begin with simulated cases. They then learn to participate in real cases supported by learning materials and/or clinicians, until they are able to operate as full participants. The scaffolding process proposed here uses a staged approach for bridging from a learner (knowledge) identity to a participant (practitioner) identity. This approach is consistent with the constructivist view of learning [124], which espouses the learner as central in the educational process. The advantages of the situated learning approach over the traditional didactic approach are discussed above in the section on situated learning.

A CoP implemented for palliative care in a community-based learning environment could include specialist and non-specialist practitioners in palliative care as well as residents and medical students (clerks). It would aspire to achieve a number of different aims, based on the challenges identified by Richardson and Cooper [128]:

- Engage all trainees in a research culture (i.e. encourage evidence-based practice).
- Provide an opportunity for participants to identify with their peers and supervisors.
- Encourage cross-site discussion to explore shared theoretical, methodological, and practical issues.
- Provide a forum for discussion and a recognised channel for communication and collaboration.
- Facilitate high-quality supervision to ensure adequate access to teaching and learning for all practitioners.
- Foster scholarly interaction and good supervisory practice to stimulate dialogue among learners and supervisors across sites.

CoPs provide a critical resource for professionals who want and need recommendations, pointers, tips and tricks, best practices, insights, and innovations. Part of what makes a CoP strong is the ‘aggregation of relevance’; that is, people and information related to a coherent set of topics that certain people will find interesting, useful, and potentially profitable. Linking medical students, their community preceptors, and medical school specialists in an online CoP can greatly enhance the learning and practice experience of all participants. White and Thomas [129] demonstrated that students assigned to community practices for their paediatric clerkship perform as well as, or better than, students assigned to academic medical centres in written examinations; other studies have demonstrated similar outcomes. An online CoP approach can build on this positive finding and perhaps provide an even more effective community experience for medical students. A side benefit could be improvement in teaching and supervisory methods used by their preceptors.

**Constructivism**

Constructivism has multiple roots in twentieth-century psychology and philosophy. It emerged from Piaget’s developmental perspective [87] and Bruner’s cognitive psychology [130] and is an amalgamation of both behaviourist and cognitive principles [131]. The constructivist stance maintains that learning is a process of constructing meaning, and this is how people make sense of their experience [131].

There are two major strands of constructivist perspective: (i) cognitive constructivist and (ii) social-cultural (socio-constructivist). Cognitive constructivism is an individualistic perspective based on Piaget’s work. He asserts that learning does not occur passively but occurs by active construction of meaning [132]. Piaget explains that when learners encounter an experience that challenges the way they think, a state of disequilibrium or imbalance is created. Learners must then alter their thinking to restore equilibrium or balance. For this purpose, learners make sense of the new information by associating it with what they
already know, that is, by attempting to assimilate it into their existing knowledge. When learners are unable to do this, they use accommodations to restructure present knowledge to a higher level of thinking.

Fosnot [133] defines constructivism according to four principles: (i) learning depends on what individuals already know, (ii) new ideas occur as individuals adapt and change their old ideas, (iii) learning involves inventing ideas rather than mechanically accumulating a series of facts, and (iv) meaningful learning occurs through rethinking old ideas and coming to new conclusions about new ideas that conflict with our old ideas.

For constructivism, learning is represented as a constructive process in which the learner is building an internal illustration of knowledge, a personal interpretation of experience. This representation is always open to modification, its structure and linkages forming the ground to which other knowledge structures are attached. Learning is then an active process in which experience has an important role in understanding and grasping meaning. This view of knowledge does not necessarily reject the existence of the real world. However, it contends that reality places constraints on existing concepts and that all individuals’ knowledge of the world consists of their interpretations of their experiences. Furthermore, conceptual growth is the result of various perspectives, and the simultaneous changing of individuals’ internal representations in response to those perspectives, as well as through their experience [134].

Social constructivism in its modern form has been in existence for approximately 40 years. Strictly speaking, while it is thought of as a learning theory, with roots in cognitive constructivism [135] and sociocultural theory [18], it is more correctly an epistemology or philosophical explanation of the nature of learning [136].

Social constructivism is based on Vygotsky’s [18] theories about language, thought, and their mediation by society. Vygotsky states that the process of knowing is affected by other people and is mediated by community and culture. Social constructivism emphasises that all cognitive functions including learning are dependent on interactions with others (e.g. teachers, peers, and parents). Therefore learning is critically dependent on the qualities of a collaborative process within an educational community, which is situation-specific and context-bound [137]. However, learning must be seen as more than the assimilation of new knowledge by the individual; it is also the process by which learners are integrated into a knowledge community.

According to social constructivists, nothing is learned from scratch; instead it is related to existing knowledge, with new information being integrated into and expanding the existing network of understanding. The successful learner is therefore one who embeds new ideas within old ones and for whom understanding expands to encompass the new experience. A social constructivist learner’s view of the world will always be subjective, as each individual will interpret experience via a different pre-existing framework of understanding and will develop their own unique view of the world.

Social constructivists assert that knowledge is a human product that is socially and culturally constructed in an active manner and not something that can be discovered [138, 139]. Knowledge is therefore neither tied to the external world nor wholly to the working of the mind, but exists as the outcomes of mental contradictions that result from one’s interactions with other people in the environment [137].

Social constructivism maintains that learning is based on real-life adaptive problem solving, which takes place in a social manner through shared experience and discussion with others such that new ideas are matched against existing knowledge and the learner adapts rules to make sense of the world. Social constructivism views learners as part of a social group in which learning occurs through group interaction, not simply within the individual. Learning is an active, socially engaged process [140, 141]. According to social constructivists, the process of sharing individual perspectives or elaborating with others results in learners constructing an understanding together that would not be possible alone [140]. Social constructivism maintains that while it is possible for people to have shared meanings that are negotiated through discussion, it also acknowledges that no two people will have exactly the same discussions with exactly the same people. To this extent social constructivism allows that multiple realities exist.

Social constructivism views learning as an active process where learners should work to discover principles, concepts, and facts for themselves [101]. This approach does not see education as a process in which the teacher/tutor ‘pours’ knowledge into passive students; instead it emphasises how students should be actively involved in their own learning process.

A main focus of social constructivism is the role that social interaction and social processes play in creating knowledge. Vygotsky [18] believed that learning could not be separated from social context. He argued that all cognitive function begins as a product of social interactions. Social constructivism requires one primary element: two or more participants. These participants must be involved in some form of interaction for knowledge to be constructed, and they must have knowledge of prior social experience [142]. It is a shared understanding among individuals whose interaction is based on common interests that form the ground for their communication. Therefore, during the interaction between participants, this prior knowledge is exchanged in a transaction in order to negotiate meaning. This meaning does not have to be strictly language based but can also be a product of actions.

A key concept in social constructivism is the zone of proximal development, often abbreviated as ZPD. This is defined as the difference between what a learner can do without help and what he or she can do with help [143]. Since Vygotsky’s original conception, the definition of the ZPD has been expanded and modified. The ZPD is an area of learning that occurs when a person is assisted by a teacher or peer with a skill set higher than that of the subject. The person learning the skill set cannot complete it without the assistance of the teacher or peer. The teacher helps the learner attain the skill the student is trying to master, in the hope that the teacher will no longer be needed for that task. The ZPD concept is seen as a form of scaffolding referring to the help or guidance received from a teacher.
or more competent peer to permit the learner to work within the ZPD. Vygotsky never mentioned the term ‘scaffolding’; the concept was first developed by Bruner [130] while applying Vygotsky’s concept of ZPD to various educational contexts. According to Wass and Golding [144], giving learners the hardest tasks they can do with scaffolding will lead to the greatest learning gains.

**Implications for Educational Practice**

Hoover [145] argues that constructivism has important implications for teaching. First, teaching cannot be viewed as the transmission of knowledge from enlightened or known to unenlightened or unknown. Constructivist teachers are not monologue teachers who teach completely new lessons. Rather, constructivist teachers have the role of guides for learners, providing them with opportunities to test the adequacy of their current understandings.

Second, constructivist teachers consider the prior knowledge of their learners and provide learning environments that exploit inconsistencies between learners’ current knowledge and their new experiences [145, 146]. Differences among learners challenge teachers and do not allow them to use the same method or the same materials while teaching diverse learners.

Third, since constructivism emphasises learners’ involvement, teachers must engage learners in learning and bring learners’ current understanding to the forefront [145]. Constructivist teachers can ensure that learning experiences include problems that are important to learners and are not just related to the needs and interests of teachers and the educational system.

Fourth, Hoover [145] highlights the need for sufficient time for learners to actively build new knowledge. During this time, learners reflect on their new experiences and try to consider the relationship between these experiences and previous ones in order to have an improved (not ‘correct’) view of the world.

According to the social constructivist theory, teachers should assume the position of ‘facilitators’ rather than ‘impactors of knowledge’. A facilitator encourages learners to achieve their own appreciation of the content. When the teacher functions as an imparter of knowledge, the learner can quite easily play an unreceptive role; when the teacher acts as a facilitator, learners are encouraged to play a more functional and effective role within their own learning. Therefore, the focus is on learners and what they are able to do. In a social constructivist educational setting, the responsibility for learning falls on the learner, while the teacher is a facilitator who guides direction and promotes new patterns of thinking.

This dramatically different expectation of a teacher acting as a facilitator as opposed to a lecturer suggests that within social constructivist learning, the teacher plays a fundamentally different role from that which is expected in a ‘traditional’ teacher-directed model [147]. For example, a teacher offers answers, as in a traditional programme, while a facilitator offers strategies that allow the learner to achieve his or her independent conclusions [148]. The learning environment should be designed to support and challenge the learner’s thinking. The critical goal is to support the learner in becoming an effective thinker and to develop skills in heuristic problem solving, metacognitive knowledge, creativity, and originality as a by-product of increasing the level of understanding of the topic of interest [149, 150].

**Collaborative Learning**

Social constructivism stresses the need for collaborative learning. Learning is promoted through collaboration among students and between students and teachers. From a social constructivist perspective, as students share background knowledge and participate in the give and take of collaborative activities they are actually negotiating meaning and building knowledge, not as individuals, but as a group. This collaboration in tasks and discussions allows learners with different skills and backgrounds to arrive at a shared understanding [134]. Social constructivist approaches should require the learners to collaborate and critically analyse issues. Some examples of collaborative learning activities are group problem solving, group inquiry, simulations, and debates. The activities encourage creativity and foster higher-level thinking [151].

Numerous benefits have been described for collaborative learning. Johnson and Johnson [152] and Panitz [153] list over 50 of these, summarised by Laal and Ghodsi [154] into four major categories of social, psychological, academic, and assessment benefits. Examples include:

1. Helping to develop higher level thinking, e.g. critical thinking.
2. Building self-efficacy.
3. Developing social, communication, and teamwork skills.
4. Improving problem-solving skills.

In collaborative learning, learners work towards a common goal and hold responsibility for one another’s learning as well as their own. For instance, peer tutoring, where learners in the same group tutor one another, facilitates meaning for both parties, as the peer tutor clarifies his/her own understanding through the teaching process. When a teacher and a few learners form a collaborative group, group members apply four cognitive strategies: questioning, summarising, clarifying, and predicting. This creates a ZPD in which students gradually assume more responsibility for the material, and through collaboration forge group expectations for high-level thinking and acquire vital skills for learning and success in everyday life. Box 4.10 offers suggestions for putting social constructivism into action.

**Socio-materiality**

Several authors have recently proposed ‘socio-materiality’ as a theoretical framework that can be used in medical education [155, 156]. Within the social sciences during the last three decades, there has been a significant turn towards the study of how material things – for example, objects, animals, machines, humans, and organisations – might be arranged, manipulated, or enacted to allow particular tasks, activities, or practices to be accomplished. MacLeod et al. [155] have applied this theory to distributed medical education, and Fenwick and Dahlgren [157] have has applied it to simulation in medical education.
Socio-material theory could be useful in a clinical setting. i.e. divisions of labour, cultural rules and languages, and systems. However, its primary focus is on human activity, and the importance of material artefacts that mediate human activity. This literature is that making and distributing knowledge requires the collaboration and interaction of many different material entities – for example, humans and other natural objects, instruments and technologies, texts and images. This literature blurs the usual distinction between the natural world and the social world; it views science as both natural and social.

A related theoretical formulation called Activity Theory, or more correctly, Cultural-Historical Activity Theory or CHAT [158, 159], is older than socio-materiality, is quite developed methodologically, and has been applied to medical education [159].

Activity Theory is not actually a theory in the strict interpretation of the term, but rather consists of a set of basic principles that constitute a general conceptual system. The basic principles are beyond the scope of this chapter but include object-orientedness, the dual concepts of internalisation/externalisation, tool mediation, hierarchical structure of activity, and continuous development [159]. Simply put, activity cannot exist as an isolated entity. The very concept of activity implies that there is an agent who takes action (individually or collectively) directed at something. According to Activity Theory terminology, activity mediates interaction between subjects (agents) and objects (things) [160, 161]. Some writers consider Activity Theory as a conceptual framework that is encompassed by the socio-material perspective, since it emphasises the importance of material artefacts that mediate human activity systems. However, its primary focus is on human activity, i.e. divisions of labour, cultural rules and languages, and social purposes [156].

Ajjawi and Bearman [162] provide an example of how socio-material theory could be useful in a clinical setting. They explain that from the socio-material perspective, a family practice preceptor and trainee can be viewed as acting within two separate and inter-related activity systems – patient care and trainee education. There may even be a third activity system related to research. These activity systems have their own divisions of labour, materials, social rules and routines, policies, and practices (that can even be contradictory in practice). Understanding the supervisory relationship requires an understanding of these activity systems and the tensions and contradictions that occur among them. Unfortunately, some practitioners have found this theory difficult to understand and apply, partly because it is interpreted and explained differently by different authors.

Today the topic of socio-materiality is one of the most popular, most cited, most debated, and most critiqued topics in the fields of information systems and management [163]. The concept of socio-materiality is extremely theoretical. Authors who write about socio-materiality attempt to make a pointedly philosophical statement about the relationship between the social and the material that begins, quite overtly, with the name ‘socio-material’ – a deliberate fusion of the words ‘social’ and ‘material’ [163]. From this perspective, people and things only exist in relation to each other. In other words, entities (whether humans or technologies) have no inherent properties, but acquire form, attributes, and capabilities through their interpenetration [164].

Similar points can be made about medical education. Material elements are foundational to every aspect of social life, including education, but when we think about social issues we tend to focus exclusively on relations among human beings. Inherent technological issues (e.g. Internet infrastructure) are taken for granted, and we often stop thinking about the effects they have in the world and on us unless they stop working. Socio-material theories of science and technology encourage us to unravel the tangle of human and non-human elements. Rigorous study of medical education requires theory that addresses both human and material factors and the many connections and interactions that occur among them.

Using the example of distributed medical education, Macleod et al. [155] present three ways in which socio-material theory can be useful to medical education. First, it can help to disentangle the materials, technologies, knowledge, physical spaces, nature, and objects of all kinds and to shine a light on previously obscured actors, infrastructure, and other material factors to give a fuller picture. Second, it can help us to understand the dynamics of everyday life, particularly learning. Third, socio-material approaches have the ability to unsettle ideas that we have taken for granted, leading us to think differently and even disrupt traditional approaches.

Fenwick and Dahlgren point out that medical educators are increasingly turning to theories that ‘… help to elucidate student learning in dynamic contexts of continuous uncertainty and emergent outcomes’ [157, p. 360]. They note that more emphasis is being placed on recognising and attending to the ways in which materials (objects, texts, technologies, bodies, settings) move in practice and learning, and how they are related to the social (texts, symbols, meanings,

**Box 4.10 HOW TO: Putting social constructivism into practice**

- Promote discussion, even in lectures, by asking open questions and providing time for responses.
- Encourage the connection of ideas via analysis, prediction, and justification of new ideas.
- Provide tasks just above the learners’ competence, and be available to assist if needed.
- Promote peer collaboration around problems and group project work.
- Set up study groups for peer learning.
- Promote the use of technology to provide team-based simulations of real activities, networked writing, and communications.
- Allocate a proportion of grades to peer assessment, training learners in the process.
perhaps because the concept of socio-materiality is so quoted on socio-materiality, says: ‘The social and the material are considered to be inextricably related – there is no social that is not also material, and no material that is not also social’ [164, p. 1437].

Fenwick and Dahlgren [157] highlight useful questions and approaches offered by socio-material theory to expand and deepen medical students’ learning. They base their discussion on the case of simulation-based medical education. In a workplace in which we are doing things, learning shifts from an emphasis on preparing for action by acquiring knowledge, to a process of participating effectively in context.

Box 4.11 illustrates the key concepts of socio-material theory, as well as questions they raise for educators.

Although this theory has only recently emerged in medical education, it has potential as a practice-based theory to increase our understanding and improve our practices. Fenwick eloquently presents the case for a socio-material approach:

Educators as well as students can look more closely at what material elements most influence their learning and teaching processes, how materials limit or enhance possibilities for learning, why particular educational or learning practices become stabilized and powerful, and when these black boxes create problems. This is not about stuffing more activities into crowded curricula, but about opening out ways of engaging students [156, p. 91].

**Implications for Practice**

As mentioned above, socio-materiality theory has been applied in the fields of information systems and management [164–166]. This has not been an easy theory to apply, perhaps because the concept of socio-materiality is so theoretical. In the field of medical education, there have been two excellent examples of its application. The first is in the area of distributed medical education (DME). MacLeod et al. [155] explain that DME relies heavily on the adoption and integration of material resources in the form of technologies and that these are associated with social resources. Social considerations include the development of viable organisational strategies, appropriate teaching modalities, suitable assessment standards, and new definitions of meaningful social/professional interaction. They illustrate that considering social presence [167], pedagogical presence [168], and cognitive presence [169] in distance education can lead to insights that are helpful for practice. An example related to social presence is the use of Skype by a small group of learners, who find it difficult to get to know their peers and to interact if the technology doesn’t function properly. An example related to pedagogical presence is video-conferencing technology, as a material condition, since it influences the ways in which lecturers are willing and/or able to engage with learners. The technology is not easy to learn for occasional users, and a lecturer could be preoccupied with how to use the technology rather than being focused on how to engage learners. Finally, for cognitive presence, if someone has a question in a video-conferenced lecture setting, there is a sequence of material factors to consider. Questions are placed in a queue and the lecturer responds to them based on the order in which they were asked rather than on relevance to the conversation. This technologically mediated question ordering affects the group’s ability to engage in authentic dialogue.

The second example addresses the topic of simulation in medical education. Fenwick and Dahlgren [157] argue that this field lacks a theoretical base. They point out that some writers believe that simulation in this context needs

---

**BOX 4.11 FOCUS ON: Socio-materiality**

<table>
<thead>
<tr>
<th>Key socio-material understandings</th>
<th>Questions raised for educators</th>
</tr>
</thead>
<tbody>
<tr>
<td>Focus is on materials as dynamic and enmeshed with human activity.</td>
<td>How do particular materials and built environments affect what our students do and think?</td>
</tr>
<tr>
<td>Human meanings and decisions are important but are not the only things acting in any situation.</td>
<td>How might we encourage students to notice how materials influence situations in which they practise?</td>
</tr>
<tr>
<td>Emphasis is not on individual things and their characteristics, such as an individual doctor’s skills or particular technologies, but on their relationships and what these produce.</td>
<td>How might students become more actively aware of these relationships and their effects?</td>
</tr>
<tr>
<td>Practices themselves are continuously changing gatherings of human and nonhuman elements that act on one another in unpredictable ways.</td>
<td>How do different elements act on one another to affect what happens, and how do these different interactions produce particular kinds of knowledge?</td>
</tr>
<tr>
<td>The whole system affects any particular practice as it continuously adapts and changes pattern.</td>
<td>How is a particular practice interconnected with and affected by other systems?</td>
</tr>
<tr>
<td>Uncertainty and unpredictability are assumed.</td>
<td>What might be inhibited in professional education dominated by predetermined curricula and planned objectives?</td>
</tr>
</tbody>
</table>

Source: From Fenwick [157, p. 361].
reconceptualising to be more innovative, integrative, and interprofessional. Currently, the literature on simulation focuses more on mastering clinical procedural skills rather than on responding to emergent practice scenarios or interprofessional situations. The authors describe the application of complexity theory, which can be considered a form of socio-materiality theory, to address the limitations of using simulations in medical education.

As discussed briefly earlier, clinical education may provide an excellent opportunity to use socio-material analysis to understand and reconfigure education in clinical contexts. It is clear that tools, materials, and physical space interact with and impact the actions of clinicians, medical staff, students, and even patients. All staff and students in a rotation could benefit greatly from a better understanding of these connections.

**Adult Learning Principles**

Since undergraduate and postgraduate medical students can be considered adult learners, adult learning theory has been frequently used to study medical education. Several authors [20, 170, 171] have provided excellent summaries of theory-building efforts in adult learning. They conclude that no single theory fares well when judged by the criteria of comprehensiveness (including all types of learning), practicality, and universality of application. They also assert that a phenomenon as complex as adult learning will probably never be adequately explained by a single theory.

**Andragogy**

Although many theoretical frameworks address adult education, few have actually been applied widely other than Knowles’ *andragogy* [20]. The remainder of this section therefore focuses on andragogy, its implications for practice, and an example of its use in undergraduate medical education.

Knowles [20] first introduced the term ‘andragogy’ to North America, defining it as ‘the art and science of helping adults learn’. Knowles did not present andragogy as an empirically based theory but simply as a set of four assumptions, to which a fifth and sixth were later added. The six assumptions underlying andragogy, as theorised by Knowles, are that: (i) adult self-concept is well-developed; (ii) adults bring considerable experience to learning; (iii) adults’ readiness to learn depends on need; (iv) adults tend to have a problem-centred focus; (v) adults are generally internally motivated; and (vi) adults need to know why they need to know something [20].

Andragogy has its roots in humanistic psychology through the work of Maslow [172] and Rogers [173]. The foundation of andragogy is that the attainment of adulthood is marked by adults coming to view themselves as self-directed individuals. Knowles’ ‘model of assumptions’ has given adult education a ‘badge of identity’ that distinguishes the field from other areas of education, for example, childhood schooling [174]. Bard has asserted that andragogy ‘probably more than any other force, has changed the role of the learner in adult education and in human resource development’ [175, p. xi]. However, it has also caused enormous controversy, debate, and criticism. Early criticism led Knowles to later modify his model by describing andragogy and pedagogy as a continuum, and suggesting that the use of both teaching methods is appropriate at different times in different situations, regardless of the learner’s age [10].

Although andragogy is widely accepted and used in adult learning practice, it remains unproven empirically. Pratt [176] has noted that the empirical questions are still unanswered: ‘We cannot say with any confidence that andragogy has been tested and found to be, as so many have hoped, either the basis for a theory of adult learning or a unifying concept for adult education’ [176, p. 21]. This assertion is supported by Rachal, who concluded that ‘the empirical literature examining the efficacy of andragogy remains, after over three decades, both inconclusive and beset by considerable variability in definition, resulting in differing approaches to andragogy’s implementation’ [177, p. 210]. Despite these criticisms, andragogical assumptions have guided educators in medicine and many other contexts for more than three decades, as their practical application seems to result in a respectful and effective process that enhances learning. Box 4.12 summarises these assumptions.

It is widely accepted that andragogy is not really a theory of how adults learn, the assumptions being merely descriptions of the adult learner [174]. Furthermore, even the assumptions have been questioned as prescriptions for

<table>
<thead>
<tr>
<th>BOX 4.12 FOCUS ON: Andragogical assumptions [20]</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 <strong>Self-concept.</strong> Adults typically want to choose what they want to learn, when they want to learn it, and how they want to learn.</td>
</tr>
<tr>
<td>2 <strong>Experience.</strong> Adult learners have a wealth of life experiences that they bring with them into new learning experiences; they can contribute richness to learning from and with each other.</td>
</tr>
<tr>
<td>3 <strong>Readiness to learn depends on need.</strong> Adults are ready to learn when they see that what they need to know will help them to deal with life situations.</td>
</tr>
<tr>
<td>4 <strong>Problem-centred focus.</strong> Adults need to see the immediate application of learning, so they seek learning opportunities that will enable them to solve problems.</td>
</tr>
<tr>
<td>5 <strong>Internal motivation.</strong> Adults seek learning opportunities due to external motivators, but the more potent motivators, such as self-esteem, better quality of life, and self-actualisation, are internal.</td>
</tr>
<tr>
<td>6 <strong>Adults need to know why they need to learn something.</strong> Adults need to know how they will benefit from new knowledge, for example, to solve a problem or apply the knowledge immediately.</td>
</tr>
</tbody>
</table>
practice. The general critique is that andragogy lacks the fundamental characteristics of a science because of limited empirical evidence [174, 177]. Some argue that andragogy may, in time, become a theory through empirical studies of the assumptions. Merriam and Cafarella commented that, in his autobiography, Knowles described andragogy as less of a theory of adult learning than a ‘model of assumptions about learning or a conceptual framework that serves as a basis for emergent theory’ [62, p. 112]. At the least, andragogy captures general characteristics of adult learners and offers guidelines for planning instruction with learners who tend to be at least somewhat independent and self-directed [10, 20].

Implications for Educational Practice
There are several implications for practice derived from adult learning theories that have at their heart the fact that an adult’s life situation is quite different from that of a child. Merriam [178] discusses differences between adults’ and children’s learning in three areas: context, learner, and learning process.

Context
Typically, being a learner is only one of several roles played concurrently by adults. Adults generally learn and function in multiple settings where situation-specific skills are required to resolve relevant problems.

Learner
Adults are self-directing due to their large reservoir of experience, the relationship of their readiness to learn to their social roles, their desire for knowledge that can be immediately applied to current relevant problems, and their internal motivation to learn.

Learning Process
Three non-cognitive factors have been shown to affect adult learning [29]:
- pacing
- meaningfulness
- motivation.

Pacing of learning, through deadlines or other external pressures, may adversely affect learning. Certainly, busy adults rely on deadlines to organise their deliverables; however, the learning required will often be superficial as the focus will be on meeting the deadline rather than on the learning. Also, adults tend to perform poorly on learning tasks that are not meaningful or that do not fall within their domain of interest.

A teacher using andragogical principles focuses on being a facilitator of learning rather than a transmitter of knowledge and an evaluator. Vella [179] lists 12 principles that should be addressed with adult learners. These are: a needs assessment of what is to be learned; a feeling of safety for the learner in the environment; sound relationships between the facilitator and the learners; the sequence of the content presented and its reinforcement; the use of praxis; establishment of respect for learners as decision makers; understanding of learners’ ideas, feelings, and actions; immediacy of the learning; clearly established roles on the part of the facilitator and learners; the use of teamwork; the engagement of learners; and accountability.

These ideas can be formulated as a set of principles to guide adult learning activities. Knowles [180] drew seven principles from the assumptions of andragogy, which are presented here along with suggestions for their application (see Box 4.13).

Connections
This chapter has presented 10 theoretical approaches to learning, each of which has the potential to inform our practice as medical educators. For each theoretical approach, the chapter has set out the underlying framework and principles and provided examples of the theory’s application. Box 4.14 lists each theory, its main proponent, and one key reference.

The application of educational theory to practice has always been somewhat eclectic. This is not unusual in
BOX 4.14 FOCUS ON: Summary of learning theories

<table>
<thead>
<tr>
<th>Theory</th>
<th>Proponent</th>
<th>Key references</th>
</tr>
</thead>
<tbody>
<tr>
<td>Social cognitive theory</td>
<td>Albert Bandura</td>
<td>Bandura [11]</td>
</tr>
<tr>
<td>Reflective practice</td>
<td>Donald Schön</td>
<td>Schön [12]</td>
</tr>
<tr>
<td>Transformative learning</td>
<td>Jack Mezirow</td>
<td>Mezirow [13]</td>
</tr>
<tr>
<td>Self-directed learning</td>
<td>Philip Candy</td>
<td>Candy [14]</td>
</tr>
<tr>
<td>Experiential learning</td>
<td>David Kolb</td>
<td>Kolb [15]</td>
</tr>
<tr>
<td>Situated learning</td>
<td>Jean Lave</td>
<td>Lave and Wenger [16]</td>
</tr>
<tr>
<td>Communities of practice</td>
<td>Etienne Wenger</td>
<td>Wenger, Snyder, McDermott [122]</td>
</tr>
<tr>
<td>Constructivism</td>
<td>Lev Vygotsky</td>
<td>Gergen [142]</td>
</tr>
<tr>
<td>Socio-materiality</td>
<td>Wanda Orlikowski</td>
<td>Fenwick [156]</td>
</tr>
<tr>
<td>Adult learning principles</td>
<td>Malcolm Knowles</td>
<td>Knowles [180]</td>
</tr>
</tbody>
</table>

applied sciences such as education. To make this exposition of theory as useful as possible to our educational practice, it is helpful to consider the relationships among the theoretical frameworks, and the consistency of messages and themes that can be drawn from all of them to inform our medical education practice. Some of these common themes are provided here.

All theoretical frameworks view the learner as an active contributor to the learning process. In each of the theoretical approaches discussed here, the learner actively interacts with a changing, complex environment. The curriculum can no longer be viewed as something that is transmitted to, or acts upon, the students, but as the undergraduate, postgraduate, or practising physicians. There is an important element of human agency. Moreover, in practice, the physician-learner is stimulated to learn through interactions in the practice environment.

The entire context of learning is more important than any one variable alone. The learning environment is complex. It includes learners, faculty, patients, colleagues, resources, and other workers. It is both the interacting and the independent effects of all these variables that result in a learning environment that is experienced by learners at all levels. Learning is accomplished both through direct experience and vicariously, and from many interactions in this complex system. Consequently, we must analyse as many factors in the environment as possible when planning, implementing, and evaluating our educational programmes.

Learning is integrally related to the solution and understanding of authentic problems. For adult learners, learning is most effective and motivating when it is relevant to the solution of authentic (i.e. real-life) needs or problems. This is obvious in the learning that occurs in reflective practice, where new learning is triggered by surprise encountered in a problem in practice. Experiential learning through authentic problems leads to ongoing mastery and competence. Learning around clinical problems, both in the clinic and in the classroom, represents learning to solve the authentic tasks of the profession and of future professional practice.

Individuals’ past experience and knowledge are critical in learning, in actions, and in acquiring new knowledge. At all levels, learning must be connected to relevant experience or compatible with the learner’s existing knowledge. Past experience and knowledge will affect perceptions of self-efficacy, which will, in turn, affect the choice of new experiences and goals. In practice, the new learning opportunities identified will depend substantially on the individual’s existing experience and knowledge.

Learners’ values, attitudes, and beliefs influence their learning and actions, and building learners’ self-awareness in this area is important for their development. These values, attitudes, and beliefs are central to learners’ willingness to attempt new actions. They affect virtually everything that learners think, as well as their interactions with mentors, peers, and patients. Self-awareness is critically important for the development of professional identity. Various processes exist to modify values, attitudes, and beliefs, such as reflective observation, perspective transformation, role modelling, and feedback on action.

Individuals as learners are capable of self-regulation, that is, of setting goals, planning strategies, and evaluating their progress. Adult learners are viewed as self-motivated and directed, pursuing those learning objectives that are relevant to personal goals. They are inherently self-regulating, and the process of reflection implies a learning that arises directly out of experience. In planning learning experiences we must regard these not as skills we have to teach students, but as skills and abilities that need to be developed and enhanced.

The ability to reflect on one’s practice (performance) is critical to lifelong, self-directed learning. At the heart of all these theoretical approaches is the belief that we can learn from our experience, incorporating it into our existing knowledge and skills. This opportunity for reflection requires an early introduction to a systematic approach to facilitate reflection. Reflection is not merely description of experience, but analysis of it. It is not a natural and intuitive ability, and it must be developed through practice. It is critical to becoming an effective lifelong learner, as it also
enables learners to develop and apply standards to their performance, decide what further learning needs to occur, and continue their learning over a professional lifetime.

Learning occurs both individually, and in collaboration with others. These theories support the learning that occurs dynamically, through interaction with others; these theories also recognise that learning can occur collectively as individuals share experiences, knowledge, and perspectives. The result of this is that knowledge and understanding are constructed collaboratively or mutually and that all members of the group can contribute to that growth.

Learning involves collaboration and interaction among humans, tools, materials, and physical space. Tools, materials and physical space interact with and impact the actions of clinicians, staff, learners, and patients. All individuals in a clinical rotation could benefit greatly from a better understanding of these connections so that learning can be more strategic.

Applying these theories to medical education requires reflection and practice. As medical educators, we can benefit from reading and considering relevant literature to better understand these theories, and from participation in a community of peers who have a common interest in this area. By practising the application of each theory, receiving feedback from learners and peer observers, and reflecting on practice, medical educators will continue to improve in their educational roles. Through their participation in the community, they will contribute to the construction of shared knowledge and understanding, and to new theories informed by practice. These activities will result in the enhancement of medical education.

Acknowledgements

I would like to acknowledge Dr Karen Mann for her friendship, support, and co-authorship of this chapter in the first two editions of this book. Her intelligence, sensitivity, and kindness will be missed by everyone who knew her.

I would also like to acknowledge Dr Penny Jennett, formerly from the Faculty of Medicine at the University of Calgary, for her co-authorship of the first version of the ASME monograph on which the section on Reflective Practice in this chapter is based.

References

Grabowski), 80–95. Syracuse, NY: ERIC Clearinghouse on Adult Education.


Caffarella, R.S. (1992). Psychological Development of Women: Linkages to the Practice of Teaching and Learning in Adult Education. Columbus, OH: ERIC Clearinghouse on Adult, Career and Vocational Education.


129 White, C.B. and Thomas, A.M. (2004). Students assigned to community practices for their pediatric clerkship perform as well or better on written examinations as students assigned to academic medical centers. Teaching and Learning in Medicine 16: 250–254.


Introduction

My bookshelves carry an ever-expanding history of medical education, so I chose some books at random to determine whether the years had produced different ideas about curriculum design. Partially they had, and partially they had not. For instance, in 1961 [1], curriculum debates centred on instructional skills and ideas about how students learn. The curriculum was to be made up of objectives and experiences with relatively traditional divisions of content, and in clinical skills at undergraduate and postgraduate levels. In 1972 [2], the advice was to define aims and objectives in behavioural terms (not so different from today’s preoccupation with competencies, perhaps), and also that curricula should offer what the student and community require—not what is convenient for medical school staff to offer. Teachers were advised to try to integrate their teaching more effectively and give students some choice over what they learn. By 1982 [3] and 1983 [4], a systems approach to educational design was advocated, with an emphasis on teaching methods aimed at delivering the learning objectives in the belief that active student involvement in learning was a likely effective strategy. By 1989 [5], it seemed reasonable to devote entire books to the question of how the curriculum might be structured to facilitate learning appropriate to clinical practice. In today’s publications, we find the theme of social accountability [6] somewhat incongruously placed alongside the equally powerful, but contradictory, rhetoric of the ‘post-colonial dilemma’ of globalisation [7].

Education in any field reflects wider social trends and values, and to understand what is happening in curriculum philosophy and design in medical education, we need to look beyond that sphere to the role of health care in society and the debates that occupy education in general. Such a study of curriculum shows us that underpinning ideas develop according to economic and social imperatives but continue to have roots in previous thinking. Many ‘current’ ideas are not new; they also often lack supporting evidence, for example:
- a drive for integration
- a focus on students’ learning rather than teachers’ teaching

KEY MESSAGES

- A curriculum is an ideological, social, and aspirational statement that should reflect local circumstances and needs.
- A curriculum in medical education is made up of all the experiences learners will have that enable them to reach the intended outcomes in basic and clinical sciences, and in clinical skills at undergraduate and postgraduate levels.
- A curriculum statement should enable learners, teachers, and managers to know and fulfil their obligations in relation to the programme or course. It should describe intended learner achievements, content to be covered (the syllabus), teaching, learning, supervision, feedback and assessment processes, entry requirements, and how the programme will be organised.
- The curriculum design process should first ask ‘what is the purpose?’ of the programme or course.
- The way in which a curriculum for medical education is constructed depends on the designers’ views about how students learn, how medicine is practised, issues of social responsibility and accountability, the role of the knowledge base, professional values, resources, and health service development.
- Curriculum structure and process should take into account what is known from cognitive and educational psychology. A contextual curriculum may also reflect issues raised by empiricists as well as by philosophical, sociocultural, and critical theories.
- There is no body of evidence that supports one best choice for framing a curriculum as a whole or any of its parts. A curriculum should simply be fit for the purpose and context of its place and day.
• a responsibility to respond to societal needs
• an instrumental focus on outcomes (expressed as objectives or competencies)
• a need for teachers to learn how to do their job well

The same ideas can give rise to different curriculum designs and to different processes of reaching that design. The design principles guiding our educational efforts (see Chapter 6 for more on instructional design) are based on the professional choices that curriculum designers make. Those choices are informed by the theories, the beliefs, the dominant rhetoric and social conditions of the day, and by the values and experiences of the medical profession doing its best to produce the next generation of doctors fit for its changing purpose.

Curriculum design in medical education is an arena in which many ideological battles are fought. There are many differing views about, for example, what medical students should learn, how they should learn it, what qualities they should develop, where the science base stands, where skills of communication and examination should be acquired, how long it should all take, and whether to frame their task in terms of outcomes or competencies. The call for more ‘professional’ content – management, leadership, professionalism, teaching skills – to be included in the curriculum persists [8], alongside an on-going (but largely unevi- denced) argument about curriculum overload.

Equally, there are many diverse views about how a curriculum should be developed and structured. Incontrovertible research findings on which to base decisions in education are hard to find; education is a social science, and in social science objective truth is elusive [9]. This means that vogues in curriculum design ebb and flow in response to the dominant concerns of society and those of the professions, just as they ebb and flow in relation to developments in teaching and learning methods, curriculum evaluation, and even the assessment of learning. Eisner [10] talks of ‘curriculum ideologies’ and ‘the value premises from which decisions about practical educational matters are made’. These can be very strong, so that, as Toohey says, ‘alternative views are literally “unthinkable” ’ [11]. And so zealously for a particular curriculum model develops, as she says, on beliefs that are ‘so commonly held in the discipline, that they are accepted without question’. Integration, learner-centredness, and ideas about adult learning, none of which have agreed definitions or a basis in evidence, come into this category of belief.

And in all this, there is an enduring truth, concisely expressed by Michael Apple [12], that a curriculum can never be a neutral statement, it is the expression a particular set of values, beliefs, and aspirations derived from the immediate local political, cultural, professional, and social surroundings. This is a particularly significant consideration as globalisation threatens to homogenise curricula to meet criteria and standards unrelated to their local contexts.

To complicate things further, predominant concerns in curriculum design at the basic (medical school), postgraduate, and continuing education levels are very different. In medical school, we have students who have everything to learn and a school that has the responsibility and opportunity to ensure that they do, and the right to call on the student’s time and fill it with activities that reflect the school’s view of curriculum. At the postgraduate level, learning occurs in the context of clinical practice; the student now is a young doctor who still has much to learn and examinations to pass, but also has clinical duties to fulfil. Much of the learning is dependent on the clinical work that is experienced, and teachers and curriculum planners, quite rightly, only have limited power to organise the learning of a postgraduate trainee.

At the stage of continuing professional development (discussed in detail in Chapter 19), every doctor has become an autonomous professional, each with a unique history of experience and many with unique learning intentions arising out of their professional practice. For most, there is little protected time and minimal finance for learning. At this point, the idea of a set curriculum might seem to be an unworkable irrelevance. This, in turn, renders the standardised assessment of practising physicians highly problematic [13]. Instead, we might simply guide senior doctors to identify their own learning needs, design their own learning, and reinforce that in their own practice [14].

In this chapter, curriculum design is discussed only as it applies to undergraduate medical education and postgraduate training. Enduring principles are presented that will stand the test of time, changes of fashion, and the many different contexts across the world in which medical curricula are applied. The principles outlined should be flexible enough to yield different types of curricula in different hands. The curriculum must be appropriate to its context and not a slave to abstract, if well meaning, intent. Effective education must be contextual, rooted in its own culture and conditions.

What is a Curriculum?

A curriculum can be thought of as a managerial, ideological, and planning document that has three major components: structure, content, and process. A curriculum presents a reasoned picture of the subject to be studied and defines the teaching processes, learning processes, and intended outcomes of that study. All curriculum decisions must be made on the basis of a prior statement of vision or mission or values. And that statement must be made for the local context. General statements are of limited value. Contextual statements expressed in concrete terms will drive useful change at all levels.

A curriculum, then, is much more than a ‘syllabus’, which is just a simple listing of the content or topics of the course or programme. The curriculum is a powerful tool and therefore, both within institutions and across the wider society, is often the focus of battles for power and control over structure, content, and process.

Although much is written about curriculum, definitions are few and far between. As with all social science, each practitioner or researcher must be clear about their own perspective. UNESCO [15] for instance refers to the intended curriculum, the written curriculum, the official curriculum,
BOX 5.1 Definition of curriculum

A curriculum is a managerial, ideological, and planning document that should:

- Tell the learner exactly what to expect – including entry requirements, length and organisation of the course or programme and its flexibilities, the assessment system, and methods of student support.
- Advise the teacher what to do to deliver the content and support the learners in their task of personal and professional development.
- Help the institution to set appropriate assessments of student learning and implement relevant evaluations of the educational provision.
- Tell society how the school is executing its responsibility to produce the next generation of doctors appropriately.

Curriculum Design

Educators and philosophers have addressed the question of what to teach and how to teach at least since Plato wrote The Republic in about 360 BCE. It might seem surprising, then, that it is only relatively recently that curriculum design has become a topic of debate in its own right, although the initial concerns about the nature of curricula arose with the advent of mass schooling in the late nineteenth century [17]. Until that point, curricula were defined by elite and specialist groups, and a curriculum statement (whether explicit or implicit) might contain only the concepts to be studied, and perhaps the time to be taken and the teaching method to be used.

Prior to the 1960s, curriculum change was best described as unplanned ‘drift’ [18], although, even before that time, curriculum ideology was informed by dominant social ideologies and imperatives. For example, the need to reconstruct the world after the Second World War certainly gave rise to the ‘management by objectives’ movement and so to objectives-based curricula, in the race to normalise as quickly and efficiently as possible. But from that point, Kelly [19] records that educationalists recognised the need for planned innovation to keep pace with societal changes, while maintaining standards and values and taking advantage of new theoretical underpinnings. At the same time, the idea of the curriculum as a total description of the intentions, mechanisms, context, and outcomes of education took hold.

Nowadays, however, as ideas about the process and management of education have developed, a curriculum statement would be regarded as satisfactory only if it addressed the wider experience of the learner and the context of learning as well as the content and quality control of the enterprise. The curriculum should guide the learner, the teacher, and educational managers. At the same time, it should leave room in its implementation for the creative and individual professionalism of the teacher and for the individual preferences of the learner, given that both are clear about what is to be achieved.

Curriculum design, as discussed later in this chapter, is subject to a wide variety of influences in relation to the profession of medicine, the health care service, and society as a whole. Each curriculum design team must decide for themselves which approach they will use (see Box 5.2), although these choices will often be influenced by explicit external guidance or standards.

BOX 5.2 WHERE’S THE EVIDENCE: For comparative curriculum design

Although there is much research published about different curriculum models and teaching and learning strategies, there is no evidence to suggest that there is ‘one best way’. This is partly because a curriculum is made up of many components and there is little evidence to suggest that even for any one of these components there is a preferred choice for all circumstances.

Curricula have many different specific purposes, operate in different contexts, and therefore have many different designs. Their effectiveness can only be judged against their intended purposes. And few share exactly the same purpose, beyond intending to produce safe and responsible doctors. These differences in teaching, learning, culture, resources, and opportunities make comparative or controlled research almost impossible.

Each curriculum designer must decide on the purpose of the curriculum and then search the literature for relevant evidence about the likely effect of each curriculum component in serving that purpose. Convincing evidence in education is often difficult to find. So curriculum designers might best rely on their professional judgement and values and should always seek to gather their own evidence about the effects of their own preferred curriculum design and conduct their own consultations and risk analyses locally.
Curriculum Standards

In some countries, curricula or curriculum standards are set by the state; in others they are set by regulators and professional bodies. Some regulators offer guidance in relation to curriculum outcomes and a few set actual standards for a curriculum, how it should be stated, what its component parts should be, and how it should be developed, implemented, and used. Usually, curriculum standards address more than the syllabus content of the course or programme.

For example, in the UK, the General Medical Council (GMC) offers an outcomes statement at the undergraduate level [20], general standards for curriculum management and delivery at undergraduate and postgraduate levels [21], and specific standards for curriculum design for postgraduate training [22]. In the USA, the Liaison Committee on Medical Education sets accreditation standards that contain guidance on many key aspects of curriculum in medical schools, but not on how to frame the curriculum statement itself [23].

Not surprisingly, most curriculum standards address a similar range of fundamental issues such as:

- educational objectives
- curriculum structure and design
- content
- teaching and assessment
- curriculum management
- roles and responsibilities
- evaluation of curriculum effectiveness.

Additionally, medical educators at all levels can compare their own curricula and medical education and training processes with advisory or indicative sets of standards, such as those published by the World Federation for Medical Education (WFME) [24]. (See Box 5.3). The WFME has set, piloted, and evaluated quality improvement standards for all aspects of medical education at all stages to ‘provide a mechanism for quality improvement in medical education, in a global context, to be applied by institutions, organisations and national authorities responsible for medical education’ [24]. These are all aspects of curriculum and they support the view that curriculum design must encompass much more than a statement of the content to be covered in the course. The WFME standards are widely used within medical schools and for accreditation purposes. Box 5.3 lists the aspects of the content and development that the WFME considers important to state in postgraduate training curricula [25], although similar headings are used at all levels of medical education and training.

Ultimately, standards for curricula try to decrease the distance between the three coexisting types of curriculum identified by Coles [26]:

- the curriculum on paper
- the curriculum in action
- the curriculum the learner experiences.

The standards cited all require the curriculum designer to think about the intended product and character of the course or programme, its rationale, values, or mission. Without these elements, the development of curricula becomes a dangerous and instrumental undertaking, apt to serve only political or economic purposes. ‘Aims-talk’, as Noddings [27] calls it, is the first and most important element of curriculum design and its most important standard whereby local relevance can be assured.

Ethical Considerations

It has long been recognised that a curriculum is a social and psychological experiment in action, the subjects of
which are teachers and learners [28]. Given that curriculum change tends to be driven by academic fashion, social values, and educational ideology, rather than by evidence, and that there is no institutional ethics committee that sanctions such change or tempers unwarranted enthusiasm, it is incumbent upon curriculum designers and developers to identify what problems are being addressed, and to provide a convincing rationale for the proposed solution. Curriculum designers must also exert caution when imposing on learners a new and untested experience that will affect a crucial stage of their personal and professional development and which will have an effect on the health care they provide and the teams they work with, at least in the early stages.

Some may think that designing a curriculum on paper, no matter how cautiously, is not as ethically defensible as working with teachers to help them develop their own practice. In this way, through reflection and action research, the ‘teacher as researcher’ becomes an extended professional central to both curriculum delivery and curriculum development [29]. The underpinning curriculum theory or model therefore arises from the grounded development of practice.

The Importance of Context

The most powerful emerging influence on thinking about curriculum concerns the role of the local context, and the dangers of importation of curriculum models from different and incompatible cultures and systems [7], even as the international trade in curriculum as a transferable commodity flourishes. And yet there is no evidence that Western models (for the flow of ideas has invariably been from west to east) are any better in their outcomes than other models [7, 30, 31]. A worrying phenomenon has been noted, namely the ‘apologetic stance taken by authors in the east about their slowness in adopting Western methods, even though … those methods will demand an “intense re-socialisation of learners into metropolitan Western mindsets”’ [7, p. 177].

But this is not simply an east–west issue. Differences in educational and assessment culture have been shown in medical education, even within and between Western countries [32–34]. So a contextual curriculum, one that derives from and is appropriate to its site of implementation, will not place its emphasis narrowly on educational method and the search for the most effective methods of teaching and learning, for which there is no robust differentiating evidence. Instead, the emphasis must be on context, on health benefits, and benefits to the scientific and cultural basis of medicine. In a contextual curriculum, the ‘medical education’ decisions become secondary.

Before moving on to think about curriculum design in more detail, it is important to be clear about the necessary considerations in a curriculum sensitive to local context. Some of these will be true for any curriculum, some will not. They include:

- Consideration of the body of knowledge, skill, and experience necessary for the practice of medicine in the local context. This may be derived from the scientific base as commonly used and understood but must be done consciously and on the basis of analysis.

- Prioritisation of health problems, which will yield very different results from location to location.

- Contextualisation of knowledge, appropriate to the local setting, which will allow not only appropriate understanding of the context of health and illness, but also of the approach to communication and clinical decision-making.

- Awareness of the diversity of medical practice, according to which even the classification of disease, its manifestation, and treatment are all linked to the local context.

- Linkage of medical school inputs, processes, and outputs to the health care system – without which contextualisation of learning is severely compromised.

These are also represented in Figure 5.1, derived from [16]. In summary, a curriculum must be contextual to be meaningful. Bearing this in mind, we can now consider the more traditional views of curriculum.

Factors that Influence Curriculum Design

While writing a curriculum is a process that demands consideration of values, beliefs, and context, it also deserves a review of current evidence and an explicit development process that sends out messages about quality assurance and recognition of stakeholders. Jolly and Rees recognise this need for a rational, open, and accountable curriculum design process. They eloquently describe the accompanying lack of evidential basis for how best to do this, but conclude that: ‘Although curriculum design is an imprecise and arbitrary rubric, such a code is needed: systematic and arbitrary is somewhat better than capricious’ [35, p. 22].

The days when subject experts or workforce managers alone wrote down what was to be learnt are now past. Curriculum design now encompasses many other factors that derive from the democratisation of social processes, the development of educational theory, political imperatives, and economic concerns. Box 5.4 highlights some influences.

![Figure 5.1 The curriculum in context.](image-url)
on modern medical curricula and their areas of effect. Each of the influences cited here has left its mark, and the residue of each remains to become incorporated into the new generation of curricula, making each new reformulation richer than the previous models.

**Professional Practice**

The evolution of curriculum models and learning theories is addressed below. However, other factors, which are not part of the academic discourse, are equally as important in shaping ideas about curriculum. Some of these factors affect the content of the curriculum and some affect its design. For example, concepts of professional practice in the UK have arisen around the ideas embodied in the UK General Medical Council’s statement *Good Medical Practice*, which defines a set of core professional behaviours and values [36]. This document covers such issues as standards for clinical care, maintaining good medical practice, educational activity, and relationships with patients, colleagues, and within teams. Although originally intended as a professional guidance document, *Good Medical Practice* has had a significant influence on curriculum design [20].

The Royal College of Physicians and Surgeons of Canada [37] has also issued a similarly influential statement on the essential roles – and therefore key competencies – of specialist physicians (CanMEDS). This statement addresses the qualities of a doctor that every educational programme should facilitate in relation to the professional roles of:

- medical expert
- communicator
- collaborator
- leader
- health advocate

**Curriculum Models**

Curriculum models have been the subject of academic and management theory since the mid-twentieth century, when Tyler first put forward the idea that: ‘... it is very necessary to have some conception of the goals that are being aimed at. These educational objectives become the criteria by which materials are selected, content is outlined, instructional procedures are developed and tests and examinations are prepared’ [38, p. 52].

Although Tyler adopted a relaxed view of how objectives should be framed, this approach still allowed a ‘transmission model’ [39] of learning, which focuses on the teacher’s, rather than the learner’s, activity. Despite Mager coining the subsequent term ‘instructional objectives’ and taking a harder line on expressing objectives in measurable terms, his simultaneous intention was to change that focus and emphasise the importance of student achievement rather than teacher activity [40]. At the same time, he was much more prescriptive about exactly how those achievements should be specified: in behavioural, observable terms that were amenable to assessment. And so the use of the curriculum as the foundation of assessment became a central tenet.

There followed a raft of curriculum theorists who found that the Mager and Tyler models did not encompass all types of valued learning. So, for example, Eisner [10], thinking about art criticism and connoisseurship, introduced the idea of problem solving and expressive objectives or expressive outcomes that are not predetermined, but are generated out of an activity and then reflected upon in a responsive, evaluative manner. Some might call this true learner-centredness, or perhaps constructivist learning. In medicine, where there is a body of knowledge that must be acquired in its given form, educators might consider whether such concepts are the most appropriate. A new theory of learning might be required.

Some theorists tried to break free from curriculum models that specified outcomes in whatever form. Stenhouse [29], for example, proposed a process model that focused on the processes of acquiring, using, and evaluating the knowledge of the discipline. Outcomes, then, would be truly learner-centred, rather than having the contradictory position of a learner-centred rhetoric aimed at their achievement of outcomes specified by others.

This contradiction has been compounded in more recent times, during which the hegemony of a competence-based
practical vocational subjects, has held sway. Its suitability as a basis for assessments, its common-sense appeal, its apparent analytical basis, and its implicit message that if we could define competencies we could ensure that learners acquire them, and be assured by relevant testing that this is so, all make a competence model attractive. I have myself argued that competencies alone cannot describe even the skills, much less the performance, of a profession [41]. Some prominent writers, such as Hyland, have suggested that the competence movement in curriculum design is little more than an economically driven derivative of the behavioural school: ‘This attempt to specify exactly what is to be achieved and measured is, of course, nothing more than reconstituted behaviourism … Constructed out of a “fusion of behavioural objectives and accountability” … the movement provided irresistible appeal to those seeking accountability and input–output efficiency in the new economic realism of the 1980s’ [42, p. 49]. Perhaps this will ‘ring some bells’ for medical educators today.

The twin factors of accountability and efficiency of education or training appeal to medicine, as it has become increasingly concerned in our bureaucracised, compliance-dominated era about demonstrating transparency and public accountability in times of increasing litigation. The contextual climate of a hard-pressed health service, limited resources, and managerial and political imperatives has made the competence model very alluring. On the other hand, the rise of competency-based models has possibly increased the tendency to ‘teach-to-the-test’ along with a more instrumental, less creative, approach to learning on the part of the students that might encourage minimalism rather than professional excellence [43].

These examples of curriculum models reveal that their use can be a function of instrumental pragmatism, values and vision, political, social, and managerial imperatives, and of the ideas that are current about how people learn. This means that selection of a curriculum model is a process that requires careful thought and open justification.

Learning Theories

Ideas about learning influence curriculum design in two ways: first, by affecting the structure of the education and training, and second, by affecting the choice of teaching and learning methods. These two are related. In adopting ideas about learning that might influence curriculum design, curriculum designers should differentiate very clearly between what is a theory of learning based on available evidence, and what is simply a framework or an idea or perception of some phenomenon. ‘In psychology, theories are used to provide a model for understanding human thoughts, emotions, and behaviours’ [44]. The work of Piaget, Vygotsky, Dewey, Bruner, and others come under the heading of cognitive theory. Ideas such as active and passive learning, learning styles, and adult learning are not theories, and have no evidence base. A phenomenon is simply an observed behaviour which might or might not be content- or context- or person-specific. To base a curriculum on the observation of phenomena would not be defensible. To base it on a theory might be more rational. Having said that, some authors fail to differentiate between evidence-based theory and simple observation of phenomena [45] and many of the mantras that drive medical education are not based on evidence [46].

Learning theories and the observation of phenomena have influenced curriculum design. When objectives-based curriculum models were predominant so was behavioural theory. While behavioural theory has declined, however, assessment practice and managerial imperatives have taken over to ensure that the behavioural aspects of curriculum definition still remain, albeit in new guises (defined as competencies, perhaps). The application of adult learning principles [47] to curriculum design provide an example of the effect of observation of phenomena. These principles, which promote ‘active’ ‘self-directed’ learning towards personally relevant goals, have guided curriculum design despite their lacking an evidence base and true theoretical status. Some medical schools, such as that of the University of New Mexico, have espoused an adult learning-style curriculum that is ‘student-centered, small-group education with early clinical skills through community-based, self-directed instruction’ [48]. It is an evolving curriculum, as many are, often based on changing belief and tested only in practice. A history of the fate of such curriculum developments is given in a personal and quite moving account of educational belief meeting the pragmatics of medical school reality [45].

As with every other aspect of education, applying learning theory and the observation of phenomena to pedagogical practice is a never-ending work in progress because social and cultural ideas change. So, when objectives-based curriculum models were predominant, behavioural theory was also in its prime, and the role of the teacher in shaping behaviour was a main focus. However, the focus subsequently moved away from teaching and towards learning. This may well have been in response not only to changing social ideas about how to bring up children in a more liberal and consultative manner (which relates ultimately to the position of women in society), but also in response to the cognitive and constructivist theories of learning and development which educational and cognitive psychologists have advanced, through research [49–51]. Nicol explains that nowadays, the teacher: ‘… encourages participation, dialogue and interaction by students with course materials and with each other. The teacher should, it is said, function as a facilitator of learning, intellectually critical, stimulating and challenging, but within a learning context that emphasises support and mutual respect’ [52]. This is a social value more than a pedagogical view. There is no rationale in educational or cognitive psychology that would inhibit a teacher from teaching. Even teaching facilitates learning!

Considering robust learning theory rather than the observation of phenomena [53], some key premises from educational psychology include:

- Learners first need a strong basis of structured foundational knowledge in their long-term memory – that foundational knowledge is almost certainly the basic sciences since these comprise the most generalisable and structured knowledge.
• Knowledge is best learned by being taught in an organised manner; this might even involve learning by rote.
• ‘Learner-centred’ and ‘active’ ideas of learning may overload short-term memory and endanger transfer to long-term memory because of lack of robust structure – a new learner cannot reconstruct the knowledge that experts have compiled over a very long period.
• Knowledge needs to be used repeatedly to tune it to the needs of practice – as begins during the clinical phase of medical school and builds up thereafter – which also constructs an ever-expanding structured store of experience linked to robust knowledge.
• Contextualising learning from the outset by using clinical examples, by sending students into the clinical arena or into the community for short periods, and by teaching them clinical and communication skills, might be helpful on a personal and motivational level and perhaps in terms of both helping them to understand the importance of the foundational knowledge they are learning and developing their identity as future doctors.
• Integration of learning is a function of that structure and use, and integration can only happen inside the learner’s head, not in the curriculum.

Cognitive Development
Cognitive theories of development offer additional insights for curriculum designers to consider. For example, the philosopher Immanuel Kant and the psychologists Lev Vygotsky, Edward Bartlett [54], and Jean Piaget [55], among many others, defined cognitive development in terms of schemata. A schema is a cognitive framework or memory structure that helps organise and interpret information. As experiences happen, this new information is used to modify, add to, or change previously existing schemata. The result is learning. ‘Assimilation’ is the process of incorporating new information into previously existing schemata. ‘Accommodation’ involves altering existing schemata, or ideas, as a result of new information or new experiences. New schemata may also be developed during this process. The important issue here is the quality of initial schemata as they are laid down.

A key concept for curriculum designers then is the student’s trajectory of learning. It might seem surprising that a traditional curriculum, with differentiated preclinical and clinical phases of learning, is more effective than problem-based learning in encouraging clinical problem-solving skills [56]. A well-structured knowledge base is a good springboard towards freedom of creative thought [57]. In an environment which demands constant new problem-solving for each new patient or presentation, a strong and structured base of knowledge, tuned through experience, and supported by skills, is the essential component for effective problem solving. The most effective trajectory of learning, therefore, will initially ensure well-structured knowledge that is almost independent of problems or situations and relates to the learner’s stage of mastery of concepts. Such knowledge is therefore transferable, and can be followed or accompanied by its contextual application. But the knowledge must come first and must have its own coherent organisation. It is that which ensures transferability.

This might suggest that learning the basic sciences while having the contextual background that, for example, early clinical exposure offers, would indeed yield more effective clinical problem solvers [58–62].

The use of learning trajectories to structure the curriculum has been successfully used at all levels of learning. For example, the approach has been explained convincingly in relation to early childhood mathematics [63]. The notion of using instructional activities to link goals and developmental paths in ways that yield increasingly higher levels of thinking probably resonates with many medical teachers.

More on the emerging field of cognitive neuroscience and the insights it provides for medical education and training can be found in Chapter 3 of this book.

Dominant Discourses
Education reflects social values. It is important, therefore, for any curriculum planner to be aware of the social ideas that influence educational thinking in their own context. Such ideas might be dominant (held by the majority), emerging (held by a growing number of people), oppositional (directly challenging the majority view), or alternative (simply offering a different perspective) [64]. Conscious analysis along these lines of the principles that drive curriculum design would be helpful, along with an analysis of whether any of them is contextually appropriate.

Where there is no proper theoretical or evidential basis for curriculum change, trends have risen and then gradually retreated as they fail to deliver hypothesised benefits. The dominant rhetoric is powerful in its effects on educational practice whether or not that dominant rhetoric is based on proper theory or evidence. For instance, the current dominant view of effective learning, requiring activity on the part of the learner, has spawned a panoply of ideas about the components and manifestation of this approach.

Other ideas that medical education has chosen to embrace include the unproven dichotomy between ‘deep’ and ‘surface-level’ approaches to learning [65, 66]. The former is said to be characterised by an active concern in the student to seek the underlying meaning, the wider picture, the relationship between different information and experiences, the logic of the argument, and the need to question and understand. Surface-level processors, on the other hand, are said to seek only to learn the content, acquire the knowledge, and get the right answers [67]. But a surface characterisation of learning styles can fail to illuminate the deep strategic thinking that is actually occurring, and can be culturally determined [68].

The inconsistencies of the idea of deep or surface-level learning led to the proposition that there might be a third approach: strategic learning [67]. Strategic learning was described as using different approaches to learning and managing time in order to achieve the highest possible grades, based on an understanding of the assessment system requirements. The recognition that students will study in order to pass the test throws some doubt on conceptual frameworks such as deep and surface-level learning which may well reflect outcomes rather than processes.

These and other ideas about, for instance, learning styles and approaches has had implications for curriculum design
in terms of teaching skills and methods, learning opportunities, and assessment [69]. Curricula that dissuade students from simple rote learning (although this might actually be productive repetitive learning) and encourage apparently deep processing (although this can only occur in the presence of acquired knowledge) have now become the dominant form, recognising that curricula might affect a learner’s approach to learning. McManus et al. put forward their opinion that:

- How will the programme be organised?
- What is the purpose of the educational programme?

Despite the differences in perspective that have existed over the years between different practitioners and theorists, all generally agree that the process of curriculum design must answer the following central questions, originally set out by Tyler in 1949 [38].

- What is the purpose of the educational programme?
- How will the programme be organised?

Curriculum that states what must be learned, as a medical curriculum, apprenticeship‐based) this model uses vague terms to describe the attainment of set objectives and the underlying theory was distinctly behaviourial. This contradiction remains unresolved in the competence-based curricula of today. On the one hand, such a curriculum model specifies predetermined outcomes that the learner must attain. On the other hand, we see simultaneous advocacy for ‘student-centred’ learning in which knowledge is said to be constructed from the experience of the learner and resides in the mind rather than externally [71]. So, learning reflects the learner’s understanding and personal interpretation of the world. This is at odds with a curriculum that states what must be learned, as a medical curriculum must. The acquisition, not construction, of a large body of knowledge and specific skills still lies at the heart of medicine, as it does in any profession. Medical education has developed a populist and different version of student-centred learning which bears little relation to the more profound original set of theoretical ideas deriving from social and philosophical perspectives.

**Decisions in Curriculum Design**

Despite the differences in perspective that have existed over the years between different practitioners and theorists, all generally agree that the process of curriculum design must answer the following central questions, originally set out by Tyler in 1949 [38].

- What is the purpose of the educational programme?
- How will the programme be organised?
- What experiences will further these purposes?
- How can we determine whether the purposes are being attained?

Systems have been suggested for curriculum development since Tyler’s time. In medicine, Kern’s [72] six-step approach has appealed to many for its simplicity of approach. The derivative six steps, which build on the work of Tyler and a number of classical authors in the field, are:

- problem identification and general needs assessment
- targeted needs assessment
- goals and objectives
- educational strategies
- implementation
- evaluation (which includes assessment of learning as well as programme evaluation) and feedback.

Although Kern’s approach was written for medicine, curriculum theory offers numerous other curriculum models, political frameworks, learning paradigms, professional and social theories, and approaches to curriculum development that could equally as well be applied [16].

Figure 5.2 summarises the decisions that most curriculum theorists agree should be addressed in the process of curriculum design. Although these decisions are presented serially, such decisions often occur in parallel, in a different order, or are iterative, because they are so tightly interdependent and are a function of local conditions. The curriculum designer must make choices about how to answer each of these questions. We have seen that those choices are influenced by a number of contextual factors, but what options are available at each stage? The next sections of this chapter set out some of those choices.

**What is the Fundamental Character of the Course?**

Underpinning the overall purposes of the curriculum is a set of values that pervade the thinking or the aspirations of the school and describe its character in practice. Many years ago, these value choices were set out in the SPICES [73] model as a series of dimensions between two extremes. Despite its popularity, and its implied preference for ‘innovative approaches’ (student-centred, problem-based, integrated, community-based, electives, systematic) over ‘traditional’ ones (teacher-centred, information gathering, discipline-based, hospital-based, standard programme, apprenticeship-based) this model uses vague terminology, mixes decisions at different levels and types, and lacks evidence to underpin either its dimensions or its hierarchy. Curriculum designers should be cautious not to attach automatic value judgements to either dimension; for example, apprenticeship learning is still regarded as fundamental to medical training, and the potential narrow instrumentality of a planned systematic approach is recognised as having its dangers in professional training. Rather than deciding between a narrow set of predefined qualities, the curriculum designer might better read more broadly, consult more widely, and determine their own value set in their own context, based on their own understanding of evidence and purpose.
Chapter 5

How Should the Overall Purpose of the Curriculum be Expressed?

The purpose of a curriculum is often based on a set of aims, or a mission statement, such as the WFME standards require, or a statement of professional values, such as that embedded within the CanMEDS Roles, or a ‘vision statement’, such as that developed by the University of Sheffield Medical School. The Sheffield vision statement encompasses the general intentions, values, and characteristics of the curriculum, specifically:

- the instructional approach (a spine of problem, case-based, and patient-based integrated learning activities complemented by a range of other teaching and learning activities, with an increase in systematic teaching of some components to ensure competence in key areas)
- the learning approach (progressively more self-directed, supported by information technology resources, distance learning, and activities)

• the assessment system (formative and summative based on the defined outcomes)
• the curriculum management system and team
• the curriculum monitoring and improvement system.

An effective vision statement addresses all the central curriculum design issues and must be the result of extensive discussion and consultation with the relevant stakeholders and experts, as such consultation is fundamental to a properly managed change process [74]; in Sheffield it took nearly a year to complete [75].

In contrast, Brown University School of Medicine [76] chose to think about the intended achievements of its curriculum in terms of the abilities of successful doctors. It derived, through consultation, nine such abilities, as follows:

1. effective communication
2. basic clinical skills
3. using basic sciences in the practice of medicine
4. diagnosis, management, and prevention
5. lifelong learning
6. self-awareness, self-care, and personal growth
7. the social and community contexts of health care
8. moral reasoning and clinical ethics
9. problem solving.

Curriculum statements can be written in different ways, but ultimately they tend to express very similar ideas. What is important is that the statement of purpose suits the local context. Figure 5.1 highlights that this statement should include reflection on social, academic, and professional issues, as well as a local prioritisation of health problems.

How will the Specific Intended Achievements be Described?

The specification of intended curriculum outcomes (expressed in whatever terms) is, in almost all cases, non-negotiable, not least because the syllabus part of the curriculum is the basis for planning and developing the assessment system. The description of learning opportunities might also be relevant in planning assessments. If there is no agreed curriculum, how can we develop an objective, representative, valid, and reliable assessment system? Simply, we cannot.

There are many ways to express what it is that a curriculum is intended to achieve. We have seen that the choice of expression is often as much a function of social context and educational fashion or belief as it is of any objective evidence of effect. The decisions around intended achievements are important because they both define the content of the course and set the basis of the assessment blueprint.

Not surprisingly, this is another contentious area of curriculum design: every department and teacher will want to have their own subject properly represented in the curriculum, and a team-based approach that matches the organisation of the curriculum is advisable, with iterative consultations following a properly managed change process [74].

Essentially, what the curriculum intends to achieve is most commonly expressed in one of the following ways:

- As objectives, expressed as the specific knowledge, skills, and attitudes that the student will display at the end of the course. As we have seen, the objectives model...
became predominant after the Second World War, when reconstruction was most efficiently tackled in a managerial way, leading to observable and measurable changes, after the chaos of the preceding period.

- **As intended outcomes**, stated in clear and precise terms, which will allow the designer to specify the learning experiences that will facilitate achievement of the stated outcomes. For many, this is a return to Tyler’s original idea of objectives [77].
- **As competencies** to be achieved and assessed, again expressed in terms that bear similarity to objectives but are often thought of in relation to the ultimate intended performance that the competencies underpin. A recent variant on competencies is entrustable professional activities (EPAs), which translate competencies into practice so that supervisors can decide on the required level of supervision [78, 79]. This formulation recognises the reality of clinical medicine by integrating multiple competencies, as they are integrated in practice, rather than atomising integrated practice into component competencies.

There has been and still is a furious debate around the use of these terms, and what they mean, how they differ, what they imply, and how they are used (see Box 5.5). It has been argued that a simple statement of competencies alone cannot reflect the complex nature of a profession or the central skill of professional judgement [41]. It was Stenhouse’s belief that a statement of behavioural objectives cannot address socialisation and problem solving [29], which are processes fundamental to a profession. It has also been argued that such ‘product-oriented curricula’ are disempowering for the learners and take control of learning away from the learner [80], and possibly disempower teachers similarly. In this, an outcomes-based curriculum would be incompatible with a learner-centred approach to learning, yet the two, in many curricula, attempt to coexist. Instability in the definition of these terms might enable that unlikely companionship.

Guidance on the specification of outcomes sounds similar to objectives-based approaches to curriculum design. In outcome-based education:

**Decisions about the curriculum are driven by the outcomes the students should display at the end of the course. In outcome-based education, product defines process.** [81] … can be summed up as ‘results-orientated thinking’ and is the opposite of ‘input-based education’ where the emphasis is on the educational process and where we are happy to accept whatever is the result. In outcome-based education, the outcomes agreed for the curriculum guide what is taught and what is assessed [81, p. 8].

**The instrumental nature of this approach has given rise to some controversy. Key writers have sometimes used the terms ‘outcomes-based’ and ‘competency-based’ interchangeably [76], equating the two as the same thing in practical terms [82]. Objectives also have many similarities. An outcome might be: ‘Obtains history in relation to possible underlying causes including cardiovascular and non-organic causes’ [75]. It would be difficult to say how this differs from a competency or an objective or even an EPA. And it really does not matter, because this debate has no conclusion. What is important is fitness for purpose, and the main purposes of stating the intended achievements of the curriculum are:**

- to inform learners of what they should achieve
- to inform teachers of what they should help the learners to achieve
- to form the basis of the assessment system, so that everyone knows what will be assessed
- to reflect accurately the nature of the profession into which the learner is being inducted and the professional characteristics that must be acquired.

Regardless of the rhetoric surrounding these different ways of describing what a curriculum should achieve, the important point is that this is done in terms specific enough to guide planning, assessment, and review, and to give
students and teachers appropriate expectations. Perhaps it is time that medicine found a new and more appropriate way of describing its qualities.

**How will the Curriculum be Organised?**

Once the overall purpose of the curriculum and its more specific intended achievements are defined and agreed upon, the curriculum must be organised around one or more frameworks, models, or approaches. Some of the widely used organisational models and frameworks are based on vertical or horizontal integration of content or experiences, core and options, themes, spiralling of topics, and systems or life stages modules. These options are not mutually exclusive and many curricula display elements of them all. So an integrated curriculum with a modular core of mandatory content and student-selected options, which contain topics that are revisited in increasing depth at successive stages of the curriculum, is perfectly possible and probably the most common approach among new undergraduate medical curricula across the globe. Some of these organisational approaches are described in greater detail below.

**Integration**

In a discipline-based curriculum, knowledge and skills are presented as subject areas in their own right and integration has to occur entirely in the student’s head through putting it to use in practice. An integrated curriculum organises the material to be learnt around an entity that is more related to practice, or at least tries to relate learning from the material to be learnt within its own structures and frameworks. Integration in undergraduate medical education can be managed as either horizontal integration between different subject areas or vertical integration between the clinical and basic sciences. This can be a threatening development for some departments, especially in basic sciences, which often feel that they are likely to lose their identity. But if integration is properly managed, and the curriculum content properly defined, every department should be able to track its own contribution to the curriculum as a whole.

Integration typically implies a significant reorganisation of the curriculum and so decisions must be made about the basis for the integration. In other words, what will be the framework around which the content of the curriculum will be arranged? There are many choices.

- In Sheffield, the curriculum was designed around an agreed list of presenting clinical problems derived from published sources and other curricula, added to locally and then rated by clinical teachers for their importance. A blueprint for each problem was then constructed, which defined the curriculum content and outcomes [75].
- In Manchester [85], the core problem-based curriculum was organised around index clinical situations (ICSSs) for which new graduates must have a required level of competence. These ICSSs were derived in consultation with primary and secondary care clinicians, who then defined the knowledge and skills base for each one in a variety of specific domains, including technical, contextual, intellectual, and interpersonal.

Equally, the basis for integration could be bodily systems, age, patient cases, or any other grouping. Each approach has its advantages and disadvantages. Within the chosen framework, however, the specific content to be covered can be specified in terms of repeated and consistent curriculum themes that run vertically through the whole course. This is described further below in relation to modular design.

The choice of how to integrate can be informed by some of the learning theories described above (and in Chapters 3 and 4). For example, some schools of thought in cognitive psychology suggest that usable knowledge is the result of structured learning applied repeatedly in practice. To imagine that pre-packaged, integrated knowledge can be presented in a curriculum, rather than being achieved through an organised learning process, may be misguided. Integration happens inside the head of the individual learner, through the combination of prior knowledge with new information and/or experiences. Contextualisation at the time of delivery may well be useful, but the breakdown of structured knowledge for initial learning, for example by rearranging it around cases or conditions, may not provide a sufficiently robust foundational structure for future application. We know that in assessment terms, we must sample performance over many cases for the results to be generalisable [86]. Just as case-specificity applies to assessment so does it apply to learning, and foundational knowledge may be better learned within its own structures and frameworks.

The above argument suggests, perhaps, that a vertically integrated curriculum might produce greater learning efficacy than a horizontally integrated one or a curriculum organised around cases such as problem-based learning. Implications for curriculum designers therefore include:

- ensure that each component (basic and clinical skills) is learned in a structured way
- offer contextualisation
- provide opportunities to apply knowledge.

It is a widely held view [87] that the early clinical experience that vertical integration offers students is beneficial to their motivation and satisfaction, their acclimatisation and professional induction, and their valuing and contextualisation of the scientific base. It might strengthen and broaden learning and intensify the relevance of the course to ultimate clinical practice. However, these assertions still only attain the status of claims.

It is not only theories of how students learn that affect the design of curricula. Immediate relevance to practice [88] and theories about the discipline of medicine itself have also been paramount in changing the face of curricula. As the Case Western Reserve University School of Medicine describes its own history: ‘Already a leading educational institution for more than a century, the School of Medicine in 1952 initiated the most advanced medical curriculum in the country, integrating the basic and clinical sciences, focusing on organ systems and featuring an introduction to patients and clinical work in the first year. Many other medical schools followed suit’ [89].

Despite the widening adoption of integration as the basis of curriculum organisation, there is still no robust evidence base that shows its actual effects. As with most changes in
education, the innovation occurs as a result of belief, rather than evidence, and gains credibility only through custom and practice.

Core and Options
The specification of core (or mandatory) and optional sections of the curriculum was a response to the perceived problem of content overload in medical education. However, 'core' can mean different things in different contexts and if a 'core and options' model is chosen, then the basis on which the core is selected must be known and agreed upon. To date, there is no adequate evidence base to suggest that one way of identifying the core is better than any other [90]. Harden and Davis [91] set out the possibilities:

- essential aspects of each subject or discipline
- essential competencies for practice
- areas of study relevant to many disciplines.

A fourth possibility is to study only those disciplines deemed essential, but this approach 'has caused great alarm among some teachers, and justifiably so' [91]. It is generally thought that students must gain knowledge and experience of all major disciplines at undergraduate level, since they are being prepared for any one of these as they move to the next phase.

There are many ways of determining the content of the core curriculum, ranging from modified Delphi processes [92, 93] and other formal consultations, to statistical and epidemiological methods, critical incident techniques, and informal consultative and team-based work. Whatever method is chosen, it should be well understood and publicised, and properly managed according to a timescale. It should involve all interested parties and stakeholders and bear in mind the vision of the school.

Options can then be built around the core and given timetabled slots or blocks to offer students choices in their learning and career development, and the opportunity for more self-directed study. Some guidance can be given: for example, options can be provided in different categories such as basic sciences, core extension studies, laboratory specialties, social and community sciences, education, and management. Students may then be required to undertake options in a variety of these areas.

Some medical schools have an 'options bank', which departments and teachers add to and students then select from. These would normally be well-defined elements with a specific assessment plan, each of which would be able to accommodate a limited number of students. It is also possible to allow students to design their own options, either within certain headings or freely but according to set criteria about planning, process, and outcomes against which the option can be marked and assessed.

Spiral
The principle of the spiral curriculum, first elaborated by the titan educationalist Jerome Bruner [94], is that students should revisit material at increasing levels of complexity as they progress through the course. This is almost unavoidable in practice. Thus, for example, the themes of clinical methods, ethics, and health promotion, and their accompanying attitudes, knowledge, and skills, were designed into the Dundee curriculum [95] to be revisited in more complex ways during the four main stages of the course, which dealt with normal structure, function, and behaviour, then abnormal structure, function, and behaviour, then clinical practice and, finally, on-the-job-learning.

Thus the features of the spiral curriculum, which might seem not unlike many other types of curricula, and might even seem unavoidable in practical terms, are that [96]:

- topics, themes, or subjects are revisited on a number of occasions throughout the curriculum
- levels of difficulty increase
- new learning relates to previous learning
- the learner’s competence increases with progression through the curriculum.

Modular
A module is a self-contained unit of study. It should have its own outcomes (however expressed), activities, and assessments. Learners might take more than one module of study at a time. Modules are planned according to the curriculum framework selected. In an integrated course, modules will tend to have similar structures, with the vertical themes of the course that spiral through the curriculum being addressed in each module. So, for example, a module on cardiovascular disease might have its content decided in relation to curriculum themes of:

- clinical sciences
- basic sciences
- behavioural sciences
- population sciences
- clinical skills
- interpersonal skills and professional behaviours.

The module might then be taught around a number of index cases that illustrate these themes and the necessary content. Modules typically allow some flexibility in the order in which they are taught.

What Experiences will Further the Purposes of the Curriculum?
The experiences that learners have will be selected on the basis of the planning and design work carried out in the previous steps. The choices broadly relate to:

- learning and teaching methods, including learning resources, feedback, and support
- practical and clinical experience, including sites.

Learning and Teaching Methods
Decisions about learning and teaching methods will flow from the planning of previous stages. But there is no one-to-one relationship between course intentions and teaching and learning methods. Every curriculum designer has a range of choices that could lead to exactly the same outcomes. And every strength of any one teaching or learning method is accompanied by weaknesses. There is no pedagogical silver bullet or panacea.

The teaching and learning methods and resources a curriculum designer can choose from include, but are not limited to, the following:

- simulations; clinical skills laboratories, including communication skills training.
• lectures
• seminars and tutorials
• independent or guided group work
• practicals
• study guides describing what is to be learnt and relating this to available learning opportunities [97]
• resource-based learning, including e-learning and library work
• formative assessment, appraisal, and feedback on learning
• clinical experiences.

Many of these methods and others are discussed in detail in other chapters.

The curriculum designer should state what balance of these methods might be desirable and expected. But the method alone will not determine effect on learning unless it is used in an appropriate manner. For example, problem-based learning has variable effects on the acquisition of knowledge [98], and any teaching or learning method which has a heavy workload, high contact hours, excessive material or an emphasis on coverage, is likely to push students towards a more rote approach to learning [99]. This might not always be inappropriate – but the curriculum designer needs to be aware of the cognitive effect of the curriculum design. Likewise, any educational method that displays an appropriate motivational context, a high degree of learner activity, interaction with peers and teachers, and a well-structured knowledge base may encourage a more thoughtful or reflective approach [100]. But this is not to set any value on either approach. Both have their value. Even rote learning suggests some inner cognitive activity (‘passive learning’ is simply an oxymoron) and is passionately defended in some disciplines and cultures. We have no evidence-based reason to demur [101].

The role of assessment as an instrument of learning, especially if used strictly for formative purposes, should not be overlooked and might be considered with other interventions such as appraisal and regular structured and supportive feedback sessions.

**Clinical Experience**

As with most published work in medical education, the focus of debate about curriculum has tended to be in the undergraduate arena. But the nature and relevance of curriculum is different for undergraduate and postgraduate medical education and also for continuing professional development.

Central to this difference is the role of clinical experience. For the new student, it is possible to define the component clinical and communication skills that must be acquired. These could even be expressed as discrete competencies which form the basis of the future learning trajectory. During medical school, when there is everything to learn, the school has considerable control of the sites, resources, and opportunities for learning. Correspondingly, it is both reasonable and managerially necessary to have a curriculum that guides the programme in practice and the associated assessment system. There might still be some opportunism in the use of clinical experience, but, in general, that clinical experience is designed to deliver curriculum outcomes associated with clinical and communication skills and clinical problem solving in a predictable and organised manner. At this stage, the curriculum is king.

At postgraduate level, things change. The medical student becomes a junior doctor. The skills and knowledge that have been acquired in the previous stage are now used, integrated, and built on in practice. The clinical problem-solving and patient management work of the developing doctor becomes less easy to describe as curriculum outcomes, even as EPAs. The educational programme now is fitted around, and supports, the practice that is central to the learner’s professional development. The curriculum is no longer king; its role changes into a statement of things that must be experienced and learned in the unpredictable context of practice. See Chapter 12 for a more fulsome exploration of work-based learning in medical education.

Different countries address this differently. Some maintain some control of the educational programme and put in more specified periods of formal training, while others leave the doctor in training to be self-directed and to learn from their role as a junior doctor, providing care for an unpredictable stream of patients. At this postgraduate level, then, the nature of a curriculum statement might reflect the inherent unpredictability of the clinical context. An effect of this is the partial use of a curriculum as a type of checklist, with logbooks or portfolios, for example, recording which of the curriculum requirements have been met. We might see different assessments, based more on the workplace, in addition to the assessments which are focused entirely on the specialty-specific knowledge and skills that may be set by, for example, the UK medical royal colleges or the American specialty boards.

The final stage of medical education is that of continuing professional development (sometimes called continuing medical education) occurring once postgraduate training is complete and the doctor is an independent practitioner. At this stage, practitioners become increasingly individual and different in their knowledge, their experience, and their practice [102]. They are therefore individual in what they want and need to learn. It has been argued that a set curriculum is therefore inappropriate at this stage and that we should think more in terms of the central role of practice in giving rise to learning needs and wants, the individual doctor’s preference for how to acquire that new knowledge or skill, and how then to reinforce that by bringing it back to the practice context which gave rise to it in the first place [14]. This is truly self-directed learning where the whole process is in the control of the learner. It is, nonetheless, a process which can be made transparent and accountable [103]. For more on continuing professional development, see Chapter 19.

In basic, or undergraduate, medical education, and perhaps even beyond, a wide range of knowledge, skills, and attitudes can be acquired as effectively in the community as in hospital settings [104]. So if the curriculum has the intention of producing graduates with an interest in practice in the community [105, 106], then primary care might be developed as a major provider of teaching, learning, and experience, offering effective integrated teaching [107]. Four types of community-based teaching have been identified [108]:

---

**Four Types of Community-Based Teaching**

1. **Independent or Guided Group Work**
   - Provides opportunities for learners to work independently or with guidance, focusing on specific tasks or projects.
   - Helps in developing self-directed learning skills.
   - Encourages interaction and collaboration among learners.

2. **Clinical Experience**
   - Offers real-world applications of theoretical knowledge.
   - Enhances professional development by allowing learners to apply skills in practical settings.
   - Important for developing clinical judgment and decision-making skills.

3. **Formative Assessment, Appraisal, and Feedback on Learning**
   - Focuses on ongoing improvement through regular feedback.
   -有助于 Identifying areas where learners need support.
   - Helps in understanding progress and areas for improvement.

4. **Resource-Based Learning, Including E-Learning and Library Work**
   - Utilizes digital resources and materials for self-paced learning.
   - Provides access to a wide range of information and materials.
   - Useful for learners who prefer self-directed learning.

---

Central to this difference is the role of clinical experience. For the new student, it is possible to define the component clinical and communication skills that must be acquired. These could even be expressed as discrete competencies which form the basis of the future learning trajectory. During medical school, when there is everything to learn, the school has considerable control of the sites, resources, and opportunities for learning. Correspondingly, it is both reasonable and managerially necessary to have a curriculum that guides the programme in practice and the associated assessment system. There might still be some opportunism in the use of clinical experience, but, in general, that clinical experience is designed to deliver curriculum outcomes associated with clinical and communication skills and clinical problem solving in a predictable and organised manner. At this stage, the curriculum is king.

At postgraduate level, things change. The medical student becomes a junior doctor. The skills and knowledge that have been acquired in the previous stage are now used, integrated, and built on in practice. The clinical problem-solving and patient management work of the developing doctor becomes less easy to describe as curriculum outcomes, even as EPAs. The educational programme now is fitted around, and supports, the practice that is central to the learner’s professional development. The curriculum is no longer king; its role changes into a statement of things that must be experienced and learned in the unpredictable context of practice. See Chapter 12 for a more fulsome exploration of work-based learning in medical education.

Different countries address this differently. Some maintain some control of the educational programme and put in more specified periods of formal training, while others leave the doctor in training to be self-directed and to learn from their role as a junior doctor, providing care for an unpredictable stream of patients. At this postgraduate level, then, the nature of a curriculum statement might reflect the inherent unpredictability of the clinical context. An effect of this is the partial use of a curriculum as a type of checklist, with logbooks or portfolios, for example, recording which of the curriculum requirements have been met. We might see different assessments, based more on the workplace, in addition to the assessments which are focused entirely on the specialty-specific knowledge and skills that may be set by, for example, the UK medical royal colleges or the American specialty boards.

The final stage of medical education is that of continuing professional development (sometimes called continuing medical education) occurring once postgraduate training is complete and the doctor is an independent practitioner. At this stage, practitioners become increasingly individual and different in their knowledge, their experience, and their practice [102]. They are therefore individual in what they want and need to learn. It has been argued that a set curriculum is therefore inappropriate at this stage and that we should think more in terms of the central role of practice in giving rise to learning needs and wants, the individual doctor’s preference for how to acquire that new knowledge or skill, and how then to reinforce that by bringing it back to the practice context which gave rise to it in the first place [14]. This is truly self-directed learning where the whole process is in the control of the learner. It is, nonetheless, a process which can be made transparent and accountable [103]. For more on continuing professional development, see Chapter 19.

In basic, or undergraduate, medical education, and perhaps even beyond, a wide range of knowledge, skills, and attitudes can be acquired as effectively in the community as in hospital settings [104]. So if the curriculum has the intention of producing graduates with an interest in practice in the community [105, 106], then primary care might be developed as a major provider of teaching, learning, and experience, offering effective integrated teaching [107]. Four types of community-based teaching have been identified [108]:

---

**Four Types of Community-Based Teaching**

1. **Independent or Guided Group Work**
   - Provides opportunities for learners to work independently or with guidance, focusing on specific tasks or projects.
   - Helps in developing self-directed learning skills.
   - Encourages interaction and collaboration among learners.

2. **Clinical Experience**
   - Offers real-world applications of theoretical knowledge.
   - Enhances professional development by allowing learners to apply skills in practical settings.
   - Important for developing clinical judgment and decision-making skills.

3. **Formative Assessment, Appraisal, and Feedback on Learning**
   - Focuses on ongoing improvement through regular feedback.
   -有助于 Identifying areas where learners need support.
   - Helps in understanding progress and areas for improvement.

4. **Resource-Based Learning, Including E-Learning and Library Work**
   - Utilizes digital resources and materials for self-paced learning.
   - Provides access to a wide range of information and materials.
   - Useful for learners who prefer self-directed learning.
• community-orientated teaching: teaching in and about the community
• agency-based teaching: teaching involving community health care providers other than primary care physicians
• general practice-based teaching: either specific clinical teaching or an attachment in primary care
• specialist teaching in the community: specialty subjects taught by hospital practitioners in a community setting.

Equally, such knowledge and skills might also be achieved in hospital settings.

Finally, the role of simulation and skills laboratories in helping students to acquire basic and more advanced clinical and communication skills in a safe, structured environment before using these with patients should also be considered as part of the curriculum-design process.

**How will it be Determined Whether the Purposes of the Curriculum are Being Met?**

Later chapters discuss assessment and programme evaluation in detail (see Chapters 20–26 and 30). Whether the purposes of the curriculum are met or attained might be measured in two ways. First, a robust assessment system that is properly blueprinted on to the curriculum will measure students' attainment of the intended learning outcomes of the programme. Second, a curriculum evaluation strategy that addresses the views and experiences of all stakeholders will offer information about how the curriculum in practice fulfils or does not fulfil its purposes. On the basis of assessment and evaluation findings, the curriculum can be reviewed and renewed to ensure that it remains fit for purpose.

Throughout all the steps outlined above, and in relation to all the considerations and judgements that are brought to bear in designing a curriculum, there is one principle that must hold sway – the principle of purpose. And purpose must derive from context. That context does not preclude the design of a curriculum that will produce researchers and academics, as they also have a key role in determining the scientific and practice basis of medicine; it does not preclude the production of doctors for secondary, or even tertiary, care, as they too are needed. A contextual curriculum can produce all these. But it does so by recognising local need and circumstances, and not by benchmarking to external contexts which derive from other cultures and practices. Figure 5.3, derived from [16], illustrates the contextual factors that might be brought to bear on contextual curriculum decisions.

**Conclusion**

Because all decisions about curriculum design are ultimately based on the judgement of the designer(s), working alongside stakeholders, within the constraints of physical resource and human capital, they must be locally driven. And whether the purpose is to produce Nobel laureates who will uncover the basic and clinical science that will improve practice and the health of nations, or to produce primary, secondary, or tertiary care physicians, the only rational and practical choice that will embed the medical school within its own locale might be to write and implement a curriculum that is contextual.

While this tells us what the curriculum should address, it tells us nothing about the curriculum structure, or the teaching and learning processes to be employed. In the face of lack of evidence, these are important but secondary decisions to be made cautiously and systematically on the basis of context, culture, resources, values, and beliefs. A curriculum, after all, is an ideological statement.
References


Further Reading

Introduction

It has been said that despite the findings of education research, ‘a “know-do” gap exists between the science of instructional design and its implementation within medical education settings’ [1, p. 536]. Cees van der Vleuten has aptly described ‘a remarkable difference in attitude between university staff as teachers and as researchers’. Researchers use a scientific approach, look for underlying theory and supporting evidence, and rigorously train new scholars. However, in education: ‘as teachers we seem to have a different attitude. We do the things we do, because that is … the way it has been done for many years, even centuries’ [2, p. 246]. We are convinced what we do as teachers is correct, do not use evidence in education, and feel that a professional qualification (e.g. as a physician or scientist) has adequately prepared us to teach. Instructional design (or ID) directly addresses this issue by helping a medical educator use underlying theory and principles to create better learning experiences. In this chapter, we will discuss what ID is and differentiate it from curriculum development, why ID is important to medical educators, the education theories underpinning ID and leading to ID models, and the design considerations including the use of relevant teaching and learning strategies. These design principles will be applied to example cases to demonstrate their use throughout the chapter.

What is Instructional Design?

Instructional design is the practice of ‘creating instructional experiences which make the acquisition of knowledge and skill more efficient, effective, and appealing’ [3, p. 6], basing decisions on sound education (learning and instructional) theory. In other words, ID involves designing experiences ‘to help people learn better. It describes a variety of methods of instruction (different ways of facilitating human learning and development), and when to use – and not use – each of those methods’ [4, p. xii]. The ID process is systematic, ensures the quality of instruction, and includes an analysis of learning needs and goals, the development of a delivery system to meet those needs, the development of instructional materials and activities, and the trial and evaluation of all instruction and learner activities [5].

Mager has suggested that the instructional designer’s task is to answer three questions:

• Where are we going (goals of instruction)?
• How will we get there (strategies and media)?
• How will we know when we have arrived (assessment strategies, programme evaluation)? [6].
In What Contexts in Medical Education can Instructional Design be used?

ID models provide a framework or guidance for teachers in health professions education as they develop their class, online module, course, simulation scenario, continuing education conference, or clinical teaching session. ID principles and theories apply to formal large group classes, small group discussions, workshops, laboratory teaching, or online learning. ID can (some would say should) also be used to improve teaching in the clinical context such as bedside teaching or learning procedural skills. The clinical setting offers several challenges to the clinical teacher: these include the opportunistic nature of the cases, the different levels of learners, a potential for the teacher to not be an ‘expert’, the presence of the patient, and the potential conflict of teaching and clinical care.

In medicine, where professionals continue to learn across the ‘continuum of medical education’, ID can be used for the instruction of medical students, postgraduate trainees, and physicians in practice. All of these groups have specific characteristics that must be incorporated into ID decision-making. In some other areas of medical education (e.g. early medical school classes, formal instruction in residency, continuing medical education), the instructor delivers a scripted lesson plan written by a central organization or national/state government. Clinical teaching is often opportunistic and while each teacher may have created scripts through experience, these are not determined in advance by an external entity.

What is the Difference between Instructional Design and Curriculum Design?

ID is different from curriculum design (CD) but the two are complementary. CD is about the content or material (including facts, concepts, models, topics, vocabulary, and standards) that a student learns. CD also addresses the order in which that material is presented and very generally how it is presented. ID in contrast, focuses in more detail on how the material is taught, sometimes known as pedagogical methodology, or ‘a set of procedures that a teacher can develop in order to help all students learn’ [7 p. 2]. A purist might say that ID addresses the ‘how’ of teaching, whereas CD addresses the content or ‘what’. However, there is a large amount of crossover, and in some definitions, ID is subsumed within CD.

Why do we need Instructional Design?

ID is vitally important when planning a learning intervention: it helps the designer or teacher to create effective, efficient, and engaging learning experiences. Well-designed instruction is student-centred and results in better learning [8]. Smith and Ragan have pointed out three other advantages of using systematic ID [9];

1. ID facilitates a team effort: the collaboration and coordination of designers, developers, and those who will implement the instruction.

2. ID promotes ‘congruence’ among goals, teaching and learning strategies, and assessment methods such that what is being taught and assessed is what is needed.

3. ID also provides a systematic framework for dealing with learning problems. Finally, effective ID in medical education not only benefits the learner, but also benefits the teacher, institution, and eventually the patient [9].

Theoretical Concepts Informing Instructional Design

‘The art of instructional design is knowing when and how to apply the science of learning principles’ [1, p. 536]. If ID refers to ‘the systematic and reflective process of translating principles of learning and instruction into concrete plans for materials, activities and resources’ [9, p. 4], then it is important to examine the relevant theories, concepts, and principles. Learning theories attempt to describe what is going on when people learn. Many of the education theories described elsewhere in this volume can be applied to ID, and Chapter 4 discusses the implications for education practice of many of these. In Box 6.1 we describe some of the principles of ID and link these with the relevant learning theories. It is likely that most teachers and designers do not adhere strictly to one theory, but choose the approach most effective for the context.

In most of theories described in Box 6.1 the learner is seen as actively involved in their own learning, using their prior knowledge and experience to enhance learning. Any design should encourage learners to reflect and allow them some control over learning goals, content, and strategies. In medical education, instruction using real-life problems and activities in authentic settings will allow more effective learning. ID practice in medical education should also take into consideration the fact that learning may occur in groups as well as individually.

Instructional Design Models Relevant to Health Professions Education

A model is not a theory. Theories are conceptual frameworks; models apply the theory or link the theory to practice. Many models of ID have been proposed (see some examples in Box 6.2) and a number have been linked to the complex contexts of medical education. We have chosen to describe in more detail four that we find useful in medical education, and then we will look at their common elements.

The ADDIE Model

One of the most fundamental ID models is ADDIE: Analyse, Design, Develop, Implement, and Evaluate. This is cyclical, with ‘evaluate’ being followed by another ‘analyse’. This model is similar in structure to Kern’s six-step approach to curriculum development (see chapter 5) and draws on educational engineering [20]. An early ADDIE model originally developed for the US Army details a series of steps for each stage (Figure 6.1) [21]. Using these steps novice instructors can design an effective education programme. However, some experienced instructors might view these steps as too linear or detailed to use regularly.
An Example Using the ADDIE Model

Dr T. is the Director of Patient Safety; the hospital quality assurance data has shown an increase in medical errors. Despite dissemination of the data, most hospital staff seem unaware of the implications and actions that are needed. Dr T. is concerned that patient safety issues are not being addressed, and wants you to help her design a programme to address a number of aspects including awareness of the issues, prevention, interprofessional communication, and disclosure of adverse events. How will you proceed?

You decide to use the ADDIE model to advise Dr T. You

**An Example Using the ADDIE Model**

Dr T. is the Director of Patient Safety; the hospital quality assurance data has shown an increase in medical errors. Despite dissemination of the data, most hospital staff seem unaware of the implications and actions that are needed. Dr T. is concerned that patient safety issues are not being addressed, and wants you to help her design a programme to address a number of aspects including awareness of the issues, prevention, interprofessional communication, and disclosure of adverse events. How will you proceed?

You decide to use the ADDIE model to advise Dr T. You recognise that the general objectives have already been derived from the needs data, but a learner analysis is needed. Focus groups held with key stakeholders show...
that they are not aware of the problem, and that they prefer to learn with their colleagues in the workplace. From this you develop objectives addressing knowledge (of patient safety issues), attitudes (awareness and willingness to change), and skills (communication and disclosure). You decide that three strategies will be used: a brief online module to provide knowledge, which will be mandatory for all staff; a presentation to be done at formal multidisciplinary rounds for each unit, which will provide local quality improvement data and discuss patient safety strategies; and an interdisciplinary simulation activity that can be done in the hospital, where interprofessional communication and disclosure of adverse events can be practised. Evaluation will be done using pre-post quizzes for the rounds presentation, follow-up focus groups, and a longitudinal look at changes in the quality assurance data.

**Gagné’s Nine Events of Instruction**

Gagné and colleagues used several instructional practices and learning theories, drawing particularly on motivation theories, mastery learning, and cognitivism [22, 23]. He regarded instruction as the external conditions or stimuli to promote learning, and listed nine ‘events of instruction’ to facilitate this. The ‘How to’ box (Box 6.3) shows these instructional events and their relation to learning processes and strategies that can be used. The list of instructional events will help instructors design experiences for better learning. To use the list, designers should first target one desired learning outcome (intellectual skill, cognitive strategy, verbal information, attitude, motor skills) then choose instructional ‘events’ which will differ depending on the desired outcome.

**An Example using Gagné’s Nine Events**

Dr Y. has been in clinical practice for 15 years. She knows how to diagnose and manage her patient problems but is not confident that she understands what medical students at different levels need to know. She learned about the ‘One-minute preceptor’ approach in a recent faculty development workshop and thinks it might help her analyse the need of each medical student [24]. When a resident early in the first year of training presented a case of a 60-year-old man with upper abdominal pain Dr Y. thought it was important to exclude coronary heart disease. However, rather than immediately requesting urgent diagnostic tests she asked the resident for a differential diagnosis and the reasoning behind it – it did not include heart disease. Dr Y. then explained the possibility of heart disease and necessity of tests to exclude it. The resident looked disappointed but the teacher did not understand why. Dr Y. comes to you asking how to improve her teaching around cases in the clinical setting. What will you advise?

After discussion with you Dr Y. realised that as part of work-based learning the resident needs to improve clinical reasoning skills, and she needed to find out what the resident already knows. She used the ‘One-minute preceptor’ approach, but she was not sure how to ask effective questions to assess the learner’s prior knowledge or level, or how to focus the learner on specific goals. The first three steps of Gagné’s Nine Events of instruction could be helpful, with an introduction that would gain attention and inform the learner of the objectives of the session, e.g. the importance of ruling out other serious diseases. An example of stimulating recall in the case would be asking the resident to differentiate visceral, somatic, and referred pain, or the mechanisms of referred...
abdominal pain. She could then build broader differential
diagnoses based on this knowledge.

**ARCS Model**

How to motivate learners is a key issue in ID. ‘ARCS’ is an
acronym for **Attention, Relevance, Confidence, and**
Satisfaction, categories created from the literature about
motivation introduced by Keller and discussed in Gagné’s
book [22, 25]. Box 6.4 is a list of process questions in the
categories of the ARCS model that an instructional designer
should ask themselves. In this model, instructors and oth-
ers who present (performers, writers, movie makers, etc.)
use the steps of drawing attention of participants, maintain-
ing the attention for the entire programme, adapting

---

<table>
<thead>
<tr>
<th>Instructional event</th>
<th>Relation to learning process</th>
<th>Instructional techniques</th>
</tr>
</thead>
<tbody>
<tr>
<td>1. Gaining attention</td>
<td>Reception of patterns of neural impulses</td>
<td>Stimulate or appeal to the learners’ interests.</td>
</tr>
<tr>
<td>2. Informing learner of the objective</td>
<td>Activating a process of executive control</td>
<td>Let them understand what they will be able to do after learning.</td>
</tr>
<tr>
<td>4. Presenting the stimulus material</td>
<td>Emphasising features for selective perception</td>
<td>Intellectual skill: The skill is explained and demonstrated, often with a variety of examples from a variety of contexts, to facilitate generalisation of the skill. Cognitive strategies: when and how to employ the strategy should be explained and demonstrated with examples. Verbal information: should be delivered visually and orally, organised in ways that are meaningful to the learners. Attitude: The situation requiring a choice of action is made clear, and the preferred choice is demonstrated by a respected human model. Motor skills: should be demonstrated, with emphasis on the executive subroutine and the stimulus features that cue each action.</td>
</tr>
<tr>
<td>5. Providing learning guidance</td>
<td>Semantic encoding; cues for retrieval</td>
<td>Intellectual skill: Give varied concrete examples of concept or rule. Cognitive strategy: Provide verbal description of strategy, followed by example. Verbal information: Elaborate content by relating to larger bodies of knowledge; use images, mnemonics. Attitude: Human model describes or demonstrates action choice, followed by observation of reinforcement of model’s behaviour. Motor skill: Continue practice, with informative feedback.</td>
</tr>
<tr>
<td>6. Eliciting the performance</td>
<td>Activating response organisation</td>
<td>Ask a learner ‘Do and show it to me.’</td>
</tr>
<tr>
<td>7. Providing feedback about performance correctness</td>
<td>Establishing reinforcement</td>
<td>Give specific and motivational feedback to the learner to improve performance.</td>
</tr>
<tr>
<td>8. Assessing the performance</td>
<td>Activating retrieval; making reinforcement possible</td>
<td>Assess the learner in reliable (multiple observations) and valid (relevance to objectives and width of information sources) manner.</td>
</tr>
<tr>
<td>9. Enhancing retention and transfer</td>
<td>Providing cues and strategies for retrieval</td>
<td>Give similar and advanced activities for the learner to check if the performance is good.</td>
</tr>
</tbody>
</table>

*Source: Adapted from Gagné et al. [22, 23].*
the contents relevant to them, facilitating them to provide learners with a sense of control, and satisfying them. This model draws on motivation theories, constructivism, and adult learning concepts.

An Example using ARCS Model
Dr S. is a basic science teacher new to the university, who planned a lecture series on physiology for junior medical students. Yesterday he gave the first lecture and found he was not satisfied. In fact, he was angry with the students, many of whom fell asleep as the lecture went on. He did not understand why, as he was confident that he was teaching essential physiology content. As there was a lot to teach he included more than 100 PowerPoint slides in the 90-minute didactic lecture. He thought that cutting-edge topics on physiological research, including his own work, would entertain and engage the students, and he is excited about what he taught. Dr S. is concerned that the same thing will happen in subsequent lectures and comes to you for advice. What will you tell him?

With your guidance, Dr S. decided to use an ID approach. First, he interviewed a few students who said that his lecture was ‘interesting’ because of cutting-edge research discussion, but difficult to understand and link with clinical knowledge. He revised and clarified the objectives to include understanding of basic physiology and application to disease mechanisms. He followed the ARCS model to motivate students. At the beginning, he presented a clinical case and asked ‘What would you do in such a case?’ in order to gain attention. He explained the physiological knowledge needed to understand the case (relevance). He designed active learning by group discussion with problem solving, then provided explanations (confidence and satisfaction). He concluded with direction for future learning on other areas of basic physiology, including some ‘cutting-edge’ research findings (satisfaction).

4C/ID Model
The four-component instructional design model (4C/ID-model) is an evidence-based ID model suggested by van Merriënboer and Kirschner [26]. It draws from multiple frameworks including cognitivism and complexity theory. Although the model can be used generally, it is especially useful when designing the process of complex learning in medical education. Examples would be a full course or a clinical rotation, rather than one lecture or a brief clinical discussion. Complex learning is ‘the integrated acquisition of knowledge, skills, and attitudes and the coordination of a variety of constituent skills, and involves the transfer of what is learned in school and training settings to professional settings’ [27, p. 2]. This model also provides evidence-based principles for education practice. The model consists of four major components, all interrelated, and with each part contributing to the development of the skill (see Figure 6.2). The four components are (i) the learning tasks, authentic experiences which together comprise a broad skill or ability in medical education, organised from simple to complex or easy to difficult, with progressively decreasing support; (ii) supportive information provided at any time, which gives the learner a high level of information on how to approach or organise the task; (iii) task-specific procedural information, provided as needed (‘just-in-time’ instruction) to support and build the routine aspects of learning; and (iv) additional part-task practice so that

<table>
<thead>
<tr>
<th>Categories and subcategories</th>
<th>Process questions</th>
</tr>
</thead>
<tbody>
<tr>
<td>Attention</td>
<td></td>
</tr>
<tr>
<td>Perceptual arousal</td>
<td>What can I do to capture their interest?</td>
</tr>
<tr>
<td>Inquiry arousal</td>
<td>How can I stimulate an attitude of inquiry?</td>
</tr>
<tr>
<td>Variability</td>
<td>How can I maintain their attention?</td>
</tr>
<tr>
<td>Relevance</td>
<td></td>
</tr>
<tr>
<td>Goal orientation</td>
<td>How can I best meet my learners’ needs? (Do I know their needs?)</td>
</tr>
<tr>
<td>Motive matching</td>
<td>How and when can I provide my learners with appropriate choices, responsibilities, and influences?</td>
</tr>
<tr>
<td>Familiarity</td>
<td>How can I tie the instruction to the learners’ experiences?</td>
</tr>
<tr>
<td>Confidence</td>
<td></td>
</tr>
<tr>
<td>Learning requirements</td>
<td>How can I assist in building a positive expectation for success?</td>
</tr>
<tr>
<td>Success opportunities</td>
<td>How will the learning experience support or enhance the students’ beliefs in their competence?</td>
</tr>
<tr>
<td>Personal control</td>
<td>How will the learners clearly know their success is based on their efforts and abilities?</td>
</tr>
<tr>
<td>Satisfaction</td>
<td></td>
</tr>
<tr>
<td>Natural consequences</td>
<td>How can I provide meaningful opportunities for learners to use their newly acquired knowledge/skill?</td>
</tr>
<tr>
<td>Positive consequences</td>
<td>What will provide reinforcement to the learners’ successes?</td>
</tr>
<tr>
<td>Equity</td>
<td>How can I ensure consistent consequences for meeting standard criteria?</td>
</tr>
</tbody>
</table>

Source: From Gagné et al. [22, p. 118].
selected, often critical, aspects of the task can be repeated and strengthened until automatic.

Figure 6.2 can be interpreted as follows, adapted from Vandewaetere et al. [28]:
- Circles are learning tasks which provide the backbone of the educational programme.
- Filling of the circles indicates amount of learner support and guidance.
- Support and guidance will typically decrease as learners acquire more expertise.
- An L-shaped figure is supportive information which helps learners to perform non-routine aspects of tasks: aspects that require problem solving, reasoning, and decision-making.
- A rectangle with upward pointing arrows is procedural information or just-in-time information, offered at the task level to inform learners how to perform ‘recurrent’ aspects to be performed as routines after the programme has been completed.
- The small circles grouped in a rectangle represent part-task practice or repetitive practice provided when a high level of automaticity is required for an aspect of the task.

When putting the 4C/ID model into a design process, 10 steps or activities are proposed to organise and transfer learning materials, as listed below [27]:

A. Learning tasks
1. Design learning tasks: design a set of typical learning tasks that represent the whole complex skill.
2. Sequence learning tasks: order tasks in such a way that the learning process is optimised – by increasing complexity and by decreasing support and guidance.
3. Develop assessment instruments: articulate the to-be-reached standards, in order to inform learners about the criteria or performance goals.

B. Supportive information
4. Design supportive information: connect units of supportive information to task classes; more complex task classes require more or more elaborated supportive information.
5. Analyse cognitive strategies: identify the cognitive strategies that proficient task performers use to solve problems as presented in the task classes.
6. Analyse mental models: analyse the mental models that describe how the domain is organised.

C. Procedural information
7. Design procedural information: connect units of procedural information to tasks, provide just-in-time how routine aspects of tasks needs to be carried out.
8. Analyse cognitive rules: identify the condition-action pairs (i.e. cognitive rules) that drive routine behaviours.
9. Analyse prerequisite knowledge: analyse the knowledge that is prerequisite to a correct use of cognitive rules.

D. Part-task practice

An Example using the 4C/ID Model
Dr V. has been asked to teach a course on advanced life support (ALS) skills to senior medical students, and knows that there are standard courses which do this. However, many of these courses are aimed at learners at a higher level of training and Dr V. is not sure that an existing course will be effective for the students.

Dr V. uses the 4C/ID model to assess the level of the students and revise the existing course. Dr V. starts by outlining the learning tasks that are needed for performing ALS, and sequences them in a logical order from simple to complex. She then adds to the material from the existing course to provide cognitive support (supportive information); the goal of this is to add to what the students have already learned in anatomy and pharmacology and from their early clinical rotations. As it is the first time the students will be performing many resuscitative skills, they break down each into a series of steps and algorithms that lead to different actions (procedural information). Finally, Dr V. designs the course so that there is ample time for the students to practise the needed skills (especially the complex parts) and receive feedback (part-task practice).

Common Elements and Issues
There are elements common to the ID models described above. Analysis of the learner is the first step in many models. This includes developing an understanding of their current level of knowledge, skill, or performance, and...
their motivation to learn. Determination of the goal of learning – both general and specific – is the next step. Comparing the goal with the learner analysis provides a gap, or learning need. Instructional experiences are designed and implemented to address this gap. The best instruction is effective (facilitates learning), enduring (encoded in long-term memory), efficient (in terms of time and resources), and appealing (interests and motivates the learner). Assessing whether the learner has acquired the needed capabilities follows, and finally evaluating the ID process with the goal of revising the process closes the loop. The ADDIE and Gagné models list the desired learning outcomes and then select the most appropriate learning strategy to achieve the desired goal. The ARCS and 4C/ID models focus more on the instructional experiences needed to learn the complex abilities needed for health professionals. Those involved in ID must recognise completing these ID activities takes time, which in turn may inhibit implementation. Adopting an iterative model, with a spiral of ‘design and develop, implement, evaluate’, followed by reflection and repeat, will be more efficient.

**Design Considerations**

Many of these models were developed to address classroom learning; however, they apply (with some variation) equally well to other contexts such as clinical learning,

<table>
<thead>
<tr>
<th>'W5'</th>
<th>Classroom, non-clinical setting</th>
<th>Clinical setting</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Who</strong></td>
<td>What is the learners’ prior knowledge and experience? Are the learners motivated? Is it a mandatory or elective class? Will there be team teaching or teaching assistants available? What are the strengths and weaknesses of the teacher? What is the relationship with the teacher and students (e.g. one class, ongoing)?</td>
<td>What is the learners’ level, past clinical experiences, interests, and characteristics? How will you find out? How many learners are there and are they at different levels? What is the teacher’s content knowledge or skill? What is the teacher’s experience, strengths, and weaknesses regarding the specialty? What is the teacher’s experience with specific strategies?</td>
</tr>
<tr>
<td><strong>What</strong></td>
<td>Are learning objectives practical and articulated so they can be assessed? Are the objectives feasible? Are they related to the prior knowledge or learning? How are current learning objectives positioned in the whole curriculum? Resources: Is there support to develop resource materials? What kind of materials will you use as education resources? (text, audiovisual, handouts, simulated patients, e-learning, mobile devices, etc.)</td>
<td>How will you choose the content/objectives, given the opportunistic nature of clinical setting? (e.g. based on case mix, learner level, learner need) Is the patient or case mix appropriate for the learners? Any clinical ‘triage’ issue (e.g. sick patient, clinical demands)?</td>
</tr>
<tr>
<td><strong>When</strong></td>
<td>Are the topics appropriate to be taught in the time provided in relation to other topics in the curriculum? How much time do you need to teach the content? Should the content be broken up into parts, with different activities?</td>
<td>How much time will it take to teach? How much time is actually available? Is teaching at the bedside or with the patient present needed for all the time, and if not, what must be taught at the bedside? Will the teacher or learner be involved in concurrent patient care?</td>
</tr>
<tr>
<td><strong>Where</strong></td>
<td>What kind of classroom or other space will you need? Is there space for group interaction? Is there access to electronic devices? What are the available classroom resources? (e.g. white board, projector, speakers)</td>
<td>Is patient safety assured? Is patient confidentiality and privacy ensured? Is the space an appropriate size for the number of learners? Is there access to online resources in the clinical setting for just-in-time learning?</td>
</tr>
<tr>
<td><strong>How</strong></td>
<td>Does the teaching strategy match the learning objective? Have you provided time for practice and feedback (formative assessment)? How will you use active learning? How might classroom simulation be used? How will you motivate the learners?</td>
<td>Does the teaching strategy match learner level and independence, learning goal, patient considerations? Can simulation be used if the case mix is not conducive?</td>
</tr>
</tbody>
</table>
simulation learning, and e-learning. In Box 6.5 we outline some specific considerations for these settings in the form of questions to ask during the design process. These questions were developed from the authors’ experience and from practical tips and advice provided in the descriptions of the models.

To acknowledge the learning theories and concepts and the ID models discussed above, instructional strategies in medical education, whether in the classroom, clinical, or online context, should emphasise active learning methods, self-reflection, just-in-time instructional support, and ongoing formative assessment. Strategies should enhance intrinsic motivation, personalise the learning, and empower the learner. Collaborative methods and peer learning are good options in health professions education as they can lead to outcomes other than solely knowledge acquisition, such as teamwork and communication skills. The role of the teacher should be to assist learners in goal setting and selecting tasks, facilitate, coach, scaffold, mentor, and assess; the role of learners is to be active, self-regulated, and to collaborate with peers [4]. Current and emerging education technology can assist in planning, record keeping, and providing instructional support.

Sink and colleagues proposed that cognitive approaches to training such as Gagné’s nine events of instruction discussed earlier in this chapter should be linked to strategies and tactics for helping learners acquire cognitive skills [29]. For instance, the tasks learners do to learn should be associated with the elements designers put into lessons to facilitate learning. These elements provide a link between the theoretical and practical, or between education concepts and designer activities.

These authors describe five learner tasks along with associated methods and strategies, which are summarised here.

1. The learner must select information to attend to, focusing on new knowledge. Designers can focus learners’ attention on this knowledge using techniques to tell learners ‘WIIFM – What’s in it for me?’ or ‘YCDI – You can do it’ regarding learning the new knowledge.

2. Learners need to put new knowledge in an existing framework by recalling prior knowledge and relating the new knowledge to the old. Designers can use strategies to enhance the recall of prior knowledge onto which new knowledge is built. They can also relate, or compare and contrast, new and old knowledge, so that the new knowledge is tied to the old.

3. Learners need to organise the new information in a way that relates to the organisation of existing knowledge; this makes learning easier, stresses relevant information, and decreases confusion. Designers can facilitate this by structuring content, specifying desired behaviours and goals of learning, limit the amount of content to match human information processing capacity, and use visual aids such as text lay-out and diagrams to assist learners’ organisation and assimilation.

4. Learners need to integrate new and old knowledge to produce ‘a new unified, expanded, and reorganized set of knowledge’. Designers can foster this by presenting knowledge in a way that makes it easiest to understand, and by using real-life examples.

5. Learners need to strengthen new knowledge so that it will be remembered and can be used in the future. Designers can facilitate this by incorporating practice and feedback, summaries, and opportunities to use the knowledge in authentic contexts.

A number of instructional methods have been listed in Chapter 4. These include lectures, symposia and other large group sessions, seminars, tutorials, workshops and other small group sessions, independent work, guided reading, e-learning (individual or group), technology-enhanced learning, simulation methods including skills training, standardised patients, high fidelity activities, practical or clinical experiences in various settings, and formative assessment. Most of these strategies are described in detail in other parts of this book.

Whatever the instructional method, learning is promoted when:

- learners are engaged in solving real-world problems
- existing knowledge is activated as a foundation for new knowledge
- new knowledge is demonstrated to the learner
- new knowledge is applied by the learner
- new knowledge is integrated into the learner’s world [30].

In the health professions, there are generic goals of learning, usually related to overarching competencies needed by graduates. These competencies are usually organised into frameworks such as CanMEDS [31] used in Canada and other countries or the ACGME competencies [32] used in the USA. Acquiring these competencies may occur in multiple contexts and each goal may be attained using a number of potential instructional methods, which will differ in clinical, classroom, and online contexts. The challenge is matching the instructional or learning method to the goal, and we have proposed here some instructional strategies to best achieve each goal (see Box 6.6).

Evaluation

Programme evaluation in medical education has been described as the ‘systematic approach to the collection, analysis and interpretation of information about any aspect of the conceptualization, design, implementation and utility of education programmes’ ... ‘for subsequent judgement and decision-making’ [34–36]. Any ID should be evaluated to see if it has been effective in achieving goals and addressing learner needs and the gap. Measures of success should be determined early in the design process. Typical areas to evaluate might include instructional materials and strategies, quality of teaching, assessment instruments, resource use and return on investment, support from the organisation, as well as whether the steps of the design process have been executed. The aim is to understand and improve the ID, so the evaluation looks at the process and elements of the design as well as the outcomes. In many ways, it is like a programme evaluation (Chapter 30); however, it focuses much more on the actual design process and outcomes. Relevant models of
programme evaluation that can be used to frame the evaluation step of ID include Kirkpatrick, CIPP, or the Logic Model [37–39].

Often the evaluation process of design–evaluate–revise is iterative or cyclical, occurring throughout the ID process (sometimes called internal or formative) as well as at the end (sometimes called external or summative). The ADDIE model (see Figure 6.3) reflects this concept well, with the circular arrows representing an evaluation and feedback loop. However, even when it is not emphasised in the model being used, some form of evaluation should accompany any ID process.

### BOX 6.6 Where curriculum design meets instructional design: linking instructional methods with goals of learning

<table>
<thead>
<tr>
<th>Goal of learning</th>
<th>Potential instructional methods or learning strategies</th>
</tr>
</thead>
</table>
| Acquire basic biomedical and clinical knowledge | Lectures, including variants such as symposia, panel discussions, debates  
Directed reading  
Self-instructional modules, including online  
Technology-enhanced learning |
| Apply knowledge to the diagnosis and management of patient problems | Case-based methods  
Problem-based learning  
Small group discussions, seminars  
High fidelity simulation  
Work-based learning  
Clinical supervision with feedback |
| Obtain information from patient (history taking and physical examination skills) | Simulated or standardised patients  
Role play  
Work-based learning  
Clinical supervision with feedback |
| Develop clinical reasoning skills | Case discussion  
Online cases  
Work-based learning  
Clinical supervision with feedback |
| Perform procedural and hands-on skills [33] | Task trainers and skills labs  
Videos, demonstrations  
Work-based learning  
Clinical supervision with feedback  
Coaching  
Logbooks |
| Communicate with patients and colleagues | Simulated or standardised patients  
One-on-one clinical supervision and feedback  
Mentoring, coaching |
| Develop collaborative and leadership skills | Basic knowledge acquired through lectures, reading  
Workshops (e.g. teamwork, leadership)  
Learn and work in an interprofessional environment  
Reflective exercises |
| Work within a system | Work-based learning  
Mentoring |
| Develop ethical reasoning | Basic knowledge acquired through lectures, reading  
Ethics case discussion  
Debates  
Portfolios  
Reflective exercises |
| Develop critical thinking skills | Journal club  
Clinical supervision with feedback |
| Participate in developing and transmitting new knowledge | Research training/mentorship  
Teacher training/mentorship |
| Develop professional behaviours and identity | Role modelling  
Mentoring  
Reflection |
Conclusions

Instructional design is ‘the process by which instruction is improved through the analysis of learning needs and systematic development and evaluation of learning experiences’ [40]. By using a rigorous design process for classroom, online, or clinical instruction in medical education, the result will be enhanced learning and application of what is learned, better trained health professionals, and ultimately, better patient care.

Acknowledgement

We wish to thank Dr Elaine van Melle for her helpful discussions on the ‘Evaluation’ section.

References

5 Definitions of Instructional Design, adapted from 'Training and Instructional Design', Applied Research Laboratory, Penn State University.


---

**Further Reading**


Introduction

Quality is used as a descriptor at all levels of a course or curriculum; we want the best ‘quality teaching’, good ‘quality assessments’, a high ‘quality medical curriculum’. All these reflect the use of the word ‘quality’ to mean a measure of the degree of excellence of something. Indeed, ‘excellence’ can replace quality in many of the sentences in this chapter (even the title) and not significantly change the meaning. Quality assurance is the process that maps our journey to achieving excellence; it finds our less than excellent parts and asks us to improve them. It is a challenging and uncomfortable process.

Quality can be applied to many aspects of an educational programme. Examples include governance, the learning environment, social accountability, selection, the learning outcomes, the teaching and learning methods, assessment, and continuing professional development. In this chapter we aim to provide guidance on processes and tools that could be used, and cover concepts of quality improvement, quality assurance, quality control, benchmarking, and accreditation. How these are applied to which aspects of any programme will depend on the purpose of the activity. Quality is also an emerging and important curriculum content area – what students and trainees should learn about quality and safety improvement – but this is not the focus of this chapter. Similarly, methods for programme evaluation are left to be considered in detail in Chapter 30.

Quality Perspectives

Perspectives on quality – the degree to which excellence is attained – are observer dependent. When teachers see excellence, they see best practice teaching and learning, an environment that encourages lifelong learning, and evaluation processes that result in continuous improvement. When learners see excellence, they see teaching that prepares them for their examinations and practical guidance to become great doctors. When university or course administrators see excellence, they see value for money, external accreditation, and strategic plans being fulfilled. When employers see excellence, they see the production of doctors who are safe and fit for purpose. When hospital administrators see excellence, they see improved patient outcomes, better value, and waste reduction.

In any of these perspectives you measure and document findings – this is called quality assurance. After you have measured quality you will find areas that need improvement – acting to improve and then re-documenting them is continuous quality improvement. Such documentation should be valid and reliable, often descriptive, sometimes numerical, and should include description of processes and good practice. See Box 7.1.

Quality Standards

Before you begin measuring quality you need a set of standards to measure it against; these may be internal or external. Internal standards will be found in a variety of places within an institution – in strategic planning documents, graduate attributes frameworks, and policy statements. External standards are developed and published by regulators and by the accreditation bodies of medical schools and postgraduate colleges. Some examples of these are provided in subsequent paragraphs, but other external standards should also be considered – such as those implicit
Value is defined as outcomes relative to costs.

Cost is measured by the total inputs needed to achieve those outcomes. Outcomes are usually defined by the end user of the service (the patient) and are the actual results of medical care. Safety, or the avoidance of errors, is one type of outcome in the overall set of outcomes for any system.

Quality can be usefully defined in terms of patient outcomes. Thus, quality improvement aims to improve patient outcomes. Cost reduction, without regard to the patient outcomes achieved (the quality), may reduce value. Reducing the total costs involved, not necessarily minimising the cost of individual services, increases value, as expensive but truly effective services increase outcomes more than cost.

To reduce cost and increase value without affecting patient outcomes (i.e. to improve quality), the best approach is often to spend more on some high-value services and less on low-value services.

Within government policies, or the wider public expectations of the public, often expressed as social accountability. See Box 7.2.

The World Federation for Medical Education publishes standards on basic medical education, postgraduate medical education, and continuing professional development [1]. It does not accredit programmes, leaving that to the national accrediting bodies, but it does evaluate and recognise the accrediting bodies, examples of which include:

- Committee on Accreditation of Canadian Medical Schools (Canada)
- Liaison Committee on Medical Education (United States of America)
- Korean Institute of Medical Education and Evaluation (Republic of Korea)
- Japan Accreditation Council for Medical Education (Japan).

An example of a WFME postgraduate standard in teamwork is: ‘The programme provider(s) must ensure experience of working in a team with colleagues and other health professionals.’

BOX 7.2  FOCUS ON: Social accountability in medical education

Social accountability means that the needs of patients and societies are fundamental in planning and delivering the curriculum. The continuum of adoption of social accountability [5] includes:

- Social responsibility: the health education provider is committed to the welfare of society, producing health practitioners to meet society’s health needs.
- Social responsiveness: the health education provider produces graduates with the skills to care for the society’s most vulnerable people and professional values lead them to work in underserved areas.
- Social accountability: the health education provider works in partnership with all relevant groups, health care organisations, health professionals, and patient representatives to improve health equity and make the greatest impact on people’s well-being.

Social accountability is often measured during the accreditation processes of medical education providers, and can be driven by the need to meet these accreditations.

The ASPIRE programme [6] suggests four domains within which undergraduate health education providers should endeavour to achieve excellence in social accountability:

1. Organisation and function – social accountability is a prime directive in the school’s purpose and mandate and is integrated in its day-to-day management.
2. Education of doctors, dentists, and veterinary practitioners – admissions, learning experiences, and faculty development supports social accountability.
3. Research activities – community/regional/national health needs inspire the school’s research including knowledge translation.
4. Contribution to health services – the school’s graduates and its health service partnerships have a positive impact on the health care and the health of its community/region/nation.

The associated documentation includes:

- Plans, including concepts and goals evident in its organisation and function.
- Actions, evident in its education and research programme activities.
- Impacts, evident in positive effects of its education, research, and service, and its graduates and partnerships on the health care and health of its community/region/nation.

Postgraduate education providers are provided with less explicit standards of social accountability than medical schools. For instance, the UK General Medical Council’s ‘Excellence by design: standards for postgraduate curricula’ includes the standard (CS1.1): ‘The curriculum has a stated and clear purpose based on scope of practice, service, and patient and population needs.’ [7] This reflects the socially responsible descriptor but not that of social accountability. Jamison et al. [8] were ‘unable to find any documents or published literature that describe a systematic process by which health disparities are identified, characterized, and addressed by any of the organizations responsible for overseeing PGME [postgraduate medical education] within Canada’; the ability to undertake postgraduate training in rural and underprivileged settings within family medicine being an exception, reaching the level of social accountability.
The Accreditation Council for Graduate Medical Education (ACGME) is a private organisation that sets standards for US graduate medical education (residency and fellowship) and accredits programmes that comply with these standards. There are 800 ACGME-accredited institutions sponsoring approximately 10,000 residency and fellowship programmes in 150 specialties and subspecialties. The ACGME Common Programme Requirements [2] set standards covering the institution, programme personnel and resources, trainee appointments, educational programme, evaluation of trainees and faculty, and the learning and working environment. An example of an ACGME learning environment standard in teamwork is: ‘Residents must care for patients in an environment that maximizes effective communication. This must include the opportunity to work as a member of effective interprofessional teams that are appropriate to the delivery of care in the specialty.’

The Academy of Medical Educators (AoME) sets standards over five domains for medical educators, with levels matching the progress of educators through their careers [3]. Medical educators submit a self-assessment and peer review demonstrating their competence in designing and planning learning, teaching and facilitating learning, assessment of learning, educational research and scholarship, and educational management and leadership. An example of an AoME standard for the learning environment is: ‘Monitors and manages the safety and effectiveness of complex learning environments.’

The Committee on Accreditation of Canadian Medical Schools (CACMS) sets standards for the MD degree awarded in the 17 Canadian medical faculties. The CACMS Standards and Elements document and that of the United States MD accrediting body, the Liaison Committee on Medical Education (LCME) [4], comprehensively describe the standards for a medical school, and include standards on medical student health services, personal counselling, and financial aid services that reflect the North American educational environment. An example of a (CACMS) financial aid standard is: ‘A medical school provides its medical students with effective financial aid and debt management counselling and has mechanisms in place to minimize the impact of direct educational expenses (i.e. tuition, fees, books, supplies) on medical student indebtedness.’

**Quality Processes**

The ultimate aim of quality assurance and quality improvement is the improvement of patient outcomes. The contingent outcomes of an individual health education programme are defined in detail, as standards to be met, and the quality assurance of each of these means that the stakeholders, health administrators, teachers, external bodies, and the public know that a programme is delivering the outcomes it advertises. Quality measurement can detect and improve any part of the programme that is underperforming in terms of teaching, learning, or assessment and can also uncover good practice. Detection of underperforming individuals and documenting improvement of their practice are functions of quality assurance programmes in continuing professional development. In undergraduate education and postgraduate training programmes, students and trainees failing to meet graduate outcomes are identified using examinations and workplace assessments, and quality assurance processes around these ensure that the processes are robust.

The term quality control describes an internal system used to determine whether processes and outcomes are reaching a predetermined standard. For example, within an education programme a standard might be 'all units of teaching and learning have defined learning objectives'. During an annual audit a department might check that all units are meeting this standard. If a unit (say) is determined not to have learning objectives then this will be corrected and re-audit performed.

Quality assurance is something that happens outside the usual cycle of quality control. External bodies usually perform quality assurance. These can be external to the individual course or medical school but still within the university, hospital, or postgraduate college programme. For example, a university might have a quality assurance committee that determines whether the medical school programmes meet wider university standards. The medical school might have an audit process, sometimes called an internal review process, to assure that all parts of the programme are meeting the internal standards. In postgraduate training, training posts are quality assured by the colleges – they have to meet standards for supervision, provision of education, and access to learning resources before trainees can be appointed to the post. The highest level of quality assurance comes from the national medical education accrediting bodies – for example the General Medical Council in the UK and the Australian Medical Council in Australia and New Zealand. Quality assurance at every level is concerned at every level with helping doctors to practise safely.

To summarise:

- **Quality assurance** is the process of measuring attributes of a course or programme against internal or external standards. It provides confidence that the quality of the educational qualifications awarded are meeting the standards and that graduates have the attributes claimed by the programme.
- **Quality improvement** is an on-going process of detection of areas for improvement and implementing the positive changes that result.
- **Quality control** is an internal process that matches internally defined standards against observations.

**Quality and Continuing Professional Development**

Before moving on, we pause to consider quality assurance as it applies to the third phase of medical education, continuing professional development, as this presents a rather different set of issues. Continuing professional development (CPD) programmes aim to promote lifelong learning based on on-going assessments by self or others, and aim to improve or maintain professional skills in domains such as clinical, leadership, administration, and education. As such, a CPD programme can provide quality assurance of practising individuals.

For a CPD programme to function as a quality assurance exercise for individuals, the following criteria should be met:

- It should measure achievement against predefined outcomes or standards.
The measurement of achievement must include more than self-assessment – this might include audits of practice, recertification examinations, or portfolios of evidence.

If the programme just records activities, for example, hours spent at a conference, it is not a quality assurance activity.

CPD, when undertaken within a quality framework, can provide public assurance that doctors remain fit to practise. The UK General Medical Council’s revalidation process is an example of continuing professional development occurring within a quality framework. Doctors are measured against a clear set of outcomes and processes are in place for appraisal and remediation.

A CPD programme can also be subject to quality assurance itself. In this case the programme can be regarded like any other course or programme of study and the activities outlined elsewhere in this chapter are applicable. Outcomes to be measured might include impact on the participants’ learning, the ability of the programme to show improved practice for most participants, the ability of the programme to detect underperforming practitioners, etc.

Chapter 19 provides a more detailed consideration of CPD and the role of regulators and accrediting bodies.

The Quality Cycle

The processes of assessing quality, comparing data to standards, implementing changes, and reassessing, form the basis of the ‘quality cycle’ (see Figure 7.1.) The quality cycle is a continuous process and several premises must hold true for it to be useful:

- The first premise is that the data collection is accurate, reflecting the true nature of the teaching, learning, and assessment that is occurring.
- The second premise is that the standards against which the data are judged are appropriate.
- The third premise is that there is ability and will to make the improvements.
- The fourth premise is that organisational systems are in place to monitor the quality process itself.

The quality cycle begins by setting appropriate standards. As discussed earlier, standards are set at the level of the faculty or school or based on the requirements of the external quality assurance requirements. Usually (but not always) these will be based on current best practice and/or published evidence in the literature. Standards can be adapted to the local situation of medical education delivery, taking into account cultural and resourcing needs and priorities. Chapter 5 considers the influence of context on curricula in more depth.

Choosing appropriate measuring tools is important to ensure the data gathered are reliable and valid. Instruments used to measure quality should be based on validated instruments, derive evidence from several sources (sometimes called triangulation), and be of quantitative and qualitative types. It is important to emphasise that evidence does not need to be numerical or quantitative. Text-based, or qualitative, outcomes are also important to use, depending on the standards of interest, and free-text comments in response to open-ended questions can be very informative in interpreting answers to more standardised questions. When measuring quality, also consider which voices need to be heard. This will usually include the voices of the student, the teacher, the administrator, and any external stakeholders, such as patients and employers. Validity comes from ensuring the measures relate to the standards and are of value and importance to the people involved. Reliability comes from choosing good tools, using a variety of tools, and using a variety of observers or viewpoints.

![Figure 7.1 A generic quality improvement cycle.](image-url)
Here is an example: A convenor (programme director) is asked to conduct an annual quality review of her course. She has identified those quality measures her institution requires her to evaluate against, and has included some additional outcomes that are of interest to her and her colleagues. She undertakes a quantitative and qualitative student survey, conducts a discussion at the end of the course with all the tutors answering a predetermined set of questions, and enquires of several convenors in years further along the course to determine whether the students appear to have learnt material that is appropriate for them to build on. The survey and focus group questions include those from the bank containing validated instruments and held by the local education unit. Once the teacher has gathered the data she compares it to the school’s standards, noting those that have not been met. There are several groups that have an interest in the data the teacher has gathered. These include the committee or group responsible for quality at the level of the school, the students and teachers who contributed to generating the data, and the external accrediting bodies. During her course evaluation, the teacher will have noted learning activities or practices that are going well. It is valuable to share those with the other teachers on the committee so others can learn from her discoveries. Data collection is considered in more detail further on in this chapter.

Once data are gathered and analysed, areas requiring improvement are noted. Before designing interventions that will improve the course, the reason for the failure to meet any standards must be understood. Reasons may be apparent from the data already gathered but more usually further investigation will be required. Lack of knowledge, lack of time, and/or lack of resources can all generate an observation of the same deficiency, but different strategies to make improvement will be needed. Implementing the changes needed also requires consultation and buy-in from interested and affected parties. These can include teachers, students, and administrators at other learning units running within the programme. Involving the people who have to implement or design the intervention or those who are affected by the intervention will make it more likely that it succeeds. Not only do they have knowledge of on-the-ground conditions but without the explicit energy and conviction of those responsible for implementing a change, any intervention will fail.

Returning to our example, there are several groups that have an interest in the data our convenor has gathered. These include the committee responsible for quality at the level of the school, the students and teachers who contributed to generating the data, and the external accrediting bodies. Before she can report to the interested parties she must determine the underlying reasons why the standards are currently not being met. To do this, she has a discussion with individual teachers and gathers more data about the problem detected. When the teacher feels she has a full understanding she reports back to the teacher group and together they design an intervention that will improve the situation. Once the plan is made, the teacher reports to the school curriculum committee, indicating the deficiency detected and the plans to address it. She takes advice from this wider group of experience and an agreed final plan is made. She also mentions the concerns raised and where action is either not possible or is inappropriate.

Once an improvement plan is formulated and agreed, it should then be reported upwards. The educational organisation with an effective quality cycle will have an ability to centrally monitor that quality cycles are occurring, to review data and plans generated, and to determine whether they are being implemented. This is usually via a nominated individual or committee within the school, university, or postgraduate training provider.

Any quality cycle should be repeated at defined intervals. This is usually done whenever the course is repeated; annually in most medical schools and postgraduate training providers. In the next repetition of the quality cycle any interventions designed to improve the problem must be explicitly investigated.

The cycle above describes the processes needed to improve a programme. There is another aspect to quality assurance – identifying and disseminating good practice. What if the convenor had discovered that her course was going exceptionally well and needed little intervention? She could reflect on why this was so as part of the ‘investigate’ phase. The ‘plan’ phase might include a plan on disseminating the success, and ‘implement’ might be helping others change their courses. An example would be if the teacher had successfully used backwards design in planning her course – writing the outcomes, then planning the assessment based on these, with the teaching based on both the assessment and the outcomes. The students commented that the course was well organised, that they felt they could succeed, and they were highly motivated because the assessments examined the objectives, which had been clearly taught. The teacher might report to the supervising committee that backwards design is a key element in the success of her course and suggest that educating other convenors in this process should be a priority. The committee would then consider the current faculty development programme and how this good practice could be implemented in other modules.

An example of the quality cycle operating at both undergraduate and postgraduate level is the UK General Medical Council’s quality assurance framework [9]. Evaluation (monitoring) occurs using several tools, including visits, regional review reports, medical school reports, postgraduate dean’s reports, national training survey and trainer survey reports, annual specialty reports, and thematic review reports. Reporting to interested parties occurs through online dissemination of reports and publications. Investigation and remediation of problems occurs through enhanced monitoring. Good practice is shared using several methods, including publication of good practice case studies and good practice sharing events bringing together quality leads from medical schools, postgraduate bodies, and medical royal colleges and faculties. Accountability for the GMC quality assurance framework occurs through a Quality Scrutiny Group, which includes members of the public, doctors in postgraduate training, and students.
Data Collection

The quality of a programme has multiple aspects that require evaluation: governance and leadership, admissions (including selection and issues of equality and inclusion), course design (including documentation and alignment with other parts of the programme), course implementation (including resources), course delivery (including staff teaching skills), assessment, staff experience and support, the physical and online learning environment, student experience, and patient safety [10].

The choice of tool depends on the purpose of the measurement. If engaging in quality improvement you will choose tools that provide rich data about why various aspects of the course are succeeding or failing. If engaging in quality assurance you will choose tools that look at whether various aspects of the course are succeeding or failing. In reality most people use a mixed methods approach with both quantitative survey and qualitative data from a variety of sources. As such, this has parallels with the distinction between formative and summative assessment. Quality improvement approaches are similar to formative assessments – designed to help improvements and to guide future development – what can we do better? Quality assurance approaches are similar to summative assessments – designed to make high-stakes decisions – is the course good enough?

Selecting the Right Tools

As emphasised above, crucial to any quality exercise is the selection of valid instruments and a range of methods. Just asking students what they think will not result in a sufficiently valid evaluation. The tools you use must be designed to look at specific aspects of the course, and must be aligned to the areas of interest. They must be multifaceted and of several types. One way to do this is by formulating key questions, another is by using pre-developed tools.

Assessment teams visiting educational institutions often use key questions or group these as key lines of enquiry. Key questions can also be used in internal assessment. For example, a visiting team might ask the following key questions relating to whether the teaching and learning environment includes mechanisms to identify issues in patient safety:

- Could you describe how students and doctors in training raise concerns?
- How are trainees encouraged to raise concerns?
- Could you demonstrate how your current system on raising concerns works?

There are many tools available ‘off the shelf’ to measure educational quality [11]. Your institution may have tools that it prefers to use, and talking to your local education unit will help you find out about these. Always decide what you’re trying to measure before you choose the tool. Also, consider how ‘acceptable’ the instrument is likely to be; for instance, questionnaires containing more than 30 items may be unacceptable to students and using subsections of some questionnaires may be preferable.

Box 7.3 provides examples of a range of evaluation tools and the aspects of medical education and training they are designed to measure.

---

**BOX 7.3 HOW TO: Evaluate the quality of medical education**

To evaluate the learning environment
- The Dundee Ready Educational Environment Measure (DREEM) measures students’ perception of learning, teachers, academic self-perceptions, atmosphere, and social self-perceptions [12, 13].

To evaluate clinical teaching
- The Medical Instructional Quality in ambulatory care (MedIQ) tool measures preceptor activities, environmental interactions, learning opportunities, and learner involvement in patient care [14].
- Student Evaluation of Teaching in Outpatient Clinics (SETOC) instrument measures establishing the learning environment, clinical teaching, ‘general teaching’, clinical competence, and global rating [15].
- The Stanford Faculty Development Programme Clinical Teaching Framework measures establishing a positive learning climate, control of teaching session, communicating goals, promoting understanding and retention, evaluation, feedback, and promoting self-directed learning [16].
- The Maastricht Clinical Teaching Questionnaire (MCTQ) measures modelling, coaching, exploration, articulation, and safe learning environment [17].

To evaluate individual teachers in preclinical teaching
- Student evaluation of teaching remains a cornerstone, but should be supplemented by other methods, especially peer or professional observations of teaching. As student evaluations of teaching are used for academic progression as well as quality assurance, your in-house tools should be used; in fact they are probably mandated by your employing university. They are usually synthesised within a teaching portfolio that incorporates reflection and response to evaluations.

- If an outside evaluation is used, one of the better validated and most widely used is the Student Evaluation of Educational Quality Questionnaire (SEEQ) which measures nine distinct components of teaching effectiveness: learning/value, enthusiasm, organisation, group interaction, individual rapport, breadth of coverage, examinations/grading, assignments, and workload/difficulty [18].

To evaluate courses
- The UNSW Medicine Student Experience Questionnaire (MedSEQ) measures learning, teaching, and assessment; organisation and student understanding of the programme; community interaction and value; student support; and resources [19].
- The Medical Course Experience Questionnaire (MCEQ) uses 18 questions clustered into four factors: clinical practice, becoming a professional, influences on health delivery, professional support [20].
Using Qualitative Data

Qualitative data provides insight into the underlying reasons for the effects observed from quantitative evaluations of courses. Data can be generated in several ways, such as comments from written and online evaluations, focus groups, interviews, and notes from semi-formal encounters such as staff/student committees.

Focus groups should be run by facilitators who can elicit negative comments, not just positive, so are usually better not undertaken by teachers of the course in question but by people at arm’s length who are skilled at the method. They are useful for gathering opinions, beliefs, and attitudes about issues identified in a qualitative evaluation, testing possible solutions to a problem, and encouraging discussion about a particular topic. It takes time to plan a focus group. Start several weeks in advance, recruit a facilitator, plan for between six and twelve participants, and develop your questions [21].

Analysis of qualitative data produced by any method can be complex. A typical analysis follows the following pattern. Raw data – the statements as respondents said them – are recorded in summary form or transcribed. The data are then ordered or categorised by natural levels or themes. Descriptive statements are generated that summarise respondents’ comments and provide illustrative examples using the raw data. Quotes are used to illustrate points.

The final interpretation builds on the descriptive process relating the themes to underlying educational methods and theory. Qualitative methods and the analysis of qualitative data are described in detail in Chapter 29. Overall the goal is to gain deeper understanding of a known problem or to explore possible solutions, rather than just to determine if there is a problem in the first place.

Here is another example, this time taken from postgraduate medical training.

A postgraduate training programme director analyses the end-of-year trainee survey. Tutorials are getting average grading of 2.5/5 and written comments at the end of the evaluation say ‘tutorials are boring’, ‘there is too much detail’, and ‘why am I even going when it is just irrelevant’. She decides to run a focus group to find out more about what is happening in tutorials and to test possible solutions. She contacts the local education unit and recruits a facilitator. Together they develop questions exploring what trainees think about the tutorials, what they would like to gain from tutorials that are run, and what the objectives of tutorials should be. Participants are recruited, and the focus group is recorded and transcribed. Analysis reveals that some tutorials are liked by the trainees (‘Not all of them are bad, just the ones run by X’) and learners wanted ‘to see how the stuff we are learning is useful’. Analysis reveals that some tutors think students need to know more than is currently in the curriculum and so run a lecture. This clashes with the tutorial objective of using active learning techniques ‘to learn how to apply knowledge in medical practice’. The supervisor realises that tutorials need to include more opportunities for active learning, application of knowledge, problem solving, and participation. She discusses with her education unit whether a faculty development course could be made available to all tutors on the course, and an expectation created that tutors would attend.

Pitfalls and Confounding Factors

Low response rates to surveys intended to evaluate quality are a widespread problem and have the possibility of introducing bias, especially if the motivated respondents lie at the extremes of experiences. Rates can be increased by timetabling contact in order to fill-in an evaluation questionnaire either online or on paper. Brevity also encourages completion, as does decreasing frequency of evaluation [22].

Teachers, trainees, and students are more motivated to take time to participate in quality improvement surveys if they are reassured that some of it might be acted upon. Explaining to participants why you are asking them to provide evaluations and what you intend to do with the information can increase response rates and the quality of the responses.

Dissatisfied trainees and students may give a higher response rate. For this reason, student surveys should always be triangulated by using other tools such as peer evaluation or patient surveys. The same effect can apply in focus groups that include one or two dissatisfied and vocal members.

Some unexpected effects occur – such as when using a scale, more positive results will occur if the positive anchor is placed on the left, and students, when uncertain, choose the second highest option [23]. The same study also showed that students do not always understand educational concepts, for example they seemed particularly confused about what ‘feedback’ means, interpreting feedback only occurred when given personally.

More understandably, anonymous evaluations typically yield less favourable ratings [24], and students and trainees are swayed by the charisma of the teacher to the detriment of effective content learning [25]. Science and theory-based teaching typically receive less favourable ratings than clinical teaching, and lectures yield worse evaluations than small-group formats [26].

It is important not to over-interpret student ratings, use only statistically significant results, and note evidence that suggests that student-rated quality of teaching does not correlate well with student achievement. Aspects that are disliked by one group of students may be liked by another – overall trends and aggregated data give a better picture [27–29].

Quality Assurance of Assessment

Assessment can be considered from the perspective of the whole course, the unit, and the individual assessment or test. Regardless of the focus, the same principle applies – assessments should align with the learning objectives and the learning methods. A useful framework when thinking about assessing clinical competence is ‘Miller’s Pyramid’ [30]. If the initial objectives are written with the desired level of performance in mind then the assessments that will test them can be crafted appropriately. Quality assurance in this area is concerned with whether assessments are well-documented, fair, objective, and appropriately test the objectives and outcomes. They should have a positive impact on learning, that is, encourage students to
learn the desired aspects of the course that are valued by the teachers.

To determine whether the objectives over a teaching unit, year, or the whole course are appropriately assessed, a blueprint is written. A blueprint documents where and how each outcome is tested. To do this, start by tabulating the curriculum content and weighting each item by importance (the importance is subjective and might be based on the frequency of a condition or the severity). Next, assign each item a descriptor based on Miller’s framework – whether the item should be tested as knowledge through to performance. Similarly, code formative and summative assessments, mapping each item tested, the weight, and the descriptor, and compare the two lists. The revealed discrepancies can then be analysed.

Standard setting of assessments can be conducted in several ways and methods are discussed elsewhere (see Chapter 24), but the role of the programme evaluator is to ensure that a valid method is being used and documented. It is important to minimise variation in the standard of assessment occurring at different sites and with varying examiners. There may be understandable variation in how examiners rate students on individual assessments, but it is the consistency of decisions arising from the synthesis of several assessments that is of most salience to students and others.

The concept of ‘programmatic assessment’ recognises that there will be variation between examiners and assessment situations and allows for assessment decisions to be based on multiple information points. An example of its use is the assessment of a trainee or resident at the end of their postgraduate clinical years. Many items from multiple domains will make up the final decision as to whether a trainee is fit to practise as a consultant or general practitioner. A records system should be in place to accurately document progress through the whole training, one that is objective, fair, and transparent. Quality assurance here should focus as much on the assessment processes and decisions as on the assessment tools.

The ultimate aim in quality assurance of assessment is to ensure that it does what it advertises it will do – that is, accurately determine whether graduates are fit for clinical practice or not. There are key organisations and people interested in this who lie outside the university or training provider – in particular future potential employers and patients. Quality assurance of assessment should include determining whether these stakeholders have been consulted on what competencies the graduating students have mastered and whether the competencies are documented in a form that allows employers, students, and the university to transparently see graduating students are fit for practice [31].

### Acting on Results and Implementing Change

Training supervisors and educational leaders are in a classic middle management position. They must influence the practice of their colleagues around them and have a supervisory responsibility towards tutors, yet access to resources needed to implement any desired changes lies with their head of department, dean, or health unit manager. Negotiating these relationships requires skill, tact, and persuasion. The key skill required is communication; this must start as early as possible when any need for change is identified by a quality assessment. The first consultation should be with colleagues, tutors, and head of department. Don’t present them with solutions; ask them for their thoughts on what their solutions might be. Develop an intervention together. Identify committees that need to be involved and need to approve any changes that will occur. Work out feasibility, resources needed, and barriers that might be encountered. Communicate the problem and the plan to all those that will be affected. Run pilot programmes as needed. Evaluate as you go, making modifications [32]. Box 7.4 provides a worked example.

What if it doesn’t work? Change is most commonly derailed when the culture of the department fails to actively support change and innovation or permits unprofessional or obstructive behaviour. The head of department ultimately sets the culture in a department, and as in any management situation if your boss is a problem then you will need to seek help outside the hierarchy. Fortunately, in undergraduate medical education this is usually possible by turning to the local medical education unit for advice. More on the leadership and management of educational change can be found in Chapter 37.

### External Accreditation and Benchmarking

External accreditation agencies are keen to ensure appropriate evaluation processes are in place and acted upon but they are more interested in the big picture rather than small changes, trusting that if the processes are in place, and followed, then areas requiring remediation will be identified. For instance, the Australian Medical Council, which accredits primary medical providers in Australasia, defines evaluation as ‘the set of policies and structured processes by which a medical education provider regularly assesses and determines the extent to which its training and education functions are achieving their outcomes’ [33].

Medical education regulators and accrediting bodies are also increasingly concerned with the quality and safety of patient care. This outward focus on the patient in medical education and training is emphasised, for example, by the UK GMC in relation to the learning environment: ‘We will [now] make sure that education and training takes place where patients are safe, the care and experience of patients is good, and education and training are valued.’ ‘In nonclinical learning environments, there should also be a culture of promoting patient safety’ [34].

The external accreditor asks for evaluation to occur from multiple points of view – students, teachers, graduates, and external stakeholders. Quality assurance activities to meet these standards must look wider than the medical school and consult the employers and communities into which medical students will graduate. A range of stakeholders from hospital chief executives and professional postgraduate
Through quality assurance activity, an undergraduate tutor has discovered changes that need to be made to tutorials. Students would like them to be an active learning experience, and not ‘mini-lectures’. What should she do now? Her first thought was to talk to the head of department and present her with a solution – a faculty development course. But is this the right way to go about it? She uses a change management sequence to make a plan.

**Identify a shared problem**
Students have identified that some tutorials are didactic and too detailed. They have asked for active learning in context.

**Consult with stakeholders**
She meets with colleagues and discusses the student responses. They agree together on the nature of the problem and discuss the potential educational benefits of moving to active learning in context.

**Develop an intervention together**
Several ideas are explored – more formally structured tutorials, faculty development, observed practice. Through identifying the solution themselves, her colleagues are more likely to implement it.

**Leverage formal committees and processes**
The institutional education committee have heard through the staff/student forum that students are complaining about tutorials. It is important they are updated on changes that are being planned.

**Consider feasibility, barriers, and resources**
Colleagues agree to more structured tutorials. These need to be written and the tutor negotiates with her head of department for time to do this. In order to make sure they meet best practice, a senior colleague is asked to review them.

**Communicate the plan and the solution to all affected**
The new tutorials will incorporate clinical material. Some of this might overlap with other modules, and may involve real patient data. Clinical heads of department are consulted and permission obtained to use anonymous material. The solution is communicated to students and their feedback obtained.

**Run pilot programmes**
The new initiative is piloted in two tutorials.

**Re-evaluate and make modifications**
The tutor convenes a focus group to evaluate the new tutorials. She makes further modifications as recommended. Reports are provided back to colleagues, tutors, head of department, curriculum committee, and students.

One of the purposes of external accreditation is to share best practice and to help bring everyone up to the level of the good. This doesn’t have to wait for accreditation though and a medical school or postgraduate provider should avail itself of opportunities to compare itself to peers. Benchmarking programmes at the undergraduate level are usually based on sharing examination materials then collating data to compare student achievement across medical schools; they include sharing preclinical MCQs (AMSAC), sharing OSCE stations (ACCLAIM), and sharing a large assessment bank for medical education on an international scale (IDEAL) [35]. Benchmarking is a tool, and as such is able to be used usefully – to identify areas for improvement – but can be misused, for example to build league tables. Benchmarking is one tool of many in evaluating a programme but does not readily support the evaluation of aspects more suited to qualitative exploration [36].

**Conclusion**
Quality assurance and continuous quality improvement are daunting tasks but the pursuit of excellence should be seen as a journey, not a destination. Like any journey, the important thing is to begin, have a map, and take one step at a time. It is rare for a course convenor or programme director to conclude that their course or programme is good and requires no further improvement. More often the course will be good in parts. The aim of a quality assurance process is to identify those areas that need improvement and affirm those areas that are working as intended. Overall, quality processes should be targeted at the things that really matter to learners and, more importantly, to patients.

**References**


Further Reading


Part 2
Teaching and Learning
Introduction

Lectures are learning strategies that are still popular and widely used for the delivery of instruction to medical students, residents, or qualified doctors in large groups, usually in a formal setting such as a large hall or lecture ‘theatre’. In undergraduate education, lectures are generally considered as cost efficient, mainly because one teacher can deliver instruction to many students. Consequently, lectures have great appeal in situations of dwindling budgets and/or increasing student numbers in some institutions of higher learning. This chapter aims to provide some educational insights on the use of lectures for the delivery of instruction to large groups. We will begin with a brief discussion of the place of the lecture within medical education, followed by a dissection of the didactic lecture and its impact on learning. Some key concepts in medical education will be highlighted and the implications for those in the re-casting of the didactic lecture as a vehicle for large-group teaching, with a focus on undergraduate medical education. The expected outcomes that can be derived from such teaching will also be reviewed. We conclude with some specific strategies that may be deployed in the large-group or lecture setting.

The Lecture in Medical Education

Traditional lectures, during which information is imparted to a passively receptive audience, have been the mainstay of undergraduate and postgraduate education for centuries, but there is an increasing body of evidence questioning the place of this style of learning in medical education. Only a small percentage of the information delivered during a lecture is retained, and often what is told does not equate to what is learned [1]. Despite this widely recognised fact, most undergraduate courses continue to have a significant lecture component within their curricula and practising clinicians continue to choose to attend lecture-based meetings at the local, national, and international level as part of their professional development. This suggests that even in the information-rich twenty-first century lectures still have a place [2]. Like medicine itself, professional learning is a social activity. The challenge is to
reconcile the inherent educational problems of the lecture format with the expressed need of the professional community for this activity and to use valuable professional time productively.

Over many years, the predominant mode used for the delivery of instruction to students was the didactic lecture. The primary role of the teacher then, as the discipline expert, was to provide an information provider, delivering, mainly factual, course content to students. Why did medical teachers assume such a role? In the past, textbooks were relatively expensive and, therefore, not readily available to students and the internet did not exist. Teachers of that time, as discipline experts, had the unenviable and challenging task of ‘informing’ students about advances made in their respective disciplines. Consequently, teachers regularly delivered, factual content knowledge – ‘pearls of wisdom’ – for student learning. Soon, teachers gained the reputation as the source or fountain of knowledge, the ‘sage on the stage’ [3–7].

From an educational viewpoint, the traditional lecture can be viewed as a monologue involving the unilateral transmission of mainly factual discipline knowledge by teachers. The student role was simply to sit, listen, and take notes and then memorise, recall facts, and regurgitate these in exams. Unfortunately, this is usually followed by knowledge fade, often a fairly rapid decline. Such shortcomings suggest that the didactic lecture is inappropriate and inadequate for health professional education in the twenty-first century [8].

Although the didactic lecture is an efficient instructional strategy – one teacher can deliver instruction to many students – its key design features (highly teacher-centred, and discipline-specific) reveal several weaknesses. Such a learning environment leads to students becoming passive learners who are likely to engage in fact memorisation, i.e. students are likely to undertake rote (superficial) learning. As rote-learners, students will lack the ability to organise or connect related facts and ideas into meaningful conceptual frameworks (schemas), although it is schemas which are expected to facilitate knowledge and subsequent recall or retrieval [9]. Students also become highly dependent on teachers for their learning needs. Finally, the knowledge fade which occurs soon after exams are over often provides the basis of complaints from clinical teachers that students do not seem to remember or understand what they learned previously. The highly discipline-specific design is also likely to encourage ‘discipline-specific, ‘compartmentalised’ learning (learning in silos), at the expense of learning across disciplines (integrated learning).

Although less obvious to many, the design of the didactic lecture also imposes a kind of ‘master–apprentice’ relationship that reveals ‘the instructor’s [teacher’s] power over the student’: the teacher, as the discipline expert, is the ‘master’ whereas students, as the ‘novice learners’, are the ‘apprentices’. The expert teaches the novice learners who are often assumed to be devoid of any knowledge! This somewhat implies that the master–apprentice type of relationship presumably boosts a teacher’s sense of having power over students [10]. More positively, the lecture can also be argued to be part of the process of professional enculturation (see Chapter 17) in which entrants to the community have to learn the tradition and knowledge of the profession for its continuity. Working within a professional community of practice and engaging in conversation about the work of the community allows for the participation of newcomers [11]. Through these ‘professional’ conversations, the student learns to ‘walk-the-talk’ and ‘talk-the-talk’ of professional practice [12]. Later on in a career, social specialist subgroups are bound together through their professional duty to engage in continuing professional development. This includes both learning and teaching of specialist professional knowledge in its widest sense, and assessment of the value of new information for patients through questioning of, and deliberation on, emerging research knowledge within a ‘safe’ professional grouping. Continuing professional development is discussed in more detail in Chapter 19 but for the remainder of this chapter we shall focus on the lecture in the context of undergraduate medical education.

Lectures and Learning

‘… the burden of information that is imposed taxes the memory, but not the intellect’ (GMC [13]).

Key to understanding the shortcomings of the traditional lecture, and how presenters have sought to mitigate these, are the emerging insights of cognitive neuroscience (see Chapter 3). Theories of how memory is laid down and knowledge retrieved for later use suggest how a presenter might support his or her audience in their learning.

As words are heard and understood they are assimilated into working or short-term memory through the recognition of patterns and context. Without context, the information is forgotten if not learnt through immediate repetition. To secure information in long-term memory, filing or ‘coding’ must occur [14]. Two forms of long-term memory have been identified; procedural or non-declarative (implicit) memory is related to learning ‘unconscious’ skills (e.g. riding a bicycle), whereas declarative (or explicit) memory refers to that which can be consciously recalled (e.g. facts or knowledge). Declarative memory is thought to have two inter-dependent components; an episodic memory, which stores personal experiences and events, and a semantic memory, which stores factual knowledge that does not rely on personal experience [15]. Episodic memory makes multiple associations or links with events, sequences, sounds, smells, or sights over time. Recall is dependent on the importance of the event and on developed connections to other pieces of retained knowledge in its many forms (see Box 8.1). Something heard or seen may ‘strike a chord’ in relation to a patient seen previously or an event experienced. Coding episodes into long-term memory is highly personal, dependent on the attention paid, and dependent on the value ascribed to the episode by the individual, as well as how it connects with other previously retained knowledge [16]. Semantic memory refers to the development of concept-based knowledge built from...
individual components of factual information which give meaning in the context of previous experience. This interpretation takes time, and, without adequate time to construct links and formulate code, information will not be assimilated into long-term memory and is discarded from short-term memory. The relationship between learning, memory, and professional performance is discussed in more detail in Chapter 3.

Another important issue in relation to lectures is the recognition that there is both a rate limit to the system – too fast a delivery and the mechanism of retention is overwhelmed – and a capacity to the system – overload of information will lead to a lack of capacity for retention. The capacity of the system relies on a full engagement of concentration generated by motivation for the learning task in hand. Some tactics can be adopted to enhance memory retention – for example, providing the description of an event, setting memorable context, or assisting in the development of relevant connections or anchors [19]. Lecturers are therefore usually advised to provide an opportunity for questioning at reasonable time intervals, enabling listeners to check their construction of knowledge and reveal and correct misunderstandings. As little is recalled after 20 minutes of uninterrupted concentration [20], introducing variety in presentation every 15–20 minutes will aid learning (Figure 8.1 and Box 8.2). A listener needs an opportunity to participate or question to avoid misinterpretation and thus incorrect integration into existing knowledge. The marked decline in attention after 15 minutes might offer the opportunity for a brief anecdote or real-world example illustrating the principles described by the lecture. This will act to embed the delivered ideas in the narrative component of the listener’s long-term memory, complementing information previously stored in conceptual or semantic memory [22].

Of even greater concern, Bligh describes processes that may result in memory loss: those of retroactive and proactive interference [23]. The former relates to when there is a requirement to learn a new series of facts shortly after committing the first set to short-term memory, such as in successive lectures. The latter occurs where memorising the first set of facts interferes with remembering the second set. It is also relevant to note that there is a beneficial effect in repetition, which has the opposite effect of interference and tends to consolidate learning, although if learning has not taken place the first time (i.e. the listener did not understand), then repetition has no additional benefit.

In summary, useful learning occurs when the learner makes connections with pre-existing knowledge and can anchor new knowledge to previous concepts [19]. A context for information is also needed for both understanding and recall. Each listener will have personal levels of depth and breadth of understanding related to past experience and motivation for learning. What is learnt depends on knowledge of the range of the subject; old information may become obsolete or be viewed with different importance, and new information develops and finds a place. But this will only be of use in patient care if the learner has the internal connections to draw out the information when needed and put it into practice.
Disruptive Change in Medical Education

‘Twentieth century strategies are unfit to tackle twenty-first century problems. … Professional education has not kept pace with these challenges [the disruptive forces], largely because of fragmented, outdated, and static curricula that produce ill-equipped graduates’ (Frenk et al. [8]).

Disruptive forces of change now impact strongly on health care practice and, consequently, on health professional education [8]. Major advances in medical knowledge, sciences, and technology, as well as advances in the learning sciences and information technology (IT) is one such disruptive force. Another disruptive force is rapidly changing demographics, with progressively increasing numbers of elderly patients afflicted with (usually several) long-term conditions. These demographic shifts are coupled with changing patient characteristics; patients are better informed about health matters, more involved in their own health care, and have a greater expectation from a health care delivery system.

There is now strong global consensus that current health professional education is no longer adequate, nor appropriate, for the educational preparation of today’s students to become tomorrow’s practitioners. Grave concern has been expressed that the education of health professional students in the twentieth century has resulted in ‘… ill-equipped graduates …’ (end products) who are ‘unfit’ to take on the role of twenty-first century health care practitioners [8]. Consequently, major reforms in health professional education have been strongly advocated, with the global acceptance of the need for outcomes-based education for health professional students [26]. In an outcomes-based approach the design of instructional strategies must be closely aligned to the learning outcomes intended as the requisite end-product capability.

An important aspect to be considered in the major reform of health professional education is the significant role change which teachers themselves must undergo, as is discussed in the sections that follow.

From Informing to Involving Students

Firstly, teachers must undergo a significant paradigm shift from informing to involving students in the instructional process, a change that can be greatly facilitated today by technology. Exploiting technology to actively engage students in large groups is an important strategy teachers must use in contemporary medical education. This has enabled students to learn and study across time and space in innovative and interactive ways [8, 27].

Information technology (IT) has progressed to the point that powerful Internet search engines now make knowledge readily available. Today, at the click of a button, information galore will appear before our very eyes within seconds, including: abundant text, sophisticated images, and streaming of high quality, real-life, and well-illustrated educational videos. Such an array of ‘information’ can be retrieved by students practically anytime and anywhere around the globe. Most of today’s students possess their own personal digital assistants (PDAs or e-devices), including smart phones, iPads, tablets, etc., all of which can easily access the Internet. Many of the students of today will be quite comfortable and efficient at searching the Internet for relevant and reliable information (knowledge) required for their education. In fact, The Lancet Global Independent Commission Report strongly emphasised that ‘IT-empowered learning is already a reality for the younger generation in most countries …’ [8]. Teachers should not hesitate to exploit this situation in the design of new instructional strategies. In view of such progress already made in IT, the role of teachers has changed to provide guidance or academic exercises involving the process of independent information search, as well as the evaluation, integration, analysis of and meaningful or logical conclusion to the information obtained during the search.

From Teacher-centred Instruction to Student-centred Learning

The notion of student-centred learning was already considered by Payne in 1883 when he observed the interaction between teacher and students (the teacher–student relationship) in various teaching situations, and then concluded that learning ‘… can be performed by no one but the learner, … he is in fact his own teacher, and … learning is self-teaching’ [28]. This was subsequently developed further by Barr and Tagg [29]. ‘To build the colleges we need for the 21st century … we must consciously reject the instructional paradigm and restructure what we do as teachers on the basis of the learning paradigm’ [29].

The need for the paradigm shift from teacher-centred instruction to student-centred learning implies that instructional (learning) strategies should now be based on the intended outcomes of student learning, rather than just on the delivery of instruction by the teacher on the assumption that once the instruction is delivered student learning will occur. The paradigm shift should, therefore, encourage students to participate actively in the instructional (learning) process with the teacher functioning as a facilitator (or guide-by-the-side) through questioning and responding by students.

The main reason for the active participation of students in an instructional process is to ensure that students will not only acquire a broad knowledge base (i.e. foundational knowledge) from various disciplines, but also undergo the development of intellectual skills, such as critical thinking and the power of reasoning, which can be expected to facilitate future medical problem solving and decision-making. In order to achieve this, teachers of today must design instructional strategies that also guide, or facilitate, student learning that involves knowledge processing and knowledge application. In other words, in twenty-first century education of health professional students, teachers need to design instructional strategies (including large-group lectures) that involve students in analysing, integrating, evaluating, and applying knowledge to resolve medical problems or issues. The outcome of student learning in the twenty-first century must therefore ensure not only what students learn, but also how they learn.

Involving students actively in the instructional process will also facilitate the acquisition of higher-order learning outcomes in the cognitive domain, whereas fact memorisation (achieved mainly through rote-learning), results largely in the acquisition of lower-order learning outcomes.
When students are actively engaged in the instructional process, teachers may also be creating opportunities through guidance and facilitation for students in large lecture classes to socially co-construct their own meaning and understanding of what needs to be learned. Meyers and Jones in 1993 elaborated this concept of developing one’s mental schemas and have pointed out that ‘Students learn not by just absorbing content (taking copious notes and studying for exams), but by critically analysing, discussing, and using content in meaningful ways’ [30].

Context-based or situational-learning in which knowledge is to be used in their future practice (contextual learning) is also an important value-added component in instructional design as well as delivery. According to Cole and Wilson [31]: ‘Perhaps the most important feature of contextual learning is the establishment of an appropriate context in which learning can take place’ [31]. Moreover, in the Editorials section of the New England Journal of Medicine, McMahon and Drazen [32] also drew attention to the fact ‘… that clinicians learn best when [solving] problems that mirror real-world situations …’ [32].

Promoting collaboration with fellow students whenever the opportunity to learn together arises, i.e. learning with from each other in an ‘All teach–All learn’ mode and developing their self-directed learning activities, such as completing assigned homework before attending class the following day as practised in a flipped classroom situation, can be highlighted as other value-added attributes for active learning among students.

What then should be the main role of the teacher in the delivery of instruction to students in twenty-first century health professional education? Firstly, teachers need to take on the role of a guide or facilitator of the learning process (rather than that of information provider) in any instruction delivered to students; other related roles which the teacher will find useful to undertake include that of designer and planner of the learning strategy (especially in large-group lectures), as well as that of manager of the learning environment ‘… to expedite the intellectual and interpersonal process’ [33].

The main role change for teachers in twenty-first century education will enable students to be actively involved (engaged) in the instructional process; such a role change also demands greater accountability from teachers. Thus, the role change can also be expected to create ample opportunities for teachers to deliver high-quality instruction through the application of educational scholarship [34]. A scholarly approach to teaching and learning should also enhance the status of teachers themselves to that of educational scholars, rather than that of teachers just performing the same ‘boring’ routine of delivering factual content knowledge to students. The enhanced status of teachers should provide the impetus for teaching with scholarship in mind [35].

**Implications for Lectures and their Redesign**

However, as discussed earlier, the major shortcomings of lectures and, therefore, the limitations which such shortcomings impose on the outcomes of student learning, have rendered the design of the ‘traditional’ didactic lecture rather obsolete and no longer appropriate, nor adequate, for the educational preparation of today’s health professional students.

In contemporary health professional education, students undergo a period of learning during which they acquire relevant knowledge, skills, and attitudes from a diversity of disciplines which will equip them with professional competencies that will transform the students into the desired twenty-first century health care practitioners. Thus, the learning process which students (learners) undergo is expected to progressively, transform (shape) their heads, hands, and hearts to think, act, and behave as the new generation of health care practitioners. However, it should also be borne in mind that in the education and training of health professional students, the process of professional socialisation progressively leads to the formation of professional identity that facilitates the transformation of students to health care practitioners. It is through transformative learning (and, of course, the process of professional socialisation as well) that students progressively develop the capability to deliver twenty-first century health care that can match the needs, demands, and challenges of patients and the community. All instructional strategies must, therefore, contribute to the intended institutional goal of progressively transforming (shaping) the way students think, act, and behave as future health care practitioners. This has already been emphasised by Cooke et al. [36] in their statement: ‘The future demands approaches to shaping the minds, hands and hearts of physicians. Fundamental change in medical education will require new curricula, new pedagogies, and new forms of assessment’ [36].

Today, the design of lectures used for the delivery of instruction to students in large groups must apply the principles of transformative learning. In particular, the key design features of such large-group lectures must ensure that students will be able not only to acquire a pool of broad-based foundational knowledge garnered from a diversity of disciplines, but also develop intellectual skills to enhance students’ critical thinking and power of reasoning for future medical problem solving and decision-making.

The significant role change which teachers must undertake in health professional education, from informing to involving students in the teaching and learning process and from teacher-directed instruction to student-centred learning, will fit well with the role of teachers who apply transformative learning principles to deliver instruction to students.

However, an additional and important role change that would enhance the ability of teachers to apply the principles of transformative learning should also be considered: this relates to the mindset change required in the teacher/student relationship; i.e. from the ‘traditional’ master–apprentice type of relationship to partnership-and-bonding in learning, a practice referred to by Christensen [37] as discussion pedagogy. Christensen [37], in his wisdom, has clearly expressed the sentiment that: ‘In discussion teaching, partnership – a collegial sharing of power, accountability, and tasks – supplants hierarchy and asymmetry in the
teacher-student relationship. The discussion process itself requires students to become profoundly and actively involved in their own learning, to discover for themselves rather than accept verbal or written pronouncements. They must explore the intellectual terrain without maps, step by step, blazing trails, struggling past obstacles, dealing with disappointments’ [37].

Christensen [37] also drew attention to the fact that: ‘Such creative activity cannot be ordered or imposed upon the unwilling. Teachers can police attendance and monitor the memorization of theory and fact by tests. But we cannot order our students to be committed to learning and willing to risk experimentation, error, and the uncertainty of exploration. Such attitudes are gifts from one partner to another’ [37].

**Large-group Teaching for Transformative Learning**

Several design strategies are available for use in the delivery of lectures to students in large groups.

A key learning principle that must be applied is, of course, the involvement of students actively in the instructional process. How then can teachers ensure this? Often this is achieved through ‘questioning – listening – responding’ between the teacher and students or, where applicable, through interaction among students themselves (see Figure 8.2), depending on the design of the instruction; the latter is more commonly used in small group settings.

A clear understanding of how people learn [38, 39] will help teachers design instructional strategies that will optimise and facilitate student learning in an interactive learning environment aimed at having a positive impact on the outcomes of health care delivery. In this context then, it is advantageous to apply and incorporate the following key learning principles into the design of various transformative instructional strategies, including large-group lectures [40]:

- Activate students’ recall of prior knowledge; this will facilitate learning in terms of building new on existing knowledge.
- Help students organise related facts and ideas into conceptual frameworks (meaningful schemas) that will facilitate knowledge retention and retrieval, as well as foster deep learning with understanding.
- Encourage students to develop metacognition in their learning, i.e. help students develop their ability to identify their own strengths and weaknesses in learning and to take the necessary remedial action for future improvement.

Morton, in his book chapter titled ‘Lecturing to Large Groups’ in 2003 shares that any presentation must be informative, interesting, and engaging. The presentation can be developed in four stages [41]. The first stage is the pre-planning stage. Before starting on the actual content of the presentation, one needs to take note of the curricular blueprint and see where this activity is placed in the overall teaching and learning programme for students. If you are not familiar with the student group, it is important to know some of their attributes such as prior level of learning, learning preferences, and group dynamics as well as the class size. The time allocated to the activity and the time of the day, i.e. early morning or late in the afternoon, are also important considerations. These will assist you to develop the large-group teaching activity by aligning the content areas that could be covered during the time allocated and plan the short activities.

At the beginning of an activity/lecture, it is best to capture the attention of students. This can be done by using a short video depicting a relevant real-life event which will serve to stimulate further interest in the topic. In health professions, some teachers start the presentation with a patient narrative or even invite a patient to relate their experience at the beginning of the lecture. This catches the attention of the students since they will be anticipating what is to follow. For example, in delivering a lecture on ‘Anticholinesterase Agents’, it will excite students greatly and capture their attention by presenting, as the first PowerPoint slide, a picture appearing on the cover page of Time magazine (April 3, no. 13, 1995) [42] which reported on the deadly nerve gas attack in the Tokyo subway or the one-minute BBC news clip. Once you capture students’ attention then outline the purpose and the key areas that would be covered during the large-group activity.

The next step involves the main body of the large-group activity. Here the teacher needs to develop the argument/s or explain the key content with real-world examples from practice or use of clinical cases. Repeating important areas or content is necessary to clarify difficult concepts or constructs. This will assist students to organise related facts and ideas into conceptual frameworks or meaningful schemas that will facilitate knowledge retention and retrieval, as well as foster deep learning with understanding. To actively engage the students employing a few of the examples elaborated in the section below is important to develop deeper understanding of the subject/content matter. Use of humour is another useful technique to enliven a large-group lecture session. Some teachers have the gift of cracking impromptu jokes with good responses from students. Such teachers should not hesitate to do so at appropriate intervals during a lecture.

The final stage involves summarising the key-points. It is useful to summarise key-points at the end of a given lecture which will serve as ‘recall’ for students. At this stage the teacher could pose some questions for the students to discuss.
or answer and use an audience response system to share their responses/feedback as discussed in the following section.

A well organised and systematic large-group teaching or lecture together with handouts of key points in the large-group activity/lecture are usually much appreciated by students. A focused handout fosters deeper learning when it allows students more time to listen, think, engage and provides a framework on which students can build their understanding of a topic. Useful handouts also direct the students for in-depth learning by including exercises, questions to elaborate the topic further as well as suggesting further reading or resource materials [43].

‘The difficulty lies, not in the new ideas, but in escaping from the old ones, which ramify, for those brought up as most of us have been, into every corner of our minds’ (John Maynard Keynes, English economist, 1883–1946 [44]).

Perhaps the words of wisdom uttered by Keynes will resonate with senior teachers who, in the past, have had to regularly deliver instruction through ‘informing’ students. Such a habitual practice may be difficult ‘...to escape from’, as the practice would be deeply ingrained in the minds of the teachers.

However, teachers must discard the ‘old school’ mentality and be prepared to accept and design new instructional strategies based on firm evidence obtained from advances made in the learning sciences, and also because the educational landscape has changed considerably.

**Strategies to Aid Large-group Learning**

Several strategies have been designed for the delivery of lectures to students in large groups. One can employ these strategies during the large-group activity to promote learning that is active and collaborative. If managed well these learning situations foster good teacher-student and student-student relationships as well as challenge them to develop their academic abilities. This section will elaborate on the various strategies that can be considered for use by teachers (who must, of course, first accept the significant role change that they themselves must undergo) in the education and training of health professional students in the twenty-first century [45].

**Questioning**

During the lecture, the teacher could employ the principle of the ‘5 P’s as a strategy to engage the learners (see Figure 8.3).

The teacher first *poses* a question to students, and then *pauses* to allow students time to think about and to process the answer to the question. If no answer is forthcoming, after a short period of time, the teacher then *prompts* the students; if there is still no answer forthcoming, the teacher then has to *provide* and *process* the answer. The latter simply refers to a clear explanation of the expected answer. It is best to pose questions that relate to ‘why’, ‘how’, and ‘when’, rather than ‘what’ questions, in order to achieve higher-order learning outcomes.

The ‘Think-Pair-Share’ technique can be used in a more formal questioning setting. This requires good planning and incorporating into the large-group teaching session. Think-Pair-Share strategy helps to break the monotony of the large-group teaching session and engages students actively with their peers and the teacher. This is especially effective during the main body of the lecture.

- **THINK**: the teacher poses a question and allows students some time to think and process the question.
- **PAIR**: the teacher then requests the students to form pairs and, between them, to discuss what they think are the likely answers.
- **SHARE**: the teacher then requests a few pairs to share their answers with the whole class.

**Promoting Interactivity**

Evidence suggests that interactive lectures promote understanding in the audience rather than simply encouraging fact retention [46]. Interactivity also offers the opportunity for lecturers to check assumptions and for participants to feel included, it engenders collective learning, and aids retention of learning through facilitating different learning styles and empowering the audience in the learning process.

**Buzz Groups**

While most traditional lecturers try to discourage talking between students attending lectures, an alternative approach is to recognise that this is likely to happen anyway and will encourage interchange of ideas at appropriate intervals. The concept is to set a task for groups of two or more students to discuss at regular intervals. The task can be related to the preceding section of the lecture or a controversial issue raised, or (perhaps even braver) it can provide the opportunity for the learners to ‘shape’ the next section of the lecture. The challenge is always to regain the interest of the students, but the task should include a requirement for selected feedback to the rest of the audience to maximise group learning.

**Snowballing**

This aptly describes a process where each individual member of the audience is invited to work alone on a problem or issue for a couple of minutes, then share with their neighbour for a similar length of time, the two of them generating a discussion which they then share with another pair, and so on. This process can be time consuming, so it generally suits smaller groups, and enough time should be included to get useful feedback from all the groups before the lecture continues or comes to an end.

**Nominal Group Technique**

For some groups and suitable subject material it may prove desirable to divide the audience into smaller groups with a set task. This particular technique gives all group members the right to express any opinion without challenge. All the

---

*Figure 8.3 Engaging learners through questioning.*
group contributions are written down by a nominated group leader and time is then given for elucidation, explanation, and challenge to the ideas raised. At this point similar items can either be aggregated if they are very similar, or disaggregated if a group’s members feel they are materially different. After this period of discussion, the group members are invited to vote for the issues raised, identifying their perceived importance, and the key issues are then fed back to the wider audience.

‘Flipped Classroom’

Techniques are increasingly being used to engage students to learn content with a greater engagement and analysis to promote deeper understanding. The ‘flipped classroom’ is an instructional strategy which uses a type of blended learning approach reversing the traditional learning environment by delivering instructional content, often online, outside of the classroom. During the face to face session, material that may have traditionally been considered homework assignments is discussed or the lecturer may get the class to discuss related exam questions such as MCQs in the lecture theatre – using maybe some of the methods mentioned above. Some lecturers also get the students to watch streaming lectures or collaborate in online discussions as classroom activities with careful supervision of a facilitator [47–49]. The strategy has two broad steps:

- Homework assignment: relevant reading material (online or hardcopy) relating to a lecture topic is provided to students as homework; alternatively, students may be required to review a video clip for subsequent discussion in class.
- In-class activity: during the actual lecture period itself, a question/answer session is conducted based on the homework assignment; the session is facilitated by the teacher. However, sometimes the in-class activity may involve a problem-solving session based on the lecture topic [50].

**Audience Response Systems (ARS)**

ARS are best used for polling student responses to a question posed by the teacher. Several systems can be used, including colour-coded cards: students simply raise their preferred colour cards in response to a question posed by the teacher to match the colour representing the likely answer(s). The use of electronic ‘clickers’ is popular with many institutions since the responses can be analysed immediately and shared with students. The analysis of the students’ response patterns can be the basis for discussion. The students opt for their preferred answers by ‘clicking’ on various options available on a key pad supplied to each student and operated through radio frequency; such a system is now less commonly used because of costs involved in purchasing the system from a vendor and due to the availability of online apps which could be downloaded to student mobile phones.

Due to the wide use of electronic devices (smart phones, iPads, tablets, PCs, etc.) by learners themselves, and that many ARS applications are low cost or free, these are now widely used by institutions as effective interactive tools during large-group teaching sessions (e.g. Poll Everywhere).

**Conclusion**

Today, instructional learning strategies are designed to empower students to progressively take greater initiative and responsibility to direct and to manage their own learning, as well as their professional and personal development. Transformative learning principles will contribute to such an aim. Lectures to students in large groups should adopt and apply transformative learning principles in their instructional design. Only then will lectures be able to contribute fully to the overall institutional goal of transforming students to think, act, and behave as future practitioners who are fit to deliver twenty-first century health care to meet the needs, demands, and challenges of patients and the community.

**Acknowledgements**

The editors acknowledge Andrew Long and Bridget Lock, some of whose contribution to the first two editions of *Understanding Medical Education* has been retained as a complement to the new material in this chapter.

**References**

Further Reading


Introduction

Two people give a lecture on a medical topic. One is charismatic and inspirational. He holds the audience in his hands – they are on the edge of their seats throughout the lecture. He does not use notes, illustrates his talk with a few well-chosen photos, and uses the traditional ‘talk and chalk’ approach. He regularly wins the ‘best lecturer’ prize. Contrast this with the second lecturer – a very dry and serious speaker, who has carefully prepared every word he intends to use, uses a myriad of PowerPoint slides, each laden with detailed information, and who whips each slide away before his audience has had a chance to get down the half of what he says. Now imagine that each lecturer sets an examination question based on his lecture. Which question do you think the students would perform better in?

You may be surprised to find out that they would get higher marks in the second, less charismatic, lecturer’s question. Why? Because in order to make any sense of his lecture, the students would have made a beeline for their textbooks and this self-directed learning would have enabled them to learn and retain the information more effectively. While the first lecture was stunning at the time, the students would have assumed they would remember every word of it several weeks later and therefore would not have bothered reading around the subject – an approach that would let them down in their examination.

The conclusion from the above is that an active, self-directed approach is likely to have a much greater impact on a student’s learning than passive, lecture-based learning. Lectures should be used sparingly and then for broad overviews, summaries, and difficult topics. Sadly, only about 5% of what is taught in lectures is actually retained, and too many people use lectures for imparting large quantities of detailed information that could easily be picked up, more effectively, by reading a textbook. (See Chapter 8 for more on lectures and large groups.)

Learning in small groups is a sort of halfway house, involving active learning, or more precisely interactive learning. But here the direction of learning is determined by the group as a whole, rather than the individual. Group learning can be a most rewarding and effective experience at all stages in a medical career – undergraduate, postgraduate, and throughout years of continuing professional development. Too many people still consider that unless material is passed on from professor to student or consultant to trainee in a formal lecture, it would not be learnt properly. This chapter aims to challenge that assumption and to provide some ideas and suggestions, backed up by theory and the available evidence, for getting the most out of the small group learning experience.

The Learner Experience

If you were to ask a group of medical graduates to relate their personal experiences of small group work in their undergraduate course or postgraduate training, their responses would vary considerably. But the two factors most likely to underpin their accounts would probably relate to tutor variability and curriculum philosophy.
A tutor who creates a relaxed atmosphere, who keeps the group focused on the task in hand, who deals effectively with group dynamics, who allows the learners to take ownership of their learning, and who helps make the process an effective, yet enjoyable, experience will produce strongly positive and enthusiastic responses. On the other hand, a tutor who talks all the time, who does not encourage group participation, who belittles learners who answer questions incorrectly, who has clear favourites in the group, and who creates an atmosphere where one is frightened to open one’s mouth does an extreme disservice to education.

In a university which has a traditional curriculum heavily dependent on imparting information through lectures, where students or trainees are seen as an inconvenience and a hindrance to research and their clinical practice, rather than as a benefit and an opportunity to mould and influence the future medical workforce, and where time spent by large numbers of tutors on small group teaching is perceived as an ineffective use of staff time, such small group teaching is likely to be received unfavourably. A progressive university or postgraduate team that values its students, believes in active learning, encourages small group teaching, and trains its staff in the art of facilitation of learning will undoubtedly invoke a positive response.

At the postgraduate level, lectures are of even less value than at the undergraduate level, yet they are used just as frequently. Trainees gain far more from small group teaching sessions and on-the-job training than from, for instance, revision courses for passing membership exams. It is perfectly possible for consultants to carry out effective education while at the same time maintaining their clinical practice load. Bedside teaching and teaching ward rounds are examples of this – effectively small group learning for junior doctors and medical students (and indeed other health care professionals) together. The effectiveness of bedside teaching is discussed by Jolly in his book entitled Bedside Manners [1]. With the explosion of e-learning and distance learning, online training has proved a useful addition to the ever-increasing toolkit available for training. An example of how this can be used for small group learning is The Virtual Ward Round [2], an ingenious but simple device for students and junior doctors to explore ward scenarios, evolving over a period of several days.

De Villiers et al. [3] in a report of an evaluation of a continuing professional development programme for primary care medical practitioners in South Africa, suggest that the following aspects should be incorporated into the design of small group activities to make them effective:

- build on prior knowledge and experience
- relate to the perceived learning needs of the participants
- involve active learning
- be focused on problems
- be immediately applicable to practice
- involve cycles of action–reflection
- allow the acquisition of technical skills.

Steinert [4] researched medical students’ perceptions of small group teaching in a Canadian medical school. Her conclusions at the undergraduate level were not a million miles away from de Villiers’ findings at the postgraduate level, concluding that positive student perceptions of small group teaching were related to:

- effective small group facilitation
- a positive group atmosphere
- active student participation and group interaction
- adherence to small group goals
- clinical relevance and integration
- cases that promote thinking and problem solving.

The inefficiency argument is often used by those opposed to small group teaching. Twenty-five tutors spending two-to-three hours working with students in small groups of eight is clearly less efficient than one lecturer talking to 200 students all at once – but only in terms of delivery of material. Efficiency does not just take account of the delivery of teaching; what the students learn is what matters. I return to the point made earlier, that the taught curriculum is not the same as the learnt curriculum. Through small group discussion, much more is retained, especially if the learning is contextualised, for example, in case scenarios. In terms of efficiency of learning, small group work wins hands down. More particularly, small group work encourages critical thinking, which, although certainly not impossible, is less common in lectures. See Box 9.1.

What Constitutes a Small Group?

The ideal size of a small group is probably around seven or eight. If the group is smaller, it becomes too threatening, the synergistic effect – the collective knowledge of the group being greater than the sum of the knowledge of each member of the group – is reduced, and the interaction is less successful. If the number increases above eight, some learners can get by without fully participating, or without joining in at all, and others are less able to get their voice heard, because the size of the group deters them from

---

**BOX 9.1 WHERE’S THE EVIDENCE:**

**Does small group work encourage critical thinking?**

Most of the research around small group work relates specifically to problem-based learning (PBL). The nature of courses structured around PBL is such that small group work, and the subsequent self-directed learning, is the main vehicle by which students gain information, with lectures contributing relatively little to students’ knowledge acquisition. This is in contrast to courses where lectures and other forms of didactic teaching provide the main source of information for students, and where small group teaching is really an adjunct to their learning. Tiwari et al. [5] have compared the effects of these two course styles on the development of students’ critical thinking. They found that PBL students had significantly higher levels of critical thinking (measured using the California Critical Thinking Disposition Inventory [6]) compared with students on a predominantly lecture-based course. Furthermore, they continued to have higher scores for two years afterwards. Similar conclusions have emerged from a variety of other sources [7–9].
expressing their point of view. For PBL, the size of the tutorial group rarely exceeds eight – the process would simply fall apart were there any more in the group. G.R. Norman (personal communication) carried out an email survey of a cross-section of medical schools around the world using PBL, asking about the size of group they felt was appropriate, and eight turned out to be the norm. Peters [10] cites academic evidence that supports his own findings that the optimum size of a group is somewhere between 5 and 10.

Some medical schools are so short of willing and able teachers that they operate small groups of 20 or more. This can still be successful, however, if the larger group is run in workshop format, where the whole group is given a task to carry out in smaller subgroups of seven or eight. Here, one facilitator handles several groups. Many postgraduate training courses are run this way. Team-based learning is another approach used in some medical schools to get round the issue of insufficient facilitators. This is discussed later in this chapter.

Group size is probably less important than what the group actually does. The purist view of small group teaching is that it must be learner-centred, with all students joining in free discussion of a particular topic. Some teaching may indeed take place in small groups but sits outside this definition. The seminar is a case in point, where invited speakers present on a topic about which they are passionate. The seminar has its place in a university – particularly at level of the Bachelor of Science or Masters – but is invariably teacher-centred, with any discussion taking the form of questions and answers.

Even within the confines of our working definition, a wide range of styles of small group work exists and many of these are discussed later.

**Housekeeping**

Before embarking on small group teaching, some thought needs to be given to the environmental arrangements. It seems obvious to say it, but the first requirement is to hold the session in an appropriately sized room. What is appropriate depends on the number of learners participating. Consideration should also be given to heating, lighting, and temperature control in the room, all of which are the unique responsibility of the group leader.

For a group of eight or so undertaking PBL or some similar activity, a room with a table in it, preferably round or oval, and big enough for all to sit around it comfortably – including the tutor, who should be part of the group and not outside it – is ideal. The walls of the room should be lined with whiteboards or flipcharts for students to write and draw on.

For a session where argument is more important than capturing information, for example, an ethical debate, then a circle of chairs is all that is required. Sitting in a circle has two advantages:

- everyone in the circle is equal
- everyone has eye contact with each other.

There are different perspectives on where the tutor should be positioned. Personally, when I am facilitating a group, I prefer to be inside the group rather than separate from it, particularly if I have a guiding role (e.g. in the progressive release version of PBL). Others believe the opposite – that the tutor should deliberately sit outside the group to enable the students to interact with each other, rather than direct their discussion towards the tutor (e.g. in the short case version of PBL). It’s really down to personal preference and the extent of tutor involvement in the learning process.

For larger groups, the workshop format is the method of choice, and hence the room has to be larger and laid out in cabaret style (several round tables with chairs round them to allow for working in separate groups). There needs to be space at the front of the room for the tutor, PowerPoint, and/or overhead projector facilities (including an accessible power source), and whiteboard(s) that everyone can see. Ideally, each group should have a flipchart as well. Again, if there is no requirement for a table, then several circles of chairs will suffice.

Positioning of the tutor is different for a workshop. Plenary sessions are commonly part of a workshop, usually at the beginning, to introduce the topic or task, and at the end, to take feedback from the groups and summarise what has been achieved. Since the tutor needs to be able to engage everyone together, he or she needs to stand or be seated at the front of the class for these plenaries. However, for the rest of the session, the tutor’s job is to go round the groups to check how they are getting on.

**The Role of the Tutor**

The tutor can adopt a range of roles, depending on the nature of the small group session. Rudduck [11] suggests that tutors can have four differing roles:

- the **instructor**, who is there to impart information to the students
- the **devil’s advocate**, who intentionally adopts a controversial view in order to stimulate discussion
- the **neutral chair**, who literally chairs the discussion but expresses no strong opinions
- the **consultant**, who is not part of the group, but is there for the students to ask questions.

To these roles, I would add a fifth:

- the **facilitator**, similar to the neutral chair, but with more of a guiding role, for example, asking the group open-ended questions to facilitate their progress with the task in hand. The facilitator need not be the chair of the group – the role of chair might fall to a student.

Tutors may adopt any or all of the above roles during the course of a small group teaching session. They may begin the session in instructor mode, defining the task for the students. During the rest of the session, they may adopt a more facilitatory role, at times prompting discussion by playing the role of the devil’s advocate or taking up a chairing role. If the students get stuck, they may even take on the role of expert to allow them to move on (not in PBL, of course, where the tutor must reflect any questions back to the group and encourage them to research the answers for themselves).
Richmond [12] defines more specific roles for tutors, which he refers to as ‘strategic interventions’:

- to start and finish group discussion by outlining the group task, summarising the group’s or groups’ achievements and conclusions, and setting further learning activities
- to maintain the flow of content, for example, by preventing sidetracking and keeping the group(s) focused on the task
- to manage group dynamics by encouraging the shy or bored student(s) and by handling the dominant, aggressive, offensive, or nuisance student(s)
- to facilitate goal achievement through open questioning, making suggestions, and checking group understanding
- to manage the group environment by keeping an eye on the time and dealing with any distractions (e.g. noise, insufficient flipchart paper, pens running dry, heating).

According to Brown [13], tutors need a range of skills in order to make a success of small group teaching. These include questioning, listening, reinforcing, reacting, summarising, and leadership. But the real skill, one that Brown refers to as a super skill, is the skill of knowing when to use which skill.

### Getting Started

The first time the tutor meets with a new group of students or trainees is always exciting. Is it going to be the group from heaven or the group from hell? Often, the first encounter is the defining moment for the group. How the tutor handles the opening small group teaching session may establish the atmosphere for the sessions that follow.

The group members may or may not know each other. At the start of the course they almost certainly would not; but even later on, particularly in undergraduate curricula, because of the trend to have large numbers of students on courses, group members may still not know every other person on the course. Ice-breakers have a useful role here – ways of introducing strangers, trying to relax the group, and getting group members to interact with each other.

There are many ice-breakers in common use – some simple, some elaborate. A standard technique is to ask the group members to pair up and talk to someone they do not know. Their task is to learn something about their partner and report it back to the group. This exercise works better if the task is fairly specific, and in addition to their partner’s name and brief biographical details, participants may be asked to report back on the most interesting place their partner has visited, something unusual that they have done in their life, or something they have done of which they are proud. Participants could also be asked to imagine themselves as a musical instrument or a vehicle or a colour, and to describe which most closely matches their character – all of which can be quite revealing!

An example of a more complex ice-breaker, which needs a bit of time, is to divide the group into two teams which have to compete with each other to complete a task, e.g. build a bridge of specific dimensions and requirements out of Lego bricks in a specified time. The dimensions and rules they have to adhere to make this a hard task, but it enables the tutor to observe how each member of the team behaves under pressure. It also provides an opportunity for discussing people’s behaviours at the end of the exercise, and seeing how each team worked. Such exercises or games are common on off-campus postgraduate training courses.

Having got the group talking, the next thing to do is set the ground rules. This is a really important activity and should never be omitted. It is essential that the group itself comes up with the ground rules – they must not be imposed by the tutor. Box 9.2 shows examples of ground rules that my own undergraduate students have come up with. Probably the most important ground rule is to do with valuing each other’s contribution. That way a relaxed atmosphere is created where no one is embarrassed about saying something stupid. Humiliation must be avoided at all costs.

### Techniques to Use in Small Groups

Following on from the ice-breaker, a good technique to get a group engaged in the topic under discussion is known as snowballing. The students are given a question, for example, ‘How might cystic fibrosis affect the life of a 15-year-old young man?’, and asked to think about it individually, without conferring with anyone else. After five minutes, the students are asked to pair up with another student and discuss their thoughts with each other. After another five minutes, the pairs are invited to join with another pair, and all four students continue their discussion. Two sets of fours then compare notes, and so on. The process is called ‘snowballing’ because of its resemblance to a snowball rolling down a hill, gathering more and more snow, and getting bigger and bigger in size. The big advantage of this technique is that everyone has to participate, even the most reticent of students. By allowing time for them to gather their own thoughts and then share these thoughts with one other, it gives even the shyest student confidence to speak.

### BOX 9.2 Examples of ground rules for small groups

- Turn up punctually.
- Finish on time.
- Do not talk over each other.
- Do not interrupt.
- Value each person’s contribution.
- Respect each other’s viewpoint.
- Turn off mobile phones.
- Turn up prepared.
- Join in the discussion.
- Keep personal issues outside.
- Maintain confidentiality within the group.
A variation on snowballing is called *jigsaw groups*, where the participants divide into small groups and discuss an issue. After a period, the groups re-form into new groups, with each of the new groups containing one member of each of the old groups, thereby maximising the mix of participants (see Figure 9.1).

*Brainstorming* is another widely used technique. Again, learners are given something to think about (e.g. possible diagnoses for a patient who presents with lower back pain). One group member acts as scribe and writes all the suggestions from the group – in this case possible diagnoses – on a whiteboard. Absolutely everything is written up, no matter how unlikely the suggestion may be. No one is allowed to make any value judgements on the suggestions at this stage. A reflective analysis of what has been written up follows, where items are prioritised, grouped together, or removed altogether.

A third introductory technique involves the use of *buzz groups*. This technique is more generally used in lectures, but can also be used in small groups if the group becomes stuck in its thinking. The tutor who senses an impasse can interrupt the discussion and throw in a question for the group to ponder in pairs or threes, to help the members get back on track. If students are struggling to understand respiratory acidosis, for instance, the tutor might ask them to discuss in pairs what the role of the kidney is in maintaining pH or what blood buffers exist. When this technique is used in lectures, there is a loud ‘buzz’, as members of the audience start talking with their neighbours – hence the name.

Further on in the life of the learning group, a number of other techniques may be used.

Simply *chairing a discussion* – or, better still, getting one of the group members to do so – works well when there is more than one perspective about an issue, such as a genuine ethical dilemma like abortion, animal experimentation, or euthanasia. Occasionally with moral and ethical arguments, the tutor may need to step in to clarify matters of fact, such as primary legislation, case law, or professional guidelines – an example of the tutor acting as a consultant or expert. A more imaginative and hands-off approach to such issues would be to get the students to set up a *formal debate*, with students primed to speak for or against a particular motion, such as ‘This house believes that patients with coronary artery disease, who continue to smoke after they have been repeatedly counselled about the dangers of smoking, should be refused heart bypass surgery’. The advantage here is that the relevant factual elements to the discussion are prepared in advance.

A variation of the discussion group is called *line-ups*. The tutor makes a controversial statement, such as ‘Doctors should be allowed to hasten the death of old people who have a terminal illness’. The tutor identifies a point in one corner of the room where everyone who strongly agrees with the statement should stand. Another point is identified, as far away as possible, where those who strongly disagree should stand. The rest of the group members have to line up somewhere between the two points, according to how much they agree or disagree with the statement. The participants have to talk to the others in the line and argue their point of view. The tutors, and indeed the participants, get an immediate view of the spread of participants’ opinions on the topic. If the line-up is carried out both at the beginning of a session and at the end, the tutor can gauge if there has been a change of opinion after the session has been run and the participants are better informed.

There are a number of variations on the discussion approach to small group teaching. Some of these are less than satisfactory, however. One approach used frequently in postgraduate medical education is the *journal club*. Staff are asked to present their comments on recent papers in the medical literature. This works well, provided the topic is of direct relevance to everyone and there is plenty of opportunity for discussion. It is less successful at the undergraduate level, where it is more usual to run the session along the lines of a *syndicate* presentation, where a topic such as diabetes is subdivided into several subtopics (e.g. mechanism of action of insulin, diabetic ketoacidosis, clinical presentation of diabetes, treatment of diabetes) and each of these subtopics is given to a student or pair of students to...
research. They then all report back at the next tutorial. The problem with both methods is that the presentations become mini-lectures, are frequently delivered in an uninspiring manner and, frankly, bore the pants off everyone. Discussion is limited because only the chosen few have researched the topic, and then only the subtopic they were allocated. Unless everyone researches everything, the only people who join in the discussion are those who researched the topic and the tutor!

Another old favourite at the undergraduate level is the post-lecture tutorial. This is another disaster site. Most students come unprepared and have not read up around the lecture topic (indeed, they may not even have attended the lecture or may be blissfully unaware what lecture topic is being discussed). Many students see it as an opportunity to listen to a rerun of the original lecture, which is what it often turns into, particularly if the tutor gets monosyllabic responses to the questions they ask to try to stimulate the students. There is really only one solution to this – ensure that students are given a self-directed learning exercise to prepare before the tutorial. A good example would be to give them a detailed case study to read up with, some questions attached for them to research, for example, a case history of a patient with a peptic ulcer, followed by a series of questions on, for instance, medical imaging, regulation of intestinal pH, _Helicobacter pylori_, drug treatment, and dietary advice. In this way, the students know what the topic of the tutorial is, have done their homework, and therefore feel able to join in the discussion and get a lot more out of the whole exercise.

The use of triggers provides an ideal springboard for a tutorial. The tutor can design a whole session around one or more of these. They are commonly used when running sessions in the workshop format. At the beginning of the session, after a brief introduction, the tutor hands out a trigger. A trigger is simply a tool to get the discussion started. They might take various forms, such as the following:

- an electrocardiogram (ECG) strip from a patient with ventricular fibrillation – to stimulate a discussion about cardiac muscle, the sinoatrial node, ECGs, arrhythmias, defibrillation
- a photomicrograph showing neoplastic growth changes to stimulate discussion about the appearance of cancerous tissue, the characteristics of cancer cells, metastasis
- a chest X-ray showing a pneumothorax to stimulate discussion about X-rays, pleura of the lungs, pneumothorax – its causes, presentation, and treatment
- an audiogram from a patient with age- and noise-related hearing loss to stimulate discussion about the anatomy of the ear, the hearing mechanism, sensorineural hearing loss, audiometry, Rinne and Weber’s tests
- a copy of _Good Medical Practice_ to stimulate discussion on what constitutes a good standard of practice and patient care, professionalism, working with colleagues, and probity
- an anonymised or mock-up of a patient record for students to discuss record-keeping in the context of a particular case
- a photograph of a patient with an obvious goitre and exophthalmos to stimulate discussion around the thyroid gland and thyroid disorders, including clinical signs, symptoms, and treatment
- a photograph of a man in a wheelchair playing with a young child to stimulate discussion around disability, psychosocial sequelae of chronic illness, social care, child care, single-parent families
- a family pedigree, showing the distribution of a genetic disorder such as haemophilia to trigger a discussion on genes and patterns of inheritance
- a video showing, for example, a doctor explaining to a couple that their baby has Down syndrome
- a paper, or excerpts from a paper, showing some statistical data, in order to get the students talking about _P_-values or odds ratios or randomised controlled trials.

**Case-based Learning**

There are a variety of ways of running small group learning sessions built around cases. The term ‘case-based learning’ covers a wide range of learning activities. The most obvious of these is teaching on real patients on the wards or in clinics. By its nature, this is opportunistic and dependent on whoever happens to be on the ward or in the clinic (see later). Teaching can, however, sometimes be planned in advance, especially in the general practice setting where particular patients can be invited to attend at specific times. That way, sessions can be organised that relate to a teaching module, e.g. patients with arthritis are invited to attend during teaching on the musculoskeletal system.

**Problem-based Learning**

In the early years, case-based learning may not relate to real patients but to paper-based patients or virtual patients. The most sophisticated of this type of case-based learning is _problem-based learning_ [14–18].

In PBL, the patient is either paper-based or computer-based (so-called ‘virtual patient’). There are two main variants of this: one where the case is presented in the form of a short summary (1–2 pages maximum); the other much longer version (20–30 pages) where the case is released in stages, a page at a time, by the tutor (presentation, history, examination findings, investigations, results [lab results, imaging, histopathology are all presented in detail], treatment, patient progress, complications, and outcome). The former is generally used for school leavers, the latter for graduates. The tutor has rather different roles in the two versions. In _short-case_ PBL tutorials, the students take turns at being chair of the group and the tutor is passive, intervening only to ask the odd question to stimulate discussion or to keep the group on track. In the long, _progressive-release_ version of PBL, the tutor acts as the chair, moves the group along when their discussion has come to a halt and occasionally asks specific, programmed questions. Both styles of PBL are student-centred and produce deep and high-level discussions, particularly with graduate students. In the virtual patient PBLs [19], the case does not develop linearly, but is branched. At certain points in the case, students
are provided with a choice of actions (e.g. what to do next; which drug to prescribe, which tests to order) and, depend-ent on their response, the case can follow different paths, some of which may actually lead to the death of the patient. As you can imagine, this is a very strong learning point for the group of students; they never make the same mistake again!

PBL is generally reserved for the early years of the medi-cal curriculum, but it can be adapted for use in the clinical years, using real patients [20], and there is no reason why it can’t be used in the postgraduate years as well. Whatever the design of the PBL process, there are basically two steps involved:

• co-operative learning in the group
• self-directed learning outside of the group.

During the group process, students come up with learning issues – what they don’t know or have to check up on. This defines their self-directed learning. All students research all the learning issues and leads to high level of discussion in the group when they feed back. In addition, they acquire a number of very useful skills, including:

• communication skills: active listening, presenting, ques-tioning, responding, clarifying, empathising
• team work: contributing to/collaborating with/learning from others
• testing and applying knowledge, constructing/defend-ing an argument
• giving and receiving constructive feedback.

Team-based Learning

Another small group learning approach is team-based learn-ing. This is a five-stage process [21].

• Stage 1: students are given material to study on their own in advance of the team-based learning session, examples include a podcast of a lecture, or a DVD.
• Stage 2: students complete a test (usually MCQs) on their own (Individual Readiness Assurance Test) at the beginning of the group session.
• Stage 3: in their various teams, students redo the test and reach a team consensus about their answers (Team Readiness Assurance Test).
• Stage 4: the facilitator explains any concepts that stu-dents found difficult, to ensure they are all up to speed with the topic.
• Stage 5: the teams are all given a challenging clinical problem to address (the trigger), which requires them to apply the concepts they have been studying to a real-life situation (i.e. to contextualise their learning). The teams then simultaneously report back to the whole body of students, justifying their reasoning.

Other small group learning approaches include narrative-based learning [22] and task-based learning [23].

Role Play

Role play is another commonly used small group learning technique, particularly for learning clinical communication skills. Students are given a scenario to act out, e.g. taking a headache history, explaining a medication regime for eczema, or breaking bad news about a cervical smear result. Professional actors are often employed to simulate real patients, and students can try out their clinical communica-tion skills in a safe environment. If the students are video-recorded as well, they can study their communication attempts in their own time and work on improving their technique before encountering the real thing. This tech-nique works well at the postgraduate level too, especially with doctors who have been identified as having a communica-tion problem. Watching your own performance can be very revealing and informative. Discussing your performance, captured on videotape, with a trained communica-tion skills expert is invaluable and always leads to improvement. The secret is to have enough insight and be brave enough to do it in the first place.

Clinical Skills Teaching

Clinical skills are also taught in small groups. Here the trainer necessarily takes more of a teaching role. The clini-cian firstly demonstrates the skill to the group before letting them have a go. One commonly used technique [24] takes place in four stages:

• the tutor demonstrates the skill in silence (the silent run-through)
• the tutor runs through it again, but explains the ration-ale behind the technique at the same time, carefully describing each step in detail
• the students then talk the tutor through the technique
• finally, a volunteer student runs through the technique without tutor intervention.

The students then practise on each other, watched by their supervisor.

The Teaching Ward Round

The classic mode of small group teaching in both under-graduate and postgraduate training is the teaching ward round. There are many ways of doing this, some better than others. For best results, a teaching ward round should be just that – a ward round with two purposes – patient review and student/junior doctor teaching. It needs to have more time allocated to it than just a straight consultant ward round and for best results it needs to adhere to a few ground rules. Gill and Dacre [25] have written an informative guide for bedside teaching for the London Deanery. In the guide, they discuss what not to do. They delightfully call this the ‘Carry on Doctor’ approach.

• Start by gathering students round unsuspecting patient who has good clinical material for teaching.
• Embarrass the patient by exploring the abdomen without consent.
• Pick the most timid student to perform and present findings at the bedside.
• Dissect the student’s errors at the bedside.
• Quiz students about management plan and diagnosis at the bedside.
Suggest other students come back later to ‘feel the spleen’.
Move onto the next patient and start again picking on a different student.
Fortunately, they also provide plenty of ideas of how a teaching ward round could be run.
In summary, consultants should:
• seek patient consent for the interaction
• encourage active participation rather than passive observation
• concentrate on teaching of applied problem solving
• integrate clinical medicine with basic science
• closely observe students during the bedside interview/examination rather than rely on subsequent side room case presentations
• provide adequate opportunity for students to actually practise their skills on the patients during the teaching ward round
• be a good role model, e.g. for interpersonal relationships with patients
• make teaching patient orientated rather than disease orientated
• demonstrate a positive attitude towards teaching.

The TOSBA
Other ideas for teaching by the bedside include a novel approach from the Royal College of Surgeons of Ireland – the Team Objective Structured Bedside Assessment or TOSBA [26]. The TOSBA involves three groups of five students rotating through three ward-based stations (each station consists of an inpatient and a facilitator). Each group spends 25 minutes at a bedside station, where the facilitator asks consecutive students to perform one of five clinical tasks (history-taking, examination, assessment, management, discussion of a related topic). Every student receives a standardised grade and is provided with educational feedback at each of the three stations. I’ve observed this myself and it is a really good learning exercise.

Balint Groups
The Balint group [27, 28] is a special kind of group activity undertaken mainly by general practitioners (GPs), although increasingly patients, and even students, are becoming involved. Michael Balint was a Hungarian psychoanalyst who worked extensively with UK GPs in helping them to understand the psychology behind the doctor–patient relationship. He set up discussion groups with GPs to allow them to share their personal experiences of specific problems or dilemmas that had arisen in their practice. A modern-day Balint group consists of a handful of GPs who meet on a regular basis, often with a psychoanalyst and sometimes with one or more patients, to discuss specific issues concerning patients arising from their daily practice. The presenting clinician brings to the group cases that have given cause for thought. The purpose of the group is to increase understanding of the doctor–patient relationship, not to find solutions to the patient’s problem. Discomfort or distress in the doctor are not ignored, but are worked through in the context of the needs and problems of the patient rather than of the doctor. Balint group members find that the benefit gained by sharing their experiences far outweighs any pain they may feel as a result of the experience. Balint groups are not for everyone and should not be entered into lightly.

Action Learning Set
Another type of group activity used in the postgraduate arena is the action learning set. An action learning set is a group of six to eight people who meet regularly to help each other learn from their experiences. The set is not a team, since its focus is on the actions of the individuals within it, rather than on a shared set of work objectives. Sets are usually facilitated by a set adviser whose responsibility is to create a suitable learning environment by encouraging, challenging, and focusing on learning. Action learning is based on the concept of learning by reflection on experience. It is underpinned by the cycle of experiential learning, as shown in Figure 9.2 (modified from Kolb [29]), where the stages of reflection and generalisation are worked through with the members of the set.

The action learning approach was first developed by Revans [30]. Each participant works on a project or task over the life of the set (which may be a few weeks, or spread over several months). The set decides on its own way of working, but usually a meeting involves participants taking turns to present their project to the set. This will normally involve the following:
• an update of progress on actions from the last meeting
• a discussion about current issues or problems
• an agreement on actions for the future.

Participants work with the presenter, by listening and questioning, to help them decide what actions to take. This kind of group is useful for individuals working on an educational or research project largely on their own.

Group Dynamics
Before considering the role of the tutor in addressing issues of poor group dynamics, it is worthwhile taking a look at how a group evolves during its lifetime. Tuckman [31] has
summarised it into four stages, which have been further interpreted by Walton [32] and Mulholland [33].

**Forming**
The participants get to know each other, form alliances, and establish themselves. The tutor must ensure they are introduced to each other.

**Norming**
The participants set the ground rules for working as a group. Being unfamiliar with what is expected of them can lead to some uncertainty and insecurity at this point. The tutor may need to explain the way the tutorials are to be run to alleviate anxiety at this point.

**Storming**
The group begins to function. Individuals adopt the roles with which they feel comfortable. One might be a leader; another good at initiating conversation; a third might be skilled at asking probing questions; a fourth might be good at clarifying and explaining; another might be good at keeping the team together, coming to the rescue of anyone who appears lost, frustrated, or angry; one or two may simply be good listeners and may only contribute to the process when they have something to say. There is the potential for a good deal of friction during this stage, while the group is sorting itself out. The tutor needs to keep a careful watch on the group members, identifying problems and trying to relieve tensions. If the participants are mature enough, they may be able to address their own issues as a group. This is to be encouraged. The less the tutor gets involved, the better. Such a group skill takes time to develop and the tutor will undoubtedly need to facilitate the process initially.

**Performing**
This is the position every group should aim for. Essentially the group has settled down and is functioning well. The group members are comfortable with their roles. There is a good atmosphere within the group and the goals of each tutorial are generally accomplished through successful collaboration. The tutor can now relax.

Unfortunately, some groups never achieve this state. This is usually due to one or two personality clashes and the odd difficult student. If the group cannot sort itself out the tutor must act, otherwise both participants and the tutor will dread meeting up for tutorials and attendance will fall off.

**Adjourning**
Also called mourning, this is the final stage of working in groups. The lifetime of the group has run out, and members move on to join new groups. This phase is a mixture of celebration and sadness (or relief, in the case of an unsuccessful group). A good group will look back over its achievements and reflect on each other’s contribution, on lessons learnt, on what worked well, and what could have been done better.

This process of reflection can be formalised, and the tutor can help the group debrief itself in a structured way. One process that works quite well is carried out in two stages. First, the group rates itself as a whole against set criteria. The criteria depend on the nature and purpose of the small group work, but might include attendance and punctuality, preparedness for the sessions, adequacy of input into the sessions, and behaviour towards each other within each session. Having established a group rating for each criterion, the members of the group then rate themselves against the group rating. Everyone shares their scores and a discussion ensues. A good group will recognise individuals’ strengths and weaknesses, will be constructively critical, and will try to be supportive and encouraging to the more self-effacing members of the group. A good group will also not shirk its responsibility to address issues arising from individuals who are lacking in insight as to their own behaviour. Often, as a result of this kind of caring and inward reflection, change does take place when these members move on to their next groups (see Box 9.3).

**The Interprofessional Group**
Interprofessional learning is considered important at both the undergraduate and the postgraduate levels (see Chapter 14 for a full discussion) [36]. Health care is all about working in teams, and it is sensible therefore to have regular joint educational training throughout the continuum of learning. The key to interprofessional education is that it should relate to real practice and should not be contrived just so that the box can be ticked for the next accreditation visit. Furthermore, interprofessional education does not require the participation of all the professions at each session – only those for whom it is appropriate.

Interprofessional team meetings are common at the postgraduate level, interprofessional training less so, although both acute and primary care trusts provide programmes of training sessions for their staff. Quite a few of these are

---

**BOX 9.3 FOCUS ON: Discussion in small groups**

Visschers-Pleijers et al. [34] have carried out an analysis of verbal interactions in tutorial groups. They have subdivided these interactions into five types:

- exploratory questioning – exchanging ideas, critical exchange of ideas
- cumulative reasoning – uncritical accumulation of information
- handling conflicts about knowledge – discussion of contradictory information, arguments and counter-arguments
- procedural interactions – conversations relating to process matters
- off task/irrelevant interactions – general asides, discussion about the weather.

Most of the interactions (about 80%) were learning-oriented, demonstrating the high task involvement of the group and confirming the findings of De Grave et al. [35].
interprofessional, although they tend to be for large numbers, rather than small groups. Training in leadership and management for senior staff is less likely to be profession-specific and often follows the workshop format.

At the undergraduate level, certainly in the UK, there is only a small amount of useful interprofessional education taking place. What there is takes a variety of forms, ranging from a common foundation term with shared PBL, lectures, and anatomy sessions [37], shared clinical skills training [38, 39], a simulated ward environment for junior medical and nursing students [40], and an interprofessional training ward [41–43] to regular joint interprofessional sessions spread over a number of years [44]. Apart from the lectures and the anatomy sessions, most of this involves small group work.

The skills training described [38, 39], involved final-year medical students with newly qualified staff nurses and took place in an interprofessional clinical skills centre. The programme was based around a developing patient scenario, which was pertinent to the participants’ area of practice. Each session was led by an experienced nurse lecturer and doctor, supported by specialist contributors. The style of learning was participative, with small interprofessional groups addressing a range of patient management issues. In this way, relevant clinical and communication skills were integrated within the context of holistic patient care. This short exposure to interprofessional learning appears to have been highly effective.

The interprofessional training ward takes small group learning in the context of simulation even further. Here, final-year nurses, physiotherapists, occupational therapists, and medical students look after a small ward [41–43]. They work shifts, carry out all ward duties, work extensively with each other, and learn about each other’s professions, while at the same time building up their uniprofessional skills. Handover from one shift to another is key to the learning process. This provides students with an excellent preparation for working on the wards when they graduate, and is again popular with most students.

The issues around interprofessional learning are the same at both undergraduate and postgraduate levels and revolve around group relations (see Bion in the ‘Further Reading’ section). A strong hierarchical culture pervades all areas of the health service. When people from different professions find themselves being trained together, there is a tendency to adopt these hierarchical roles. Even at the undergraduate level, medical students, physiotherapists, occupational therapists, and nurses all have different entry requirements – and immediately a barrier exists. Of course, one of the aims of interprofessional education is to break down such barriers. Another aim is for the members of one profession to have a clear understanding of the roles of the other health care professionals. Putting these two aims together leads to the third, overarching, aim, which is to learn how to work in teams, thereby leading to a more efficient and effective health service. Small group learning in interprofessional groups is one way to help achieve this last aim.

For an interprofessional group, good facilitation is essential. If the guidance described for any small group work activity is followed, the majority of problems will soon disappear. Setting clear ground rules and ensuring that the group adheres to them is vital – particularly the rule about valuing everyone’s input. In addition, the topic or activity needs to be inclusive, that is appropriate for all professions present. The learning needs of the students or trainees must be taken into account, as they will not be the same for all professions. Where they are the same, then joint interprofessional learning is more likely to succeed.

**Dealing with Difficult Group Members**

Dealing with difficult group members is a key role of the tutor running small group teaching sessions. Box 9.4 features a list of common problems encountered, and regular group leaders will recognise them all. It is not the purpose of this chapter to provide suggestions for dealing with each form of aberrant behaviour – for a full discussion of this topic read Tiberius’ excellent book *Small Group Teaching: a trouble-shooting guide* [45]. One general point though is worth emphasising; wherever possible, the group should sort out its own problems. This is liable to be much more effective in the long term than the tutor taking control, which often leads to resentment. The tutor’s role here is to raise the group’s awareness of the issue. One way of doing this is to say, ‘Let’s take time out for a minute. Is everyone happy the way the group is working? Does anyone want to make a comment about the group process?’ Then stand back and watch the sparks fly!

### BOX 9.4 Learners who are challenging

- The dominant learner
- The arrogant learner – the know it all
- The learner who wants to be the centre of attention all the time
- The aggressive or argumentative learner
- The offensive and rude learner
- The politically incorrect learner
- The flirtatious learner
- The joke-a-minute learner
- The garrulous learner
- The disengaged learner
- The bored learner
- The disinterested learner
- The learner who relies on everyone else to do the work
- The lazy learner
- The shy learner
- The delicate, tearful learner
- The over-dependent learner
- The constantly late learner
- The frequently ill learner
- The mentally disturbed learner
Of course, this is not always appropriate, nor does it always work. In such circumstances, the group leader has to step in. Sometimes issues have to be addressed in the presence of the group; at other times the leader needs to address the issue outside the group – for example, in the case of a learner who is clearly upset, or one who has failed to respond to everything the tutor has tried in the session. Failure to address group dynamics by one means or another can be very harmful, not just for that particular group, but for future groups. The issue will rarely go away of its own accord and often gets worse and worse if nothing is done about it. No matter how difficult or painful it is, the tutor has a responsibility to sort matters out.

Here are some ideas.

**The Dominant Group Member**

People can dominate discussions for a number of reasons:
- they simply know a lot
- they think they know a lot – but are frequently wrong
- they want to impress the tutor, or their girlfriend/boyfriend
- they enjoy teaching others and are keen to share their knowledge
- they feel that someone has to start the ball rolling, as no one else seems to want to.

If dominating group members are allowed to continue, the group will get really angry, the shy group members will disappear into their shells, and people will either switch off or drop out. Often the dominant member can contribute successfully to a group and does actually have some really useful information to bring. The secret is to reduce their input, while not causing offence.

Sometimes group members realise that they have a tendency to dominate and readily accept being told to keep quiet. Not many have such insight though, and one suggestion for dealing with those who do not is to give them a specific task to do, for example, acting as scribe for the rest of the group. Make sure, however, that they do put up the group’s ideas on the whiteboard, and not just their own interpretation. Another technique is to ask them to discuss a particular point and let them have their say, but next time invite someone else to start the ball rolling. Seating can also play a key role. If the tutor sits opposite the dominant student, then that student has the eye of the tutor for the whole session. On the other hand, if the dominant student sits beside the tutor, interaction is significantly reduced and the tutor’s eye catches other students much more readily. The use of the sweeping hand gesture directed at the dominant student can sometimes be effective – the held-up hand is saying, ‘Hang on a minute. I want to hear contributions from other students.’ Indeed, sometimes the tutor has to speak these very words aloud. If none of this works, then a word outside the session is necessary, explaining how valuable the individual’s contribution is, but how it is important to give everyone a chance to be heard.

**The Reticent Group Member**

The converse of the above is the reticent group member. Again there are many reasons for this, including the following:
- they are innately shy
- they are upset or worried about something going on in their lives
- they are in a bad mood
- they are upset with someone in the group
- they have not done any work for the session
- they do not know anything about the topic
- they are completely out of their depth
- they are very tired
- they are very bored
- they have lost their motivation to be a doctor
- they are ill or depressed.

Some of these issues are most definitely not in the group tutor’s remit to deal with, particularly the last one. Ill or depressed group members need to be seen by qualified practitioners – GPs, occupational health physicians, or student counsellors. Under no circumstances should the small group learning tutor attempt to address such issues. Other issues may need to be taken up with the learner’s personal tutor, trainer, or educational supervisor. The group leader’s role is to encourage the individual concerned to seek help from the appropriate person, and to help identify who that person might be.

However, dealing with a genuinely shy, or work-shy, learner is down to the tutor of the small group session. The former needs to be subtly encouraged to join in. Snowballing and buzz groups work quite well, since the learner does not have to speak in front of the whole group. Like the dominant group member, giving the shy individual a task to do, such as being scribe, works well. They are responding to the rest of the group’s ideas, a role they are comfortable with. Pointing a finger at them and asking them a direct question is likely to send them deeper into their shell. Humiliating them in any way, for instance by laughing at their answers, is hugely counterproductive. Getting them to comment on something that they are almost certain to know might work, but sometimes the shy person simply needs to be left alone for a while, particularly if the reason for their non-involvement is transitory.

As to the work-shy, usually peer pressure takes care of this, but if not, then a quiet word outside the group is the solution. If a student is really out of his or her depth, this is a more serious situation and needs reporting to the appropriate member of staff responsible for academic progress, so that they can consider whether some form of remediation would help.

**The Flirtatious, ‘Jokey’, or Offensive Group Member**

These are definitely examples of situations when the tutor should get the group to deal with the issue. One way is to get the group to take time out from the session and ask them if everyone is comfortable with the atmosphere in the group, or with the behaviour of everyone in the group. Usually someone is heartily sick of it and says so. If this does not do the trick, the tutor should speak to the student out of hearing of the group. The tutor should be very firm with them. One thing the tutor must not do is collude with the student by smirking or laughing. This is effectively
sanctioning the student’s behaviour. Stopping it then becomes much harder.

The Late or Absent Group Member
Groups can get really angry with perpetually late or absent group members and usually make their feelings on the matter quite clear. Starting the group later to accommodate the perpetually late learner is not an option. The only possible exception to this is the person who has genuine problems getting in for, say, a 9 a.m. start – perhaps for child care reasons or finishing off a ward round. If they really are unable to change their arrangements, then the issue should be taken up with the group right at the beginning, when forming the ground rules.

Persistent absence is a course- or programme-attendance issue, even if this is due to illness. The learner may, as a result, be held back, and the school or postgraduate dean may refuse to sign them off or award credits. These are issues of professionalism, and unprofessional behaviour must be addressed when it first appears, not left to smoulder until it is too late to help learners amend their behaviour.

There is one other essential ground rule, particularly at the undergraduate level: if a person is unable to attend a session for whatever reason – planned or last-minute – they must inform the tutor prior to their absence, or as soon after as is possible. If the tutor is unavailable, then they must inform someone in the group. In the era of mobile phones, there really is no excuse for not adhering to this policy.

The Over-dependent Group Member
Here, the tutor has to learn to keep a distance from that individual and must take great care not to overindulge him or her. Some people are good at manipulating vulnerable members of staff for their own ends – another instance when the person concerned should be seated out of the sightline of the tutor.

Exploring Boundaries
Before taking charge of a small group, it is essential to be trained in the art of facilitation. Usually such training will itself take the form of a workshop in which an experienced facilitator demonstrates how to facilitate a small group by example. The facilitator is likely to cover the issues described in this chapter. The training session is likely to include some consideration about handling difficult group members and may also include some consideration about interpersonal boundaries – boundaries for both the students and the staff. Boxes 9.5–9.8 depict four scenarios that illustrate some situations that may arise for group leaders. There are no comments on these scenarios. They are presented for the reader to think about whether the tutor’s response was appropriate.

Frequently Asked Questions

How Long should a Small Group Teaching Session Last?
There is no simple answer to this. Everyone’s attention span is limited. The key is to vary the activities on a regular basis. This is easy in a workshop format, but in, for instance, a PBL session, students may be incarcerated in a windowless room, engaged in more or less the same activity for up to three hours. In any lengthy session, it is essential to build in a reasonable break for rest and refreshment. In summary, a session should last between 45 minutes and 3 hours, depending on the activity. The less the students are engaged in active learning, the shorter the session has to be.
Many postgraduate workshops last all day, and sometimes they are spread over two or three days, or even a week – for example, for residential training courses. All-day workshops must be split into manageable chunks, separated by frequent refreshment breaks. Week-long courses should include at least a half day of relaxation.

**How Often should Group Membership be Changed?**

In undergraduate education, a group should generally remain together for something between a term and a year. It is important for students to learn to mix and establish new teams. Groups that function well never want to change; groups that function poorly cannot wait to change. A term is probably a good compromise.

In postgraduate education, for example, day-release courses in vocational GP training schemes or Balint groups, it is important to maintain as much continuity as possible, and groups should stay together for their natural lifetime (welcoming newcomers as appropriate).

**Should Learners who do not get on be Swapped into other Groups?**

As far as medical students are concerned, absolutely not – under any circumstances! Doctors have to work in teams for the rest of their lives. These teams may not always function ideally. There may be personality clashes, jealousy, rivalry – but they still have to work as a team. The sooner they learn to find a way to get on with people they do not like, the better they will function when it really matters.

In postgraduate education, doctors know their own needs (unfortunately, not always) and are free to attend whatever courses they feel they will gain the most from. Continuing professional development is a requirement for all health care professionals, but apart from essential updating of skills (for example, resuscitation and life-support courses), few courses are compulsory and most are one-offs. Apart from GPs and psychiatrists, doctors therefore do not tend to attend regular workshops with the same people, although they do meet together as teams all the time. Instead, doctors tend to create their own ‘clubs’ and meet up frequently at conferences. Rarely, these national or international meetings involve small group work, but they consist mainly of hundreds of usually fairly dire presentations.

**Do I Need to be a Subject Expert to Run a Small Group?**

It depends. For PBL, there is some evidence that the best tutors are those who are expert facilitators, but that it helps to have knowledge expertise as well [46, 47]. Knowledge experts who have no skills of facilitation and who turn each PBL session into a question-and-answer session, or worse still, a mini-lecture, make poor tutors, as do those who do not even have the excuse of being knowledge experts and who are unable to grasp the principles of PBL (and indeed scorn that whole approach to learning). But for other small group activities, such as a seminar or workshop, and for most postgraduate teaching, where the tutor has more input, knowledge expertise is indeed necessary, again alongside the skills of small group facilitation.

**Can a Group Survive with a Series of Different Facilitators?**

Generally, continuity of group leader is important, although rarely is an undergraduate tutor available to take every session in a term because of other commitments. One solution to this is to have paired tutors, so that when one is absent, the other can take over.

In the case of, say, a series of small group sessions covering a range of specialist topics, such as in day-release workshops for junior doctors, it is actually desirable to have different tutors because specialist medical expertise is required. The problem then is that the group never really has the time to develop a meaningful relationship with each tutor, because they are with them for such a short time. The group may get beyond the forming stage, but the tutor rarely does. There are two solutions to this: reduce the number of guest tutors or maintain continuity through the use of a regular co-facilitator.

**Is There such a Thing as a Floating Facilitator?**

Yes, that is exactly what a workshop facilitator does. But the question is more to do with a single facilitator looking after more than one group simultaneously, where the groups are not located in the same space but, for example, in nearby rooms. This is rather like the consultant surgeon keeping an eye on his trainees in adjacent operating theatres – common enough practice, but is it good practice? Usually this kind of multi-group facilitation only happens because of tutor shortages, and is aimed at making economies. The economies are really perceived economies rather than actual economies, because they only take into account savings in staff time and not any reduction in the quality of student learning. The learning experience is unlikely to be beneficial to the student (although sharing one good tutor is undoubtedly better than being tutored by two separate bad tutors). For multi-group facilitation to work, the activities being undertaken by each group must be task based, with the tutor popping in now and again to check on group progress. Again, in the postgraduate arena, where the learners are

---

**BOX 9.8 Case D**

Mike is a student in Hardeep’s group. Mike is an extremely confident and able student, who is a lively and enthusiastic contributor to the group. At the start of the tutorial Hardeep asks the group how their week has been. Most members of the group make comments about how useful they have found the lectures so far and how they have enjoyed their GP visits. Mike adds, looking at Hardeep, ‘The content of that Asian guy’s session was crap. I could hardly make out one word he said.’ Later, when the students are presented with the first page of a new problem, Hardeep asks them to identify its key features. The front cover to the week’s problem shows a picture of a young woman in some distress. Mike says, ‘Well, she’s blonde, about 20 and far too skinny. Not my type at all. She’s probably gay, anyway!’ The group dissolves into laughter. Hardeep joins in.
often more committed and motivated, groups can be left to get on with the task by themselves for a while, which leads in nicely to the next frequently asked question.

Do Groups Need a Facilitator at all?

Again, the answer is that it depends. Students in the early stages of their course undoubtedly need a facilitator around. Partly, this is simply because they do not know what to do, and partly, for reassurance that they are learning what they are supposed to be learning. ‘Will it come up in the exam?’ is a question frequently asked of tutors. As students develop and become more mature, the need for a tutor is reduced. Such students can facilitate their own groups. Once they are let loose on the wards, students revert to Stage One again and need a bit of mollycoddling and guidance.

Postgraduate groups can survive without a tutor if the purpose of the small group session is clear. They may then appoint a chair from within the group and get on with the task in hand.

Conclusion

Learning in small groups can be very productive, if at times challenging. Not everyone enjoys the process, particularly if the group is dysfunctional. Here, the skills of the facilitator are put to the greatest test, although there are guidelines for handling difficult group members, which are touched on here and elsewhere. A poor facilitator can jeopardise the success of even the best of groups, through bullying, humiliating, patronising, prejudicial, or over-didactic behaviour. A good facilitator can help the group to achieve a high standard of learning, by encouraging active learning and reflective thinking, by questioning and challenging, and by setting a good example. The most successful groups are tutored by people who are good at facilitation, and not necessarily those who have subject expertise.

Small group learning is particularly successful if the facilitator adopts a variety of techniques during sessions. Workshops, which often last a morning or afternoon, must be split up into a range of activities – discussion, role play, debate, exercises using triggers, watching videos, practising skills, observing demonstrations, problem solving, question-and-answer sessions, presentations – the list is endless.

Facilitation expertise does not grow on trees. People who are brilliant teachers do not necessarily make good facilitators, because they may find it hard to get out of the information-giving mode in which they excel. Group facilitation should never be forced on such people. It is more sensible to recognise their skills and make use of them in the more didactic elements of a course, leaving facilitation to those who are good at it. Would that life were that simple ...

References


**Further Reading**


10 Technology-enhanced Learning

Rachel H. Ellaway
Department of Community Health Sciences, Cumming School of Medicine, University of Calgary, Calgary, Alberta, Canada

KEY MESSAGES

• It is the use of technology rather than the technology itself that should be appraised in the context of medical education.
• Technologies do not teach or learn they mediate and augment teaching and learning.
• Learner and teacher technology preferences and abilities often vary significantly.
• Technologies are often used for economic and convenience reasons rather than for their instructional qualities.
• Technology use introduces many risks and challenges to medical education as well as many advantages and opportunities.
• Technology use intersects with almost every other aspect of medical education and it should be considered in terms of these intersections.

Introduction

While there are many technologies (such as textbooks, models, and illustrations) that have a long pedigree in medical education, the contemporary use of the term ‘technology’ is generally understood as referring to digital tools and systems. Indeed, there has been a proliferation of personal digital devices in recent years, to the point that (digital) technologies have become a near-ubiquitous presence in the training of tomorrow’s doctors. I invite readers to consider this chapter in the context of all technology use in medical education, not just digital technologies. To fully address the multitude of intersections between technology use and medical education practices is beyond the scope of a single chapter so I would also encourage readers to consider technology use as it is reflected in the material presented throughout this volume.

I use the term ‘technology-enhanced learning’ (TEL) as my main frame of reference rather than the more popular but rather problematic concept of ‘e-learning’. Central to the concept of TEL is a focus on the mediating role of technology. Teachers teach and learners learn; it is how they do these things (and what follows) that is changed by their use of technology. In exploring this topic, I will consider a range of theoretical frames for appraising the use of technology in medical education, and from these I will set out a series of techniques for developing, using, and evaluating technology-enhanced learning in medical education. My goal in doing so is to provide a critical review of the positions, practices, opportunities, and challenges associated with using technology in contemporary medical education.

Technology Use in Medical Education

There are a great many technologies being used in contemporary medical education, including devices (such as laptop computers, tablets, and mobile devices) and their peripherals (such as printers, cameras, and keyboards), software (such as the word processing and illustration tools that I used to write this chapter) and apps (for mobile devices and tablets), services (such as those offered by Google and Skype), digital content (such as that offered by YouTube and Wikipedia), and social media (such as Twitter and Facebook). While some of these technologies are provided by institutions of medical education (such as learning management systems), many are provided by learners (such as laptops and mobile devices), or by third parties with little or no direct focus on medical education (such as Google and Wikipedia). It can therefore be challenging to discuss technology as something specific to medical education or medical educators, and difficult to appraise or direct given its diverse provenance. Although a student or faculty laptop or mobile device can be used for teaching and learning purposes, it is also used for many other purposes and in many other contexts. It is important to think about this intersectionality in the context of medical education, exemplified for instance by teacher and learner use of social media where the social and instructional benefits can become rather blurred. We tend to pay more attention to the technologies with which we interact directly and often oblivious to the critical role of the many supporting technologies they depend on. Essential if unexciting factors such as availability of networks and electrical power, the provision of security and sign-in services, and the ability to host systems in a robust
way are necessary to provide a foundation for the use of technology in medical education. Medical schools that do not have these foundational technologies readily available (for instance because of cost, conflict, or natural disasters) tend to make more tentative use of technologies. Drawing loosely from Maslow, the dependence of medical teachers and learners on their technologies can be understood in terms of a ‘hierarchy of needs’ (Figure 10.1) [1]. The key lesson here is that the use of technology in medical education can be compromised or undermined if its dependent factors are uncertain or absent. Not only does this include functional and safety factors, it also depends on the legitimacy and acceptability of using technology, (or particular uses of technology such as students having smartphones at the bedside) in medical education.

It is also important to note the division of labour regarding the use of technology in medical education. Some technologies are used by both learners and teachers but in different ways. For instance, online portfolios and learning management systems present different tools and views depending on the user role. Other technologies tend to be more or less learner, or teacher, specific. For instance, teachers may make extensive use of tools like PowerPoint, while learners tend to make much greater use of reference materials.

Drawing these preliminary observations together, it becomes clear that we cannot say that technology use is, or is not, effective in any absolute way in the context of medical education. Its utility depends on the task, the technology, the individual, and their circumstances. Given the plurality and diversity of technologies and their uses in medical education it may therefore seem like an overwhelming task to guide practice in both a succinct and generalisable way. However, there are several theoretical frames we can draw on to set out an inclusive model of issues in and around technology use in medical education.

**Technologies for Learning**

Medical education can be understood as sequences of interconnected activities (e.g. lectures, skills labs, problem-based learning, exams, bedside learning, etc.). We can analyse these activities using concepts from activity theory [2], a central tenet of which is that activities are mediated; they both depend on mediating artefacts and are shaped by them. For example, whereas 10 or more years ago it was normal practice for many medical schools to provide their learners with paper handouts for lectures, labs, and other learning sessions, it is now much more common for notes to be provided electronically or even that there are no notes, simply access to the teacher’s PowerPoint slides. The once ubiquitous ring binder full of annotated handouts and paper notes has been largely replaced by electronic files and documents. We can say, therefore, that computers and the various tools they support now mediate learners’ creation and use of their personal knowledgebase.

Rather than listing all activities in medical education and describing specific mediating technologies within each, we can instead consider different types of activity in terms of their functional role in medical education and different mediating technologies associated with them. See Box 10.1.

Clearly there are many activity types in medical education and many technologies that can be used to mediate them. Moreover, some technologies can be used to mediate more than one kind of activity (such as learning management systems), and any given session (class, rotation, lab, etc.) may employ many activity types and be mediated by many technologies. We should not therefore be concerned solely with single instants of activity plus mediating technology, we should also consider the entangled clusters of activities and mediating technologies that are the norm in medical education. This leads us to the concept of ‘blended learning’ where technology mediation is entangled with other kinds of mediation. For instance, using digital technologies to look things up or create materials within a face-to-face class setting. We should be clear that it is not the learning that is blended, rather it is the use of different mediating components in support of learning that is blended. There is evidence to suggest that blended uses of TEL rather than isolated uses of TEL lead to better learning outcomes than using TEL on its own [4].

![Figure 10.1](image_url) **Figure 10.1** A hierarchy of needs for the use of technology in medical education. **Source:** Adapted from Masters et al. [1].
Although devices are usually designed to be used by one person at a time, technology use is enacted in a social context; it is seen and interpreted by others according to circumstance. Learner and practitioner uses of technologies can therefore be seen as professional behaviours. Indeed, learner use of computers, tablets, and smartphones has been a focus of professionalism concerns reflected in debates over whether learners should be allowed or encouraged to use their devices in lectures or at the bedside. While the use of technology in lectures is now commonplace, learners’ use of digital technologies at the bedside is still a matter of contention. The intersections between TEL and professionalism can be considered as a matter of ‘digital professionalism’ [5]. This is not just about where technologies should and should not be used, it also focuses on how technologies are used and how the use of technologies can blur personal and professional aspects of individuals’ lives. A key example of this is learner and practitioner use of social media. Tools such as Facebook and Twitter afford an unparalleled ability to communicate with others, but they also create the means by which individuals can misstep by making aspects of their lives public, particularly as professionals, that should have been kept private. Whether concerned with disclosing confidential information, sharing images of oneself or others in potentially compromising situations, or sharing unprofessional opinions and comments, the ability to use digital media in a professional way has become part of the training of tomorrow’s doctors. See Box 10.2.

Digital professionalism is not the only intersection of technology, medical education, and practice that we need to consider. Digital technologies such as electronic health records, picture archiving and communication systems (PACS), formularies, and order entry systems are increasingly mediating the practice of medicine, which means that preparing learners to practice in a digital environment is a growing issue for medical education. These technologies can mediate learning as well as clinical practice, and to that end, have called them ‘medium-as-message technologies’. [6] The implication for medical education is that

<table>
<thead>
<tr>
<th>BOX 10.1 Learning activity types and associated mediating technologies</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Example activities</strong></td>
</tr>
<tr>
<td><strong>Content activities</strong> Read, explore, reflect, remember, synthesise</td>
</tr>
<tr>
<td><strong>Absorb-type activities</strong> Presentations, storytelling, readings, tours</td>
</tr>
<tr>
<td><strong>Do-type activities</strong> Practice, discovery, games, simulations</td>
</tr>
<tr>
<td><strong>Connect-type activities</strong> Ponder, job aids, research, original work</td>
</tr>
<tr>
<td><strong>Social activities</strong> Discuss, collaborate, observe others, reflect on own ability</td>
</tr>
<tr>
<td><strong>Test activities</strong> Challenge, perform, assess, evaluate, provide feedback</td>
</tr>
<tr>
<td><strong>Collection activities</strong> Logging, tracking, storing, organising, reporting</td>
</tr>
</tbody>
</table>

*Source: Adapted from Horton [3].

<table>
<thead>
<tr>
<th>BOX 10.2 FOCUS ON: Digital professionalism</th>
</tr>
</thead>
<tbody>
<tr>
<td>Health professional learners, teachers, and practitioners are exposed to new opportunities and risks through their use of digital technologies. Opportunities include the ability to form and sustain professional networks and the ability to access and share information on demand. Risks include a blurring of personal and professional boundaries and a greater exposure to threats to professional reputations. The institutional response has often been to proscribe or limit the use of technologies, which limits the benefits of technology use as well as the risks. Digital professionalism builds on the principles of medical professionalism to frame technology use in a more equitable light:</td>
</tr>
<tr>
<td>Digital media are not an intrinsic threat to medical professionalism. Professionals should use digital media for positive purposes in ways that support principles of patient care, compassion, altruism, and trustworthiness. Professionals should be aware of the shaping nature of their relationships with digital media and they should maintain the capacity for deliberate, ethical, and accountable practice.</td>
</tr>
<tr>
<td>Digital professionalism can be taught, modelled, and assessed by attending to:</td>
</tr>
<tr>
<td>• Proficiency: the ability to use technologies effectively, safely, and responsibly.</td>
</tr>
<tr>
<td>• Reputation: the ability to maintain one’s professional reputation both through their own actions and in responding to the actions of others.</td>
</tr>
<tr>
<td>• Responsibility: developing and sustaining professionally sound ways of using technologies, and teaching, modelling, and encouraging this in others.</td>
</tr>
</tbody>
</table>

Digital professionalism can be taught, modelled, and assessed by attending to: |

- **Proficiency**: the ability to use technologies effectively, safely, and responsibly.
- **Reputation**: the ability to maintain one’s professional reputation both through their own actions and in responding to the actions of others.
- **Responsibility**: developing and sustaining professionally sound ways of using technologies, and teaching, modelling, and encouraging this in others.
developing skills in the use of these technologies needs to be combined with their use for mediating learning. To be clear, this is more than developing operator skills, but rather about understanding the principles of using digital tools and information within clinical activities and workflows. See Box 10.3.

Before closing this section, it is important to add a word of caution regarding the widespread assumption that contemporary learners are all keen on using technology in their studies. Terms such as the ‘Net Generation’ and ‘digital natives’ have been coined to allude to some intrinsic change in the nature of learners and learning in the digital age [8]. There is, however, little evidence that there are significant differences in the learners themselves but rather in the opportunities and risks afforded by the changing range of technologies that they and others, such as their teachers, use. The reality is that, in any given cohort or class, there will be those who are interested in using and exploring technologies for learning, those who would rather use traditional media such as print and handwritten resources, and many who like some technologies but prefer not to use others, or those who are indifferent to the media with which they are using to learn. TEL practices need to encompass the diversity of learner attitudes to technology as well as the diverse uses they may make of different technologies.

**Technologies for Teaching**

In the same way that learners are still the ones doing the learning, teachers still teach. Using technologies in medical education is not just about mediating learning, it is also about mediating teaching. For example, preparing a lecture now means building a PowerPoint presentation, giving a lecture usually means talking to or around one’s PowerPoint slides, lecture theatres are typically configured around the screens and data projectors needed to show PowerPoint presentations, and learners follow up by downloading and reviewing their lecturers’ PowerPoint slides. We can say therefore that the use of PowerPoint (and its associated technologies) mediates many of the activities associated with the contemporary lecture.

Different teaching activities may be mediated in different ways. We can build on the activity types outlined in Box 10.1 to consider teaching activity types and their associated mediating technologies. See Box 10.4.

Although technologies do not do the learning for learners, some technologies mediate how teachers teach, for instance using a multimedia teaching resource or a YouTube video to learn how to execute a clinical procedure rather than being instructed by a human teacher. This is not to say that there is no teacher present in TEL, only that the teacher is mediated by the use of TEL. We can therefore consider the concept of teaching presence in TEL. We can consider a continuum of teacher presence from minimally mediated to fully mediated as follows:

- **Minimal mediation:** digital technologies augment embodied interactions with teachers. For instance, learners in a problem-based learning group may research and reference materials online to contribute to their facilitated in-person discussions.
- **Synchronous mediation:** the teacher is not co-present with their learners but interacts with them using one or more technologies. For instance, a teacher presenting to a group in a webinar or massive open online course (MOOC) with all participants interacting through their computers. A range of technologies, such as teleconferencing, web-conferencing, and virtual worlds, can all afford variations on synchronous mediation.
- **Asynchronous mediation:** the teacher interacts with their learners but not in real time. For instance, a teacher uses a discussion board or a shared blog to discuss conceptual issues in professional development. Technologies such as discussion boards, email, social media, wikis, and blogs can all afford variations on asynchronous mediation.
- **Full mediation:** interactions between a teacher and their learners are replaced by interactions between technologies and learners; for example learners view videos, use multimedia teaching packages, or even online

---

**BOX 10.3 eHealth competences** [7]

The following are a selection of eHealth competences for postgraduate trainees along with suggested learning activities to facilitate the development of those competences.

<table>
<thead>
<tr>
<th>Competence</th>
<th>Learning activity</th>
</tr>
</thead>
<tbody>
<tr>
<td>Uses information and communication technology (ICT) to provide patient-centred care, and to monitor and audit practice</td>
<td>Teaching using a student electronic health record</td>
</tr>
<tr>
<td>Communicates effectively using ICT</td>
<td>Learners practice communication skills using a range of media</td>
</tr>
<tr>
<td>Collaborates in using eHealth systems and techniques with other health care professionals</td>
<td>Interprofessional learning mediated by using a student electronic health record</td>
</tr>
<tr>
<td>Advocates for balance between privacy and the needs of health care system</td>
<td>Problem-based learning involving technology use in health care</td>
</tr>
<tr>
<td>Speaks out against harmful medical misinformation</td>
<td>Critical appraisal and redesign of patient information sources</td>
</tr>
<tr>
<td>Uses ICT to enhance knowledge, skill, and judgement in the provision of evidence-informed patient care</td>
<td>Decision support and digital professionalism</td>
</tr>
</tbody>
</table>
textbooks. In this case the teacher (or at least a teacher) has recorded their instruction in the design of the materials the learners use. Given that the learners cannot interact directly with a teacher, the instructional utility of these materials is in part dependent on the instructional interactivity built in to these technologies. Interactivity in the context of TEL is not so much a matter of having things to interact with but rather how learners can interact with a mediated teaching presence.

Some forms of technology used for teaching can be deployed fairly spontaneously (such as looking up facts using third-party online reference materials), but most need careful design and configuration to be effective. ‘Design’ then is a key issue in using technologies for teaching. There are many different aspects of technology use for teaching that need to be designed: content (presentations, course materials), activities (simulations, scenarios, labs), communication (discussion, collaboration), and training and support (guides and manuals). Although medical teachers may undertake these design tasks themselves, schools often engage instructional designers as specialists to support teachers in their design activities. There is a rich literature on instructional design [9, 10] to support teachers in using technology in their teaching. For instance, Mayer’s ‘multimedia principles’ sets out evidence-based guidance for designing technology-mediated teaching materials (Box 10.5) [11]. Other relevant educational principles informing instructional design are discussed elsewhere in this book (e.g. Chapter 6).

Although there are robust deductive principles that can be used to inform the design of technology-mediated teaching activities, much of the design and use of technology in support of teaching is shaped by the practical constraints that teachers face, such as what technologies are available to them. For instance, it is common for universities and medical schools to have single institutional e-learning platforms, such as Blackboard or Moodle, which instructors are required to use. Even for schools with a more flexible posture, the costs and other risks for a programme supporting multiple systems will likely to prove unsustainable. Whether or not they are working with instructional designers, medical teachers need to know what technologies can and should be used in their teaching, what technologies are available to them, what technologies would work best in the particular situation envisaged, and how the technology should be configured and presented [12]. They should also appreciate the local culture of technology use (what technology use is and is not acceptable or popular, etc.), and the capabilities of the participants (how experienced they are, what tools and devices they have available to them, etc.).

Clearly the use of technologies for teaching in medicine can be a rich and at times complex undertaking, and this

**BOX 10.4 Teaching activities and associated mediating technologies**

<table>
<thead>
<tr>
<th>Example activities</th>
<th>Example mediating technologies</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Content activities</strong></td>
<td><strong>Guiding activities</strong></td>
</tr>
<tr>
<td>Presentations, lecturing, instructing,</td>
<td>Demonstrations, directions, exemplars</td>
</tr>
<tr>
<td>directing, providing course content,</td>
<td>Seminars, problem solving, learning issues</td>
</tr>
<tr>
<td>reference materials</td>
<td>support</td>
</tr>
<tr>
<td><strong>Discussion activities</strong></td>
<td></td>
</tr>
<tr>
<td><strong>Tracking and feedback activities</strong></td>
<td>Monitoring learner progress, providing</td>
</tr>
<tr>
<td></td>
<td>targeted feedback on progress and need for corrective actions</td>
</tr>
<tr>
<td><strong>Assessing activities</strong></td>
<td>Setting and marking assignments, exams, coursework</td>
</tr>
</tbody>
</table>

**BOX 10.5 HOW TO: Design for technology-enhanced learning**

Mayer and colleagues have identified a number of robust evidence-based principles that should inform the design and organisation of effective TEL materials [11]. Some of these key principles are as follows:

<table>
<thead>
<tr>
<th>Description</th>
<th>Example</th>
</tr>
</thead>
<tbody>
<tr>
<td>Multimedia原则</td>
<td>Words and pictures are better than words alone.</td>
</tr>
<tr>
<td>Redundancy原则</td>
<td>Students learn better from animation and narration than from animation, narration, and on-screen text.</td>
</tr>
<tr>
<td>Coherence原则</td>
<td>Students learn better when extraneous material is excluded.</td>
</tr>
<tr>
<td>Pre-training原则</td>
<td>Learn key concepts before tackling a complex aggregate of concepts.</td>
</tr>
<tr>
<td>Segmenting原则</td>
<td>User-paced segments are more effective than a single bolus of instruction.</td>
</tr>
<tr>
<td>Signalling原则</td>
<td>Add cues to the organisation of material.</td>
</tr>
<tr>
<td>Personalisation原则</td>
<td>Conversational style is better than a formal style.</td>
</tr>
</tbody>
</table>
complexity may be intriguing to some teachers and off-putting to others. As with learners, for any given group of teachers there are likely to be those who are keen to use different technologies, those who do not like using technologies of any kind, and those who like using some technologies but not others. Matching teacher and learner preferences as regards technology use can be difficult to negotiate and some flexibility in how much technology use is involved in any given medical education activity is advisable.

Technologies for Assessment

Having considered technologies for learning and teaching, we turn now to technologies for assessment. As with assessment in general, uses of technologies from a learner point of view tend to fall into formative and summative.

Formative uses of technology tend to focus on online tests, quizzes, and other ways of gauging current knowledge and identifying gaps or weaknesses. These may be standalone tests (such as exam preparation Apps for smartphones) or they may be embedded in multimedia teaching materials. Either way, although technologies allow for the presentation, automation, and scoring of tests, the value of a question or test still depends on teachers’ skills in writing good assessment materials: technologies can mediate formative assessments but they do not in and of themselves make for better assessment.

Uses of technology for summative assessment purposes include presenting exams online (rather than in a paper-based format), and reporting on continuing medical education activities (such as using some kind of e-portfolio system).

Assessment technologies themselves may be designed to support either formative or summative processes but many of them can be used for both purposes. A question is a question, a test is a test, and a portfolio is a portfolio: it is the intent and the procedural rigour involved that makes the difference. Technologies for summative assessment purposes, particularly for high stakes assessment activities, need higher levels of access control and security, and greater loading capacity: a proctored (supervised) computer-mediated high stakes examination must be secure against cheating and misrepresentation and be able to handle simultaneous mass system access.

As much as technologies can be useful in mediating formative and summative assessment activities, technology use in support of assessment has arguably had the greatest uptake and the greatest impact on the logistics and workflows associated with managing and deploying assessments, and analysing assessment data. For instance, the use of online systems for building and managing assessments (such as ExamSoft and Respondus) is increasingly common in medical schools around the world, not least because programmes have to manage and evaluate large quantities of questions. The question banks that databases in these systems offer, from which exams can be assembled and refined before delivery, track previous uses of questions and their performance metrics to support exam designers’ in assembling exams. These systems can often also process and report on learner performance in exams much faster than paper-based systems can. However, there are also limitations to the ability of these systems to support all forms of assessment. For instance, these systems tend to be limited in their ability to deal with written answers (such as essays or long-answer test questions), their strength is in handling tabulated or structured responses such as multiple-choice questions or response grids (such as assessor forms in OSCEs). Thus, while technologies can play a role in mediating and supporting assessment processes, the core skills and roles of faculty and others involved in assessment are still an essential part of delivering robust assessments in support of medical education.

Mediation of assessment can also introduce artefacts that can compromise the results of testing learners. For instance, if a test favours learners with more experience using technology (such as being able to use a computer or to manipulate onscreen objects) then the test will to some extent measure and report on this ability. Given that complete normalisation of learner attitudes and capabilities in using technology is unrealistic, technology-mediated tests and assessments should be designed to minimise the intrusion of artefacts arising from technology-mediation in to assessment processes and data.

Principles of effective assessment design are described in Chapter 20 and issues concerning e-portfolios considered in Chapter 18, but in relation to the general use of technology-enabled assessment (TEA), Amin et al. [13] provide helpful guidance (Box 10.6).

Technologies for Managing Medical Education

Building on the observation that much of the value of assessment technologies is to be found in the management

**BOX 10.6 HOW TO: Use technology-enabled assessment**

Guidelines for the use of technology-enabled assessment (TEA) [13].

- Despite the novelty of TEA, it is still dependent on robust general assessment principles.
- Schools should only use TEA where it confers a clear advantage.
- Schools should appraise the strengths, weaknesses, opportunities, and threats of using TEA, particularly for high-stakes purposes.
- Technologies for TEA should be integrated within programme-level assessment systems and practices.
- TEA requires particular technical and assessment expertise, which should be built and sustained within the programme.
- Test developers should ensure the validity of TEA, in particular the constructs being measured.
of assessment processes, the last major area of application for technologies in medical education we will consider is their use in support of systems of medical education (programmes, courses, etc.), typically in the role of managing, tracking, and reporting on activities within those systems. As with any other information management system, their value often depends on economies of scale. While tracking the progress of a few learners over a short period of time may be better done through direct interaction and observation, tracking the progress of hundreds of learners over multi-year programmes of study requires robust information tracking and management systems. It is now common practice for programmes of study to make use of learning management systems, also sometimes called Virtual Learning Environments (VLEs), as an online support system. These systems, both generic (e.g. Moodle and Blackboard) and medicine specific (e.g. Entrada), provide an integrated array of tools for learners, teachers, and programme managers. It is the latter group who may benefit the most from using these systems as these systems usually provide tools for monitoring, tracking, recording, and reporting on what learners and teachers have done in the system. Activity logging is therefore a key function of these tools. Some activity logs are generated automatically (such as logins, downloading files, or contributing to discussion boards) while others are more explicitly about tracking and reporting on activity (such as clinical encounter tracking).

Log data has no intrinsic value in and of itself, it needs to be analysed and conclusions and inferences drawn from this analysis for it to become useful. To this end, learning analytics is a growing area of interest in higher education and in medical education. For instance, the adoption of competency-based medical education (CBME) is in part based on longitudinal continuous assessment and the comparison of individual learner progress with expected developmental milestones, both of which can benefit from, and may indeed require, online tracking and reporting. Similarly, continuing medical education and maintenance of competence programmes also require integrated systems given the quantities of data and number of individuals involved.

However, learning analytics does have a number of challenges and limitations, not least of which are what data can be collected and what these data represent. Electronic systems can only record electronic events undertaken within them, primarily mouse clicks (or trackpad taps), and keypresses. These are usually associated with a particular person (user), particular context (on this page or in this system), and a particular date and time. These systems do not record why the event took place, whether the identity of the person in the system is the same as the individual actually causing the events, or what impact those events had on that individual (such as what they learned as a result of this event). Measures such as the time between a user loading a page and moving to the next page may reflect whether or not they read or reflected on the material, but they could also depend on whether the user was doing something else at the same time, or many other factors not associated with the quality of learning [14]. The utility of learning analytics is limited by the events that can be recorded and the semantic precision of what those events mean. It should also be noted that medical education systems may be used to track teacher behaviours as well as those of their learners. This panoptic ability to observe and scrutinise all users and to infer value judgments about them (often without the individuals concerned being aware of this scrutiny) requires careful consideration of the ethical and hidden curriculum implications of doing so [15].

The principle of economies of scale also reflects how technologies are used in managing educational programmes, exemplified by the use of curriculum mapping tools and systems. Although there is no standard approach to curriculum mapping, a comprehensive and interrogable database of all the sessions, objectives, tests, outcomes, and other curriculum components can be an invaluable asset in managing, revising, and reporting on medical education curricula. Further benefits can accrue when curriculum maps can be aggregated and compared in the interests of evaluation and research [16]. However, the time and effort typically required to set up and maintain curriculum mapping databases tends to limit medical schools’ commitment to using tools of this kind. Indeed, economics and return on investment is a critical limiting factor in the use of technologies for managing medical education systems.

Technologies as Educational Prostheses

Having primarily considered technology as a medium for medical education activities, I would also like to consider technologies as ‘educational prostheses’. This raises one of the key paradoxes around the use of technology-enhanced medical education, which is that approaches to teaching and learning that work best typically involve little mediating technology. Indeed, one-to-one in-person interactions between teachers and learners, both in the classroom and at the bedside are some of the most effective and valuable either party can experience. To re-mediate these interactions through technology is often to diminish their intimacy and immediacy. Using TEL is rarely the optimal individual instructional approach to take. But circumstances are rarely optimal, and technologies can work as prostheses to compensate for suboptimal conditions.

Although technologies do not learn for learners, they can augment learning by helping them to find, record, organise, structure, and recall knowledge, by reminding them of things and helping to organise their time, by connecting them with others, and by helping them to rehearse, test, analyse, and report on their learning. Technologies can therefore function as learning prostheses; they can extend, structure, and support the ways in which learners learn and interact with the world around them.

Technologies can also act as teaching prostheses by helping teachers to record, organise, structure, remember,
remind, connect, find, rehearse, test, analyse, and report on their teaching. Some of the ways in which digital technolo-
gies can augment the way we act and interact are set out in Box 10.7.

Prosthetic technologies allow us to work around many of the practical limitations we face in day-to-day medical education practice. Changing the ‘rules’ in this way may confer certain advantages, but technology mediation tends also to shift perceptions and values around the mediated activities. As Gordon Graham observed: ‘technological innovation cannot and should not be regarded merely as an improved means to a pre-selected end, because, while some technology merely modifies, other technology transforms’ [17, p. 168]. Augmentation through technological mediation often involves a series of trade-offs and a shifting of values. For instance, the use of online discussion boards means that intra-learner and teacher–learner interactions are now permanently recorded, which in turn means that they can be used as data for evaluation and assessment purposes, something that had no place in medical education until it became possible. Similarly, when teacher and learner interactions can be mediated in many different ways we begin to think about economies of presence (the value of, say, face-to-face as opposed to online interactions) and economies of attention (the ability to attract and retain learner or teacher attention) in ways that previously had no place in the training of health professionals.

### Evaluating and Researching TEL in Medical Education

**BOX 10.7 Prosthetic properties of digital technologies**

Digital technologies can be used to augment teaching and learning through:

- Saving time and effort by helping their users to remember, repeat, find, record, and organise their work, and by accelerating the speed at which they can act and respond to others or emerging events.
- Going beyond physical limitations by helping their users to interact with things that are big (such as visualising datasets), far (such as defeating geography by allowing individuals in different places to work together), or time shifted (such as defeating temporality by allowing individuals to work together asynchronously).
- Organising and connecting with others by helping users to create, broadcast, share, and comment on materials and thoughts, and to discuss, debate, challenge, or lobby for or against particular ideas and positions.
- Changing, blurring, or flattening social conventions by helping their users to act and interact in ways where social structures that shape face to face interactions would have inhibited their ability to do so.
- Heightening the visibility and accountability of individuals and their actions by helping their users to scrutinise, record, and track what they or others do and say.

As with any aspect of medical education practice, efficient and effective practice needs to be based on robust research and evaluation evidence. Although there has been no shortage of studies into technology use in medical education, the quality of the evidence and its currency and relevance to guiding practice is somewhat limited (Box 10.8).

Technology-mediated aspects of medical education (at least initially) tend to be new and unfamiliar and as such they often face a higher burden of proof, scepticism, and over confidence than more traditional approaches. Not only do we need to appraise whether a technology can do what it is supposed to do in a reliable and consistent way, we also need to consider whether it will work in the contexts within which it is going to be used, and whether it will do so consistently for all of those who are going to use it. Both evaluation and research into TEL may draw on needs analyses and environmental scans (what need or opportunity is the technology to address), documentation (of development and application), usability (does it function as expected, can its users use it easily and consistently?), observation of implementation (what happens when people do use it?), participant experience and satisfaction (what is it like for users), learning outcomes (what impacts does using technology have?), and cost, reusability, and sustainability (is using technology a good return on investment?) [21].

**BOX 10.8 WHERE’S THE EVIDENCE: Technology-enhanced learning**

There have been a number of systematic reviews into whether TEL does or does not work. For instance, one of the largest reviews (focused on primary and secondary education) concluded that technology can confer significant educational advantage when used in a blended form [4]. However, given the diversity of technologies used in medical education and the many different ways in which they are used, simply asking ‘does TEL work?’ is impossible to answer meaningfully let alone conclusively. We should instead consider in what situations specific kinds of TEL can work and what features of TEL afford different levels and qualities of learning. This argument, advanced by Cook and colleagues [18, 19], responds to the large number of studies that have compared a technology-mediated intervention to no intervention or a technology-mediated intervention to a non-technological intervention, neither of which substantially add to the field. Other germane factors such as cost, sustainability, and risk are seldom considered at all [20]. Contextual factors also need to be considered as there are so many circumstantial variables associated with the efficacy and effectiveness of TEL [14]. All of this may be moot, however, as technological mediation is already becoming the norm in medical education, partly for logistical and convenience reasons rather than for instructional superiority, and partly in response to the broader switch to digital technologies in society as a whole. More research may be needed to evaluate and guide practice and innovation, but the ‘should we use technology at all?’ train left the station some time ago.
We also need clarity as to whether studies are focusing on evaluating the technologies themselves (such as ‘what properties and capabilities does this tool have?’), on activities that use technology (such as ‘how well does online PBL work?’), or on the use of technology within particular activities (such as ‘what impact does the use of mobile devices have on learner–patient interactions?’). To summarise, rather than proposing an agenda regarding what we should research and evaluate in and around TEL, I argue that it is more important to establish and maintain rigour in the ways we research and evaluate TEL.

**A Moving Target**

Nothing lasts for ever and digital technologies tend to be more transient than most other aspects of medical education. Although the ‘e-learning revolution’ would seem to be over [22] technologies continue to change. Some new technologies become part of mainstream medical education (such as PowerPoint), others wither on the vine. Predicting which ones will succeed or fail is notoriously hard to predict. For instance, virtual reality (VR) in medical education [23] but, although there are some uses (such as VR laparoscopic surgery simulators), at least so far, the use of VR technologies remains peripheral to mainstream medical education.

Digital professionalism is not the only emerging area of concern in medical education, there are other legal, reputational, and security issues to consider when using TEL. One of the most common challenges for medical teachers is what and how materials from the Web can be used or reused in teaching and learning. Digital technologies can make it very easy to ‘copy and paste’ or download materials and to share them with others. However easy it is to do this, the legality of doing so is rarely so simple. Not only do different countries tend to have different and shifting laws regarding the reuse of third-party materials for educational purposes, there are differing standards regarding liability for misuse of someone else’s intellectual property. This was one of the main drivers behind the development of licensing models such as Creative Commons. See Box 10.9.

The safety and viability of medical educators and learners using TEL is fundamentally challenged by the growing problem of identity theft, cybercrime, and hacking. Assuring and maintaining the security of electronic systems is a constant battle, even if it is one that educators rarely consider. While one way of addressing this is to harden electronic systems against attack, human rather than technical weaknesses (such as compromised passwords) are often the bigger threat problem, and training and policing user mistakes and misdemeanours can be expensive. An alternative and somewhat radical approach that has been gaining a degree of traction is the concept of a ‘post privacy society’ where all information is made publicly available [24] with a focus on security rather than privacy. While, at the time of writing, there is no imminent prospect of such a major cultural shift, it is undeniable that the widespread uptake of digital technologies around the world has impacted both medicine and education at a fundamental level and that, as a result, medical education is changing – whether it wishes to or not.

Whatever use they make of TEL, medical educators need to plan for change and instability including system failures, upgrades, replacements, or changing requirements. They need to be mindful of their dependence on the infrastructure they use (such as networks and security), and they need to monitor the viability of their technology use and its resilience in the face of attack.

**Conclusions**

Technologies go out of date so quickly; indeed, it is quite possible that some of the technologies mentioned in this chapter will have already become obsolete by the time this book is published. My focus has therefore been on principles...
and concepts that should transcend the specific and something ephemeral technologies that are being used in medical education at any given time. Nevertheless, I have tried to provide concrete examples to illustrate my arguments. While these examples will inevitably become dated, I hope that the principles they illustrate will stand. I suggest therefore that readers reinterpret the specifics of their own time and circumstances in light of these principles rather than (except perhaps in the sense of historical curiosity) focusing on the specifics.

The use of TEL in medical education can be an enabler or a catalyst for positive change, and it can also be a disruptor, a distractor, and a liability. The value of technology use is rarely based on purely educational issues and tends instead to be a matter of convenience, mediation, and augmentation. To that extent, arguments for and against the use of TEL are as much, if not more, about educational economics rather than instruction. The challenge is to find more efficient and convenient ways to teach and learn, and these may or may not involve the use of technologies. TEL is also constrained by what is available. Teachers and learners tend to make do with and adapt to the affordances of the technologies they have at hand. Moreover, technologies tend to be used in an additive way rather than displacing existing practices. Displacement only happens when the convenience and utility of one technique so outweighs the other that it effectively withers away.

Given that the quality of learning and teaching depends on so many things (considerations such as who is involved, what they are learning, where they are learning, and how much time and effort can they put into their learning and so on), then, rather than asking whether a particular learning technology is better or worse than an alternative (technological or otherwise), we should ask whether it is useful and effective in supporting particular needs of particular learners and teachers in a particular place and time. I therefore return to a recurring theme in this chapter; that technological mediation of medical education is rapidly becoming the norm and as such educators should consider the intersectionalities of technical and educational issues rather than one or the other in isolation. The ideas and principles I have set out in this chapter should therefore be understood as intersecting with and informing the ideas and principles set out in every other chapter in this book. In the same way that technologies mediate and augment teaching and learning in medicine, TEL concepts should be seen as mediating and augmenting medical education in all its many forms and practices.

References

Further Reading and Resources


Introduction

Simulation is a technique which can be used to facilitate any learning, whether in the cognitive, psychomotor, or affective domains. Simulation is defined as ‘A technique that creates a situation or environment to allow persons to experience a representation of a real event for the purpose of practice, learning, evaluation, testing, or to gain understanding of systems or human actions’ [1]. Simulation-based learning (SBL) is defined as ‘an array of structured activities that represent actual or potential situations in education and practice’ [1]. The technique can involve a wide range of activities and approaches and is applicable to learners, from novice to expert. Simulation is not confined to interactions with people or models, physical or virtual; it could just as easily be a paper-based or table-top activity. Simulation can be used effectively in the classroom, in a designated simulation centre, or in the clinical workplace, also known as ‘in situ simulations’. Simulations and SBL continue to gain widespread acceptance and popularity among diverse health care professions, including medicine, dentistry, basic sciences, nursing, and other allied health specialists (e.g. pre-hospital care, respiratory technology) [2]. Some of the most common reasons simulations have gained popularity include, (i) supporting efforts to improve health care provider performance in crisis events [3]; (ii) its use in lieu of practising on actual patients to support patient safety efforts [4–6]; and (iii) being viewed as a solution to many of the challenges associated with contemporary medical education [7, 8]. Research into the use of simulation in the health professions has grown extensively in the past decade with findings from meta-analyses suggesting that simulations support gains in medical knowledge, decision-making, critical thinking, psychomotor skill acquisition, communication skills, self-confidence, and self-efficacy, to name a few [2, 9–12].

In the sections that follow, this chapter provides a practical overview of SBL in medical education, including:

- historical and contemporary perspectives of how medical education stakeholders employ simulation
- theoretical perspectives that guide and inform SBL practice
• practical strategies for designing and implementing simulation
• limitations and challenges of SBL
• emerging issues in SBL practice and research.

Historical Perspectives and Contemporary Applications of Simulation-based Learning

Simulations and SBL have been around for centuries in many areas of human endeavour [4]. Simulators in health professions learning date back as far as eighteenth century France, when Madame Du Coudray developed a SBL curriculum using a fetal model to train midwives in safe birthing practices [13]. The modern movement in SBL coincided with developments in the technology of patient simulators and the growing interest in improving patient safety. For example, the part-task trainer, Resusci Anne, led the way in standardising resuscitation training [14] and Sim-One, a patient simulator, developed by Abrahamson at the University of Southern California School of Medicine, helped novice anaesthetists develop skills in inserting endotracheal tubes [15]. The 1980s saw the development of the Gainesville Anaesthetic Simulator [16] and the Comprehensive Anaesthesia Simulation Environment (CASE) [17]. Further, Barrows introduced simulated patients (SPs), which provided learners with a controlled, staged experience of simulated practice [18]. Gaba et al.’s use of simulation to study operating room team members’ responses to crisis events contributed to the use of simulations as a strategy for teaching clinicians how to respond to crisis and high-risk, low-frequency events [3]. Use of simulations for patient safety initiatives was bolstered when the Institute of Medicine published its landmark report ‘To Err is Human’ in 1999, exposing medical error (both acts of commission and omission) as a leading cause of patient injury and death [19]. Ziv et al. [6] and Aron and Headrick [20] further argued that allowing untrained or minimally trained clinicians to practise on actual patients created an unacceptable risk when a patient simulator was available. These events, together with technological advances in patient simulators, helped SBL gain added popularity and acceptance in diverse domains, including emergency medicine [21], obstetrics [22], and neonatal, paediatric, and adult critical care [23–25], to name a few.

Contemporary Applications of Medical Simulation

Some of the most common applications of SBL include (i) supporting patient safety and quality programmes, (ii) skills training and competency assessment, (iii) ameliorating clinical teaching constraints, and (iv) supporting the development of IPC (see Box 11.1).

BOX 11.1 Common applications of simulation in medical education [4]

Patient safety:
• training of teams in crisis resource management
• patient-specific rehearsal of planned, novel, or infrequent interventions (e.g. pre-surgical rehearsal)
• design and testing of new clinical equipment
• design and testing of new patient wards or workflows
Skills training and competency assessment:
• routine learning and rehearsal of clinical and communication skills at all levels
• routine basic training of individuals and teams
• practice of serious and/or rare events (e.g. cardiac arrest management)
• induction into new clinical environments and use of equipment
• performance assessment of health professionals at all levels
Ameliorating clinical teaching constraints:
• replacement of up to 25% of clinical rotations when clinical sites are limited
• ensure predictable and reliable clinical experiences for learners
Simulation-based interprofessional collaborative practice:
• explore professional identity and learn about the professional roles of other health care professionals

Simulation and Patient Safety and Health Care Quality

Simulations and SBL are commonly viewed as beneficial because they allow clinicians to learn and practise diverse skills without placing patients in harm’s way [3, 6]. SBL is frequently used to train health care professionals in the development of non-technical skills (e.g. communication, situational awareness) that are vital to the successful management of crisis situations [3]. SBL is also used to support patient-specific rehearsal of planned, novel, or infrequent clinical events, such as carotid artery stenting, neurological procedures, and neonatal surgery [26–28]. Simulation is increasingly employed to evaluate latent environmental threats in the clinical setting [29, 30] and, more recently, to assess new patient wards and develop health care professional workflows [31].

Skills Training and Competency Assessment

SBL plays an important role in supporting skills training and competency assessment during undergraduate and postgraduate training and continuing professional development. SBL is regularly integrated into the undergraduate curriculum of diverse health professions education programmes where students learn diverse clinical skills, such as patient assessment, procedural skills, and teamwork [2, 32]. In addition, studies suggest that simulations used to train undergraduate or postgraduate students in advance of clinical practice may help improve self-confidence, self-efficacy, and skills performance, and may help ease the
transition to the clinical setting, while also improving patient safety [33, 34]. For example, simulation-based boot camps are a common strategy used by hospitals to help postgraduate health professionals prepare for future clinical work. Boot camps offer learners opportunities to acquire critical clinical skills (e.g. resuscitation, vascular access) over short periods of time (e.g. days, weeks) before entering the clinical setting [35, 36]. In many cases, learners are required to meet pre-established minimum passing scores prior to being allowed to enter the clinical setting [23].

In addition to helping undergraduate and postgraduate students gain skills and knowledge, experienced practitioners also benefit from SBL. For example, Draycott et al. [22] conducted a simulation intervention with midwives and obstetrical staff to improve their management of neonatal injury associated with shoulder dystocia (SD). Outcome measures for this study included a retrospective review of birth records before and after the simulation training for the use of manoeuvres and neonatal outcomes. Following the introduction of SBL, clinical management of SD improved [22].

**Ameliorating Clinical Teaching Constraints**

SBL is an instructional strategy used to address clinical teaching constraints. For example, SBL provides students and educators with reliable, scalable, learning opportunities, during which feedback and interaction with faculty are incorporated [5]. In some cases SBL is used as a surrogate learning environment to augment or replace clinical experiences when access to clinical rotations is limited, or when competition among health care professional education programmes dilutes clinical experiences. For example, a recent multi-institutional randomised controlled trial, including 10 schools of nursing in the United States, was conducted to determine if SBL could replace 25–50% of clinical rotations, while not having a detrimental effect on commonly used outcome measures (e.g. knowledge assessments, clinical competency ratings, board pass rates) [32]. Hayden et al. [32] reported that students with 25–50% of simulated clinical experiences had similar scores on knowledge assessments, clinical competency ratings, and board exam pass rates when compared to students who did not partake in simulated clinical experiences. In physiotherapy education, a similar outcome has been reported with students from six Australian universities undertaking clinical education in ambulatory care settings with patients with musculoskeletal disorders. A SBL programme was developed to ‘replicate’ one week of a four-week clinical placement in musculoskeletal practice. Students’ achievement of clinical competencies on the Australian Physiotherapy Practice tool was no worse in the SBL groups than in the traditional clinical placement groups [37].

**Simulation-based Interprofessional Collaborative Practice**

SBL is increasingly used to support the development of IPC practice. Simulation-based IPC practice is viewed as beneficial as it augments traditional interprofessional learning activities, such as table-top discussions or case studies, by enabling learners to engage more deeply in their professional role. In turn, this deeper engagement helps participants explore implications associated with social dynamics, professional hierarchy, and diversity more fully [38]. In addition, SBL for IPC practice helps learners gain a more robust understanding of their professional identity, while learning more about the roles of other professions [39]. A more in-depth discussion of interprofessional education is covered in Chapter 14.

**Integrating Theory into Simulation-based Learning**

In SBL, theories can inform the initial educational design such as making decisions about what simulation modality to choose and why; they can assist with resolving dilemmas such as how to manage underperforming learners; or, they can challenge accepted practices such as a particular approach to debriefing [40]. Some of the most common theories employed in SBL include experiential learning theory, adult learning principles, and cognitive apprenticeship. In this section, although theories that inform educational practice and SBL are shared throughout this book (see Chapter 4), we focus on broad theoretical traditions – behaviourism, cognitivism, and constructivism – and how they have influenced SBL. Please see the references and further readings for more detailed discussions.

In its simplest form, *behaviourism* enables learning in response to a stimulus. The appeal of this theory to SBL is the provision of a designed experience in simulation with a predetermined response in which the feedback learners receive helps shape the desired responses. For example, behaviourism’s influence on SBL is apparent with the establishment of *behavioural* learning objectives and measurable outcomes. Through participation in simulation, learners are provided the opportunity to meet learning objectives and receive feedback on their performance that rewards desirable behaviours. These activities can be psychomotor skills, such as physical examination, cognitive tasks, such as pattern recognition, or communication skills, such as checking that a patient understands the information shared. Furthermore, these activities are well suited to SBL because of the ease with which simulators can provide the behavioural experience and feedback (simulator, peer, or faculty generated) to shape responses to achieve automaticity.

Linked to this tradition, Ericsson describes the concept of deliberate practice, a theory that offers insight to the development of expertise [41]. Through the observation of elite performers in many disciplines, he identified several key elements of practice that led to their elite status, including high degrees of learner motivation, engagement in frequent practice, and receipt of feedback from a coach or mentor. Among SBL, Issenberg et al.’s [7] review indicated that 43 (39%) of 109 included studies specified that the second commonly accepted benefit of SBL is that it affords learners with opportunities to engage in repeated practice. They describe repeated practice as ‘focused, repetitive practice where the intent is skills improvement’ [7]. In 2011, McGaghie and colleagues conducted a follow up critical
review of SBL in which they extended the discussion about repeated practice. They suggested that repeated practice in SBL supports learning as these features are commonly associated with deliberate practice, including engagement in well-defined tasks tailored to the needs of the learner, access to regular practice, and the provision of feedback derived from both the simulator and faculty [11].

Of course, deliberate practice is not purely behaviourist but draws on the key elements of repeated practice, goal setting, and feedback in shaping performance. Although potentially resource intensive, simulation offers an excellent opportunity to support learning by deliberate practice.

Constructivism gained prominence in response to behaviour being perceived as much more than a stimulus–response activity; that individuals have information processing capabilities that also influence behaviours. Constructivism explores the individual’s ways of thinking and knowing, memory capacities, and problem solving. Knowledge is seen as symbolic mental constructions or schema with learning considered as changes in the schema. Cognitive load theory is commonly cited in design considerations for SBL [42, 43]. For example, too much or too little cognitive load will inhibit learning. That is, too much information, not enough information, too difficult a task, too easy a task, and information presented in an ill-considered or unstructured way, can result in cognitive overload (or underload) for a learner and therefore negatively impact learning [43]. Effective management of cognitive load in SBL is often addressed as a component of instructional design [42, 44].

Any discussion of theories important for SBL must also include reference to mastery learning. Mastery learning is not a theory per se but an approach that draws on several theories – including deliberate practice, the notion of scaffolding, and instructional design. McGaghie and colleagues have demonstrated its application in diverse clinical skills [45, 46]. The approach is characterised by the focus on individual rather than time-based milestones, on baseline and progressive testing, on the clear description of sequenced skills development steps, and opportunities for repetitive practice with feedback. Box 11.2 lists seven essential steps in the use of simulation-based mastery learning [47].

Another useful idea for SBL associated with constructivism is the notion of ‘scaffolding’ [48]. Similar to Vygotsky’s ‘zone of proximal development’ [49], scaffolding refers to the supports faculty put in place to help learners achieve more than they would be able to do without supports. In SBL, support may include the amount of information shared with learners during the pre-simulation briefing, the opportunity to pause and discuss progress during a simulation, or the presence of a ‘confederate’ who can direct the unfolding of events in a simulation. Knowing when to offer support, how much support to offer, and when to remove support are important decisions for faculty.

In addition to drawing on the traditions of behaviourism and constructivism, SBL also draws on constructivism! Constructivism is an umbrella term for many theories that acknowledge the role of the learner in creating their own meaning from experiences rather than necessarily the teacher ‘teaching’. These theories reflect the oft-cited metaphors for learning through participation rather than acquisition [50].

For example, in SBL, faculty are often referred to as facilitators, reflecting their role as an enabler of learning.

Reflective practice is commonly described as an illustration of a constructivist approach to learning. Briefly, this theory proposes that during and after an unexpected or critical event, practitioners (learners) will reflect-in-action and reflect-on-action [51]. In doing so, learners draw on their prior experiences, on cues in the current situation, and consider how these experiences might influence future practice.

In the last decade, SBL scholars have discussed theories that seek to explain learning in complex environments. For example, Fenwick and Dahlgren thoughtfully precis complexity theory, acknowledging its many traditions and diverse perspectives [52]. They wrote: ‘most would agree that complexity theory examines how living phenomena (learning, for example) emerge in a web of relations that form among things, including both social and material things, such as bodies, instruments, desires, politics, settings, and protocols. Such things do not come together in a linear cause–effect trajectory, as so many aspects of our curricula seem to presume, nor are they ordered together through top-down authority. Instead, they become combined through myriads of non-linear interactions that continually present novel possibilities and exercise multiple causal influences on what emerges.’ These theories usually vest power in all objects (human and non-human) in the environment and that learning occurs because of these interactions. Although these theories then can underpin arguments for reproducing entire clinical environments for scenarios and running in situ simulations, they also draw attention to the importance of the design of scenarios that may fall short of the linear cause–effect trajectory described above. Health care simulation offers tremendous scope for exploring how learning occurs in complex environments and hence shape future approaches to designing effective SBL.

**Simulation-based Instructional Design**

As SBL has come of age, debates about whether simulation ‘works’ have turned towards discussions about how and

---

**BOX 11.2 Steps associated with mastery learning**

1. Baseline, or diagnostic, testing
2. Clear learning objectives, sequenced as units usually of increasing difficulty
3. Engagement in educational activities (e.g. deliberate skills practice, calculations, data interpretation, reading) focused on reaching the objectives
4. A set minimum passing standard (e.g. test score) for each educational unit
5. Formative testing to gauge unit completion at a pre-set minimum passing standard for mastery
6. Advancement to the next educational unit given measured achievement at or above the mastery standard
7. Continued practice or study on an educational unit until the mastery standard is reached [47]
When to best employ simulation. In addition to determining how and when simulation ought to be used, there is a growing dialogue about what instructional strategies should be used to support or enhance simulation participants’ learning [53]. Instructional design of effective SBL requires stakeholders to balance and consider several factors, including:

- determining and establishing learning goals and objectives
- choosing a simulation method (i.e. skills- or scenario-based)
- selecting a simulation modality (e.g. simulated/standardised patient, task model)
- considering how learners may be assessed
- deciding how and when learners will receive feedback and guidance.

**Determining Learning Goals and Objectives**

Establishing well-defined goals is central to the simulation instructional design process and should be done early on because it helps inform later decisions about which simulation method and modalities to use and helps inform decisions about assessment and feedback. When determining goals, consider the following:

- Why is a simulation worth doing?
- What issues do you want learners to understand?
- What practices or behaviours do you want to influence?
- Why do you want to do a simulation?
- Is the simulation being used for teaching or assessment purposes?

Setting goals early can help keep the design process focused and can be revisited when you are trying to balance decisions about what you hope to do with what is practical to do.

**Choosing a Simulation Method**

Designing a simulation activity or curriculum also requires considering which simulation method(s) will best support the goals and objectives outlined at the beginning. The two most common methods are skills-based or procedurally focused simulations and scenario-based simulations.

Skills-based simulations, which represent a partial system or anatomical landmark, are used to emphasise the teaching and practice of a designated skill (e.g. placement of an intravenous catheter, auscultation, ultrasound) [54]. They are viewed as beneficial because they allow educators to intentionally remove many of the complexities and distractions found in the clinical setting, thus allowing learners to focus their efforts on specific skills [22]. Skills-based simulations can support individual learners or small groups of learners and can be conducted in a dedicated simulation lab, classroom, or clinical setting and, in some cases, can be distributed to students for home-based practice (e.g. suturing and knot tying kits).

By comparison, scenario-based simulations, also described as high-fidelity simulations or high-fidelity scenarios, are often employed when the desired learning goals include learning how to work in a team, communication skills, or responding to a critical patient event [8]. Scenario-based simulations seek to incorporate the complexities associated with clinical practice, including engaging socially with the patient or support persons (e.g. simulator, simulated/standardised patient) and interacting with other health care professionals [8, 55]. In a scenario, a narrative is employed to guide learners’ engagement and learners are assigned to specific clinical roles, such as that of the nurse, physician, or other health care professionals [8, 56]. Learners are also expected to conform to the behavioural and practice-oriented conventions of those roles as they would in clinical practice [56–58].

Box 11.3 presents a comparison of skills-based and scenario-based simulations, looking at reasons for use, common examples, and rules of participation that should be considered when designing a course or curriculum that integrates SBL.

**Choosing a Simulator Modality**

Another important consideration is determining which simulator will best support the goals and objectives of the simulation. Simulation modality refers to the type of simulator being used to support your goals and learning objectives [1]. Some of the most common modality categories include, part-task trainers, computer-based, manikin-based, simulated/standardised participants, and hybrid strategies (see Box 11.4).

**Part-task Trainers**

Part-task trainers (PTTs) are used to support teaching and learning of procedural and technical skills (e.g. vascular access, ultrasound, surgical procedures). PTTs may also include highly

<table>
<thead>
<tr>
<th>BOX 11.3 Summary of skills-based and scenario-based simulations</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Motivations educators employ</strong></td>
</tr>
<tr>
<td>Skills-based simulations Emphasises a single focused procedural skill</td>
</tr>
<tr>
<td>Scenario-based simulations Emphasises clinical complexity</td>
</tr>
<tr>
<td><strong>Common application examples</strong></td>
</tr>
<tr>
<td>Skills-based simulations Procedural skills (e.g. auscultation, central line insertion)</td>
</tr>
<tr>
<td>Scenario-based simulations Communication, crisis or critical patient management, interprofessional teamwork, diagnostic/clinical reasoning</td>
</tr>
<tr>
<td><strong>Rules of participation</strong></td>
</tr>
<tr>
<td>Skills-based simulations Skill improvement or skill mastery</td>
</tr>
<tr>
<td>Scenario-based simulations Treat the scenario ‘as if’ the experience is an actual clinical experience</td>
</tr>
</tbody>
</table>
person trained to simulate a patient’s illness in a standard­ably [60]. Barrows defined a simulated patient as ‘a well
simulated participant’ (SPs) are often used interchange­
ably. The terms ‘standardised patient’ and ‘simulated patient’
are used interchangeably. SPs are generally used to simulate
instructor intervention, either directly via the computer
monitor) or when learners pause during simulation prac­
tice to discuss their actions [70].

Selecting a debriefing tool can help focus and structure
facilitator, faculty, or learner efforts while helping ensure
that important steps are not missed, and ideally helps fos­
ter a safe and supportive setting. Examples of debriefing
tools include the diamond debrief [17], plus/delta [64],
debriefing with good judgement [68], debriefing for mean­
gingful learning [71], and the structured and supported
method [72], as well as others provided in the London
Handbook of debriefing [73].

Similarly, debrief facilitator rating tools such as the
Objective Structured Assessment of Debriefing [73–75] and the
Debriefing Assessment for Simulation in Health care [76] have

Computer-based Simulations

Computer-based simulations (CBS), also referred to as
screen-based simulations, provide learners with interfaces
that allow them to interact with materials relating to
basic sciences, complex physiological models, or support
the development of decision-making. Many CBS allow
the learner to progress at their own pace and many offer
the option to require learners to reach a predetermined level
of skill before progressing to the next situation or level. They
can also generate user data, which can be used to guide
detailed feedback on performance and can be maintained
as an ongoing record. CBS also include virtual, augmented,
and haptic enabled simulations.

Manikin-based Simulators

Manikin-based simulators involve the use of a manikin to
represent the patient that can represent many of the life-like
aspects of people (e.g. heart and lung sounds, palpable
pulses, bleeding) [1]. The observed clinical vital signs and
the electrical readouts can be controlled and altered in
response to interventions and therapies initiated by the
learners as they interact with the manikin. Integrated simu­
lators may be model- or instructor-driven. Model-driven
simulators are physiological and pharmacological models
that directly control the manikin’s responses to interven­
tion and treatments. Instructor-driven simulators respond
to instructor intervention, either directly via the computer
keyboard or via a pre-written computer algorithm.

Simulated Participants

The terms ‘standardised patient’ and ‘simulated patient’
and ‘simulated participant’ (SPs) are often used interchange­
able. Barrows defined a simulated patient as ‘a well
person trained to simulate a patient’s illness in a standard­
ised way’ [18, 60]. SPs contribute to both learning and
assessment [61]. They may support learning in several
domains, including communication and consultation skills,
physical examination, non-invasive procedural skills, and
the assessment of professionalism. SPs are also known as
clinical teaching associates and there are other variants on
the name. Some SPs provide learners with opportunities to
undertake male and female genital and digital rectal exami­
nation and female breast examination. SPs may also be
trained to portray family or patient support persons and
clinicians, such as nurses or physicians [55, 62]. SPs are also
usually trained to give learners feedback on diverse aspects
of their performance [57].

Hybrid Simulations

Hybrid simulations typically include the union or join­
ing of two or more simulation modalities [1, 63]. The
most common types of hybrid simulations are those that
combine a PTT (e.g. urinary catheter model, central line
model) with an SP. Hybrid approaches are often used
when the goals of the scenario emphasise communica­
tion and patient assessment, yet may also require the
learner to perform procedural skills that are more safely
done on a model.

Integrating Feedback and Assessment into SBL

A central instructional design feature of SBL is that it affords
learners with access to diverse opportunities to engage in
reflection or receive feedback and support [7, 64–68].
Deciding who, when, and which debriefing tool will be
used are all important considerations. For example, learn­
ers may receive feedback from multiple sources, including
trained debriefing facilitators, faculty or other subject
matter experts, peers, SPs, as well as from simulators them­
selves [64, 68, 69].

In addition, although simulations are most commonly
known for their use of a post-simulation reflection activity,
called a debriefing, learners may also receive feedback
during simulation practice [70]. During post-simulation
debriefing, learners, often guided by a trained facilitator,
are encouraged to reflect on their simulation experience.
Rudolph and colleagues indicate that this effort helps learn­
ers make sense of their actions and activities [68]. During
simulation, learners often receive feedback from the simu­
lators themselves when they respond to learners’ actions or
omissions (e.g. physiologic changes reflected on the patient
monitor) or when learners pause during simulation prac­
tice to discuss their actions [70].

Deciding who, when, and which debriefing tool will be
used are all important considerations. For example, learn­
ers may receive feedback from multiple sources, including
trained debriefing facilitators, faculty or other subject
matter experts, peers, SPs, as well as from simulators them­
selves [64, 68, 69].

In addition, although simulations are most commonly
known for their use of a post-simulation reflection activity,
called a debriefing, learners may also receive feedback
during simulation practice [70]. During post-simulation
debriefing, learners, often guided by a trained facilitator,
are encouraged to reflect on their simulation experience.
Rudolph and colleagues indicate that this effort helps learn­
ers make sense of their actions and activities [68]. During
simulation, learners often receive feedback from the simu­
lators themselves when they respond to learners’ actions or
omissions (e.g. physiologic changes reflected on the patient
monitor) or when learners pause during simulation prac­
tice to discuss their actions [70].

Selecting a debriefing tool can help focus and structure
facilitator, faculty, or learner efforts while helping ensure
that important steps are not missed, and ideally helps fos­
ter a safe and supportive setting. Examples of debriefing
tools include the diamond debrief [17], plus/delta [64],
debriefing with good judgement [68], debriefing for mean­
gingful learning [71], and the structured and supported
method [72], as well as others provided in the London
Handbook of debriefing [73].

Similarly, debrief facilitator rating tools such as the
Objective Structured Assessment of Debriefing [73–75] and the
Debriefing Assessment for Simulation in Health care [76] have

<table>
<thead>
<tr>
<th>BOX 11.4 Categories of simulator modalities</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Simulator type</strong></td>
</tr>
<tr>
<td>Part-task trainers</td>
</tr>
<tr>
<td>Computer-based simulations</td>
</tr>
<tr>
<td>Manikin-based simulators</td>
</tr>
<tr>
<td>Simulated patients</td>
</tr>
<tr>
<td>Hybrid</td>
</tr>
</tbody>
</table>

sophisticated computerised human patient simulators such as Harvey®, a cardiology simulator that can be used to learn non­auscultatory and auscultatory physical findings [59].

A central instructional design feature of SBL is that it affords
learners with access to diverse opportunities to engage in
reflection or receive feedback and support [7, 64–68].
Deciding who, when, and which debriefing tool will be
used are all important considerations. For example, learn­
ers may receive feedback from multiple sources, including
trained debriefing facilitators, faculty or other subject
matter experts, peers, SPs, as well as from simulators them­
selves [64, 68, 69].

In addition, although simulations are most commonly
known for their use of a post-simulation reflection activity,
called a debriefing, learners may also receive feedback
during simulation practice [70]. During post-simulation
debriefing, learners, often guided by a trained facilitator,
are encouraged to reflect on their simulation experience.
Rudolph and colleagues indicate that this effort helps learn­
ers make sense of their actions and activities [68]. During
simulation, learners often receive feedback from the simu­
lators themselves when they respond to learners’ actions or
omissions (e.g. physiologic changes reflected on the patient
monitor) or when learners pause during simulation prac­
tice to discuss their actions [70].

Selecting a debriefing tool can help focus and structure
facilitator, faculty, or learner efforts while helping ensure
that important steps are not missed, and ideally helps fos­
ter a safe and supportive setting. Examples of debriefing
tools include the diamond debrief [17], plus/delta [64],
debriefing with good judgement [68], debriefing for mean­
gingful learning [71], and the structured and supported
method [72], as well as others provided in the London
Handbook of debriefing [73].

Similarly, debrief facilitator rating tools such as the
Objective Structured Assessment of Debriefing [73–75] and the
Debriefing Assessment for Simulation in Health care [76] have
been developed to provide evidence-based guidelines for conducting debriefings in simulated and real clinical settings. Guidelines for video-assisted debriefing have been published [77–80] but optimal use remains unclear.

Designing a Simulation Activity

In addition to the above instructional design processes, designing the implementation processes for a simulation activity also benefits from a structured approach. Figure 11.1 illustrates six common phases of a SBL event: preparation, briefing, the simulation activity, debriefing and feedback, reflecting, and evaluation.

The preparing phase refers to all the activities that take place before the simulation event starts such as: identifying learners’ needs; setting learning objectives; designing the simulation; sourcing simulators, medical equipment, and props; booking rooms; scheduling the learners; recruiting and identifying faculty, confederates, and SPs; and catering. It is important to keep in mind that the range of tasks will need to be adapted to the local simulation facility and its practices.

Although briefing is given relatively little attention in the literature when compared with debriefing, this phase is a critical component that helps set the stage for meaningful SBL experiences [66]. Briefing may include faculty, learners, and local simulation centre team members such as SPs and technologists. The briefing for faculty may include a re-statement of the learning objectives; the learners’ characteristics; logistics such as time frames and cues to start, pause, and end the simulation; simulator programming; technical support; communication with the control room; audiovisual capacity; debriefing and feedback processes; reflective exercises; and evaluation forms. If the simulation involves SPs, they may be briefed separately to learners.

Briefing the learners will include many of the items above and may also include inviting learners to set their own goals relative to those prescribed and their experiences [81]. Additionally, orientation of learners to the simulation and simulators is important. This will include explicit discussion on what is similar and what is different to real clinical practice. This is linked to what is called a fiction contract, where learners are invited to perform as if they were in the actual clinical setting. Some learners find simulation stressful and it may be important to normalise the experience during the briefing.

Importantly, creating a safe learning environment requires a truly learner-centred attitude from faculty. Learner safety can be achieved through clear explanation of the simulation phases and the learners’ responsibilities, clarity over who is observing, what will happen with audiovisual recordings, confidentiality among those involved, seeking ‘buy in’ with respect to doing their best, and the orientation or familiarisation of the simulators and setting [66].

The simulation activity represents the period when learners are engaging in the simulation. During this period, faculty and simulation operations specialists should ensure that they indicate a clear start to the simulation and observe for physical and psychological safety of those within the simulation. In addition, it is also important to ensure that required cues are implemented as planned and that anything discussed during the briefing stage is enacted as stated, such as a ‘pause and discuss’ option for reflection. Faculty and simulation operators should also ensure that observers are encouraged to make notes to enable specific feedback during debriefing to increase value [82].

Immediately after the simulation is over it is important to help learners transition from the simulation to the debriefing and feedback phase. During this phase, faculty or debriefing facilitators should observe the learners because they often vent their frustrations, which can be helpful to the facilitator in opening the debriefing. Another common strategy that can be helpful is encouraging learners to spend a few minutes thinking about what happened or what worked well and what could have been improved. If observation tools were used, the transition time provides an opportunity for completion. It is also helpful to take a few moments to ensure that the physical space of the debriefing room is appropriately organised, paying attention to seating arrangements, and whiteboard and/or TV screen if video-assisted debriefing is used. As a facilitator, or if SPs are also attending the debriefing, having the learning objectives at hand (perhaps on a shared visual field such as a white board) helps to stay focused. Stick to the processes outlined in the briefing, although flexibility is also important to ensure learner-centredness. Use opportunities, especially for communication-based scenarios, to rehearse micro elements (segments) of the scenario.

The debriefing and feedback phase complements the briefing, almost as bookends to the simulation activity [81]. Facilitators explore learners’ feelings, address goals and learning objectives, seek other perspectives, summarise, affirm positive behaviours, explore unplanned issues, and seek to establish new goals [83]. Although one goal of the debriefing is to promote reflection, the phase also

---

**Figure 11.1** Phases in simulation implementation design. Source: Adapted from the NHET-Sim Program (http://www.monash.edu/medicine/nhet-sim).
highlights the importance of individual reflection and returning the locus of control for learning to the learner when they have left the simulation event.

For the reflecting phase, learners (usually individually) are encouraged to make sense of the simulation in the light of their own past and anticipated future experiences. During briefing, learners can be informed of reflecting activities and this can be reinforced after the debriefing. Of course, there is an overlap between these phases and reflecting can occur before the debriefing. There are several approaches to reflecting that have been adopted in SBL [84–86]. Learners can also be directed to evidence their reflective practice following simulations by uploading and tagging digital learning resources (audio, photographs, video, and podcasts, etc.) [81].

In these simulation phases, evaluating refers to the successes and limitations of the simulation event in meeting its goals, rather than assessment of the individual. This phase benefits from involvement of all stakeholders. Chapter 7 addresses quality in medical education. Of course, evaluation is a crucial element to drive improvements in education, health care practice, and ultimately patient care [8, 87]. While it is essential to consider the degree to which the simulation activity has supported learning, meaningful evaluations often require sophisticated methods. Complex learning interventions require equally complex evaluations, using qualitative and quantitative methods to draw on multiple sources and triangulating data alongside exploring multiple levels of impact [28].

**Simulation Fidelity**

The Society for Simulation in Health care (SSH) dictionary defines fidelity as:

*The* degree to which the simulation replicates the real event and/or workplace; this includes physical, psychological, and environmental elements ... the ability of the simulation to reproduce the reactions, interactions, and responses of the real-world counterpart ... It is not constrained to a certain type of simulation modality, and higher levels of fidelity are not required for a simulation to be successful [1].

Examples include the level of realism associated with programming physiological responses in manikins that mimic those of a real patient or the haptic sensation associated with using a laparoscopic simulator. These experiences require sophisticated technology and offer elements of the experience that are high in ‘fidelity’. However, other elements of the simulator may remain low in fidelity, that is, unrealistic facial, hair, and body features of manikins or simulators. The above description thoughtfully extends fidelity to include a well-trained SP who can be utterly engaging for the learner. This description raises important ideas that are well discussed and often contested in the literature. In some ways, it is the reaction and experience of the learner that becomes more important than the predetermined level of fidelity that the simulator can offer. That is, fidelity relies to some extent on the learner interpreting the simulator/simulation as ‘real’.

Following this line of argument, Hamstra et al. [88] posit that there are more important considerations in health care simulation than fidelity and even discourage use of the term [88]. They propose that functional task alignment and learner engagement have more relevance than level of fidelity. Similarly, Nestel et al. [89] suggest meaningfulness for the learner has greater value than the notion of fidelity or realism [89]. Both discuss the importance of instructors making choices about fit for purpose fidelity. There are instances when high learner engagement and/or meaningfulness is achieved while working with simulators that bear little resemblance to reality. Engagement and meaningfulness is achieved by thoughtful instructional design which includes negotiating learning goals, orientating learners to the simulation/simulator, establishing a fiction contract (inviting the learner to imagine the situation is real), offering scaffolding, ensuring feedback and/or debriefing is available, and aligning learning with learner experiences. In summary, there are no hard and fast rules about what needs to be real, when, and for whom. What is most important is clarity about the purpose of the simulation, from which considered decisions about realism (or fidelity) can be made.

**Limitations and Challenges in Medical Simulation**

Although simulations continue to gain widespread acceptance there are several factors that limit or challenge its use that are important to consider. These factors can be grouped into two categories – operationalization issues and barriers to participant engagement. Operational issues in SBL include factors such as the cost of simulation, the increased time and complexity that accompanies efforts to design, prepare, implement, and evaluate simulation, as well as the need for specially trained individuals who can manage and oversee these activities. Faculty development is also a critical factor in success of SBL [65].

Dieckmann and colleagues found that not all learners are willing to engage during a simulation and that participants’ unwillingness or failure to engage during a simulation can have detrimental implications for learning, as well as influencing the experiences of other team members [90]. There are several factors that can contribute to learners’ failure to engage effectively. Some learners find simulations or the debriefing stressful and potentially intimidating, while others may be hypervigilant in trying to anticipate what might happen next [91]. Simulation participants’ engagement may also be disrupted if the simulator fails or when operators and/or SPs miss a cue.

Although further research into these areas is still needed, some of these challenges and limitations can be minimised by using a structured and systematic instructional design approach as described above. In addition, below are a few final practical tips that can help guide the process.

- **Team approach to designing simulations.** Although it is possible for a single individual to design a simulation project, designing simulation using a team approach can make the design process more manageable while also improving the design of the simulation. This team
may include subject matter experts representing clinical, simulation, and technical backgrounds. A clinical expert may be able to advise about the accuracy of the clinical presentation of the patient, while those with expertise in simulation or technical operations can advise on what can be practically simulated. If simulations are to include SPs, it is important to involve those professionals who are responsible for preparing and training them. SPs can also provide critical advice and guidance about their contribution. Involving real patients and their care-givers can help to establish learning goals, character descriptions, patient perspectives, and feedback foci [92–94].

- **Allow for adequate time to design.** Designing a simulation may take longer than developing a lecture or a case study because simulations can be very complex and require more resources. Plan to start the design process well in advance of the anticipated start of the simulation or curriculum. Doing so will help ensure there is enough time to consider each of the design steps and consult with subject matter experts. These efforts can lead to a higher quality simulation.

- **Design using an iterative perspective.** Balancing goals, learning objectives, and the other aspects of simulation-based instructional design are ideally approached in an iterative way to allow what is learned during early design stages to improve what is being developed. For example, early goals for a simulation may shift based on feedback from subject matter experts. A review of the existing literature on a simulation approach may also inform the design process by shedding light on a better way to meet certain learning objectives. Pilot testing and the early stages of the implementation of a SBL activity or curriculum will almost always reveal areas for improvement or consideration.

### Conclusions and Future Issues in Medical Simulation

The landscape of health care simulation continues to evolve. A recent review of 10 years of editorials in the first health care simulation journal identified five themes: (i) embedding simulation, (ii) simulation responding to clinical practice, (iii) educational considerations for simulation, (iv) research practices, and (v) communicating leadership and scholarship about the community of simulation practitioners [95]. The first three themes have been explored in this chapter. However, it is important to acknowledge the maturation of the health care simulation professional community relevant to the fourth and fifth themes. This includes the emergence of health care simulation dedicated professional societies, of special interest groups in clinical professional societies, accreditation of SBL curriculum, certification of simulation practitioners, the establishment of a simulation academy, and at least four journals strongly oriented to health care simulation education (see Box 11.5).

By looking to the past to speculate on the future, we are offered threads of continuity. Ways to embed simulation into medical curricula will persist. Regulatory bodies and health care services are likely to identify and at times mandate specific clinical practices that must be certified in simulation prior to clinicians working in real clinical settings. New simulation modalities, especially those that are screen-based and available in situ or at the point of care are likely to proliferate. We will see economic analyses of SBL, including studies that link patient outcomes with SBL. Additionally, critique of existing theories and the birth of new ones will guide SBL practices. SBL remains a technique to support learning with many shared principles with other educational practices within and outside clinical settings.

### Acknowledgements

We gratefully acknowledge the support from the editors who have provided guidance and support throughout the development of this chapter. We thank the authors of previous versions of this chapter, including Jean Ker and Paul Bradley. The composition of this chapter would not have been possible without their support.

### References

Further Reading

History of Simulation

Theories Informing SBL

Reviews in Simulation

Design

Reflection and Debriefing

Fidelity in Simulation
12 Work-based Learning

Clare Morris
Institute of Health Sciences Education, Barts and the London School of Medicine and Dentistry, Queen Mary University of London, London, UK

KEY MESSAGES

• The workplace is an important site for professional learning and development throughout a medical career.
• Insight into the theoretical concepts underpinning work-based learning reveals a range of tools and approaches that can be employed to ‘revive’ apprenticeship and support learning in the workplace.
• In the workplace, knowledge is embedded in everyday practice, routines, and cultures.
• There are important decisions to be made about the timing, nature, and duration of workplace-based learning elements of the curriculum.
• Learning in the workplace is supported by more knowledgeable and experienced others – near peers, clinical teachers/supervisors, and the wider health care team.
• Clinical teachers have a vital role, identifying development opportunities that arise in daily practice.
• Learners may mistakenly believe learning to be the consequence of teaching alone – the role of the clinical teacher includes making work-based learning opportunities explicit.

Introduction

William Osler wisely observed that ‘He who studies medicine without books sails an uncharted sea, but he who studies medicine without patients does not go to sea at all’. The workplace has been an important site for medical learning for centuries, yet approaches to clinical teaching have perhaps received rather less attention in the medical education research literatures than one might anticipate [1]. Nevertheless, work is where health care professionals spend a considerable amount of their lives, expending a great deal of physical and emotional energy. Work is how many people define themselves, be it in relation to their role – ‘I am a doctor’, ‘I am a surgeon’ – or to their place of work – ‘I work at the local teaching hospital’. For doctors, work and the workplace is where their professional learning is made real, where knowledge, skills, and practice are crafted and developed. We influence our workplace, and it influences and shapes us.

In this chapter, working–learning relationships throughout a medical career are explored. Drawing on contemporary learning theory and research, it will consider the ways in which the workplace offers a curriculum for learning and development. Medical education is the chosen exemplar but there are parallels in the education of all health care professionals. Perhaps the biggest challenge faced is making the workplace a site of shared learning, within, between, and across profession-specific groupings.

The Changing Landscape of Medical Education and Training

Health care professionals’ education is dependent upon the interplay between two complex systems, the formal learning environment of universities and the clinical workplaces where students and trainees learn how to put their knowledge to use [2]. Changes in one will impact upon the other, whether intended or otherwise. For example, a call for early patient contact in the curriculum [3, 4] has resource implications for those supporting such placements in practice settings. Changes in the way clinical services are organised and delivered means patients spend less time in hospitals, traditionally the main provider of work-based experiences. This increases the emphasis on community-based medical education and further increases demands on clinicians to deliver patient care and support the development of their future colleagues [5]. Furthermore, working time regulations, while beneficent in intent, have unintended consequences, reducing the availability of supervised work-based learning experiences [6, 7]. But this complex interplay can support innovations in medical
education and training too. Clinical communication skills training and simulation-based education have emerged in an environment where concerns continue to be articulated about patient safety and the preparedness of graduates to undertake clinical work [2, 8].

Whilst both environments have a shared concern to produce the next generation of doctors, tensions can arise between the liberal ambitions of universities, seeking to promote academic excellence and produce world-class graduates, and the more instrumental ambitions of employers wishing to recruit staff who are able to deliver care safely, efficiently, and effectively [8]. An exemplar of this was the 2005 reform of postgraduate medical training in the UK, under the banner Modernising Medical Careers. The changes were fundamental, moving away from (costly) time-served models of apprenticeship to more closely regulated time-measured, outcomes-based, competency-assessed training [7, 9]. This reform has led to debates about how medical practice should be conceptualised, with implications for how it is taught and assessed. This is not unique to the UK and there is, at the time of writing, a strong move towards competency-based approaches across the world (e.g. Canada, US, Australia) with arguments increasingly made for training based upon professional judgement embedded in the concept of ‘entrustable professional activity’ [10–13]. An analysis of the relative merits of such models is beyond the scope of this chapter, and covered in others, but how medical education and training is framed, shapes and skews the types of work activity that are deemed to have learning value and direct the gaze of those responsible for making assessment or progression decisions in particular ways.

Whilst work-based learning is recognised as a fundamental aspect of medical education and training, its perceived status has been challenged by the privileges afforded to formal teaching. This is evidenced in protected teaching time, investment in formal teaching spaces and simulation resources within clinical environments, and investment in off-site development opportunities for trainees and their trainers. The danger of this is that work-based learning is marginalised and undervalued. Yet, as argued in the following section, the curriculum of the workplace is fundamentally important to the development of future doctors throughout the continuum of medical education.

**Work-based Learning Throughout a Medical Career**

Irrespective of the perpetual reshaping of health care provision, clinical workplaces continue to be a significant site for learning at all stages of a medical career [14]. Workplace learning is clearly important but inherently problematic. Alongside the debates about curriculum models and trainees’ ability to access sufficient work-based learning opportunities, other concerns emerge. Students undertake work-based placements throughout their undergraduate education. Trainees rotate through a range of clinical specialties and contexts in their postgraduate years, whilst more senior medical staff continue to develop, adapt, and innovate in their practice. Whilst this is often presented as the ‘continuum’ of medical education, it is important to acknowledge the lived realities of the multiple points of transition that occur [15]. Key points of transition arise as medical students enter the clinical environment for the first time and as they enter the profession as new graduates. Postgraduate training involves transitions between posts and roles, towards ever greater levels of medical responsibility. The transition into consultant/attending or family physician roles is perhaps underplayed in the medical education literature, but it too requires processes of adaptation and the support of near-peers. Here the concept of ‘novel disruptive elements’ [16] may be helpful, signalling differences in task, role, and context from the postgraduate stage.

These points of transition offer opportunities for personal growth and development yet at the same time can lead to increased feelings of anxiety and uncertainty [17–19]. It is argued that ‘Medical educators are relatively unsophisticated at distinguishing between formative struggles that advance learning and adverse struggles that distract or impede learning’ [18]. It is recognised that points of transition to greater medical responsibility lead to laps in performance and can have an impact on the working of the clinical team as they accommodate and adjust to the newcomer, whatever their stage of training [20, 21]. It has been suggested that it is helpful to view transitions in terms of ‘critically intensive learning periods’ requiring explicit support and attention to workplace cultures and practices. Whilst often framed in terms of ‘preparedness’ for practice, critics argue it is never possible to fully prepare for something in advance because ‘performance occurs in the interface between the doctor and the work itself in a specific setting’ [21]. It is helpful, however, to explore where new doctors feel themselves to be most (and least) prepared and to identify strategies that seem to ease these points of transition. There is evidence that a significant proportion of medical graduates do not feel suitably prepared for clinical practice and have concerns about dealing with the day-to-day realities of working life, be it dealing with acutely ill patients, prescribing, managing their workload, or being on call [22–25]. Significantly, additional challenges, such as understanding their role and boundaries, may only become evident in their first posts [23].

The reasons why some graduates feel unprepared are therefore complex, spanning individual and organisational dimensions [17]. There is merit in placing greater attention on orientation activities, between those that support context performance (i.e. understanding how things are done around here) and those that support task performance, related to identified training needs [26], e.g. in prescribing or particular clinical skills. In the UK, it is mandatory for newly graduating doctors to shadow an outgoing junior doctor before commencing their first role. A study of the impact of this change shows that increased time spent in a shadowing-type role, along with each additional day of organisational induction activity, reduced anxiety levels of new doctors [19]. Another study supports the view that it is important to make cultures of working explicit, with new graduates desiring access to the ‘unwritten stuff’ and valuing time in patient-facing activity over classroom-based induction activity [17].
The amount and nature of work-based experience that undergraduates have, and their opportunity to shadow first posts before commencing employment, appears to increase their sense of readiness for new roles. This has significant implications for curriculum design. Holmboe and colleagues, for example, adopt a critical stance to the deeply entrenched approach to medical rotations for students and trainees, noting that very little empirical evidence exists on the optimal timing and duration of rotations and how transitions should be supported [27]. They question an approach based on multiple, short rotations, noting that from a sociological perspective this undermines the capacity to understand and engage in different cultures of teams, contexts, and specialties. They argue that ‘the lack of ongoing supervision and longitudinal relationships with faculty profoundly conflict with growing evidence from the literature on the development of expertise’ [27].

Longer, integrated clinical attachments offer a range of potential benefits, including fostering enhanced professionalism, a more holistic appreciation of the course of illnesses, greater patient-centredness, and an appreciation of how health care systems operate [18, 28, 29]. Students undertaking these types of clerkships appear to be more actively engaged in independent patient care activity at the end of a year than those undertaking more traditional block rotations [18]. Other studies illustrate the ways in which these models support relationship building – including interprofessional relationships – and position students to make the most of serendipitous learning opportunities [30]. This is further strengthened when looking at the types of work activity that new graduates and postgraduate trainees value. Opportunities to shadow near-peers when commencing a new post, reduce anxiety and help orientate the new starter to local ways of doing things [19]. Increasingly fragmented health care systems erode the continuity that historically underpinned medical apprenticeship but opportunities to follow patients through their care pathways continue to be seen as valuable in postgraduate training [31].

There is little doubt that doctors in training value work-based learning experiences and seek opportunities to engage in work-based learning. However, reform of health care, education and training, and threats to the time-served nature of training, are placing significant challenges on those in training and those who are charged with supporting and fostering their development in the workplace. Access to a range of theoretical tools and conceptions of work-based learning may be the key to overcoming such challenges [32].

**Learning and Work**

This section provides an overview of the ways that working and learning relationships are conceptualised, and inevitably leads to a review of theories of learning, many of which are covered in detail in Chapter 4. Sfard argues that the views we hold about learning are significant, shaping the ways in which we engage with learners and the pedagogic practices we adopt [33]. If, for example, we see learning-as-acquisition, we are drawn to practices that focus on individual learners seeking to ensure they acquire necessary knowledge and skills to practise. This view of learning underpins much of formal education, often aligned with the idea of technical rationality, where knowledge, held in the mind of the learner, is ‘applied’ to the world of practice. Although this model has been challenged [34], it persists in the minds of many as the best way to educate, leading to a continued focus on the front-loading of theory in the curriculum and a focus on individual expertise or mastery [35, 36]. However, several commentators have argued that the tendency to compare work-based learning with formal learning, or to draw on formal models of learning in the workplace, is unhelpful [35–37]. Billet, for example, challenges the idea that workplaces are unstructured, serendipitous sites of learning, suggesting instead that ‘workplaces structure and routinely provide learning experiences as part of everyday work activities and through guidance from other workers. Participation in workplace tasks assists new learning and reinforces what has been learnt through further practice’ [37].

This is where Sfard’s second metaphor, learning-as-participation comes into play, framing the purposes of learning in terms of ‘taking part’ and ‘being part’ of something. This has immediate synergies with notions of apprenticeship, focusing attention on the ways in which the workplace offers up a curriculum for learning [38]. A study of doctors supporting postgraduate training illustrates how they hold onto ideas of apprenticeship, seeking out opportunities for junior doctors to work alongside their more experienced colleagues [31]. Tensions arise when those in the learning environment hold competing views of learning. Learners more familiar with formal learning environments seek out ‘teaching’ where their clinical teachers scan for work-based learning opportunities [31, 39]. A study of clinical teachers’ conceptions of work-based learning for medical students captures both metaphors, framing it in terms of membership of a professional community, partnership when working together to deliver care, and ownership in terms of individual learning goals [40].

Part of the role of the clinical teacher may be to make their framings of learning more explicit to themselves and others, articulating the learning arising from work itself [38]. This is where an examination of the working–learning relationships becomes important, helping clinical teachers make sense of their current practices and offering up new ways to support learning in the clinical environment.

Another delineation, often drawn in medical education, is between ‘formal’ learning (medical school) and ‘informal’ learning (in the clinical work environment). Formal learning is typically characterised by timetables, aims and objectives, a defined curriculum, and, often, progressive, linear teaching and examinations. In contrast, informal learning, usually in the workplace, has traditionally been less valued by teachers and students, viewed as haphazard, opportunistic, and lacking any formal educational rigour, process, or structure. As noted previously, these criticisms arise in part because work-based learning is compared with the process and pedagogy of formal learning, rather than being viewed as having a pedagogy and process of its own.
Ereraut [41] proposes a move away from the use of the term ‘informal learning’ to that of ‘non-formal learning’. In so doing he proposes a typology of non-formal learning, focusing on the learner’s intention to learn. Implicit learning is characterised by learning that takes place without any prior intention to learn by the learner, with the learner being unaware of the learning at the time. He contrasts this with deliberative learning, where the learner sets time aside to learn and approaches learning in a planned and purposeful way. Between these two points, Ereraut describes reactive learning, which happens almost spontaneously as a result of situation and circumstance. Whilst the learning is not consciously planned, learners recognise learning opportunities, are prepared for emergent learning opportunities, and are likely to engage in brief, almost spontaneous, reflection on learning events or experiences. This distinction is helpful when we consider ways to promote work-based learning, suggesting the possibility of explicitly recognising, responding to, and valuing the learning that arises during everyday practice, and encouraging students and trainees to do the same.

Work-based learning spans all stages of medical education and training. Boud and Solomon have explored the place of work-based learning in professional education, noting that undergraduate courses now: “Acknowledge the workplace as a site of learning and as a source for making the curriculum more relevant. As such they are a signal of the blurring distinctions between the university and the workplace” [42].

They go on to note that this ‘blurring’ signals the increasing legitimisation of learning outside formal academic contexts and argue that this creates both opportunities and challenges for students and trainees: ‘Learning tasks are not consciously planned, learners recognise learning opportunities, are prepared for emergent learning opportunities, and are likely to engage in brief, almost spontaneous, reflection on learning events or experiences. This distinction is helpful when we consider ways to promote work-based learning, suggesting the possibility of explicitly recognising, responding to, and valuing the learning that arises during everyday practice, and encouraging students and trainees to do the same.

Work-based learning spans all stages of medical education and training. Boud and Solomon have explored the place of work-based learning in professional education, noting that undergraduate courses now: ‘Acknowledge the workplace as a site of learning and as a source for making the curriculum more relevant. As such they are a signal of the blurring distinctions between the university and the workplace’ [42].

They go on to note that this ‘blurring’ signals the increasing legitimisation of learning outside formal academic contexts and argue that this creates both opportunities and challenges for students and trainees: ‘Learning tasks are not consciously planned, learners recognise learning opportunities, are prepared for emergent learning opportunities, and are likely to engage in brief, almost spontaneous, reflection on learning events or experiences. This distinction is helpful when we consider ways to promote work-based learning, suggesting the possibility of explicitly recognising, responding to, and valuing the learning that arises during everyday practice, and encouraging students and trainees to do the same.

This dual role is particularly striking in postgraduate training, where trainees are also employees and therefore have service as well as learning commitments. Seagraves and Boyd [43] distinguish three ‘links’ between work and learning, as follows:

- learning for work
- learning at work
- learning from work.

These semantic distinctions are important, signalling, albeit implicitly, different relationships between working and learning, and the intended purposes of that learning. The question that arises is whether, for example, the medical curriculum is designed or intended to enhance working practice or professional practice. In other words, is the learning undertaken for the benefit of the employer or the individual? To some extent, this depends on the perspective from which work is viewed and its primary purpose.

Evans et al. [44] offer up three perspectives on workplace-based learning that are helpful here: industrial relations, sociological, and social learning theory.

Viewed from the industrial relations perspective, work is a contested activity, with constant tension between employee and employer over rights, obligations, and the prevention or misuse of employee skills and labour. Work-based learning is driven by the needs of the workplace, rather than those within it, with access to further training and development opportunities being driven by desires to promote innovation or efficiency. Work-based learning is something employers control (e.g. study leave). For medical students and trainees this is visible in issues such as access to study leave, hours of work and rotas, and the emphasis on statutory training.

Viewed from the sociological perspective, however, work is more of a place of and for social interaction, socialisation, and identity formation. Clearly, this is of influence in the development of professional roles and identities, where interpersonal relationships, power, authority, and status are all part of the dynamic of the workplace. In this context, how an individual trainee or student relates to others and how they are perceived by others may have a bearing on the types of learning experiences they are offered, the training they receive, and the professional identity they ultimately develop [45, 46]. How work is perceived will have an effect on how an individual views and approaches work-based learning. Work involves professional activity, but also demands that doctors, trainees, and students take on additional duties, roles, and responsibilities. Understanding this is central to work-based learning and, as will be argued later, is important if students and trainees wish to maximise their learning at work. The difficulty is that the privileging of, and overemphasis on, formal learning in undergraduate years may influence student and trainee ability to recognise the learning that is embedded in working activity.

The value of social learning theory in helping make sense of medical education is specifically explored below.

Theorising Work-based Learning

Theories of learning can be seen to sit within different educational schools of thought, and distinctions between them can be drawn in a range of ways (see Chapter 2). One broad distinction might be made between theories of learning that focus on individual learning (behavioural and cognitive theories) and those that see learning as a social practice, involving interactions between individuals and the contexts in which they work, learn, and play (social learning theories). Rich accounts of work- and practice-based learning can be seen in the wider learning literatures, offering depths of insight and a level of critique that goes beyond what is possible to address here [47–49]. This chapter endeavours to highlight some helpful explanatory and analytical ways of thinking specifically about work-based learning as it relates to medicine, drawing upon behavioural, cognitive, and socio-cultural schools of educational thinking.

The Behavioural School

Behavioural orientations to learning have their traditions in psychology, tending to focus on skill acquisition of individual learners, with the influence of context relatively ‘silent’. Broadly speaking, behaviourism contests that
learning is manifested by changes in behaviour, these changes being the result of stimuli that are external to the individual, that is, environmental factors. Hartley argues that the learning principles arising from the behaviourist school are focused on the importance of the following components:

- learning by doing
- frequent practice in varied contexts
- reinforcement as a prime motivator
- the need to have clearly defined behavioural objectives that are communicated to the learner [50].

These learning principles are readily observed in popular models of skills-based teaching in medicine. But, however desirable the models may seem, they belie the complexity of work-based and professional learning. As Hager cautions, ‘The notion that job performance can be fully specifiable in advance remains a seductively attractive one’ [51], suggesting it is this thinking that has underpinned the support for competency-based training.

The Cognitive School

The cognitive orientation to learning can be seen as a shift from the behaviourist’s focus on observable actions in the external world to one that focuses on the internal world of the learner and changes in their thinking. Here, the focus is on the acquisition of knowledge and skills, be it as a result of input from a more able ‘other’ (through processes of transmission) or through engagement with one’s own experiences (constructivism). Cognitive orientations encompass constructivism, socio-cognitive, and social constructivist thinking. Whilst the latter two involve explicit consideration of how learning is shaped by engagement with others, the focus for each remains upon the individual learner. Cognitive theories have been referred to as the ‘dominant’ paradigm [33, 36], where learning is understood as:

- residing in individual minds
- being propositional in nature
- expressible verbally or in writing
- transparent to the mind [51].

Constructivism, within the cognitive school and closely linked to the work of Jean Piaget, posits that meaning (or learning) is generated through human engagement with experience. As Scott and Palinscar note: ‘Constructivists argue there is no such thing as ready-made knowledge; regardless of what a teacher does, learners construct their own knowledge. All learning ... requires reinterpretting the information to be learnt or used in light of one’s existing understandings and abilities’ [52, p. 29].

These constructivist framings of learning are readily found in medical education research and practice. As Swanwick notes, the contested concepts of andragogy [53], experiential learning [54], and reflection [50, 55] have led to the almost wholesale adoption of portfolios, appraisal, and personal development planning in all walks of medical education and training [35]. These concepts, and their implications for medical education, are further developed in Chapter 2 but what is important to note here is that they present learning as an essentially unmediated activity, which happens as a result of learner engagement with their own experiences. For example, Kolb’s learning cycle of concrete experience, reflection, conceptualisation, and experimentation [54] is extracted from any social context and tells us little about the types of experience that may foster this cyclical process or the role of more expert practitioners in encouraging or supervising subsequent reflection, conceptualisation, and experimentation. In relation to workplace learning therefore, it downplays the vital role of the clinical teacher in identifying, sequencing, and supervising learners’ engagement with experiences in ways that are relevant to stage of development and take into account issues of patient safety and care. Likewise, they fail to offer insights into how the clinical teacher can maximise learning arising from encounters with patients. The ‘cognitive apprenticeship’ model [56–58] is a helpful supplement here. See Box 12.1.

Social Cognitive Theories

Social cognitive theory can be seen as a coming together or a bridging of the behaviourists’ concern with external, environmental stimuli and the cognitive theorists’ concern with the internal mind. Bandura’s work has been highly influential, capturing the dynamic interplay between the personal, the cognitive, and the environmental, which, combined, determine an individual’s behaviour – referred to as reciprocal determinism [65] (see Figure 4.1). Bandura draws attention to five fundamental human capabilities:
symbolising, forethought, self-regulation, self-reflection, and vicarious learning. It can be argued, therefore, that what people think, feel, and believe will influence how they behave, with self-belief or self-efficacy [66] being an important determinant of motivation and achievement (see Box 4.1).

The capability for vicarious learning, through close observation of others, has been argued to be an important element of role-modelling in medicine and a powerful means of transmitting values and ways of interacting with patients, colleagues, and the wider health care team [67, 68]. Role models have an impact on professional identity formation [69], foster professionalism [44], and influence career choices [70]. They also have an influence on clinical performance, including helping develop clinical reasoning skills [71], responding appropriately to error (disclosure behaviours) [72], and offering credible feedback that others will act upon [73]. Box 12.2 offers suggestions on how to role model professional behaviour and practice.

Social Constructivism
In constructivist models the emphasis is on how the individual learner ‘constructs’ knowledge, that is, how the learner makes sense of new information and experiences provided by the teacher, the environment, and their wider experience. Social constructivism goes one step further, emphasising the importance of social engagement in the learning process. In other words, learners make sense of new ideas and information by engaging with others, be it their teachers, their fellow students, or others around them. An example of social constructivism influences on medical education would be problem-based learning (in its purest form).

Vygotsky [77], who developed his theories of learning from observational studies of children interacting with adults, was a key contributor to social constructivism. He noted that children were more successful in learning tasks when they engaged with adults (a more knowledgeable ‘other’) than when they worked independently, arguing that learning awakens developmental processes that are able to operate only when the child is interacting with peers and others in their environment. This is significantly different from models of experiential learning explored above, which suggest that the provision of a learning experience itself leads to learning. Vygotsky drew attention to the concepts and tools teachers use to mediate the learning of another, stressing the importance of language (or shared talk) in the developmental process. Importantly, he introduced what has been described as a fundamentally new approach to the need to match learning to the learner’s developmental stage, through the construct of the zone of proximal development [52]. This refers to what a learner can do with the support of a more knowledgeable other (be it their teacher or their peers) and is contrasted with their zone of actual development, i.e. what they can do independently. Box 12.3 illustrates the ways in which Vygotsky’s work can shape approaches to clinical teaching.

Social cognitive theories offer insights into how to help support the development of individual learners in the clinical workplace in a range of ways, summarised in Box 12.4.

**BOX 12.2 HOW TO: Be a good role model [44, 70–72, 74–76]**

- Demonstrate excellent clinical practice
- Be patient-centred and empathic in your care
- Be learner-centred in your teaching
- Show respect to colleagues and value their contributions
- Offer a range of opportunities to be observed, and debrief them
- Share your thinking, such as clinical reasoning
- Discuss values, professionalism, and responses to error
- Analyse and discuss what you are modelling with learners
- Model reflection and facilitate the reflections of others
- Make the implicit more explicit (see Box 12.6)
- Allow time for discussion and debrief
- Be enthusiastic about what you do

**BOX 12.3 FOCUS ON: Vygotsky**

Consider the mediated nature of learning activity
Vygotsky drew attention to the ‘tools’ that we use to ‘mediate’ a learning experience, be it the language we use to explain or guide, or the tools we use to exemplify, such as handouts, test results, X-rays, and patients-as-cases. This can help us look more purposefully at informal learning encounters, and recognise and make explicit the everyday tools and learning resources we use. Close analysis of medical learning encounters reveals the importance of artefacts and oral, visual, and gestural/haptic modes of teaching, whether in sequence or synchronously [78].

Identify learners’ needs and learning potential
Vygotsky drew a distinction between what he termed the zone of actual development (what the learner can actually do unassisted) and the zone of proximal development (what the learner can do with some assistance or guidance). Learning is what takes place in the zone of proximal development, where we guide, assist, support, and coach our learners. In working with students and trainees, therefore, it is important to recognise what they can do independently and then to work out how we can add value by providing input that accelerates their learning and development to the next stage.

Engage ‘more knowledgeable others’ in the learning process
Vygotsky saw engagement with peers and others in the environment as an essential prerequisite for learning to take place. The value of near-peer learning in the workplace should not be overlooked, particularly when considering issues of orientation and transition to a new working environment [17, 19, 79, 80].
Cognitive theories focus attention on individual development, on learning through experience. Social-cognitive and socio-constructivist theories begin to consider the interplay of individuals and the environment in which they operate, acknowledging the valuable contributions of others around them. However, even these theories fail to capture the complexity of work-based learning, their contributions being increasingly called into question [21, 27, 81]. Lingard, for example, argues that the current focus on competence in medical education reflects the individualistic framings of health care education, deflecting attention from the fact that ‘competent individual professionals can – and do, with some regularity – combine to create an incompetent team’ [82]. Her treatise to turn attention to ‘collective competence’ signals the value of socio-cultural theories of learning, in order to make sense of the ways in which clinical teams work, learn, and develop together.

The Socio-cultural School

Socio-cultural theories underpin the learning-as-participation metaphor [33], where the goal of learning is seen as full participation in the work of a community, for example, the work of a health care team. The key related concepts, ‘Situated Learning’ and ‘Communities of Practice’ are introduced in Chapter 2 but further explored here as a way of understanding workplace-based learning in particular. Socio-cultural theorists see the distinction between learning and working (or practice) as being artificial. They start from the assumption that learning is an integral part of our everyday experience and practice. So, for example, when we talk to our colleagues about patients we are having difficulty with, or we ‘think aloud’ management options on the ward round, we are engaged in both a working activity and a learning activity. Our understanding of each other, our patients, and their illnesses is influenced by the conversations we have, and this becomes part of the learning in the workplace [83]. When we encounter a complex patient or complex situation, we draw on the ‘learning resources’ around us (our peers, our seniors, other members of the health care team) to consider how to move forward. We might consult other types of resource, such as internet search engines, but seldom do we immediately ‘rush off to be taught’ to address these issues. As students develop their practice, they are learning at the same time. Learning is therefore an everyday activity and is developed by joint participation. In other words, learning is ‘situated’ and collective, with a shift in emphasis from a focus on the individual learner or teacher, to one that focuses on the ‘team’ or ‘community’, in particular, a community of practice [84].

In recent years, the term ‘community of practice’ has been adopted by those in professional education and used, often uncritically, to capture a desire to foster collaborative working, be it face-to-face or online. However, its original use was much more specific and was to capture examples of situated learning in a range of ‘apprenticeship systems’ observed ethnographically by Lave and Wenger [84]. Their seminal text identifies a defining feature of learning in these contexts, which is that of legitimate peripheral participation, described as: ‘A way to speak about the relations between newcomers and old-timers, and about activities, identities, artefacts, and communities of knowledge and practice. It concerns the process by which newcomers become part of a community of practice. A person’s intentions to learn are engaged and the meaning of learning is configured through the process of becoming a full participant in a socio-cultural practice’ [84].

Four key ideas emerge from Lave and Wenger’s work, which have particular relevance to work-based learning in medicine and newly emerging models of apprenticeship, as follows:

- learning is part of social practice
- learning takes place in communities of practice
- learning takes place through legitimate peripheral participation
- language is a central part of practice.

Let’s explore these ideas in more depth. First, learning is part of social practice. Every day at work we encounter new situations, new patients, and new colleagues, trainees, or students that lead us to question what we know, what we do, and how and why we do it. This is clearly a ‘learning’ situation, although we might not always label it as such. Second, learning takes place in communities of practice [85], which can be identified and defined by common expertise. The practice of a surgical team or the psychiatric outreach team demonstrates this in that their practice is effective because of the shared endeavour, the collective ‘team think’ that leads to successful outcomes. If we compare these two ‘teams’, while each contains doctors, nurses, and health care professionals, they are clearly distinct in terms of the specialist work they do, the ways they do this, and the ‘cultures’ of their practice (how they dress, how they talk to each other and their patients, etc.). Clearly, within medicine there are many distinct communities of practice, and students and trainees need to learn how to participate within them and, indeed, across them [2, 83]. Third, learning has a central defining process, that of legitimate peripheral participation, a process that enables the student to develop the expertise necessary to permit full access and participation in a community. When we delegate work to students and trainees, we need to ensure it allows increasing engagement in ‘real’ work.
activity, from the periphery (e.g. scrubbing up to observe the surgical procedure) to more central core activity (e.g. leading the surgical procedure). It is important to note that the relationships described between ‘newcomers’ and ‘old-timers’ here are very different from the traditional hierarchical educational models of novice to expert. This is an important distinction as it recognises the valuable contributions students and trainees can make to shaping and developing practice and the impact they can have on the workplace. Finally, language is a central part of practice, not only in terms of learning from talk, but rather in terms of learning to talk – a process of talking one’s way into the expertise. For example, when students and trainees ‘present cases’, with implicit structures and cultures of doing so – ‘Mrs Smith is a 55-year-old woman, who presented to A and E with a three-day history of …’ – they are learning ‘to talk’ medicine and therefore learning medicine itself.

Medical education researchers are increasingly drawing upon socio-cultural perspectives to develop insights into complex cultural practices that typify medical education and training. These studies span the continuum of medical education and offer new ways of understanding how health care professionals learn through work activity [30, 31, 40, 61, 83, 86, 87]. Box 12.5 explores the evidence for understanding medical learning in terms spent in communities of practice.

Socio-cultural perspectives clearly offer some theoretical and conceptual tools to allow researchers and practitioners to analyse work-based learning. The emphasis on learning as being something that encompasses the processes of ‘belonging, becoming and identity’, as well as meaning making [85], immediately encourages closer attention to what others have termed the ‘hidden curriculum’ of medical education and training. A powerful exemplar arises from research exploring the learning value of observation from a socio-cultural perspective [62, 89]. This work suggests that observation of trainees’ practice is used selectively within specialties, focused on clinical acts that are most valued. Cultural values create dilemmas: trainees value the learning that arises from being observed, yet wish to demonstrate their autonomy to those more senior and do not wish to disrupt delivery of care by taking seniors away from their own work [89]. Furthermore, associations between observation and assessment impinge upon their performance – leading them to perform a ‘textbook approach’ rather than that they typically adopt. This in turn impacts on the credibility and usefulness of the feedback they receive [63]. This work has immediate implications for clinical teachers. How do we encourage a culture of observation focused on development rather than one focused on assessment of performance? How do we make observation of practice a reciprocal act, one that offers learning value to both the person being observed and the person doing the observing?

A socio-cultural perspective on learning immediately broadens out the role of the clinical teacher, leading them to consider how to engage learners in meaningful work activity, developing learning and working relationships with those around them [30, 61]. This can be liberating for those experiencing the joint demands of ‘service’ and ‘teaching roles’. Rather than thinking ‘what shall I teach today?’ the emphasis becomes ‘what am I doing today, and how can I involve students and trainees in that?’. A further illustration of how this works in General Practice clerkships is provided by van der Zwet and colleagues, who offer up the concept of ‘developmental space’ to ‘denote the explicit and implicit opportunities for identity development that is afforded to

---

**BOX 12.5 WHERE’S THE EVIDENCE: For communities of practice**

Lave and Wenger [84] developed their viewpoints on learning through ethnographic studies of traditional ‘apprenticeships’, offering new conceptual understandings of learning as a situated, social practice. Their work around situated learning and communities of practice has influenced thinking about workplace-based learning; several commentators have highlighted its potential value for making sense of medical education [35, 36, 38, 81].

The analytic concept of legitimate peripheral participation, for example, focuses attention upon the extent to which newcomers are enabled to become full participants in the work of a community of practice. One study of medical student learning supports the idea that clinical attachments can be seen as time spent in ‘communities of practice’, albeit in a descriptive sense. Opportunities for students to engage in authentic work-based activity limits the extent to which this claim can be supported in full, as does a failure to recognise the learning opportunities that are embedded in everyday work activity [83]. A study of postgraduate medical education illustrates how senior doctors see work and learning as intertwined, leading them to organise work activity along apprenticeship lines, with ‘newcomers’ working alongside ‘old-timers’ [31]. This study notes the learning value arising from following a patient through their care pathway, a point echoed loudly in studies of longitudinal integrated clerkships [30].

Rich studies of medical student learning, theorised from a socio-cultural perspective, highlight the importance of opportunities for medical students to undertake ‘independent consultations’, to discuss patient cases, and to observe a full range of medical activity to gain a broader understanding of how health care systems work, adding meaning to their role and developing professional identity [61]. Meaningful working–learning relationships with others within the community of practice have also been shown to be pivotal [88]: where learning is understood as membership (of a professional community) involving shared practice (such as joint problem solving), students are more likely to access learning that arises from work itself [40].
and created by students (...) which some students summarised as “finally feeling what it’s like to be a doctor” ‘ [61]. Their study draws attention to attributes of the working-learning environment and the learning culture. They argue that students’ emotional energy is diverted in overly competitive or exposing learning environments: relationships of trust between clinical teacher and learner provide space for development of thinking and practice. Opportunities to undertake independent consultations, to talk about consultations, and observe the wider work activity of GPs were important participatory acts. As the researchers note ‘pivotal in these activities was the meaning attached to the student’s role and how that was reflected in and connected with their level of independence, with being “allowed” to be a learner and with the freedom “to really be a doctor” ‘ [61]. The importance of acknowledging the dual status of learners as workers is particularly poignant for those involved in postgraduate medical education. This study immediately invites consideration of the impact of workplace culture on developmental opportunities, on the need for relationships with learners built on trust, and on appropriate scaffolding of meaningful work activity. It invites consideration, too, of how to make the implicit explicit (see Box 12.6).

Socio-cultural framings of work-based learning are increasingly prominent in studies of medical learning. However, it is important to sustain a critical stance. For example, Lave and Wenger’s work has been criticised for its lack of attention to a number of important issues [90, 91], including:

- individual variations in accessing learning in the workplace
- the ways in which ‘old-timers’ continue to learn in the workplace
- the role of formal learning opportunities for workers.

BOX 12.6 HOW TO: Make the implicit ‘explicit’

- Label the learning opportunities that arise spontaneously in day-to-day work [38].
- Signal expectations in terms of culture (dress code, ways of addressing members of the team and patients), practices (preferred ways of doing things and why), and participation.
- Encourage learners to articulate and discuss observed differences in culture and practice in different settings or specialties, and consider why these may occur [45, 46].
- Be clear about the importance given to learning from work and set aside time to consider lessons learned (brief and debrief) [39].
- Prime learners for observation and shadowing (using ‘advanced organisers’), making clear what it is possible to learn [39, 61].
- Adopt the cognitive apprenticeship principles of ‘articulation and reflection’ in your approaches to clinical teaching.
- Talk about what you are role modelling and why.

Billett, in particular, argues the need to pay attention to the **invitational qualities** of the workplace, in terms of the ways in which the workplace provides and allows access to learning activities [37, 91]. A concrete example can be seen in obstetrics and gynaecology attachments for medical students, where male students are likely to access fewer hands-on learning experiences than female students, due to patient preferences [92]. More subtle variations of opportunity may exist on the basis of ‘qualities’ attributed to students by staff. For example, more able students who express high levels of confidence, enthusiasm, and interest in a specialty may access more learning opportunities than a shy or struggling student or one perceived to have limited insight into their own performance. In this latter case it may be that those who most need experience to develop confidence and competence are denied these experiences [93]. It is important, too, to consider the extent to which individual learners are able to recognise and respond to the learning opportunities that arise from work itself. This again highlights the importance of making those opportunities more explicit, and using strategies such as debriefing to ensure that they are maximised.

Any single theory of learning will have its limitations. Cognitive and behavioural orientations focus attention on the individual learner and their development, elevating the relationship between learner and their expert guide seen in traditional conceptions of apprenticeship. Contemporary views of apprenticeship, building on socio-cultural theories of learning, accommodate not only the reciprocal nature of learning between ‘apprentice and master’, but also the contributions made by others in the professional community. New formulations of apprenticeship are emerging that enable us to look beyond the novice–expert dualism and consider a social apprenticeship that much more actively recognises the contributions made by the wider community of the workplace and decisions made about how work is organised to support learning and development [90]. Fuller and Unwin argue that expansive environments are those that treat learning as part of work activity, and see personal and organisational goals as symbiotic [90, 94]. Expansive workplaces support boundary crossing activity, for example from one workplace or team to another. They also cultivate the types of dialogue and shared problem solving between team members that in turn develop expertise. They offer an analytic framework that identifies the characteristics of expansive workplaces and therefore provides insights into how to develop those that are more restrictive. (See Box 12.7.)

Whilst socio-cultural orientations offer contextual ways to analyse and re-think medical apprenticeship, including processes of professional formation and practice, they too have their limits. They downplay the role of cognition, restrict thinking about transfer, and assume fairly stable working practices. Given the degree of reform of health care systems, the latter point is salient: traditional approaches to apprenticeship are being eroded, and teamwork is being destabilised. New ways of analysing learning within and across medical learning environments are emerging, drawing on activity theory [2, 95, 96] and actor-network theory [97].
Work-based Learning and the Medical Curriculum

These different theoretical schools of thought, highlight the ways in which we can think about work-based learning. The distinctiveness of work-based learning can also be highlighted in relation to the wider curriculum, where decisions about the timing and nature of workplace-based learning elements reflect the views we hold about the nature of theory–practice relationships.

Traditional approaches to curriculum design place knowledge before practice (in the traditional preclinical/clinical model), and focus on the curriculum as transmission of a body of knowledge (e.g. paediatrics) or on the definition of desired end points and outcomes (e.g. a competent doctor). The emphasis is on the clear delineation of specific knowledge, skills, and attitudes, which are seen as measurable outputs of learning.

The risk with this model as a framework for work-based learning is that it assumes that all worthwhile attainments are visible and quantifiable [50, 51, 55, 98], and it leads to the adoption of outcomes-based, competency-assessed curriculum.

When we turn to social theories of learning, however, additional understandings of the work-based curriculum become available. Evans and Guile remind us that ‘in the workplace, knowledge is embedded in routines, protocols and artefacts, as well as organisational hierarchies and power structures’ [99]. The sequencing, nature, and duration of workplace-based elements in the curriculum becomes a critical factor in designing a medical curriculum, as has been illustrated earlier in relation to design decisions including early patient contact, longitudinal clinical clerkships, or shadowing. Curriculum design decisions are also shaped by our understandings of working and learning relationships. Learning for work is very different to learning from work itself. Socio-cultural theories of learning focus on the workplace and work as the curriculum; in other words, there is little separation between participation in working life and learning [31, 40, 93]. The relationships between learners, their peers, their assigned ‘teachers’, and other workers become even more critical. The trainee’s learning is to a great extent built on and derived from their workplace experiences, further developed by promoting critical dialogue and thinking, reflecting both in and on outcomes and activity. This is understood as a shared activity, where both trainer and trainee seek to critically test knowledge, and the learning is continually adapted by both trainer and trainee to make sense of experiences, making connections with propositional forms of knowledge [77]. One such example is the development of clinical reasoning skills. (See Box 12.8.)

Implications for the Clinical Teacher

What does this all mean for an individual clinical teacher, trainer, or supervisor? The direct implications can be summarised as follows.

1. Learning is part of everyday social practice [84].

   Implication: We need to make learning opportunities explicit to our learners. We also need to make explicit specific workplace cultures and practices to help students and trainees ‘make sense’ of what they see, hear, sense, and do.
Teams can be seen as ‘communities of practice’, which are identified and defined by their shared expertise [85]. **Implication:** We need to recognise that the whole team (community) has an important role in supporting learning and development. This can be made more explicit and opportunities to work alongside colleagues from different disciplines can be purposefully integrated.

Expertise is developed through participation in communities of practice [84]. **Implication:** We need to consider the ways in which we can meaningfully involve our students/trainees in workplace activity, including that which extends beyond direct patient care.

Workplaces do not always readily invite learners in and do not always offer equal opportunities to all learners [90, 104, 105]. **Implication:** We need to consider how we can create the right conditions for learning to take place in our workplace and to ensure certain students or groups of students/trainees are not inadvertently disadvantaged, for example, on the basis of gender or expressed future career choices.

Students need help to make connections between different types of knowledge [99]. **Implication:** We need to understand what our students/trainees already know (where they are coming from) and help them to use it to make sense of what they see, hear, and do in the workplace.

‘Talk’ is a central part of practice – learners need to ‘learn to talk their way into expertise’, rather than just learn from the talk of an expert [84]. **Implication:** We need to find strategies to help our students and trainees talk themselves into the expertise, by using techniques such as ‘thinking aloud’ and case-based discussion.

Students and trainees learn from their entire setting [72, 73, 90, 91]. **Implication:** We need to be aware of the workplace climate and the effect this will have on trainees. This includes how staff relate to them and to each other, how staff are valued, and how they value their work and workplace.

The timing, nature, and duration of workplace-based experiences need explicit consideration [106]. **Implication:** A balance needs to be found between the duration of attachments – sufficient to allow students to become immersed in the workplace – and providing enough attachments to give exposure to other workplaces and specialties.

Cultivating a sense of belonging is important to students’ engagement with workplace-learning experiences in professional identity formation [30, 61]. **Implication:** We need to provide trainees with increasing exposure to and involvement in workplace activities and provide opportunities to discuss these in order to maximise their learning potential.

Learning in the workplace is an iterative process, and trainees are active participants and can influence the workplace. **Implication:** We need to allow and value feedback from students and give them the opportunity to feed back their views and impressions of the workplace.

### Challenges to Work-based Learning in Medical Education

The workplace has the potential to be the central site for professional learning and development in both undergraduate and postgraduate years. However, it is important not to underestimate the potential barriers to effective work-based learning. Clearly, there is an ongoing tension between working and learning, and the intensity of work for both trainers and trainees has a significant bearing on this. Trainees need opportunities to learn through working, but they also need to be released to access the formal aspects of their training and to have time to consider and discuss the learning that arises through engagement in work activity. The sheer number of learners in the workplace is also significant, and those with responsibility for organising training need to consider how to avoid the creation of learner hierarchies, which are at risk of favouring issues of seniority, power, or status over learning need. The importance of organisational and work dynamics should not be overlooked.

The shortening and fragmentation of training has eroded time-served traditional apprenticeship models. However, the importance of the relationship between trainer and trainee continues to feature highly in studies of work-based learning in medicine. Developing safe and effective supervision strategies will be key, as will be the need to draw on new models of apprenticeship that value the relationships between and contributions of other members of the team. Finally, the rise of competency-based models of education, training, and assessment brings a risk of a ‘tick-box’ mentality to training that must be challenged. The focus on process aspects of the curriculum will be fundamental to the ongoing development of trainees.

Throughout this chapter we have looked at the ways in which conceptions of work-based learning can shape our practice and how a critical engagement with theoretical perspectives on learning can illuminate ways in which we can best support work-based learning in medicine. Social theories of learning in particular – those that emphasise the participatory, mediated, and context-specific aspects of learning – have been argued to be best placed to support the activity of medical educators.

### Leading the Way in Work-based Learning

It is clear that clinical teachers and supervisors have a pivotal role in activating the curriculum of the workplace on a day to day basis. Those with broader roles, for example overseeing the postgraduate training of individuals (such as educational supervisors or preceptors) or groups of trainees (training programme directors) can build on the strategies for clinical teachers highlighted above. Seeing induction as an opportunity to orientate learners to ways in which to make the most of the learning that happens in the workplace will be key. These points of transition are an opportunity to communicate culture and
values, including the value of learning from the wider community and not just from those with formal educational roles [15].

Re-conceptualising training as an opportunity for an ‘expansive apprenticeship’ [90] leads to a closer consideration of the value of time spent in a range of clinical settings and the need to balance this with time ‘out’ for formal training and thinking time. Formative use of the strategies underpinning workplace-based assessments adds value to training time. This includes observation of practice and case-based discussions. The latter in particular provides opportunities to extend and develop clinical thinking and reasoning through the use of ‘what if’ type questioning; i.e. what if the patient had been 80 not 50? What if the X-ray had shown ‘y’ not ‘z’?

There is a growing expectation that all doctors who teach will be prepared for and developed in their educational roles: this expectation has placed increasing emphasis on faculty development within clinical workplaces [107]. D’Eon et al. argue that if we see teaching as a social practice, faculty development activity should be concerned with fostering a critical dialogue between those who share responsibility for medical education and training [108]. This is particularly pertinent given the amount of reform experienced in medical education and training and the conservative tendency of clinical communities of practice, who may seek to hold on to traditional practices even when the circumstances have changed [87]. Faculty developers themselves should offer insights from workplace-based learning theories as a way to identify teaching strategies that are aligned to ‘clinic’ rather than the classroom. Faculty development has the potential to model work-based learning methods; there is increasing evidence that longitudinal approaches drawing on coaching, mentoring, and peer observation of teaching are particularly valued [87, 107, 109].

**Conclusion**

The value and importance of work-based learning has never been clearer, nor the challenges faced greater. Changes to the ways in which health care is delivered has implications for the education and training of medical professionals. As traditional, time-served models are eroded, there is a need to re-think and develop new models of apprenticeship. This chapter has offered some ways of understanding working-learning relationships throughout a medical career. Conceptions of work-based learning, alongside a closer examination of educational theories and perspectives, may provide us with the tools to analyse and develop approaches to training. Whilst it will be important to hold on firmly to the time-honoured features of apprenticeship, rooted in a developmental relationship between trainer and trainee, there are opportunities to embrace opportunities for learning as active co-participants in patient care, supported by peers and colleagues within the communities in which we work and learn.

**Acknowledgements**

I would like to acknowledge the contribution made to earlier editions of this chapter by the late Professor David Blaney (1956–2015) a passionate and innovative medical educator and keen proponent of work-based learning.

**References**

Further Reading and Resources


The infed encyclopaedia of thinkers at http://infed.org/mobi/thinkers-and-innovators. ‘infed’ was established in 1995 at the YMCA George Williams College in London as an open, not-for-profit resource to provide a space for people to explore education, learning and social action – in particular the theory and practice of informal education, community learning and development, specialist education, social pedagogy, and lifelong learning.
13 Supervision, Mentoring, and Coaching

John Launer
Health Education England, London, UK

KEY MESSAGES

• Supervision and other one-to-one learning encounters occur throughout medical education and the medical career cycle. They often form the most important part of professional learning and act as the foundation of reflective practice. They may play an essential part in motivating and retaining practitioners, and in preventing stress and burnout.
• Supervision and related activities can occur formally or informally; as part of a regulatory requirement or on a voluntary basis; in a hierarchical relationship or between peers. It can take place as part of training, line management, remediation, or peer support.
• One-to-one encounters can take a variety of forms and have a variety of names, including clinical supervision, educational supervision, preceptorship, mentoring, and coaching. There is also an overlap with clinical teaching. The boundaries between these activities are sometimes unclear. Terminology can be confusing, and also varies between countries, but definitions are probably less important than understanding the context and purpose of any encounter.
• The focus of one-to-one encounters in medical education is often wider than clinical cases, and may include the contexts of these cases (e.g. professional networks) and career choices. Sometimes the focus will move around between these.
• Whatever their context and form, all one-to-one encounters contain an element of professional development and an element of performance monitoring or standard setting. These elements may be present either implicitly or explicitly. The emphasis on one or the other will vary greatly, depending on the circumstances, and the relationships and skills of the people concerned.
• Good supervision, mentoring, and coaching depend on the same set of skills. These include affirmation, emotional attunement, awareness of external requirements and standards, and ability to question and challenge people appropriately. Skills for these activities should be taught and learned.

Introduction

Traditionally, medicine has been an area where the emphasis has been on didactic training, often in groups, rather than facilitated individual learning. This is understandable. Doctors need to acquire, and to keep acquiring, tremendous amounts of factual knowledge. At the same time, most doctors can probably remember one-to-one conversations from every stage of their undergraduate and postgraduate careers that helped or influenced them. Such individual teaching, supervision, coaching, or mentorship – whatever name it was given – may have been the most important part of their learning. For those who have always provided this, it may have been one of the most gratifying parts of their work. This chapter is about such encounters.

Approaches to teaching and learning in medical careers have undergone a transformation in many places and this has brought one-to-one encounters to the fore in two ways. First, the structures within which such one-to-one support takes place are likely to be less ‘ad hoc’ and more organised or rigorous. In an increasing number of settings, one-to-one support is being placed at the centre of professional learning. Second, the kinds of encounter that are taking place within medicine and medical education are often different from how they might have been in the past. They are likely to be more informal and dialogical in style. They may go well beyond informational input, and involve discursive and wide-ranging consideration of cases and work issues. They are therefore coming closer to the notion of ‘bringing forth’ understanding. In the UK, for example, this now includes the following:

• educational supervision for doctors in specialty training [1, 2]
• tutorials for trainee general practitioners (GPs) and psychiatrists [3]
• appraisal of doctors [4]
• mentoring for hospital specialists or GPs [5]
• executive coaching for senior doctors [6]
• remedial work done within postgraduate medical education [7].

The factors that have led to such changes are many, but the following are probably the most significant:

• External requirements have put quality and performance on the medical agenda, along with clinical...
and educational governance; this in turn has required doctors to engage more fully with their trainees and colleagues, and to address their competencies openly [8].

- Education in many professional fields has undergone widespread change, with an emphasis on adult learning as opposed to traditional pedagogy, and on reflective practice rather than the acquisition of facts [9–11].
- Social developments have made both patients and learners more assertive, and less likely to accept authoritative or directive instruction without question or challenge; ‘patient-centred’ and ‘learner-centred’ styles are becoming more the norm [12].
- Doctors now work more closely with other professionals such as nurses, social workers, and psychologists, who have all established one-to-one supervision as the mainstay of their basic training and continuing professional development [13–16].
- There is an increasing need for lifelong learning in medicine, and this has led to some loss of the boundary between initial training and continuous professional development, including work-based learning [17–19].
- Many doctors have a greater awareness of medical ethics and new areas of exploration, such as complexity [20], social constructionism [21], whole-systems approaches [22], and narrative [23]. They are therefore more aware that clinical cases may involve uncertainty at many levels and be open to multiple interpretations and possible solutions.

What does Supervision Mean?

There are many definitions of supervision. Different authors take different approaches, largely according to their own professional backgrounds, experience, and agendas. In the literature, supervision is sometimes treated as entirely different to mentoring and coaching, but at other times there is an emphasis on how they share the same skills and objectives. It is easy to get bogged down in semantics and lose sight of the important principles for one-to-one learning encounters. This section attempts to cut through the jargon by looking at the history of the term and focusing on some key principles.

The term ‘supervision’ originated in other professions, long before it was recognised in medicine. It has been used for many years in the mental health world and nursing to mean regular, structured, extended encounters aimed at reflecting on casework [24]. Over time, people in these professions also came to take a wider view of its meaning, suggesting that it should cover any encounter that provides support in a clinical context, whether formal or informal, hierarchical or non-hierarchical, part of a training programme or outside one. Butterworth, for example, offers this very inclusive definition from a nursing perspective: ‘An exchange between professionals to enable the development of professional skills’ [25]. Burton and Launer, looking at primary health care, define it as ‘facilitated learning in relation to live practical issues’ [26]. Clark et al. have suggested that supervision should be considered an umbrella term, covering all one-to-one professional encounters and thus including mentoring and coaching, as well as activities that include an element of management, training, assessment, or remediation [27]. In line with this, the generic term ‘supervision’ is used in this chapter as a shorthand to cover all one-to-one conversations aimed at promoting competence and reflective practice – although more precise descriptions are also given below for specific types of encounter such as clinical or educational supervision. Within the medical profession, the term ‘supervision’ arrived relatively recently and is often used more narrowly, mainly in reference to making sure trainees perform competently. However, doctors are increasingly taking the same wider view as other non-medical colleagues, and recognising that supervision takes place – or should do – in many other contexts and guises.

An issue that often arises in discussions about supervision among doctors is whether it is principally about monitoring and standard-setting or about personal and professional development. There is an understandable emphasis in medicine on the legal and governance responsibilities carried by supervisors rather than the developmental and pastoral aspects of the role, although that too is changing. There is also an inherent ambiguity in the word supervision in English, since it can imply ‘looking over someone’s shoulder’ as well as ‘looking after someone’. The approach adopted in this chapter is to recognise that the word can carry either kind of meaning, or both, depending on the people involved and the context, and to regard the ambiguity as helpful rather than confusing. In practical terms, it may be useful to think of supervision in terms of two overlapping circles labelled ‘development’ and ‘performance’ (see Figure 13.1). On some occasions, the focus will be entirely on personal and professional development. In these circumstances, the supervisor will be able to take performance standards for granted and concentrate on extending the knowledge and reflective capacity of the other person. This occurs, for example, when a doctor is helping an experienced and proficient trainee to think through a highly complex case and consider a range of different management options. On other occasions, the supervisor has to move almost entirely towards directive teaching. This may happen when a supervisee presents a case for discussion but exposes a huge ignorance of basic knowledge in doing so.

Figure 13.1 The two faces of supervision.
Even in these instances, however, it is clear that supervision will always have to pay attention to both development and performance, hence the circles overlap. Even when two experienced peers are discussing a case, both colleagues will assume certain norms that define the options that are worth considering – even if the norms remain unspoken during the supervision itself. Similarly, the supervisor who pulls up a poor trainee on the facts is still working within a framework of development and aiming to foster a relationship where standards can eventually be assumed.

**What is Supervision For?**

A starting point for understanding the purposes of supervision is to make a distinction between straightforward didactic teaching, which is unidirectional, and supervision, which is interactional. While didactic teaching is simply aimed at imparting facts, figures, rules, and guidelines, supervision focuses on the ‘swampy lowlands’ of everyday practice [10] – the complex realities that professionals face all the time and for which the textbooks may or may not have answers.

There is an inseparable connection between supervision and reflective practice: supervision is an intelligent conversation with a colleague about a case or issue, and reflective practice is an intelligent conversation with oneself [28]. Supervision should nurture reflective practice, while reflective practice in turn leads to a thirst for supervision in all its forms. The same can be said in connection with team discussion, which may or may not be present in the workplace as a regular activity, and can be regarded as a form of collective supervision. Not surprisingly, the same transferable skills operate in relation to consultations with patients, good supervision with colleagues, and effective team discussion. These include careful listening, the formation of credible hypotheses, and the construction of helpful and challenging questions. All these skills enhance critical thinking and, as such, generate a vision in the workplace that is ‘open and malleable, not closed and fixed’ [9]. The relationship between reflective practice, supervision, team discussion, and the learning workplace is symbolised in Figure 13.2.

One useful set of concepts to help understand the different purposes of supervision is the one provided by Proctor [29]. She regards supervision as having three aspects: ‘normative’, ‘formative’, and ‘restorative’. The normative aspect is what links supervision to the ‘world out there’, where there are standards to meet and rules to be followed. The formative aspect is what helps supervisees to develop. The restorative aspect is what sustains colleagues in their jobs. Each of these aspects may come to the fore or remain in the background, according to the context and the circumstances.

Although supervision is generally understood as a very different concept from clinical governance, there is an argument for regarding supervision as an important means of putting governance into action. While guidelines, protocols, audits, and other tools may provide an external framework for acceptable practice, supervision can be thought of as an activity through which professionals refine and develop their own personal practice. In other words, it is still a form of regulatory activity, but involving continual mutual regulation.

One aspect of supervision that is vital but often understated is that of imagination. As with research supervision in an academic context, supervision in a clinical setting can at times (and in some hands) be a very dull affair, but it also has the potential to inspire people to perform at their best, and to go to places clinically and professionally that they may never have been able to reach otherwise. Box 13.1 covers the issue of evidence and evaluation in relation to supervision, mentoring, and coaching.

**Cases, Contexts, Careers: The Three Domains of Supervision**

The majority of supervision in medicine addresses clinical cases. At the same time, it is worth recognising that every case occurs within a wider set of contexts – both for the patient and the professional – and the clinicians looking after the patient are each at a particular stage in their own career. In a teaching context [32] we have found it useful to draw attention to the ‘three domains’ of supervision: cases, contexts, and careers.

**Cases**

Cases may be approached from the point of view of straightforward technical case management, for example, what is good practice or best practice, but supervision often raise issues broader than this, including the following:

- clinical uncertainty
- complex co-morbidity
- ethical issues including decision-making at the end of life
- the risk of medicalisation, over-investigation, or overtreatment.
- complaints and medical errors.
In cases like these, discussion of the technical or pragmatic options that may be available is inseparable from what has been called ‘emotional work’, that is, the processing of individual reactions to the case, including frustration or anxiety. This may involve a simple expression of negative feelings, or it may require something more complex and skilled, depending on the capacities of both supervisor and supervisee.

**Contexts**

Careful case management often depends on thinking about the work setting as much as the clinical issues involved. It is unusual to have an intelligent discussion about any case without at some point having to consider how the multiprofessional network is functioning, and whether it is supporting or hindering practitioners in their work. Similarly, formal or informal case discussions among experienced doctors will regularly address issues such as problems concerning communication, money, politics, or power relationships. Much supervision addresses difficulties in relation to roles and boundaries. Examples are the extent and limits of what patients can legitimately expect from clinicians and what teachers, trainees, colleagues, and team members can legitimately expect from each other. Supervision may also need to address other relevant contexts, including how best to conduct interactions with the patient’s family, as well as cultural or faith issues that may be appropriate to the patient’s care.

**Careers**

While formal discussions aimed at clarifying someone’s career goals and choices do sometimes take place, it is probably more common for these to be addressed opportunistically at other times. For example, a clinical case might bring learning needs to light and raise issues about whether the supervisee should undertake further training to improve their level of skill. The case of appraisal is interesting in this respect. Although it is not often considered a form of either educational supervision or mentoring, appraisal does offer similar opportunities by creating a space where colleagues can reflect on their competencies, learning needs, and future aspirations [33]. However, there are clearly conflicts when appraisal is linked with professional revalidation or re-accreditation, and some have argued that a pastoral or mentoring approach cannot be combined with anything that has regulatory implications [34]. Figure 13.3 highlights the interrelationship of these three supervisory ‘domains’.

**Types of Supervision**

This section describes some of the commonest types of supervision, with examples of each type. The typology used here is adapted from Clark et al. [27].

**Informal Supervision**

Informal supervision takes the form of opportunistic exchanges that are generally short and arise spontaneously in the context of everyday work. Typical examples are chats over coffee, in the corridor, or in the operating theatre.

---

**BOX 13.1 WHERE’S THE EVIDENCE: Is supervision effective?**

In a systematic review of the effect of clinical supervision on patient and residency education outcomes in the US, Farnan et al. [30] found that enhanced attendance of clinical supervisors provides benefits for trainee education in both ambulatory and inpatient settings, and increased supervision during procedure-based scenarios generally results in improved patient-related and educational outcomes.

From a literature review and a national questionnaire survey of supervision for doctors in specialty training in the UK, Kilminster et al. [31] drew up a framework for effective practice, synthesising the available evidence. This can be summarised as follows:

i Supervisors must be aware of training bodies’ and institutions’ requirements.

ii Direct supervision and working together positively affects patient outcome and trainee development.

iii Constructive feedback is essential and should be frequent.

iv Supervision should be structured and timetabled.

v Supervision should include clinical management, teaching and research, management and administration, pastoral care, interpersonal skills, personal development, and reflection.

vi The quality of the relationship strongly affects effectiveness.

vii Training for supervision needs to include understanding teaching, assessment, counselling skills, appraisal, feedback, careers advice, and interpersonal skills.

In addition, helpful supervisory behaviours include giving direct clinical guidance, linking theory and practice, engaging in joint problem solving, offering feedback and reassurance, and providing a role model. Ineffective behaviours include rigidity, low empathy, failure to offer support or follow supervisees’ concerns, being indirect and intolerant, and emphasising evaluation and negative feedback.

---

**Figure 13.3** The three domains of supervision.
changing room. While formal supervision is usually given by someone more experienced, informal supervision can come from all sorts of people, including juniors and clerical staff. In many circumstances, such supervision ‘on the hoof’ provides the mainstay of much postgraduate learning and support, whether or not this is explicitly noticed or acknowledged. Colleagues who work well together and respect each other may be able to provide excellent and challenging supervision, even in brief moments snatched from the hurly-burly of everyday work. However, the commonest risk in informal supervision is that it takes the form of swapping anecdotes or reinforces banal or stereotypical practice. This is especially the case if it takes place in the absence of any regular or reflective supervision, or as a substitute for it.

Sometimes the most imaginative supervision that doctors ever receive comes spontaneously and unexpectedly from people outside the medical profession – for example, from lay people commenting on their own medical experiences in social encounters [26]. Some have argued that other personal experiences, including reading novels and poetry, seeing films and operas, or walks in the countryside, are among opportunities for ‘self-supervision’, since they may provide the conditions for processing the thoughts and emotions that arise from everyday work (see Box 13.2).

Clinical Supervision

Clinical supervision is the commonest form of supervision and is the mainstay of training in most medical settings. It consists of the oversight and day-to-day discussion of clinical cases and their management, and any issues arising from this. It may take a variety of forms, ranging from conversations on ward rounds or in clinics, to more extended and reflective case-based discussions. The degree of presence of supervisors and their availability for dialogue and teaching are crucial, and there is evidence to show that lack of supervision has a direct negative impact on patient care and can be associated with increased mortality and morbidity. Kilminster describes the duties of a clinical supervisor including [35]:

- Offering a level of supervision necessary to the competences and experience of the trainee and tailored for the individual trainee.
- Ensuring that no trainee is required to assume responsibility for or perform clinical, operative, or other techniques in which they have insufficient experience and expertise.
- Ensuring that trainees only perform tasks without direct supervision when the supervisor is satisfied that they are competent to do so; both trainee and supervisor should at all times be aware of their direct responsibilities for the safety of patients in their care.
- Considering whether it is appropriate (particularly out of hours) to delegate the role of clinical supervisor to another senior member of the health care team. In these circumstances, the individual must be clearly identified to both parties and understand the role of the clinical supervisor. The named clinical supervisor remains responsible and accountable overall for the care of the patient and the trainee.

In a training context, clinical supervision often overlaps with didactic training and assessment, particularly where case discussions reveal gaps in knowledge or skills. Even here, however, a conversational approach based on questioning is often more effective than giving advice, since this will help to establish the supervisee’s existing ideas and promote independent thinking. It will also ensure that any advice that is needed is pitched at the right level. Clinical supervisors need to be familiar with the principles of effective feedback. Models for offering this include ‘Pendleton’s rules’ [36], the ‘One Minute Preceptor’ [37], SNAPPs [38], and ‘SHARP’ [39], although it has also been suggested that supervisors should be wary of formulaic models and be more flexible and responsive in their conversational styles [40]. One of the clinical supervisor’s most crucial roles is to calibrate the supervision required for a learner and to enable a gradual increase in responsibility [41, 42].

Doctors generally avoid the term ‘clinical supervision’ for case discussions taking place with other professions, or beyond the training years. Nevertheless, much clinical supervision does take place with team members who have other professional backgrounds, or among established practitioners. Typical forms of this include team meetings, case reviews, and phone calls or corridor conversations with colleagues to seek expert advice or an independent view of a problem. Many established doctors, particularly those working in isolation, express a wish for more regular or systematic opportunities to discuss cases than their work patterns may allow (see Box 13.3) [43, 44].

Educational Supervision

Educational supervision has become established in the UK and elsewhere as regular supervision taking place in the context of a recognised training, in order to establish learning needs and review progress. Arguably, this is the most complex and challenging form of supervision, since the

---

**BOX 13.2 Informal supervision: An example**

Dr K. was working late one evening in her practice when a new patient arrived without an advance appointment. The patient had a complicated and long-standing problem of back pain for which she had seen him many times previously. He demanded a full clinical assessment and immediate referral for another scan. Dr K. felt pressurised. She responded by insisting that he must return for a booked appointment. Later, before locking up her office, Dr K. talked to her receptionist and expressed her frustration at patients like this, and how she hated having to behave ‘like a police officer’. The receptionist remarked that Dr K. would probably have handled the patient more carefully if he had come in the morning, when she was less tired. The comment led Dr K. to realise that she had probably been too harsh with the man, who may have been pressurising her because his pain was so bad. She also felt she should have carried out at least a basic examination to rule out any serious new pathology.
An educational supervisor may or may not take on the task of day-to-day clinical supervision. In general practice, one and the same person may be doing both jobs. On a programme of hospital training, by contrast, the organisation may assign a single skilled and trained educator to a trainee as an educational supervisor for the duration of the programme, while the day-to-day clinical supervision is carried out by clinicians working with the trainee at any given time. This is especially the case when trainees rotate through a number of different specialties and where an educational supervisor would not have the skills to offer case-based discussion across the whole range of work. When this kind of arrangement is in place, it is essential to have close coordination between all the people involved, to prevent people working at cross-purposes or giving conflicting messages to the trainee. It also makes sense to link the approval of training placements to the quality of the supervision arrangements on offer. This is particularly important because research has shown that the quality of the supervisory relationship is the key to effective supervision in medical settings [45].

When receiving educational supervision, trainees may feel their performance is being judged covertly under the guise of a supportive discussion or that their qualifications and careers may depend on what they say in apparently innocent discussions. Equally, it is hard for educators to stop themselves from being influenced by how trainees present themselves in the course of day-to-day exchanges about casework. Because of this, it is important to remain aware of the two different contexts and be willing to address this difference transparently. When real concerns arise about a trainee’s competence, it is fairer and more effective to say so, to set explicit targets, with a clear timetable and (if necessary) an explanation of possible sanctions (see Box 13.4).

**BOX 13.3 Clinical supervision: An example**

Dr F. has recently completed her core training in general medicine and has just entered her first month of higher specialist training in cardiology. While on call, she is asked to assess a 70-year-old man in the emergency department who has a pacemaker but has been complaining of blackouts. His ECG monitor shows short runs of ventricular tachycardia in addition to his paced rhythm. She phones the on-call consultant who advises her to order a pacemaker check, echocardiogram, and blood tests, commence treatment with beta-blockers, and admit the patient to the ward for close monitoring. The next morning, before they go to see the patient, the consultant asks Dr F. to go through the test findings and explain what further imaging, medical treatment, and device upgrade she thinks the patient might need. He agrees with some of her suggestions, points her towards evidence that challenges some of her other proposals, and rehearses with her what they are going to explain and recommend to the patient.

As an educational supervisor, Dr F. has to balance the competing messages (in some situations) conflicting roles. As well as facilitating learning, the supervisor has a responsibility to assess the supervisee’s performance while the supervision is taking place, or by formal means at a later date. The concept and practice of educational supervision has come to the fore with the introduction of national curricula for all doctors in training grades. Educational supervisors play a key role in the delivery of such curricula. Kilminster lists their tasks, including [35]:

- providing regular review opportunities that should take place at the beginning, middle, and end of a placement
- developing a learning agreement and educational objectives with the trainee that is mutually agreed and is the point of reference for future review
- being responsible for ensuring that trainees whom they supervise maintain and develop their specialty learning portfolio and participate in the specialty assessment process
- providing regular feedback to the trainee on their progress
- ensuring that the structured report, which is a detailed review and synopsis of the trainee’s learning portfolio, is returned within the necessary timescales
- contact the employer or educational regulator if the level of performance of a trainee gives rise for concern
- being able to advise the trainee about access to career management
- being responsible for their educational role to the programme director and locally to the employer’s lead for postgraduate medical education.

Although educational supervision is different in many ways from mentoring and coaching, supervisors may still need to offer pastoral care at times, particularly for students and trainees who are going through crises in their personal lives or careers.

**BOX 13.4 Educational supervision: An example**

Dr P. is the educational supervisor for Alan, a doctor at the beginning of his specialty training in pediatrics. Over the past few weeks, there have been several children on the ward who are possible victims of physical abuse by their parents. Two of Alan’s clinical supervisors have been concerned about his simplistic and judgemental attitude towards the problem: he seems to believe that the only desirable solution in every case is adoption outside the family. Dr P. discusses these reports transparently with Alan and arranges for him to spend some time with the child and family mental health team, seeing them do therapeutic work with parents who have abused their children but have also (in many cases) themselves been victims of abuse in the past. He also fixes up for Alan to attend a case conference, in which some of the complexities of a particular case are examined. Dr P. uses their regular education supervision sessions to review what Alan has learnt and to discuss how he might record this in a reflective piece of writing for his learning portfolio.
Remedial Supervision
Remedial supervision occurs when a regulatory agency has formally determined that there are concerns about someone’s performance. This can only happen if the agency has the authority to assess performance and prescribe the supervision as a proposed remedy.

Remedial supervision takes place within a framework of assessments and reports. Essentially, remedial supervision is a type of educational supervision where the context is one of prescribed additional training, rather than basic training undertaken on a voluntary basis (see Box 13.5). Although the term ‘remedial supervision’ is not widely used, partly because of the stigma attached, it is useful for those practising it to be aware of the difference from other forms of supervision when supervision is being carried out in the context of remediation.

Professional Supervision
Professional supervision is a term that is currently used mainly outside medicine but is starting to be used by some doctors as well. It consists of regular, extended one-to-one meetings between established practitioners, mainly to discuss specific cases. In professions such as counselling professional supervision is generally a requirement of continuing professional practice. In the context of medicine (with the exception of psychiatry and a small number of GPs) such supervision is uncommon. Professional supervision is usually, although not always, delivered by experienced members of the same profession. However, it is reasonably common for other professionals, such as psychologists, to offer supervision to doctors. Depending on the cases being discussed, and their context, the supervisor’s lack of specific technical knowledge may or may not matter (see Box 13.6).

Managerial Supervision
Managerial supervision is supervision carried out by someone with direct management responsibility for the supervisee. This may or may not take place within an educational framework (e.g. nurse training) and may or may not involve explicit assessment. In some of the non-medical literature, anything involving clinical line management or direct accountability in employment terms is explicitly disqualified as a form of supervision. By contrast, it is often the norm within the nursing profession (see Box 13.7).

BOX 13.5 Remedial supervision: An example
Dr L. is a GP who has had a considerable number of complaints from patients. His local health board has referred him to an agency that specialises in assessing and helping doctors whose performance is causing concern. The agency has carried out an occupational psychology assessment, some tests of Dr L.’s knowledge and skills, and a review of selected case notes. On the basis of this, they have found that Dr L. has particular difficulty managing ‘grey area’ cases that involve vague somatic symptoms. He tends to dismiss such patients brusquely, sometimes without adequate review or investigation. In some cases this has led to delayed diagnosis of significant illness. The agency has now assigned Dr L. a remedial supervisor who has sat in on some of his surgeries and reviewed some video records of his consultations. The supervisor has now held a series of meetings with Dr L. to go through some cases systematically and challenge him on his approach and attitude, in order to help him attain an acceptable level of practice.

BOX 13.6 Professional supervision: An example
Dr J., a psychiatrist, goes to an experienced psychologist colleague once a month to discuss cases that are causing him concern. His last supervision session was taken up with an account of a patient he is seeing regularly, who has made several suicide attempts. This session was spent examining Dr J.’s feelings of helplessness in relation to his patient’s behaviour, and also his sense of personal responsibility for her. His supervisor helped him to understand how he was picking up the patient’s own feelings of helplessness, and touched on memories of a family member who had committed suicide some years previously in spite of psychological help. They also looked at how Dr J. could help the patient understand that others did feel responsible for her and care for her, in spite of her fixed belief that nobody ever did.

BOX 13.7 Managerial supervision: An example
Ms B., a community nurse, was seeing a woman who caused her concern. The woman came from Thailand, had been married only a year, and had just had twins. She seemed cowed by her European husband, who clearly expected her to keep the house immaculate in spite of having two new babies. Ms B. had never come across a family situation like this and felt insufficiently trained to know what to do. She took the case to her regular meeting with her nurse manager. The manager spent time with her exploring all the different issues in the case. These included the risk of domestic abuse, the cultural and age differences between the parents, homesickness and isolation, and the difference in perception between the nurse and the husband. Through the meeting with her manager, Ms B. came to realise that she needed to do a fuller risk assessment as well as building up enough trust with the woman to broach these subjects. She also came away from the discussion with a range of options in her mind. These included a joint visit with the doctor and exploring to see if there were any other Thai mothers in the locality who might be willing to make contact with the woman and help her build up a support system.
Mentoring

Mentoring is usually understood as guidance and support offered by a more experienced colleague [46, 47], although there are also descriptions of peer mentoring or co-mentoring [48]. Mentoring may be either informal or formal. Where it is informal, it may have arisen naturally between colleagues and may not even be described as mentoring, except in retrospect. Where offered as part of a formal scheme, sometimes by mentors with specific training for the role, mentoring is often wide-ranging, covering not just clinical work but professional relationships and career plans as well. Although it should not be confused with counselling, life-cycle issues such as family events will quite often come into the picture. It is often an entirely private encounter, with total confidentiality given and expected on both sides. Virtually all the literature concerning mentoring includes the assumption, implicitly or explicitly, that the arrangement is both voluntary and confidential, although agencies funding mentors may want to know in general terms that their clients are finding it useful (see Box 13.8).

Coaching

Coaching is a form of supervision that has been defined as ‘unlocking a person’s potential to maximise their own performance’ [49]. The coaching relationship, like mentoring, is a voluntary and confidential one. A useful analogy here is with sports coaching, where the client already has an advanced degree of proficiency and the coach, who may or may not be a practitioner of the same sport, helps the client to work towards further excellence. However, even the word ‘coaching’ can be somewhat confusing, since it is also used colloquially when someone needs extra help (e.g. ‘She needs specific coaching in how to talk to patients’). The term has come into vogue within the context of ‘life coaching’ [50] to help people achieve personal and career fulfilment, and in a more general sense to describe any one-to-one learning relationship that does not involve management or assessment. Some writers use the terms ‘mentoring’ and ‘coaching’ interchangeably, or have abandoned one term in favour of the other (see Box 13.9).

BOX 13.8 Mentoring: An example

Since attaining her first hospital consultant post three years ago, Dr M. has had meetings every few months with an experienced doctor who is trained as a mentor. She has used these meetings to discuss the difficulties she has had in adjusting to life not just as a newly qualified radiologist, but also as a team leader, a manager, and (most recently) a new mother. Over the past two or three mentoring sessions, the same theme has come up repeatedly: the feeling that her male colleagues are paternalistic and sexist. At her most recent session her mentor simply asked her, ‘Are you really just asking my permission to get out?’ Dr M. felt enormous relief at being asked the question. She realised that she did indeed want to move on, but had feared her mentor would be critical of her for leaving her first senior post so soon.

BOX 13.9 Coaching: An example

Dr T., a hepatic surgeon, was recently promoted from medical director of his hospital to chief executive. As a result, he has decided to give up most of his clinical work, except for a small private practice, and to concentrate on his management role. He is paying to see a coach from a private consultancy organisation to help him develop his new professional identity. Quite a few of his fortnightly coaching sessions have been spent examining how he can keep his trusting relationships with his medical colleagues at the hospital (some of whom have been his friends for many years), while also behaving equitably and responsibly in relation to all the other staff groups at the hospital, including nurses, technicians, non-clinical staff, and manual workers.

Summary

The types of supervision listed here are not exhaustive or mutually exclusive. Among the huge variety of learning encounters that occur in medicine, there will be many that only loosely fit any of the categories described here, while other encounters may include aspects of several types of supervision, or shift between supervision and training from moment to moment. Clark et al. have suggested that it is less important to achieve consensus on terms than to ask the following questions in relation to any supervision activity [27].

- Who is asking for this to be done?
- What do they want, and why?
- Do they know what the supervisor does and does not offer?
- Will the person be attending voluntarily?
- Is anyone expecting specific outcomes, should they be and, if so, what?
- Who is paying whom, and do all the parties know this?
- Who is reporting to whom, about what, exactly when, and do all the parties know this?
- Is everyone agreed on the terms being used, and on their meaning?

Similarly, Proctor has proposed that ’What the role relationship is called is probably unimportant in practice ... The roles, responsibilities and rights need to be identified from the beginning, and to be discussed, made real and reviewed’ [51].

Conceptual Frameworks for Supervision

There is no single conceptual framework that is universally recognised within the world of supervision and mentorship. Different writers use – or assume – frameworks that draw on various fields, including learning theory, with a particular emphasis on authorities such as Schon [10, 11] and Kolb [52]. Some explicitly address learning styles or personality types [53, 54]. One useful model based on learning theory comes from Proctor [29], drawing on Wackman et al. [55]. This suggests that learners move continually through a cycle from ‘unconscious incompetence’ through...
‘conscious incompetence’ to ‘conscious competence’ and finally ‘unconscious competence’ – before once more uncovering in themselves a new area of ignorance of which they were previously unaware. In other words, supervision invites people to consider how they may be avoiding more adventurous areas of practice, and to explore these – at first tentatively, then as a matter of course – until they are ready to extend themselves even further (see Figure 13.4).

Certain themes arise again and again in the supervision literature, suggesting that there is a consensus about particular ideas that cross theoretical boundaries. These themes include the following:

- Supervision should be about enabling, empowerment, and sustaining human values.
- Supervisors may need to take on a variety of roles at different times, including guide, advisor, role model, sponsor, teacher, and facilitator.
- Supervision needs to pay attention to the personal, professional, and relational aspects of the work.
- Supervisors always have to bear in mind three separate ‘clients’: the supervisee, the patient, and the organisation.
- Supervision needs to address the complexity and uniqueness of the problems brought, in order to generate solutions or options that are the best fit.
- Supervision is an interactive process. To be effective, it depends on emotional attunement, mutual trust, and usually an evolving relationship between supervisor and supervisee.

In keeping with the modern emphasis on narratives and their importance, a number of writers have suggested that supervision is inherently a narrative-making activity [56]. The role of the supervisor is therefore to elicit an existing narrative of ‘the problem’ as it is currently understood, and to question the supervisee in such a way that a new understanding emerges, in the form of a different narrative in which ‘the problem’ is either lessened or has dissolved. One advantage of using this approach in a medical context is that it places less emphasis on eliciting emotion and more on ‘bringing forth new stories’. A narrative-based technique allows the technical and factual content of cases to be integrated into the evolving story that the supervisee brings (see Box 13.10).

**BOX 13.10 FOCUS ON: Narrative-based supervision**

In the context of training doctors to carry out effective supervision, I have developed a simple theoretical framework for a narrative-based approach, summarised as ‘the seven Cs’ [56].

1. **Conversation.** Wherever possible, supervision should aim to resolve problems through the conversation itself rather than through giving advice.
2. **Curiosity.** The best stance for the supervisor is one of curiosity: establishing what the supervisee already knows and what options have already been considered, or might be explored further.
3. **Contexts.** It is often more important to discover the contexts for a problem rather than focusing on the content. These contexts include the patient’s and the supervisee’s beliefs, values, and preferences, and the needs and pressures of the organisation.
4. **Complexity.** Many problems brought to supervision are inherently complex, involving many levels of difficulty or intersecting difficulties. Supervision mainly offers opportunities for supervisees to enrich their understanding of what is going on, in order to find a way forward. It rarely helps by finding a ‘quick fix’.
5. **Challenge.** Supervision requires frankness and risk taking on both sides.
6. **Caution.** It also requires respect and circumspection: operating within the limits of the supervisee’s capacity to tolerate anxiety, while not avoiding the challenge within those limits.
7. **Care.** Most of all, supervision requires attentiveness and positive regard.

**Common Tensions in Supervision**

As with any human relationship, supervision and related activities are subject to particular tensions. The ones most commonly experienced by practitioners and cited in the literature are:

- facilitation versus training and assessment
- the needs of the supervisee versus the needs of the organisation
- affirmation versus challenge.

This section addresses each of these tensions in turn.

**Facilitation Versus Training and Assessment**

In a technical specialty such as medicine, supervisors may have an overriding wish to bring out the best in their supervisees, and yet at the same time will be aware of the need for a secure basis of knowledge and skills, and a responsibility to assess these. There are certain facts that practitioners need to know, and competencies they need to possess. There is little point in trying to ‘bring forth’ such knowledge and skills where they are absent. On the other hand, there is always the risk that supervisors will be tempted to remain in a didactic, knowledge-imparting mode even when this is
unhelpful. Supervisees can put pressure on their supervisors, consciously or unconsciously, to offer a quick fix. Supervisors therefore need to offer clear signposting for areas of professional certainty (e.g. the correct doses of drugs) and areas of considerable uncertainty (e.g. the wider contexts of case management). They also need to signpost when assessment is taking place, and when someone’s observed performance may affect a judgement of them indirectly even when not part of a formal assessment.

**The Supervisee Versus the Organisation**
In many circumstances the supervisee’s needs and those of the organisation are identical. For example, a trainee’s clinical duties may provide excellent opportunities for training and supervision in the course of everyday work. However, this is often not the case, and medical trainees may, for example, find themselves losing out on important learning in order to maintain a clinical service. Supervisors who are employed by the organisation therefore have to manage a fine line between loyalty to the trainees and loyalty to the organisation. Openness and realism are needed to negotiate this kind of tension.

**Affirmation and Challenge**
A core tension in any form of supervision is the extent to which the supervisor sets out to support or challenge the supervisee. Every supervisor or mentor wants people to feel good about themselves. Equally, every supervisor wants (or should want) the supervisee to be capable of change and to develop as far as their potential will allow. Much of the skill of supervision depends on a capacity to go just beyond the ‘comfort zone’ without being perceived as a bully. This involves offering enough challenge to the supervisee to help in the exploration of new ideas and new possibilities, but not so much that the supervisee becomes excessively anxious, defensive, or deskilled. It may also involve fine judgement as to whether the context permits some careful exploration of personal issues that may be impeding professional performance. Like the skill of consulting with patients who may be anxious or fearful, this is not something that can be learned from books or articles. It depends on a gradual, sometimes lifelong, acquisition of the capacity to calibrate one’s speech with the exact circumstances and with the wishes and needs of the supervisee.

**Raising the Profile of Supervision: Changing the Culture of Medicine**

Medicine has come a long way in promoting a culture of systematic supervision, but still lags behind some other professions in many respects. Regulatory changes, including accreditation of supervisors [57], have a part to play in making sure that clinical and educational supervisors have basic competencies for the job, but they cannot necessarily ensure its quality. This requires focused programmes of faculty development, including training in supervision from the early years of a medical career [58]. Pront et al. [59] have identified four roles that supervisors need to develop in order to provide learning-focused supervision:

- To partner: establish a learning relationship through communication, trust, and respect, identifying boundaries for learning and practice.
- To nurture: as a learning advocate, transition the student into the clinical setting and facilitate socialisation into the professional culture and health team.
- To enable: promote and support learning opportunities for student engagement within individual established boundaries.
- To facilitate meaning: promote understanding through problem solving, reflection, and feedback, fostering a professional way of knowing and being.

**Conclusions**

Doctors are always pulled in two directions. On the one hand, there is a clear need for concrete facts, explicit guidelines, and consistent policies – in other words, for certainty. On the other hand, there is also the need for practitioners to gain in confidence and in wisdom, and to be able to grapple with the complex, multidimensional problems that they encounter with an ever-increasing level of understanding, sophistication, and adventurousness. Supervision, mentoring, and coaching have the capacity to ensure that medical practice rises consistently above the uninspired, the routine, and the automatic. Medical work is not just about scientific facts. It requires practitioners to apply their knowledge in the context of individual lives and complex human systems. It crosses many domains of knowledge, including the social and interpersonal. To practise reflectively, doctors need emotional and intellectual trust, so that they can reflect frankly on their own work and learn continually without feeling overexposed or under excessive scrutiny. Activities such as supervision, mentoring, and coaching provide opportunities for doctors to examine their own work safely and effectively, based on their everyday professional experience, and in a way that complements other forms of education and training.

**Acknowledgements**

Many colleagues made helpful comments on earlier editions of this chapter. I particularly want to thank Dr Jonathan Burton, Dr Julie Draper, Dr Anat Gaver, Dr Helen Halpern, Dr Gareth Holsgrove, Dr Tim Swanwick, Prof. Frank Smith, and Dr Per Stensland.

**References**


14 Interprofessional Education

Della Freeth¹, Maggi Savin-Baden², and Jill Thistlethwaite³

¹Royal College of Physicians, London, UK
²Institute of Education, University of Worcester, Worcester, UK
³School of Communication, University of Technology, Sydney, Australia

KEY MESSAGES

- Interprofessional education (IPE) is just a special case of professional education, so knowledge about good practice for learning and teaching in a wide range of contexts can be applied directly to IPE.
- The uniqueness of IPE lies in deliberately creating heterogeneous groups. By bringing together participants from different professions around a task, it is anticipated that the increased diversity of knowledge and perspectives will enhance the learning of all.
- The raison d'être for IPE is to enhance professional practice: uniprofessional as well as interprofessional.
- Poorly planned or delivered IPE may be damaging if it generates a reluctance to engage in subsequent interprofessional collaboration or reinforces negative stereotypes.
- IPE is not limited to formally planned and overtly labelled education. Whenever practitioners meet in multiprofessional groups to address complex needs or to improve clinical services, there is potential for interprofessional learning. This serendipitous IPE is a feature of daily practice.

Introduction

Interprofessional education (IPE) is simply a special case of professional education. Thus, everything we know about good practice in professional education, a broad sweep of which is set out in the other chapters of this book, also applies to IPE. IPE differs, however, in the conscious decision to amplify the heterogeneity of learners by including students or members of different professions, bringing their differing professional perspectives. We take a broad view of education and include formal and informal interprofessional learning (IPL), serendipitous learning (see Box 14.1) [1] and the effects of the hidden curriculum [2].

Before investment in IPE, therefore, we need to examine its effectiveness in different contexts and with different approaches: we will summarise some key literature in Box 14.3, but first we will provide some definitions.

Defining Interprofessional Education: The Importance of Pronouns

The terminology relating to IPE is not standardised and can be confusing. Box 14.1 provides simple definitions of phrases used in this chapter. The most widely recognised definition of IPE is that of the UK Centre for the Advancement of Interprofessional Education (CAIPE): ‘Interprofessional education occurs when two or more professions learn with, from and about each other to improve collaboration and the quality of care’ [3], later extended to include members or students of professions, and both care and services [4]. These definitions position IPE as that which prompts IPL, while its purpose is to improve care and services through collaboration; or as the World Health Organization (WHO) publication succinctly framed it, ‘Learning Together to Work Together’ [5].

The WHO’s Framework for Action on Interprofessional Education and Collaborative Practice reordered the pronouns to ‘about, from, and with’ [6]; both formulations appear in the literature. Bainbridge and Woods’ study with students and faculty elicited associations with each pronoun identifying or creating learning resources that suit all participants. Before investment in IPE, therefore, we need to examine its effectiveness in different contexts and with different approaches: we will summarise some key literature in Box 14.3, but first we will provide some definitions.

The Rationale for Interprofessional Education for Collaborative Practice (IPECP)

The drivers for IPECP have been well elucidated during the past half-century and include the increasing incidence of complex and chronic conditions globally, the patient safety agenda, recruitment and retention of staff, and global workforce inequities [10–14]. In the USA a resurgence of interest in IPECP has focused on the ‘triple aim’ of:

- improving the quality of patients’ health care experiences and patient satisfaction
- improving the health of communities and populations
- reducing the cost of health care delivery [15].

In low- and middle-income countries, priorities focus more on building workforce capacity for primary health care because of mal-distribution of health professionals and a projected shortfall of 18 million health workers by 2030 [16].

The report, Health Professionals for a New Century: Transforming Education to Strengthen Health Systems in an Interdependent World [17], called for wide-ranging and fundamental changes in health professionals’ education, and in the relationships between health care providers, educational institutions, and the populations they serve. It suggested (p. 8) there is a ‘mismatch of professional competencies to patient and population priorities because of fragmentary, outdated and static curricula producing ill-equipped graduates’ [17]. The need for team-based care, and therefore team-based learning, was stressed and IPE advocated as part of a continuum of training.

IPE should help to develop insights, shared knowledge, and teamwork skills that promote effective collaboration to deliver high quality care efficiently. It can examine how health care ‘teams’ vary and collaborative practices may range from well-rehearsed task-focused teamwork, to the more fluid concept of ‘knotworking’. Building upon Engeström’s work [18], Bleakley (p. 140) describes knotworking as ‘expert work taking place in rapidly shifting contexts, where a number of “loose ends” of activity are constantly being tied together or untied, to create the conditions for collaborative production of knowledge or new work practices’ [19]. More recently, Paradis and colleagues have examined the variety of ways in which IPC has been conceptualised in a leading medical education journal [20].

Traditional hierarchies, roles, and boundaries have the potential to inhibit effectiveness: IPE can contribute to challenging and renegotiating established ways of thinking and being. For example, it may help participants to appreciate the contributions of different members of the team; it can promote shared examination of multifaceted problems and the formation of team plans, rather than a tangle of criss-crossing separate responses; it may promote healing and

**BOX 14.1 FOCUS ON: Terminology**

Prefixes (e.g. inter-, multi-, trans-) and adjectives (e.g. shared, common, professional, disciplinary), combined with organisational and educational nouns (e.g. agency, sector, provider and learning, education, training), create a confusing array of competing and inconsistently used phrases to describe IPE. Simple descriptions of commonly used terms are sufficient for this chapter. For a more elaborated exploration of terminology see the ‘Instructions to Authors’ in the Journal of Interprofessional Care [7].

**Interprofessional education (IPE)**

Learning with, from, and about each other to improve collaboration and the quality of care and services [4]. In the North American literature, in particular, this is often termed: Interprofessional Education for Collaborative Practice (IPECP).

**Interprofessional learning (IPL)**

Learning arising from interaction between members (or students) of two or more professions. This may be a product of formal IPE or learning may happen serendipitously in the workplace or education settings [1]. (See the later section on ‘The Diversity of Learning with, from, and about each other to improve collaboration and the quality of care and services’ [4]. In the North American literature, in particular, this is often termed: Interprofessional Education for Collaborative Practice (IPECP).

**Multiprofessional education (MPE)**

Members (or students) of two or more professions learn side by side for whatever reason, for example they may have a common need to master specific knowledge or skills.

**Uniprofessional education**

Uniprofessional education, with participants from a single profession, forms the bulk of each profession’s individual pre-licensure education and some profession-specific post-licensure education; consequently it is also an important venue for the development of knowledge, skills, and attitudes needed to underpin effective (and usually interprofessional) teamwork.

**Interprofessional collaboration (IPC)**

The process of developing and maintaining effective interprofessional working relationships with learners, practitioners, patients, families, and communities to enable optimal health outcomes [8].

**BOX 14.2 ‘With, from, and about’ (Adapted from Bainbridge and Woods) [9]**

Learning about: understanding other’s roles and responsibilities, knowing people outside their professional role, overcomes stereotypes, may be more superficial than the next two categories.

Learning with: active engagement; interaction, co-location; equity; sharing values; non-judgemental; collaboration; teamwork; trust.

Learning from: trust, respect; open communication, dialogue, confidence in other’s knowledge and skills.

(Box 14.2) [9]. For us, the pronouns ‘with, from, and about’ highlight that IPL necessitates active and interactive learning. IPE is not about a mixed group of people acquiring the same knowledge or developing the same clinical skill.
Can IPE make a Difference? Does it Work?

The rationale for IPE is multifaceted and strongly argued. However, delivering IPE requires effort outside (and mostly in addition to) usual work and processes: leadership, collaborative effort, overcoming constraints and barriers, and nurturing enabling factors. Summaries in reviews by Lawlis and colleagues [21] and Reeves and colleagues [22] underline this.

Questions such as ‘Can IPE make a difference?’ and ‘Does it work?’ are often asked. The answer is the same as for any type of education: well-focused, well-designed, well-delivered, contextually appropriate IPE makes a range of positive differences (see Box 14.3). There are hundreds of peer-reviewed studies of IPE, and a growing body of evidence of effectiveness, although few studies relate to developing countries [23]. As with other topics in health professional education, the quality of studies varies. IPE, as

---

**BOX 14.3 WHERE’S THE EVIDENCE: Interprofessional education**

**Systematic reviews**

There have been many systematic and scoping reviews of IPE studies and, increasingly, syntheses of reviews [27, 35–42]. In one example, Reeves and colleagues appraised reviews reporting IPE study outcomes relating to learner gains, collaborative practice, and patient care [43]. They synthesised eight reviews (range 10–133 studies) and noted:

- the variable quality of reviews and the IPE studies they included, and signs of improvement as the IPE literature matures
- the diverse range of activities within IPE, involving various health professions over different time periods in different settings
- most studies were conducted at a single site, and examined only short-term impact
- most studies reported positive findings in relation to the learner-focused outcomes of satisfaction, changes in attitudes, and/or change in knowledge and skills; fewer reported changes in individual behaviour; a small number found positive changes in organisational practice and some found changes in clinical outcomes.

They concluded (p. 66): ‘this updated review-of-reviews revealed that IPE can nurture collaborative knowledge, skills, and attitudes. It also found more limited, but growing, evidence that IPE can help enhance collaborative practice and improve patient care’ [43].

It is more common for studies to report positive outcomes than mixed, neutral, or negative outcomes [22]. This may be a symptom of publication bias [44].

**Post-licensure IPE**

For post-licensure learners there is evidence that IPE (mostly embedded in quality improvement initiatives) can improve the quality of care and the quality of working lives. Here are just a few examples:

- improved preventative care, including increased screening and immunisation rates [45–47]
- improved teamwork, fewer errors, and swifter life-saving treatment observed in emergency departments [48, 49]
- more regular briefing and better teamwork in operating theatres [50]
- increased interprofessional participation in planning and reviewing care [51]
- more patient-centred communication [52]
- increased and self-sustaining networking among primary mental health care professionals, particularly in rural areas, which increased knowledge about other practitioners and confidence about referrals [53].

**Pre-licensure IPE**

Studies of pre-licensure IPE have provided a wide range of insights. The list below is illustrative and the examples are just a small selection from an ever-increasing pool:

- sustainable models of delivery that, over time, can accommodate large numbers of students [54–59]
- variable responses from students from different professions [56, 60, 61]
- IPE can develop more positive perceptions of members of other professions, constructive ‘mutual inter-group differentiation’, a more sophisticated understanding of roles within teams [62–64], and significantly higher scores on a scale measuring perceived need for professional cooperation [65]
- IPE can increase interest in working in places or specialties where there are recruitment shortfalls [66, 67]
- patients are pleased with care and advice provided by interprofessional student teams [68, 69], and improved patient outcomes have been recorded [70]
- interprofessional student teams can identify gaps or alternative approaches that enable qualified practitioners to improve care and patient outcomes [69].
a complex intervention in complex dynamic systems, presents research challenges. To support better studies and evidence syntheses, a conceptual model has been developed comprising an ‘interprofessional learning continuum’, ‘enabling or interfering factors’, and a range of outcome categories [24]. Theoretical contributions to the IPE research literature are increasing [25–27] and there are practical guides for those wishing to evaluate IPE [1, 28, 29].

The breadth of health professionals’ education and continuing professional development aims to improve health outcomes and the quality of care. However, it is difficult to demonstrate that any specific facets of the pre-licensure curriculum do this (including IPE), because there are multiple confounding factors and varying amounts of time between learning activities and a professional subsequently being able to provide unsupervised care [30]. Correlation is easier to show than causation. Nevertheless, it is possible to evaluate pre- and post-licensure IPE to explore whether it helps learners achieve the learning outcomes (or competencies) relevant to interprofessional practice that have been defined by professional accreditation bodies, such as CanMEDS [31], and means of doing this are being developed and refined [32, 33]. At post-licensure level the causal chain from IPE to patient and service outcomes can be shorter, although the contexts for IPE and its intended outcomes remain complex and challenging, particularly when health systems are changing rapidly [34]. Nevertheless, in a range of contexts interprofessional continuing professional development or workplace learning has achieved contextually important outcomes for patients, professionals, or services (Box 14.3).

The Diversity of Interprofessional Education

IPE may be described with two dimensions: first, variation in emphasis; and second, variation in the degree of planning and formalisation [1]. The emphasis dimension runs from a primary focus on interprofessional collaboration as the subject matter for the IPE [71, 72] to a secondary focus on interprofessional collaboration and a primary focus elsewhere (e.g. specific patient or client group [73, 74], or professional skills [75] and policy innovation [76]). Many IPE initiatives seek to pay balanced attention to interprofessional collaboration and some other substantive content, for example, pain [77].

The planning and formalisation dimension recognises that serendipitous IPL is influential and should be acknowledged. Serendipitous IPL often happens in daily practice when members of different professions review their work together, or encounter something unusual, causing them to pause and more closely observe some aspect of overlapping concern or seek information from one another. It is axiomatic that we cannot plan serendipitous learning. However, we can pay more attention to creating the right conditions for positive unplanned IPL, such as promoting recognition of complementary expertise and willingness to share ideas [78].

More predictable than serendipitous IPL, informal IPL/IPE occurs because of work systems or the structure of educational programmes. Multidisciplinary team reviews of patients or processes can be good examples of informal IPL/IPE. These may be labelled as team meetings [79], action learning, audit, or external inspection, each with a different emphasis and potential for informal and formally recognised IPL. Nisbet and colleagues advocate valuing more highly workplace IPL arising informally from daily work and improvements, and making it more explicit [80]. Furthermore, students from different professions are often in the same clinical areas at the same time, providing opportunities for informal IPE.

Formal pre- and post-licensure IPE comprises planned activities to promote learning with, from, and about members of other professions, and is the main focus of the IPE literature. Formal IPE normally supports serendipitous and informal IPL during less structured periods, such as refreshment breaks; it is worth structuring formal IPE to leverage these by-products.

Designing Effective Interprofessional Education

Effective IPE is effective education with the added value of harnessing the knowledge, learning needs, and dynamics of an interprofessional group purposefully. This book, with adjustment for interprofessionality, provides a wealth of advice to underpin the design of IPE. It is also important to consider theories of learning and change that will inform the design of IPE (Box 14.4). Learning experiences evoke emotions such as excitement, satisfaction, empathy, anxiety, boredom, fatigue, and disaffection so IPE developers and facilitators need to plan and manage IPL in ways that create positive emotions and, if necessary, acknowledge and work with negative emotions. Poor-quality IPE may be particularly damaging if it creates increased reluctance to engage in subsequent interprofessional collaboration or reinforces negative stereotypes.

Activities that do not allow each participating group to contribute to more or less the same extent are unlikely to be a good foundation for sound IPE. The aim is for everyone to learn something productive through balanced exchanges, not for one group to plunder the expertise of another.

The Perceived Relevance of the Learning Opportunity

Learners are life-centred and problem-centred and are motivated to develop their knowledge and skills when they encounter an idea, a task, or a problem that matters to them in their current context. It is difficult to engage with things that are not interesting and seem to have little relevance.

During IPL participants are likely to want to develop their knowledge and practice from multiple perspectives (as individuals, as members of a particular profession, and as members of diverse teams and collaborations). Furthermore, their primary focus will vary over time and in response to external demands. IPE normally addresses this personal, professional, and team development by
appealing to shared interest in delivering good and safe care to patients (the ‘object’ of ‘activity’ [108]). This is most obvious within post-licensure IPE, particularly in relation to quality improvement. People may not even notice they are engaged in IPE. Participants from diverse backgrounds are focused on and motivated by their shared practice-based problem.

At the pre-licensure level, where students are highly focused on their specific professional knowledge, establishing relevance and authenticity requires active attention from curriculum developers and facilitators. Learning opportunities should be aligned with the participants’ concerns, interests, and levels of expertise. This can be particularly challenging for IPE because the diversity of concerns, interests, and expertise is normally greater within an interprofessional group. Students have been shown to engage more fully with IPE when they perceive it as supportive of their own, profession-specific, development [89].

### The Perceived Demands of the Learning Context

Learners’ perceptions of the learning environment and what is expected from them affect what and how they learn [109, 110]. Overloading learners is known to encourage a reproducing (surface) approach to learning, faulty learning, disengagement or a strategic approach to studying [111]. Thus, for example, it is not helpful to place an optional, experiential IPL opportunity shortly before a high-stakes summative assessment. While this may seem too obvious to mention, it is surprisingly easy to overlook important conflicting demands faced by one or more of the groups from whom participation is desired. Such oversights are more easily avoided when care is taken to include a member of each participating group in the planning process. Learners’ perceptions are shaped by explicit and implicit messages. Explicit messages include the following:

- the course description (as published and as spoken by facilitators)
- the intended learning outcomes (normally stated in a course handbook or webpage)
- learning materials and assessment requirements.

These all convey the ‘target understanding’ [112] that curriculum developers, tutors, and examiners have in mind (with any lack of alignment creating confusion).

Implicit messages, the ‘hidden curriculum’ [2], include the following:

- perceptions of the importance of a learning opportunity based on, for example, who chooses to attend or otherwise contribute and the attitudes they display
- attendance or assessment requirements
- the physical space (e.g. located in a bright and airy room; configured so participants can face one another rather than sitting in rows all facing a facilitator or presenter)
- access to adequate technology and refreshments
- timing of events (e.g. the event is pushed to the fringes of working time, such as late on Friday afternoon)
- absence of particular professional groups
- many other subtle ways of reinforcing or undermining the official explicit messages.

IPE can be enhanced or undermined by explicit and implicit messages delivered and perceived about its relationship to the dominant activities of uniprofessional education and practice. Interestingly, the connection between individual learning and IPE is complex. Work linking threshold
concepts (Box 14.4) and disjunction (getting stuck in learning) has examined the relationship between autonomy in learning and the personal challenge of student experiences in clinical education. It found that autonomy should be regarded as something that develops in relation to others, not as a merely individual phenomenon, and that IPE enhances students’ experiences of autonomy [113].

**Learning Spaces**

There is increasing interest in the notion of space. Interest in the use and design of physical space (and virtual worlds [VWs], discussed in the section Simulation: ‘Real-world’ and Virtual below) is consistent with increased attention to socio-material perspectives on learning (Box 14.4). For example, Temple [114, 115] reviewed research into the built environment of universities, linking this to the organisational nature of higher education in terms of how universities are governed and managed including: changing relations with their students; research relating to how students learn; and factors influencing the learning process. He developed a useful agenda for future research, much of which remains to be done. More recent contributions to this discourse have emphasised evolving space usage, the importance of spaces that can be used flexibly, and alignment between space and the curriculum [116–118]. As a counterbalance, Thomas challenges the dominance of physical spaces in the discourse about space and learning [119]. He argues that there is little recognition that our conceptions of learning are bounded by the ‘physical situatedness’ of learning itself, creating unhelpful and inadequately challenged distinctions between conceptions on learning in different types of space (e.g. classrooms, libraries, cafés, clinical areas, and online).

There has been relatively little consideration of space as a site of learning and more particularly as a site of power in IPE.Kitto and colleagues [120] argued that space and place are under-conceptualised in the health professions’ literature suggesting that:

- There is a need to examine how the notion of space is utilised for learning, and the impact that place has on expectations, types, and evaluations of learning.
- Health sector research into space and place has predominantly focused on patient and family experiences of care; interest in space, place, and professional practice has grown slightly, but research is developing within, rather than across, professions. There is little research that explores space, place, and learning together.
- Research using a broader range of methodologies would enable greater understanding of how students and practitioners learn in clinical settings, and how both people and places affect one another.

Nordquist and colleagues [121], alongside providing a commentary on a collection of papers addressing the impact of space on learning in professional education and IPE, discourage designing physical learning spaces based on specific educational methods (potential ‘living museums’ p. 81), but instead encourage the design of flexible hybrid spaces for learning that can remain relevant as learning and teaching changes. They advocate strengthening alignment between the curriculum and space provision through sequential consideration of:

- the vision of the curriculum: an exploration of the need for and type of formal and informal spaces
- existing spaces and an analysis of how these might be classified
- the gap between the vision and what existing spaces provide, to guide redevelopment or creation of new learning spaces.

This is less radical than Thomas’ vision of blurred distinction between physical and online spaces for learning, since these increasingly meld together in a learner’s multifaceted learning experiences and it is difficult to articulate ‘where’ particular learning occurs [119]. Thomas also calls for learning spaces to be designed as adaptive, malleable, and enchanting spaces which provide opportunities for emergent types of learning. Moving beyond the discourses of physical and virtual learning spaces, Savin-Baden [122, 123] argues for the need to see spaces between people and places in terms of:

- **Territorial spaces** between the tribes of academia, whether disciplinary, professional, or departmental. These are places in which understandings about issues of power, status, and emphasis are important.
- **Space between learner and teacher:** the concerns and agendas of learners and teachers are different spaces with diverse emphases, and such spaces are often complex and difficult to manage. Often, these spaces are not just different in territory but also in language and social practices.

The notion of translation is useful in understanding the complexity of these forms of space. Translation is normally seen as finding parallels between two languages or as a means of mediation between professions’ languages. Yet – in the process of translation – words, discourse, and practices change and their meanings are often mislaid and misunderstood. The difficulty with attempting to translate different professionals’ ideas into something simplified and accessible to all IPE participants can make matters worse. Perhaps these spaces between learners, and between learners and teachers, should not be managed through translation, but by acknowledging the differences and the complexity of bridging these. IPE participants should be given opportunities and encouragement to ask for clarification when they are uncertain, or when ideas and language are unclear.

**Interprofessional Education and the Curriculum**

We argue that there is no ideal or essential location for IPE within a curriculum, rather that there are many opportunities for enhancing learning through IPE. One useful model to consider what, when, and how, is the taxonomy developed by Bainbridge and Wood [124] who argue for three levels of IPE based on stages of becoming a professional.

- **Exposure:** junior students engage in learning experiences with peers from other professions. The intention here is mainly ‘learning about’, gaining an understanding
of other professions, whilst making sense of their own. Learning tends to be through simulation, case-based learning (including e-learning), group work, discussion, and reflection.

2 **Immersion:** senior students have practice-based collaborative learning experiences to examine the strengths and boundaries of their profession whilst beginning to develop an interprofessional world view. Challenging learning activities include appreciative inquiry, problem-based learning (PBL), team projects, and group activities in clinical settings.

3 **Mastery:** pre- and post-licensure learners are prompted to use critical thinking to develop a deep sense of their own context, profession, and values in relation to other professions. At this stage students have useful profession-specific knowledge and experiences that they can share, and they tend to be hungry for new experiences [66]. Learning may include involvement in cutting-edge practices, emerging technologies, activities such as student run (or guided) clinics, and workplace learning.

**Curriculum Alignment in an Era of Competency-based Education**

The argument for ‘constructive alignment’ [125] highlights the connection, and impacts of disconnection or misalignment, between intended learning outcomes, the learning opportunities provided, and assessment (both what and how). In the field of medical education we are in a time of competency-based education (CBE) and a number of interprofessional competency frameworks have been published [126] with competence being defined as what graduates should be able to do in practice [127]. Two influential examples are: the National Interprofessional Competency Framework published by the Canadian Interprofessional Health Collaborative (CIHC) in 2010 [128] and the 2011 Interprofessional Education Collaborative’s (IPEC) list of core competencies for interprofessional collaborative practice from the USA [129], updated in 2016 [130].

Learning outcomes or competencies are defined within each health profession’s accreditation standards. In many countries these now include interprofessional standards. However, within a given country professions may use different language to capture interprofessional competencies (or outcomes, or capabilities, etc.) – this opens up spaces for misalignment, gaps, or unresolvable profession-specific constraints. Until professions jointly agree and adopt national interprofessional competencies, the design and assessment of IPE will present difficulties related to differing unprofessional requirements for accreditation.

**Delivering Effective Interprofessional Education**

Most modes of educational delivery potentially have some application in IPE, but some are more naturally suited to the task; we will discuss case-based and PBL, simulation, shadowing, and clinical work, before discussing online IPE (see also Chapters 10–12). Of course, these modes of delivery overlap.

Subsequently, we will consider the roles of facilitation and assessment (see also Chapters 9, 13, and 21–25).

**Case-based Learning (CBL) and Problem-based Learning (PBL)**

CBL and PBL trigger learning by adapting real cases and incidents. Patient cases and narratives help link theory to practice [131]. All the participating professions are likely to be familiar with learning in this way and scenarios can be tailored to be relevant to all learners. Well-selected or well-crafted triggers are vital to ensure that each profession can make a valued contribution. One study has shown that augmenting case triggers with an interprofessional team reasoning framework and video examples of interprofessional interactions improved students’ perceptions of team skills and their case presentations [132]. It is important to clarify what CBL or PBL means to each professional group as there may be different conceptions, based on different prior experiences of CBL/PBL processes adapted to suit profession-specific needs or traditions. Different expectations may underpin unanticipated difficulties in PBL processes during IPE [133]. There is a broad range of PBL approaches and practices worldwide and the diversity is growing. Differences occur in respect of constituent dimensions, such as problem type, form of interaction, knowledge focus, form of facilitation, focus of assessment, and learning emphasis. Within a particular IPE experience, the conceptions of PBL brought by participants form a particular ‘constellation’ [134] of overlapping expectations, both harmonious and clashing. To date, there is relatively little understanding of the impact of different PBL constellations on IPE.

**Simulation: ‘Real-world’ and Virtual**

The term simulation covers everything from table-top exercises and simple role play (e.g. telephone call) to medium-fidelity simulation in clinical skills centres, and on to high-fidelity clinical simulations supported by sophisticated technology and/or highly skilled simulated patients (see also Chapter 11). Palaganas and colleagues [135] argue that simulation and IPE are natural partners, helping to overcome some of the logistical challenges of IPE in other contexts – providing a motivating, engaging learning environment and providing a safe environment (removing risks to patients and facilitating a psychologically safe environment to explore challenging issues such as social hierarchy, diversity, and divisions). Examples of simulation for IPL include extending earlier unprofessional learning through the development of interprofessional scenarios for rehearsing aspects of communication with simulated patients [62]. This is a good example of a spiral curriculum in action (Chapter 5). Many other examples of simulation-based IPE centre on managing complex cases or deteriorating patients (represented by manikins or actors in physical simulations, and variously portrayed in online simulations) in order to rehearse and reflect upon clinical skills, interprofessional teamwork, leadership, and effective workload management [54, 136–138]. Simulation-based learning generally...
includes an element of role play—learning and teaching processes linked to an IPE example are explored by van Soeren and colleagues [139], whose findings resonate with the wider role play literature (see also Chapter 11).

Teaching and learning through the use of technologies such as virtual worlds has expanded rapidly in recent years [123, 140, 141]. VWs are virtual learning spaces such as Second Life, Blue Mars, and Kaneva, comprising open computer-based simulations populated and built by online communities in which people can create a personal avatar. For example, an IPE pilot [142] used an existing virtual hospital in Second Life, augmented with documents in Wikispace, to enable health care students from four professional groups and two universities to make profession-specific clinical assessments of a simulated elderly patient whose care needs had increased. They then meet in the virtual environment to develop a collaborative care plan. The pilot was generally well received. It partly mitigated lack of opportunity for collaborative learning in real clinical placements, and raised students’ awareness of the roles of other health care professionals; opportunities to improve the VW simulation and learning experience were identified.

Many designers and tutors, especially those working in distance-learning contexts, describe VWs as supporting social interaction and learners’ motivation [143, 144], dialogic learning [145], action learning [146], communal constructivism [147], experiential learning [148], role-playing [149], and PBL [150]. Attempts have been made to map these pedagogical practices across VWs. Literature syntheses examining VW usage highlighted the prevalence of ‘simulation of space’ [151] and ‘collaborative simulation activities’ [152]. Thus, returning to our earlier discussion of spaces, VWs could be seen as offering IPE a means to develop and use teaching spaces in different ways.

**Shadowing**

Reciprocated shadowing, in which health care students or practitioners from different professions observe each other at work in clinical settings, when complemented by associated discussion and reflection, can make an excellent contribution to interprofessional understanding of roles, responsibilities, constraints, expertise, and models of practice. Concentration wanes during passive observation and therefore observations need to be actively processed to become integrated with wider professional learning. An interprofessional shadowing experience needs both structure and follow-up activities to promote IPL and increase the chance that that learning will be integrated in subsequent professional practice. Some wider IPE initiatives include shadowing elements [153–155].

**Clinical Work in Interprofessional Student Teams**

Several IPE initiatives, in a variety of clinical contexts, have involved interprofessional student teams providing care under the supervision of qualified practitioners [54, 56, 68]. Two main models are interprofessional training wards (IPTW) and student-run clinics (SRC). These models show how a rolling programme of IPE in a service delivery setting can, over time, allow large numbers of students to rehearse and reflect on interprofessional teamwork. Follow-up studies show that students retain strong and largely positive memories of these types of IPE [156, 157]. However, these models can be vulnerable to sudden changes in the clinical area, resulting in loss of staff to provide the level of supervision students require, or a change in the caseload rendering a clinical area too demanding for student teams.

Training wards originated in Sweden in 1996 and much has been written about them since their inception. Many studies have shown that students find IPTW experiences meaningful (see for example evaluations from Sweden [54], the UK [68], and Australia [158]). Patients tend to be highly satisfied with care provided by interprofessional student teams [68,159]. However, such wards are not easy to implement: careful planning and attention to legal and bureaucratic requirements within a country’s health system are required, they are resource intensive, and with large student numbers across the health professions it is difficult to provide adequate time on the ward for each student and team. Studies have also noted that supervising student teams and facilitating effortful reflection can be a draining role for clinicians and faculty [156].

In the United States SRCs are becoming more widespread and were originally implemented to provide free access to health care for uninsured and socially deprived or underserved populations [159]. They are also referred to as student-led or student-assisted clinics, and involve students from a wide range of health professions under appropriate supervision. A systematic review suggested that SRCs give students ‘the optimal and most realistic form of learning by doing’ [160, p. 250]. However, interprofessional student clinics may cost more than conventional clinical placements for students [161] and, as with much health professional education, evaluation through longer-term follow up of impact is still required.

A related model of IPE includes direct contact with patients but stops short of providing care; this involves interprofessional student team members assessing patients with complex needs and conducting an interdisciplinary case conference to integrate their findings and develop a care plan [70]. This model of IPE forms the basis of the health care team challenge (HCTC) – a student team competition held annually at many universities worldwide [162].

**Online IPE**

With its emphasis on the contact hypothesis [105], IPE has tended to emphasise face-to-face synchronous learning and has encountered well-documented challenges [21–23]. Online IPE may help solve some of the logistical issues of face-to-face activities [163]. At pre-licensure level, online interprofessional modules may be woven into the wider profession-specific curriculum for several professions; this allows large numbers of students across different faculties, and even different institutions, to undertake IPL activities asynchronously and simultaneously [164]. At post-licensure level, examination of computer-mediated communication (CMC) among dispersed members of a rural interdisciplinary health care team illuminated group dynamics in virtual interprofessional teams, providing valuable insights for planners and facilitators of e-IPE [165].
Online IPE has been shown to be effective and a sustainable solution to help learn foundational teamwork knowledge [166] and promote self-directed IPL [167]. It is, however, important to remember that online IPE also requires interaction, which might be achieved through moderated or unmoderated electronic discussion forums within a virtual learning environment (VLE), or through social media [168], in addition to blended learning formats that combine, for example, online and face-to-face learning [169]. A study of online IPE groups of students from six professions working through a social networking site, compared three levels of facilitation and task-structuring. It found that a facilitated group with moderate task-structuring was more successful than both an unfacilitated minimally structured group and a highly facilitator-structured group [170]. This highlights the careful balancing act between too much and too little intervention by curriculum developers and learning facilitators. Blending e-learning with informal self-directed IPL activities, such as learners are encouraged to meet online team members face-to-face when possible, demonstrates that e-learning does not have to be an all or nothing approach [171].

The Role of Facilitation

While many principles of good small group facilitation apply to IPE, some additional dimensions warranting attention include the deliberate heterogeneity of groups, and the aim of harnessing diverse perspectives, skills, and insights of participants from different professions. This is challenging, even for those with considerable unprofessional facilitation experience [172]. There is a considerable body of literature on facilitation and IPE [173–176] and there continues to be a wide range of staff development programmes in IPE [177]. Unique demands of facilitating online IPE have also been identified. For example, Dalley-Hewer and colleagues highlighted the phenomenon of ‘polite agreement’ in interprofessional online discussion forums and were concerned that exploring ‘meaningful disagreement’ respectfully should be a defining feature of IPL. Restructuring ‘e-tivities’ and scenarios resulted in a more critical discourse which can help learners to reach new and shared conclusions [178].

Recently, Evans and colleagues [179] examined the impact of facilitating IPE on facilitators themselves – currently a relatively under-explored area. The findings indicate undertaking interprofessional facilitation affected facilitators’ own interprofessional workplace behaviour, such as working more collaboratively when planning care, treating patients, and supervising students. A recent qualitative synthesis of 12 articles [180] examined the nature of interprofessional facilitation and found that it was influenced by contextual factors, such as the need for good organisational and e-learning support. Facilitator experiences and the use of different facilitation strategies were also found to be important, as were initial preparation, ongoing support, the opportunity for co-facilitation, and the ability to be flexible in terms of adopting a variety of approaches to facilitation. This synthesis helpfully provides guidance on both staff development for interprofessional facilitation and curriculum design, as well as suggestions about how facilitators may best be supported in this challenging role.

Interprofessional co-facilitation is one way to mitigate facilitators’ inadequate knowledge of all participating professions and their usual approaches to learning and teaching. The extra cost of additional facilitators may need to be offset by larger groups or reduced contact time. In addition, co-facilitators can feel that their own professional expertise is under the spotlight to a greater extent than in their routine work – an experience that may be enjoyable or nerve-wracking. Co-facilitators need to role model high-quality interprofessional collaboration, otherwise the credibility of the learning experience may be damaged.

IPE researchers have reported that gender balance and the balance of professional membership can affect group dynamics [181]. There may be opportunities for facilitators to allocate group membership in ways that maintain sufficient balance to safeguard productive interprofessional discussion.

Discomfort generated by lack of familiarity with IPE may cause some participants to try to change the nature of the learning experience so that it becomes more familiar. Conflict may be more likely in a group where firmly held professional positions are scrutinised. Facilitators need to develop skills to productively harness the energy of conflict, reflecting it back to participants, and set clear limits on acceptable behaviour [182]. The contact hypothesis suggests how prejudice and its associated conflict might be reduced [106]. It highlights the importance of facilitators drawing out both similarities and differences between participating groups. Most interprofessional facilitators find that conflict remains productive and manageable if there is a central focus on patients and improving the quality of services. Improving the quality of working lives by improving team communication and local processes is also an effective focus at the post-qualification level.

Assessment and Interprofessional Education

The importance of the assessment of interprofessional learning outcomes should be no different from that of uniprofessional or generic outcomes. However, a 2015 review suggested that few IPL activities are assessed and that if they are it is rarely through assessment of performance [183]. An Australian audit indicated that IPL is most frequently assessed through attendance followed by essays and group presentations [184]. Assessment is important to ensure that students do not consider IPE different from their uniprofessional learning – it is not optional or peripheral but important: ‘an integral and necessary component in the education of health and human service professionals, regardless of discipline’ [185, p. 101].

In 2016, in response to an invitation from the programme committee of the 17th International Ottawa conference on the Assessment of Competence in Medicine and the Health care Professions, an international working group
organised several meetings and discussions with colleagues around the globe on the topic of the assessment of IPL. This process, which involved 75 contributors from 15 countries, resulted in the ‘International consensus statement on the assessment of interprofessional learning outcomes’ [33]. Box 14.5 summarises this statement.

The statement includes a rationale for assessment, similar to that of assessment in health professional education in general with the addition of showing that health professionals are able: ‘to meet the needs and expectations of patients, clients and communities, as well as carers and families, for effective cooperation and interprofessional communication between health and social care workers’ [33, p. 4].

For qualification and licensure purposes, students’ and trainees’ competence is assessed at the individual level, although teamwork and group activities may be assessed otherwise.

### BOX 14.5 FOCUS ON: Assessment: summary of the International Consensus Statement on the Assessment of Interprofessional Learning Outcomes [33]

**What to assess:**
The defined learning outcomes for the particular university and health profession – which will include the broad areas of role understanding, interprofessional communication, interprofessional values, coordination and collaborative decision-making, reflexivity, and teamwork.

**How to assess:**
Methods should draw on best practice in assessment, which may need to be ‘situated and contextualised’. Students should be assessed both individually and within a group or team setting. Suggested approaches include scenario-based MCQs, team-based projects, simulation with observation, practice-based activities, reflective journaling, and oral or written critique of teams that students observe or ‘join’. In addition there are numerous tools for the assessment of teamwork and collaborative practice (see for example the collection on the National Center for Interprofessional Practice and Education’s website [189]). Assessments may form the basis of an interprofessional portfolio in which students provide evidence of meeting the defined learning outcomes over the course of their programme of study.

**Who should assess?**
Many jurisdictions require that students should be assessed summatively by a member of their own health profession. However, if interprofessional assessment is part of a programmatic assessment process, this becomes less of an issue as there is not one final examination but rather on-going assessment throughout the programme by different health care professionals, including from their own profession (see Chapter 25 for more on formative and programmatic assessment processes). Evidence of learning may also be shown by peer assessment and multisource feedback, including patient opinion.

### BOX 14.6 FOCUS ON: Global developments in IPE

**The World Health Organization**
The WHO continues to support the need for IPE. In recent documents it has called for health professional education accreditation at a national level to include IPE for collaborative practice [16]. Its five-year action plan for 2017–2021 calls for ‘provision of interprofessional education and organization of multidisciplinary care, including recommendations on skills mix and competencies to achieve integrated people-centred care’ [191, p. 11].

**Japan**
The Japan Association for Interprofessional Education (JAIP) was founded in 2008 by 46 representatives from health care, welfare, universities, hospitals, and other institutions. Health and social care in Japan recognises the need for interprofessional collaborative practice as the country becomes a super-ageing society. IPE is being implemented across academic disciplines and aims to help learners master team-working competencies [192]. It is still a developing field within higher education.

**USA**
- The IPEC, which includes representatives from professional associations of dentistry, pharmacy, nursing, public health, osteopathic medicine, and allopathic medicine, has published an influential report on core competencies for interprofessional collaborative practice [129]. The number of US medical schools mandating IPE increased from 56 in 2007–2008 to 130 in 2014–2015 [193].
- The National Center for Interprofessional Practice and Education in Minneapolis, Minnesota, was developed through cooperative agreement with the Health Resources and Services Administration (HRSA), the primary federal agency of the US Department of Health and Human Services, with the mandate of improving access to health care and also has funding through three private foundations. Part of its mission is to conduct rigorous evaluation of IPECP. Its work began in October 2012 [194].

**Australia**
The standards of all health professions accredited with AHPRA (the Australian Health Practitioner Regulation Agency) include items relating to interprofessional practice. However, there is wide diversity in how, when, and what is included in health professional curricula at the individual institutional level [184].

**Africa and Asia**
IPE has a new network in Africa (http://afriPEN.org) and is being implemented in developing countries with similar challenges to those in developed countries [23]. Other examples in Asia are Indonesia [195] and Malaysia [196].
as part of wider in-course assessments. Lingard has contrasted the individual emphasis to a collectivist approach to competence [186]. She suggests three key premises underpinning a collectivist approach (p. 55): 1 Competence is achieved through participation in authentic situations. 2 Competence is distributed across a network of persons and artefacts. 3 Competence is a constantly evolving set of multiple, interconnected behaviours enacted in time and space. The collectivist discourse takes a systems approach and acknowledges the intricacies of collaborative practice. It will necessitate a rethink of the current assessment infrastructure in order to measure team performance and a move from thinking about ‘competent practitioners’ to talking also about ‘competent performances’ of teams’ [186, p. 67, italics in the original]. This will not be easy and is likely to be more feasible and acceptable post-licensure. Orchard, drawing on the work of Kvarnström [187], advocates post-licensure assessment to focus on team dynamics and the knowledge contribution from each team member, taking into account the organisational environment [188]. Of course, health professionals may work in different teams and wider collaborations depending on their role and location within a health service, adding to the complexity of deciding when, where, and what to assess. Some ‘teams’ come together for very specific tasks such as the management of a cardiac arrest – there the importance is the role and not the person. Other teams work together over much longer periods of time.

Conclusion

Whichever beach you are sitting on, it is likely to feel as if interest in IPE comes and goes like the tide. This applies to areas of practice as well as geographical locations, and beaches differ with respect to the amount of variation between high and low tide. At the time of writing there are exciting developments in IPE worldwide [190], a few of which are described in Box 14.6.

References


184 Interprofessional Curriculum Renewal Consortium (2013). *Curriculum Renewal for Interprofessional Education in Health*. Sydney:
Chapter 14

Centre for Research in Learning and Change, University of Technology, Sydney.


**Further Reading**

Many of the other chapters in this book are valuable sources of additional reading to inform the development and delivery of IPE. Good studies of IPE are dispersed across many journals, their location often reflecting the clinical setting for the IPE or the professional backgrounds of the authors. However, the most extensive single collection of papers about IPE – descriptions, evaluations, and theoretical debate – can be found in the *Journal of Interprofessional Care* (http://www.informa http://healthcare.com/jic).
15 Patient Involvement in Medical Education

John Spencer¹, Judy McKimm², and Jools Symons³

¹Newcastle University, Newcastle, UK
²College of Medicine, Swansea University Medical School, Swansea, UK
³Faculty of Medicine and Health, Leeds University, Leeds, UK

KEY MESSAGES

- Patient involvement in medical education is embedded within a broader context of both policy and practice.
- There is a growing literature on patient involvement but much of it remains descriptive and uninformed by theory.
- A wide variety of initiatives and settings has been described.
- A wide range of benefits has been shown for all stakeholders.
- There is a need for appropriate support, training, and remuneration for all involved.

- ‘Patients’ include patients themselves, carers, patient groups, and patient representatives and advocates.
- There is a need for further research, including assessment of the strengths and weaknesses of different approaches, evaluation of long-term impact, and factors influencing sustainability.

Introduction

My method (is to) lead my students by hand to the practice of medicine, taking them every day to see patients in the public hospital, that they may hear the patient’s symptoms and see their physical findings. Then I question the students as to what they have noted in their patients and about their thoughts and perceptions regarding the causes of the illness and the principles of treatment.

Sylvius (1614–1672) [1]

In the early seventeenth century Sylvius’ teaching methods would have been unusual, indeed it would have been considered distinctly eccentric to involve patients in medical education to such a degree. Whilst the traditional physician apprenticeship – dating back (at least) to Hippocrates – relied on contact with sick people, by the time medical education was formally established in the universities of Europe in the thirteenth century, the patient had all but ‘disappeared’. It was not until after the Renaissance that universities began to introduce bedside experience. And by the eighteenth century it was, in the words of one author, ’axiomatic’ that students should supplement their book learning by spending time ‘walking the wards’ [2]. Clinical experience through patient contact gradually assumed its place at the centre of medical education such that by the turn of the twentieth century, Sir William Osler’s assertion that ‘it is a safe rule to have no teaching without a patient for a text, and the best teaching is that taught by the patient himself’ [3] had become part of the rhetoric of a modern medical education.

Despite this evolving centrality, the patient’s role in clinical education has historically been largely passive. At worst, a hapless hospital inmate unable to say ‘No’ to a gaggle of students at the foot of the bed; ‘imposition’ more than ‘involvement’. Even at best, the patient, though treated with courtesy, was often no more than a medium, ‘an interesting case’, through which clinical teaching took place.

This chapter considers the importance of actively involving patients in the education of doctors and other health professionals, describes models of involvement, explores aspects of the growing literature on the subject, including evidence of benefits and disadvantages, discusses problems and challenges, and identifies areas for further inquiry. Before doing that, however, it is important that we first consider terminology.

Patients, Users, and Consumers

Nomenclature in this area is a potential source of controversy and confusion, and the issues are complex. The language used reflects values and power relations, generates strong emotions, and may impair both scholarly activity, such as searching the literature, and collaboration between interested groups [4, 5]. Views vary greatly about how people prefer to be described, and preferences and language change over time [5]. For simplicity’s sake we will mainly use the term ‘patient’ (and, where relevant, ‘carer’) throughout this chapter, because, for all its limitations, it is probably...
BOX 15.1 FOCUS ON: Terminology

‘User’ or ‘service user’ is commonly used in the UK, but in North America may be more associated with illicit drug use. Furthermore, the term implies that medical care is simply a technical service rather than a more holistic, relationship-based interaction. However, ‘user’ does imply a degree of active participation.

‘Lay’ is also used frequently; it acknowledges that the person may not necessarily be either sick or under active care. However, ‘lay’ defines someone essentially not by any positive attributes, but by what they are not (i.e. not ‘professional’) and what they do not have (i.e. they don’t have medical expertise).

‘Consumer’, ‘client’, or ‘customer’ connote health as a commodity and health care as a market, and thus suggest a commercial relationship.

‘Survivor’ and ‘person in recovery’ are terms mostly restricted to use in relation to cancer and mental health.

‘Patient’ is probably the most unambiguous term, although it implies that the person is sick and under active care; the term connotes passivity; and the care relationship is medicalised.

Standardised patients’ were originally real patients trained to present standardised representations of their own problems; the term often overlaps with ‘simulated patient’.

the most widely recognised term in medical education – although terminology differs amongst user groups as well as different professions and countries (see Box 1.1). We use ‘patient’ to mean both people with health problems, whether or not they are currently receiving care, and healthy people, although we recognise that this may be contentious and will not acknowledge everyone’s preference. We also recognise that ‘on the ground’ it is important to be mindful of the power of language [4]. The problem of terminology also extends to describing the active roles increasingly played by patients. A wide range of terms are used, including instructor, educator, expert, associate, and mentor.

Context of Patient Involvement

Engaging patients and the public in health care can cover many aspects. For example, Carman et al. [6] described a model of ‘patient and family engagement’ with three critical dimensions: the continuum of forms of engagement (from consultation to partnership and shared leadership), the different levels at which engagement may occur (ranging from direct care to policy making), and the factors influencing whether and to what extent engagement occurs.

Patient involvement in the development, delivery, and management of health care has been enshrined in health policy worldwide for several decades. Taking the UK as an example, successive waves of health reform have aimed to ensure that patient and public involvement should be part of everyday practice in the NHS [7, 8], reflected in the catchphrase ‘no decision about me, without me’. This principle is now enshrined in the NHS Constitution which is absolutely clear that the NHS (in England) ‘should support individuals to promote and manage their own health but also that NHS services must reflect, and should be coordinated around and tailored to, the needs and preferences of patients, their families and their carers’ [9, p. 3]. This development has inevitably encompassed the education and training of health professionals [10] and the latest standards for education and training from the General Medical Council (GMC) includes the requirement that ‘the development of medical school curricula must be informed by … patients, families and carers’ [11]. The GMC has also produced ‘supplementary guidance’ on the involvement of patients and the public [12]. These trends are not confined to medical education nor to the UK [13].

Aside from national policy agendas, there is an obligation for medical schools to demonstrate ‘social accountability’ which involves schools directing ‘their education, research and service activities towards addressing the priority health concerns of the community, region and/or nation they have the mandate to serve’ [14]. Social accountability has evolved as a major contemporary discourse, embracing concepts such as ‘the social contract’ (between professions and society), ‘social responsibility’ (of doctors and other health professionals), and ‘social responsiveness’ (of institutions). Woollard and Boelen [15] highlight the challenge for medical schools ‘to strive for and demonstrate greater impact on health through their bonds with society’, which, they contend, is the very purpose of social accountability. They argue that medical schools must demonstrate a commitment to social accountability in both formal programmes and the ‘hidden curriculum’. At the same time, and influenced by similar social and political forces, the concept of ‘professionalism’ has been revisited and redefined, with obvious implications for education [16–18]. While debate continues about the nature of professionalism, its theoretical basis, and how best to teach, assess, and research it, there is general agreement that professionalism is underpinned by a commitment to patients’ interests and must be ‘based on virtue, deeper attitudes rather than mere behaviour, and requiring of practical wisdom’ [19].

Aside from changes in expectations, there is now a greater appreciation of the psychological and social consequences of ill health and health care treatments, and the need for new models to guide practice, such as the ‘biopsychosocial model’ and ‘patient-centredness’, which put the patient’s perspective and priorities at the centre [20, 21]. Increased knowledge about variation between patients in values, preferences, and responses to illness and their effect on treatment outcomes has brought the health care professional’s interaction with the patient to centre stage. And whilst the technical complexity of medicine offers greater choice of diagnostic tests and treatments and more complex interventions, financial constraints often lead to doctors having to navigate their way through the tensions between expectations and feasible options.
These developments have occurred in parallel with changes in public expectations, changes often described as part of the move from paternalism to partnership. With the decline in uncritical deference to the professions, the rise of consumerism, and a greater understanding of what health care can and cannot achieve, many patients expect to have their concerns addressed and their requests heard, and to be fully informed about their condition, briefed about risks of treatment, involved in decisions about their care, and educated and supported to manage their own conditions [22].

Co-production is a model of service delivery developed over the past 30–40 years which emphasises the central importance of the contribution of service users [23]. Collaborative co-production involves a relocation of power whereby the user is seen as an expert in their own circumstances, and professionals move from ‘being fixers to facilitators’ [23]. It requires a new relationship with professionals, and all parties need training to take on new roles. Over the same period, shared decision-making has evolved as a new model for the clinical encounter. The underlying ethical principles require acceptance that self-determination is desirable and that the clinician’s role is to support this. Shared decision-making – for which there is a growing evidence base to support effectiveness [24] – depends on building an effective relationship in the clinical encounter using a range of specific communication skills.

Such changes make working with patients ever more demanding – for example, supporting patients to exercise choice in situations of uncertainty, enabling them to understand the options available and the risks and dangers involved, and helping them appreciate restrictions on choice. Learning how to do all these things needs input from patients and challenges educators to seek the most appropriate ways of enabling students and trainees to learn, whilst respecting the rights and needs of patients [25].

Active involvement of patients and carers in health care professional education was a logical development from involvement in other areas, including policy and research. It started in medicine, nursing, social care, and education of (non-physician) mental health professionals but has spread to other disciplines such as occupational therapy, pharmacy, and physical therapy. Nonetheless at the time of writing, to quote a recent position paper, it is ‘still not well established in the mainstream of educational practice’, and is ‘often limited to a specific population of patients … is fragmented and not embedded in the educational institution, and lacks appropriate infrastructure and sustained leadership and resources’ [26, p. 19].

**Scope of Patient Involvement**

Many people might assume that ‘patient involvement in the curriculum’ was limited to direct involvement in teaching, learning, and assessment; indeed, these areas are the main focus of this chapter. Nonetheless, there is potential for people to make a contribution to all aspects of the educational process. These include the following:

- student selection and admission
- curriculum development
- course management
- faculty development
- practice placements
- programme evaluation.

However, several recent major literature reviews highlight that patient involvement in most of the above areas is still relatively unusual. A number of frameworks help us explore the potential scope of patient involvement, and here we describe three: Tew et al.’s [27] ‘ladder of patient involvement’, the ‘Cambridge framework’ [28], and a taxonomy of active involvement described by Towle et al. [5].

**Ladder of Patient Involvement**

Tew et al. [27] describe a ‘ladder of involvement’, which they propose can be used to establish and monitor patients’ involvement within individual programmes and institutions. The tool was developed in the context of non-physician mental health education and training, but could be applied both across the educational spectrum and across disciplines (see Box 15.2).

**The Cambridge Framework**

Spencer et al. [28] reviewed the patient’s role in medical education and suggested a framework (the ‘Cambridge framework’) to facilitate discussion about patient involvement. It is based on four sets of attributes of contexts in which patients, students, and teachers interact, under the headings ‘Who?’, ‘How?’, ‘Where’, and ‘What?’, providing a template against which patient involvement can be planned or evaluated.

**Who?**

This reflects the individual background, culture, experience, and expectations of each patient, their family, and carers. Patients vary immensely in terms of the clinical problems with which they present, as well as their age, gender, ethnicity, sexual orientation, emotional and intellectual capacity, and socio-economic status.

**How?**

Students and trainees work in a wide range of settings (such as hospital wards, hospital and community ambulatory clinics, emergency departments), which present different educational opportunities. These depend on factors such as whether encounters are planned or opportunistic, pressures of time, available supervision, and so on. Considering these issues may help teachers plan how patients may be involved based on the intended learning outcomes and the setting.

**Where?**

Recognising that health care takes place in a wide range of locations and settings, and that context will inevitably influence the nature and quality of learning, questions addressed under this heading explore issues to do with place, safety, identity, and power relationships. The ‘Where?’ also includes whether it is a ‘real’ or ‘simulated’ environment, such as a training ward, and the contrast between ‘uniprofessional’ or ‘multiprofessional’ settings to distinguish between situations in which doctors alone are learning with
Chapter 15

Patients and those in which a range of health and social care professionals are learning and working.

What?
This set of attributes deals with ‘content’: the clinical problems presented, the specific skills and knowledge that may be learned, and underlying attitudes and values. Consideration of these should help teachers realise the maximum potential of particular situations and assess the likely impact on both patients and learners.

Taxonomy of Active Patient Involvement
Towle et al. [5] propose a taxonomy combining elements of both the ‘Cambridge Framework’ and ‘ladder of involvement’, which they argue helps both clarify the patient’s role and makes communication of research findings easier to articulate, synthesise, and compare. Their classification considers the wide variety of ways other than real patients in the workplace in which patients may be encountered, describing a continuum of involvement grounded in five attributes at six levels (see Box 15.3).

Levels of Patient Involvement

In this section, we describe some of the issues that may arise for medical educators in each of the categories of involvement described in Box 15.3.

Cases and Scenarios
Paper-based cases have long been used to supplement real patient contact, with video-based and electronic cases increasing in use as the technology has developed. The use of virtual patients (VPs) was first described in the early 1970s. A VP has been defined as: ‘specific type of computer program that simulates real-life clinical scenarios: learners emulate the roles of health care providers to obtain a history, conduct a physical examination, and make diagnostic and therapeutic decisions’ [29]. Virtual patients can be static or dynamic, used passively or interactively, and may be linear or branching [30].

Whilst some reviews concluded that the evidence base to inform the very wide variety of uses of VPs was very weak, a more recent discussion paper contended that much progress had been made in the thoughtful application of VPs, to the point where their use has become embedded in curricula, including areas such as PBL cases, interactive lectures and seminars, and both formative and summative assessments [31]. Drivers of these developments include international collaboration, decreasing costs, better authoring systems, and greater ease of dissemination. Although not intended to replace authentic patient contact, the use of VPs appears to be able to usefully complement clinical experience – in particular, from both theoretical and empirical perspectives, in the development of clinical reasoning, requiring, as it does, exposure to multiple cases and variations [31, 32]. However, there has been relatively little

---

**BOX 15.2 Ladder of patient involvement [27]**

<table>
<thead>
<tr>
<th>Level</th>
<th>Description of involvement</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 No involvement</td>
<td>The curriculum is planned, delivered, and managed with no consultation or involvement of service users or carers.</td>
</tr>
<tr>
<td>2 Limited involvement</td>
<td>Outreach with local service user or carer groups. Service users/carers invited to ‘tell their story’ in a designated slot and/or be consulted about course planning or management, student selection, student assessment, or programme evaluation. Payment offered but no opportunity to participate in shaping the course as a whole.</td>
</tr>
<tr>
<td>3 Growing involvement</td>
<td>Service users/carers contribute regularly to at least two of the following: planning, delivery, student selection, assessment, management, or evaluation. Payment at normal visiting lecturer rates. However, key decisions on matters such as curriculum content, learning outcomes, or student selection made in forums in which service users/carers are not represented. Some support before and after sessions, but no consistent programme of training and supervision. No discrimination against service users and carers accessing programmes as students.</td>
</tr>
<tr>
<td>4 Collaboration</td>
<td>Service users/carers involved as full team members in at least three of the following: planning, delivery, student selection, assessment, management, or evaluation. Underpinned by a statement of values. Service users/carers contribute to key decisions on matters such as curriculum content. Facility for contributors to the programme to meet and regular provision of training, supervision, and support. Positive steps to encourage service users and carers to access programmes as students.</td>
</tr>
<tr>
<td>5 Partnership</td>
<td>Service users, carers, and staff work together systematically and strategically across all areas, underpinned by an explicit statement of partnership values. All key decisions made jointly. Service users and carers involved in the assessment of practice learning. Adequately funded infrastructure to provide induction, support, and training. Service users and carers employed as lecturers on secure contracts and/or contracts established between programmes and independent groups. Positive steps made to encourage service users and carers to join learning sessions, even if not (yet) in a position to achieve qualifications.</td>
</tr>
</tbody>
</table>
### BOX 15.3 Taxonomy of patient involvement [5]

<table>
<thead>
<tr>
<th>Description</th>
<th>Duration of contact with learner</th>
<th>Patient autonomy during the encounter</th>
<th>Training for the patient</th>
<th>Patient involvement in planning the encounter and curriculum</th>
<th>Institutional commitment to patient involvement in education</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 Paper-based or electronic case or scenario: Patient is focus of a paper-based, electronic, or web-based case or scenario.</td>
<td>None</td>
<td>Not applicable</td>
<td>Not applicable</td>
<td>None</td>
<td>Low</td>
</tr>
<tr>
<td>2 Standardised/volunteer patient in clinical setting: Patient encounter with student is scripted and serves as an example to illustrate or reinforce learning, e.g. teacher asks patient to provide student with history or student practises a clinical exam.</td>
<td>Encounter-based</td>
<td>None</td>
<td>None</td>
<td>None</td>
<td>Low</td>
</tr>
<tr>
<td>3 Patients share their experience with students within faculty-directed curriculum: Patient is invited to share experience; faculty plan the encounter but patient determines personal comfort and level of participation.</td>
<td>Encounter-based</td>
<td>None to low</td>
<td>Brief, simple</td>
<td>None</td>
<td>Low</td>
</tr>
<tr>
<td>4 Patient teacher(s) involved in teaching and/or evaluating students: Patient is given preparation for specific teaching role, may actively question students, and may be involved in giving feedback and evaluating their performance.</td>
<td>Variable</td>
<td>Moderate</td>
<td>Structured, extensive</td>
<td>Low to moderate</td>
<td>Low to moderate</td>
</tr>
<tr>
<td>5 Patient teacher(s) as equal partners in student education, evaluation, and curriculum development: Patients are involved in many aspects of educational delivery, development, and evaluation, beyond specific courses to the curriculum as a whole – a true partnership in which patients make meaningful and valued contributions to decision-making.</td>
<td>Moderate to extensive</td>
<td>High</td>
<td>Extensive</td>
<td>Moderate to extensive</td>
<td>Moderate</td>
</tr>
<tr>
<td>6 Patient(s) involved at the institutional level in addition to sustained involvement as patient teacher(s) in education, evaluation, and curriculum development for students: As [5] above but there also are institutional policies that ensure involvement in decision-making bodies within undergraduate, graduate, and continuing health professional education.</td>
<td>Extensive</td>
<td>High</td>
<td>Extensive</td>
<td>High</td>
<td>High</td>
</tr>
</tbody>
</table>
high-quality research into, for example, the most effective design, sequencing, or balance within the curriculum. Consideration of the evidence-based principles that underpin effective instructional design in the related field of simulation-based education may be helpful. These include range of difficulty, repetitive and distributed practice, cognitive interactivity, multiple learning strategies, individualised learning, mastery, and feedback [33, 34]. See Chapter 11.

However, fast-evolving technology has the potential to build VPs with far greater realism. As Poulton and Balasubramaniam note: ‘It is now possible to consider the extension of the current relatively lightweight VP into a truly interactive patient simulation, an “e-human” or “digital avatar” ... offering authentic patient management, clinical and communication skills training, and the potential capability to mimic the health or disease of any citizen’ [31]. This development will need to draw on new collaborations between medical educators, learning technologists and content experts, and, crucially, patients and carers. However, a note of caution was raised in a systematic review of the literature about the utility of VPs: they are expensive to develop, which begs the need for a virtual commons or online community where resources and ideas can be shared [30].

On a more holistic level, there have been increasing calls to adopt a narrative approach in all aspects of health care, clinical practice, research, and education, with potential benefits claimed for all parties [35, 36]. As the widely quoted Barbara Hardy noted in 1968 ‘we dream in narrative, daydream in narrative, remember, anticipate, hope, despair, believe, doubt, plan, revise, criticise, construct, gossip, learn, hate and love by narrative’ [37, p. 5].

One kind of narrative account is what Aronson [38] called the ‘autopathography’, more simply referred to as a ‘patient’s tale’, or perhaps more cynically, the ‘medical confessional’. He analysed and classified characteristics of nearly 300 such book-length tales. Reading and reflecting on such stories may help health professionals, both in training and in practice, better understand and empathise with their patients, and ‘teach them things they won’t learn from textbooks’, indeed ‘that cannot be arrived at by any other means’ [35].

There are many ways in which such resources may be used educationally. Fowley and Higson [39] suggest the following simple process for using written narratives in teaching: read, discuss, facilitate, analyse responses, and discuss applications. Questions such as ‘What is the story about?’ and ‘What effect did it have on me?’ promote reflection and help learners focus on key messages and apply in new contexts. Grounding the exercise in reality reinforces relevance, which in turn helps motivate learners. Sufficient time must be allowed for reflection and discussion.

In terms of choice of text, Aronson’s own criteria for recommending a book are ‘that it should provide a judicious balance between emotional expression and analytical discourse, and that it should have informed, and above all entertained me’ [38]. He suggested a ‘top ten’ books in his article, but many more have been and continue to be published since he wrote.

Perhaps a more commonly used source of such stories nowadays is the Internet. ‘Google’ any disease, common or rare, and a significant proportion of ‘hits’ will be personal blogs about the problem, as either patient or carer. Online resources such as ‘Patient Voices’ or ‘Healthtalk’ (see Box 15.4) are readily available. Others can be purchased or developed to suit specific purposes, although the cost, time, and expertise required to do this should not be underestimated. The literature is sparse in this area, but involving patients and carers in designing e-learning materials is self-evidently important to ensure that patient experiences are more comprehensively and accurately represented [40].

**Standardised Patients**

Learning from real patients in clinical settings is central to medical education, enabling learners to consolidate and synthesise learning from a range of sources. Indeed, ‘bedside teaching’ is the only setting in which all of the technical

---

**BOX 15.4 Case study: Online resources for patient narratives**

- **Healthtalk** (http://www.healthtalk.org) was established in the late 1990s as DIPEX, the ‘Database of Individual Patient Experiences’, later becoming Healthtalkonline, now Healthtalk. The material is based on qualitative research into patient experiences of a wide (and expanding) range of illnesses and conditions, led by researchers in the ‘Health Experiences Research Group’ at the University of Oxford. At the time of writing there are over 2500 video and audio clips covering over 100 health conditions with a section on how to use the material in education. There is also a section dedicated to young persons’ experiences at http://www.healthtalk.org/young-peoples-experiences.

- **Patient Voices** (www.patientvoices.org.uk) was founded in 2003 and ‘aims to facilitate the telling and the hearing of some of the unwritten and unspoken stories of ordinary people so that those who devise and implement strategy in health and social care, as well as the professionals and clinicians directly involved in care, may carry out their duties in a more informed and compassionate manner’. The stories ‘of health and illness, tragic loss and miraculous recoveries’ are usually gathered during workshops, and use video, audio, still images and music to convey each unique account. It provides more than 1000 digital stories from patients, carers, and health workers on a range of topics.

- Another category of website with potential for use in education and training has burgeoned recently in the UK, namely sites soliciting patient feedback, one of the best known being **Patient Opinion** (www.patientopinion.org.uk).

Such resources can be included in face-to-face or e-learning tutorials, or lectures or workshops (e.g. embedded in PowerPoint presentations), providing illustrative or trigger scenarios about different clinical conditions or critical incidents including promoting discussion about responding to complaints and preventing error. These are particularly helpful when it is inappropriate or difficult for learners to work with real patients — for example, those who have rare conditions, are terminally ill, or have mental health problems.
government’s commitment to place patients at the heart of care, the ‘expert patient initiative was … part of the wider patient involvement agenda. In the UK, for example, the ‘expert patient initiative was … part of the wider patient involvement agenda. In the UK, for example, the ‘expert patient initiative was … part of the wider patient involvement agenda.

‘Standardised’ (or ‘programmed’) patients were first introduced by Barrows and Abrahamson [42] in the 1960s. Although originally real patients trained to represent their problem(s) in a consistent manner for the purposes of teaching and assessment, nowadays, in the words of Barrow himself, the ‘patient’ will generally be ‘a well person, with or without a thespian background, trained to simulate a patient’s illness’ [43] – see the section later in this chapter.

Whenever clinical teaching occurs, patients are usually the most passive and vulnerable of the parties involved. Notwithstanding this, most patients find involvement rewarding and are willing participants, often commenting that they recognise that students ‘have to learn’. However, it should not be tacitly assumed that patients will engage in teaching; their wishes and feelings should always be respected, and they should know that, whatever their decision, their treatment and care will not be affected. Patients must always be informed that learners may be present and may be providing care, whatever the setting. This allows them to prepare for the initial encounter and to raise anxieties (see the section on ‘Ethical Issues’ later in this chapter). There are also benefits from briefing patients explicitly about a session’s aims, what teacher and learners hope to get out of it, and expectations of the patient, for example, whether they will be asked to give feedback. Patients need to be aware of the number and level of the learners who may be present, each person’s role should be clarified, and verbal or written agreement obtained and recorded as appropriate. McKimm’s [44] clinical ‘triologue’ – a ‘discussion or conversation in which three persons or groups participate’ [45] that attends to the developing relationships between all three ‘players’, rather than consciously trying to think about teaching and clinical practice – is a useful model that may help teachers plan and work actively with patients and learners.

**Patients Share their Experience and Patient Teachers Involved in Teaching and/or Evaluation**

Selecting real patients for teaching is often opportunistic, but a more structured approach employing trained patients is being increasingly used within undergraduate and postgraduate training. Such patient educators can be drawn from many settings, including areas where concerns might be expressed about potential harm to patients from ad-hoc teaching encounters, such as those who are terminally ill or have mental health problems.

The concept of the expert patient is enshrined in the wider patient involvement agenda. In the UK, for example, the ‘expert patient initiative was … part of the government’s commitment to place patients at the heart of health care which is … part of the transformational focus of the clinical governance agenda’ [46]. This was primarily targeted at people with long-term conditions to help them ‘become key decision makers in their own care’ [46]. It was supported by an educational programme for the patients themselves, and there is some evidence that it resulted in changes in confidence and self-efficacy in relation to self-management of symptoms (such as pain, tiredness, and depression) [47]. However, results of several randomised controlled trials looking at outcomes of such programmes failed to show any effect on use of health care [48]. Expert patients may need support and encouragement, ideally from other patients through sharing individual patient journeys, to prepare them for a more active role in the education of health professionals [49].

There are advantages in working with patients who are not under current active care, particularly when teaching inexperienced learners when more time needs to be taken than clinical demands allow. Patient educators have the benefits of being:

- motivated individuals with an interest in medical training
- ‘real’ (not simulated) with authentic clinical histories and possibly clinical signs
- able to give structured feedback from a patient’s perspective, such as the pressure of the hands or the way in which a history is taken.

Patient instructors (PIs) with rheumatological conditions have been well described, with most studies demonstrating high levels of satisfaction from both learners and PIs, and that PIs can be as effective as clinicians in enhancing learners’ knowledge and skills, especially in talking about the impact of living with the condition [50]. Another distinctive category of patient teacher is the ‘gynaecology teaching associate’, women trained to teach pelvic and breast examination through examination of themselves. They are widely used in North America and Scandinavia, and increasingly in other Western countries, although there is still much debate about students performing intimate examinations [51]. Such teaching can help free up clinical tutors as, once trained, the associates need little assistance in running sessions. They have been found to be acceptable and effective – in one comparative study students taught by associates had better skills in an end-of-attachment assessment than students who were not [52].

Certain groups have been under-represented in professional education programmes, including people with learning disabilities, those whose first language is not the majority language, and the terminally ill, as well as traditionally ‘hard-to-reach’ communities such as the homeless, asylum seekers and refugees, and people with substance misuse problems. Actively involving such patients presents particular challenges but successful interventions have been described, for example in one of the authors’ institutions refugees came into the medical school to tell their stories and answer questions about their experience; the sessions were invariably positively evaluated by all parties.

Carers represent another large and important population (one in eight people are said to be carers in the UK, for example, see: https://www.carersuk.org/news-and-campaigns/press-releases/facts-and-figures), whose own health and...
emotional needs are often overlooked, and who potentially have a great deal to offer. Innovative sessions have been described which put the carer’s perspective at the centre, for example in learning about dementia [53].

Well-managed patient involvement can benefit both patients and learners. The challenge is to be sensitive to both patients’ and learners’ needs and to identify suitable patients who feel equipped to participate. See Box 15.5 and Box 15.6.

**Patient Teachers as Equal Partners**

It is unusual in medical education to find this level of involvement, with some notable exceptions, but models have been developed in other disciplines, particularly (non-psychiatric) mental health, nursing, and social care education. Guidelines and recommendations derived through a variety of processes have been published [55–57], and UK guidance about involving patients in research involvement, with some notable exceptions, but models have been developed in other disciplines, particularly (non-psychiatric) mental health, nursing, and social care education. Guidelines and recommendations derived through a variety of processes have been published [55–57], and UK guidance about involving patients in research highlights issues that may be relevant to professional education [58]. Both the GMC and British Medical Association have published advice about active patient involvement in medical education and training [12, 59].

**Patients Involved at the Institutional Level**

Involvement at this level is even rarer than at the previous one. One of the best examples in the UK is the Universities/Users Teaching and Research Action Partnership (UNTRAP), based at Warwick University [60], and which is a partnership between Warwick and Coventry universities, users of health and social care services and their carers, and the NHS. Patients are involved at different levels, some in one-off events, and others more heavily. The central philosophy of UNTRAP is that everyone will benefit if service users, carers, academics, and professionals share their experience. Patients and carers helped strategically develop Warwick Medical School’s case-based curriculum launched in 2013 and are active throughout the curriculum. UNTRAP have also developed the first accredited training for partnership working [61]. Other institutional approaches have also been described [27].

---

**BOX 15.5 Case study: Interprofessional health mentors programme UBC [54]**

In a programme at the University of British Columbia (UBC), students from different disciplines were attached to a person in the community with a long-term condition for a period of three semesters.

During six themed meetings, the health mentors (‘experts-by-experience’ recruited through community groups) worked with students to help them learn about living with a long-term condition from the patient’s perspective, and to develop interprofessional competencies. Participants in these ‘self-managed learning communities’ were encouraged to explore their own questions and to be creative in their approach to working towards the goals. A symposium two-thirds of the way through the programme enabled sharing of ideas and reflection on progress.

The programme was rated very highly and as beneficial by mentors and students alike. A wide range of learning outcomes were documented by students, for example recognising the benefits of collaboration and the expertise and resourcefulness of patients. Mentors benefited from being able to describe their ‘complete journey’, and the opportunity to ‘give back’. All parties acknowledged the importance of long-term relationships.

Four factors were identified as key to success:

- the uniqueness of patient-centred learning, with faculty acting as facilitators
- sustained partnerships with community organisations
- keeping things simple
- encouraging diversity, creativity and flexibility.

---

**BOX 15.6 FOCUS ON: Body donation**

Probably the ultimate contribution a person can make to the education of doctors and other health professionals is body donation. Cadaveric dissection was central to anatomy education for several centuries, but whether students need to have hands-on experience of dissection or even be exposed to human cadavers at all has been subject to recent debate. Proponents argue that it provides a three-dimensional perspective, insights into variation, develops manual dexterity, basic surgical skills, and aspects of professionalism such as team working, and promotes humanistic values and respect for the dead. Critics highlight the potentially de-humanising effect of exposure to cadavers, arguing that it is an outdated ‘rite of passage’, and that alternative teaching methods using modern technology, imaging, interactive multi-media, plastinated models, body painting, and life drawing, have the potential to promote learning in a more engaging way [62, 63]. Use of cadavers is subject to various legal and ethical regulations and considerable variation between countries exists reflecting cultural and religious differences (e.g. concerning the acceptability of using unclaimed, unconsented bodies). This has resulted in calls for the adoption of a common framework which includes informed consent, liaison with families, services of commemoration, and discouraging commercialisation [64].

Relatively little is known about the motivation of people to donate their bodies, other than it is a complex issue. A survey of donors in the Netherlands identified three main dimensions: a desire to be useful after death, negative attitudes to funerals (e.g. expense or burden placed on families), and an expression of gratitude to ‘the system’ [65]. In a similar survey in New Zealand, South Africa, and Eire, 80% of respondents expressed a desire to help medical science [66]. A contemporaneous community survey in India, however, identified lack of awareness of and considerable negativity towards body donation, partly related to religious beliefs and customs, along with concerns about whether bodies would be treated with respect [67].
Benefits and Disadvantages

The thought of training doctors without direct patient contact would nowadays be considered absurd. Medical schools aspire to maximise it, teachers and administrators strive to deliver it, students demand as much as possible, and patients seem only too willing to help. At the postgraduate level, with increasing emphasis on in-service training grounded in clinical practice, patient contact is obviously crucial. A significant literature has accumulated – one of the most comprehensive bibliographies identified over 400 relevant papers [68] – providing corroboration for some of the theoretical benefits. Contact between patients and learners is generally very well received, with relatively few apparent adverse effects or disadvantages for the former, and even fewer for the latter. Patients recognise their contribution – for example, by acting as ‘experts’ in and/or exemplars of their condition, showing and telling, aiding the development of professional skills and attitudes, and boosting learners’ confidence [69]. Whilst most studies report distinctive, largely positive, outcomes for patients, concerns exist about the possible emotional and psychological impact on both patients and students of recounting painful and traumatic experiences, and the ‘professionalisation’ of some patients through repeated telling of their stories [70]. Another study using a phenomenological approach, showed that involvement in clinical teaching for most patients was, in fact, often characterised by its ordinariness [71].

Most of the research informing this literature has limitations in that it is descriptive, is not informed by theory (see below), is often based on self-report, and provides insufficient information about educational interventions or research design. There have been few attempts at evaluating long-term impacts and publications are found in disparate outlets, which, along with problems posed by use of different terms, has bedevilled searching and synthesis of the literature [5]. Nevertheless, several comprehensive reviews have been published over the past few years showing, on the whole, consistent findings about benefits and disadvantages [4, 5, 10, 27, 72-76]. See Box 15.7.

Theoretical Considerations

To date, change and innovation has been pragmatic, driven largely by social developments and/or in response to policy. Neither practice nor research appears to have been much informed by theory, with notable exceptions. Rees et al.’s [4] study used the lens of ‘situated learning’ to explore how medical students learn ‘with’ rather than just ‘about’ service users. They posited that both patients and students were ‘legitimate peripheral participants’ struggling in parallel with the challenges of power imbalance, identity, and roles, as they moved towards greater participation. The authors offered a set of recommendations to encourage more active participation. Monrouxe and colleagues adopted Goffman’s dramaturgy theory to explore the many roles played by participants in hospital bedside teaching, including ‘actor’, ‘director’, ‘audience’, ‘non-person’, and ‘prop’ [77]. Bleakley and Bligh [78] used contemporary post-structuralist theory to explore the concept of patients and learners engaging in collaborative knowledge production. They argued for a ‘radical overhaul of conventional doctor-led education … that also challenges the orthodoxies of individualistic student-centred approaches’ which could lead to development of an educational model whereby the locus of learning shifts from the relationship between doctor as educator and student to the relationship between patient and student, with the doctor as a resource.
and facilitator. Regan de Bere and Nunn [79] demonstrated how ‘activity theory’ provides a framework for understanding the complexities of patient and public involvement, allowing, as it does, consideration of context, change, challenge, and conflict and providing potentially rich descriptions of the activity under review. Both practice and scholarship would benefit from more theoretical explorations of this nature.

**Principles and Practice**

In this section we explore general principles for active patient involvement, focus on three important ethical issues, and consider the challenge of representativeness.

**General Principles**

As described above, a number of reports supporting and guiding patient involvement have been published, and these invariably also highlight barriers and challenges. From this growing literature [4, 12, 55, 58, 59, 74, 76, 80] we have listed practical issues to consider when establishing a new initiative (see Box 15.8). We have not explored barriers and challenges in any detail, but these are argued to include the following:

- different, sometimes conflicting, values and expectations
- power imbalances
- perceptions of intimidation (such as unfamiliar even hostile environments)
- lack of consent, choice, and confidentiality
- time constraints
- institutional inertia
- inadequate resourcing
- lack of training, support, and debriefing
- problems with language and communication.

The practical design considerations in Box 15.8 should be underpinned by a set of principles that include ensuring institutional support, providing adequate resources, and providing safe and comfortable environments. Patients should be treated as equals and attention paid to language (e.g. ‘working with’ rather than ‘using’), and avoiding technical jargon and terminology. Educators should be prepared to be flexible, should embrace change, and be prepared to be challenged and think in new ways. Involvement should be seen as a process, not a one-off, and opportunities sought for further development and capacity building.

**Ethical Issues**

Ethical issues to be considered when involving patients can be summarised as the ‘three Cs’: consent, choice, and confidentiality. The main message emerging from policy documents, good practice, and the literature is that simply assuming that patients will be involved in teaching and learning without making this explicit through formal systems, professional conversations, and ethical practice is no longer acceptable.

**Consent**

Medical law and ethics enshrine the principle of informed consent, which should routinely guide patient involvement.
involved in care. It is important to recognise that the presence of a learner will inevitably change the dynamics of a consultation, although there is little, if any, evidence of significant negative effects on quality of care [83]. An interesting argument has been made that there should be an expectation that all patients should be willing to contribute to medical education as a default stance, the quid pro quo being that all learners should be required to demonstrate competence in the relevant task in simulation before being ‘let loose’ [84].

Choice
Facilitating patient choice is challenging when students and trainees need to learn within the ‘turbulent here and now of care delivery’ [84], with little time to ensure that each encounter is set up optimally for all. Promoting active choice shows basic respect but also acknowledges that the patient is an expert about the way their own condition affects them. It moves clinicians away from ‘operating from within the safety of a powerful expert role and performing habitual and ritualized tasks that depersonalize the transaction of caring’ [85].

Seeking informed consent about teaching should ideally be done without the learner in attendance, then confirmed in their presence [59]. Building in ‘moment-to-moment’ opportunities for patients to say ‘No’ is another way of empowering them and acknowledging their needs [28]. Patients should be informed about the level of experience and identity of any learner intending to carry out a procedure on them. Lack of personal power and space, and the more urgent need for treatment, mean that a different approach may need to be taken in hospital settings compared with primary care or in the community, where there is usually a more intimate relationship, more privacy, and patients have greater autonomy [86].

Confidentiality
Confidentiality in relation to patients involved in education must be maintained. Some patients express concerns ‘about students’ access to their case notes and whether discussions about patients occurred after they had left the consulting room’ [87], which raises questions about how aspects of choice, consent, and confidentiality should be raised with patients.

Practical steps include:
- providing sufficient information so people can understand the boundaries of confidentiality
- reassuring patients that learners are bound by the same duty to respect confidentiality as are ‘fully fledged’ health professionals
- involving patients in discussions
- finding private spaces to discuss intimate or distressing issues, remembering that curtains around a bed or cubicle are not soundproof (!)
- raising issues of confidentiality routinely with learners as part of preparation and debriefing

When patient information is being used in teaching, permission must be obtained for the use of images, sound recordings, and extracts from case notes, particularly identifiable information. Increasing use of electronic records and mobile communications and technologies is creating new challenges.

Medical ethics and law is complex and ever-changing, and all clinicians have a responsibility to keep up-to-date and informed. Clinical teachers are key role models; keeping the ‘three Cs’ – consent, choice, and confidentiality – in mind ensures these are seen as fundamental pillars of good practice, not as options. Embedding these principles in institutional practices and policies is an important step.

Patient Representation
It is easy to forget that the ‘patients’ are not a homogeneous group; indeed, diversity is the norm. ‘Patients’ do not think alike any more than professionals do, yet much of the literature on ‘involvement’ seems to treat all users, carers, survivors, clients, patients, etc. as the same (even if only implicitly). Charlotte Williamson [88] of Picker Institute, Europe, proposes the following three broad categories of ‘patient’ who might get involved.

- Individual patients who can describe their own experience but cannot necessarily speak for others, with implications for the generalisability of their experience.
- Patient group members who usually do know about the experiences of others like themselves, but may still have a narrow perspective. Consulting all relevant groups in a locality is important.
- Patient representatives or advocates who generally have broader experience, perhaps of working with several groups, wider knowledge about strategic and policy issues, and understand ‘the bigger picture’.

Ideally, consultation with ‘patients’ should involve all three categories. In Williamson’s words: ‘The patient side of health care is complex but not mysterious. Consulting the “right” patients can be feasible and rewarding’ [88]. However, a note of caution must be struck regarding working with patient groups. Many, probably the majority, have links with the pharmaceutical industry, and whilst this is not in itself a problem, educators engaging with such groups should be aware of the potential for conflicts of interest [89].

Simulated Patients
We end our discussion with a brief word on simulated patients, reflecting the increased use of simulation to complement both classroom and clinical learning. Simulation cannot replace authentic experiential learning but can potentially prepare learners for the real world of clinical practice. The first simulated patients were real patients presenting ‘standardised’ problems [42], but the more common contemporary simulated patient portrays a range of scenarios outside their own experience (Silverman J and Britten N, personal communication). The variability in the use of the terms ‘standardised’ and ‘simulated’ (often used interchangeably) can cause confusion when trying to identify good practice or interpret research findings. A useful way of thinking about the difference is that situations involving a simulated patient (or ‘role player’) focus predominantly on authenticity, whereas with a standardised
patient the emphasis is on consistency (e.g. of clinical signs).

Advantages of working with simulated, rather than real, patients include authenticity, consistency, predictability, convenience, and efficiency; challenging situations such as breaking bad news or communicating about sensitive issues can be explored and rehearsed; and scenarios can be customised.

Research has shown that people generally cannot easily distinguish between real patients and well-trained simulators [90, 91]. They are acceptable to learners and faculty, and are effective, reliable, and valid in both instruction and assessment. There is now wide international experience, although some mental health and paediatric problems, as well as those of the frail elderly, may be difficult to simulate and thus may be under-represented, as may certain patient groups, for example, ethnic minorities or people with learning disabilities. The choice of whether to use real or simulated patients in a particular setting will be determined by a range of factors, including the nature of the phenomena to be simulated, intended learning outcomes, local circumstances, and available resources [92]. It is important to remember though that simulation’s main purpose is to enable skills development and rehearsal, not primarily to ensure incorporation of the patient’s voice.

The literature on the effects of simulation on simulated patients themselves is limited. There is potential for harm in some situations – for example, when portraying emotionally intense scenarios – indeed, it has been argued that only professional actors should undertake such demanding roles [93], but the general consensus is that benefits outweigh any disadvantages so long as people are appropriately selected and supported in the role(s) [94]. It is important to pay attention to recruitment, including exploring the person’s reasons for wanting to get involved, training and support, and debriefing and de-roling [91, 94]. The use of simulation and simulated patients is discussed further in Chapter 11.

Areas for Further Research

In light of the variable quality of much of the research in this area, a large research agenda has been identified. Typical questions include the following:

- What are the drivers of patient involvement?
- What are the strengths and weaknesses of different approaches, and how do these vary between professions and disciplines, and between countries and across cultures?
- What factors influence what works, and why?
- How do structural and organisational factors such as location, access, and safety influence development of programmes?
- What factors influence patients’ experiences of involvement?
- What are the key outcomes, short and long term, for all parties?
- What factors influence sustainability of programmes?

Conclusion

From an early stage of training, students and trainees need to actively engage with patients, carers, and families so they can learn to consolidate their learning and put learning from other contexts into practice in the real clinical environment. Appropriate involvement, carried out professionally and sensitively, provides immense benefits not only for the learners, but also for patients. Many patients want ‘give something back’ to those who care for them, and engaging in medical education at all levels is one way of so doing.

Teachers and learners need to be aware when learning on ‘real’ patients is inappropriate. However, many alternatives are available, ranging from paper case scenarios to high-

**BOX 15.9 Priorities for action [26]**

The ‘Vancouver Statement’ was developed at an international conference in 2015 [26]. It broadly summarises the current state of patient and public involvement across the continuum of education and training, including benefits and barriers. The statement lays out nine priorities for action in the areas of policy, recognition and support, innovation, research and evaluation, and dissemination which the authors believe are necessary in order to embed patient involvement.

1. Promote patient involvement through directives such as accreditation standards, external and internal policies, pronouncements from professional bodies, and best practice statements.
2. Foster institutional, local, national, and global recognition of patient expertise that grounds and values it; recognise achievement and celebrate success.
3. Increase the diversity of people involved by harnessing the motivation and enthusiasm of patients, community agencies, patient advocacy organisations, and community members.
4. Introduce initiatives to learners as early as possible, and sustain them throughout the educational continuum.
5. Target patient involvement in new and emerging learning activities in order to facilitate a more holistic approach to partnerships and teamwork.
6. Explore and create models to promote collaboration between educational institutions and community organisations to promote patient involvement.
7. Conduct high quality research in partnership with patients to provide further evidence of short-term and long-term impact of patient involvement.
8. Lobby committees to involve patients in planning, delivery, and evaluation of conferences and educational events; lobby community organisations, colleges, and universities and funding bodies to provide grants for people to attend and present at conferences.
9. Create regional networks of people and champions to collaborate, disseminate information, share promising practices, and plan further meetings.
fidelity simulations. The greater emphasis on professionalism, including attending to legal and ethical issues, and the changing agendas relating to patient empowerment and social accountability, shared decision-making, and co-production mean that, for a host of reasons, educators need to pay close attention to seeking active, informed involvement in educational activities from patients and carers. This approach will help put the rhetoric of ‘patients as partners’ at the centre of the teaching and learning environment, and ultimately at the heart of clinical practice. See Box 15.9.

Acknowledgements

Our thanks to Professor Stephen McHanwell, Newcastle University, for advice about body donation and to Dr Judy Purkis, University of Warwick, for information about UNTRAP.

References

5 Towle, A., Bainbridge, L., Godolphin, W. et al. (2010). Active patient involvement in the education of health professionals. Medical Education 44: 64.

Further Resources

Association for Standardized Patient Educators (ASPE) www.aspeducators.org (accessed 1 March 2017). ASPE is the international organisation for professionals in the field of standardised patient methodology. It is based in the USA and the website provides good ideas around the use of simulated patients.
Part 1: Why the Humanities in Medical Education?

Introduction
One of the most enduring and widespread ideas about the practice of medicine is that it is both an art and a science [1]. Even today, when scientific and technical advances appear to have made medicine into a much more objective and rational profession, there remains an element of medical practice which is more akin to art than science and cannot be learnt directly via textbook or teacher [2, 3]. Thus the concept behind the art of medicine relates to the intuitive elements of professional practice, not necessarily acquired through successful completion of a course. As such, this art complements the scientific foundation and practically oriented skills associated with a medical degree. But the art of medicine can be interpreted in a more direct sense: the benefits that the medical profession realises as it draws on elements of knowledge, methods, and practice that are more strongly associated with the academic disciplines of the arts or, more broadly, the humanities. Accordingly, from the latter part of the twentieth century (and arguably earlier),

KEY MESSAGES

• Medical practice is both art and science, so a balanced education is required to develop physicians who can combine scientific information, technical skills, and illness schemas to understand, alleviate, and/or cure a particular patient’s illness.

• There is no consensus as to what comprises the medical humanities; it variously includes an interdisciplinary effort that draws on both creative and intellectual methodological aspects of disciplines such as anthropology, art, bioethics, drama and film, history, literature, music, philosophy, psychology, and sociology.

• Western models of the medical humanities have been privileged whereby the diversity and complexity of local cultural traditions across the world are at risk of becoming marginalised through the use of classic Western texts.

• The humanities in medical education have three major foci: expertise for mastering clinical skills (an instrumental rationale), dialogue for understanding patients’ experiences and relational practices (an epistemological rationale), and expression/transformation of professional identity (critical/intrinsic rationale).

• The humanities have been incorporated into medical curricula both informally (by individual, passionate educators) and formally (as a core aspect or as an optional module).

• The humanities can be seen as providing a means through which specific outcomes are achieved, such as the development of communication skills, empathy, ethical reasoning, narrative medicine, reflective practice, and professionalism/professional identities.

• Evidence for the efficacy of the humanities in medical curriculum suggests a positive impact on aspects such as empathy, observation skills, emotion, and anxiety.

• As in other areas of the medical curriculum, definitive proof of efficacy of the humanities in medical education is difficult to find; advocates of the humanities have responded to calls for more evidence by rallying to the challenge, resisting such calls, or reframing the nature of the issue.

• Being a good doctor may not require specialist knowledge of the humanities, but the focus of the humanities on meaning, judgement, and human experience make the humanities well suited to support the development of interpersonal competencies, clinical reasoning, and professional identity formation.
clinical educators have deliberately drawn on the humanities when teaching medical students the necessary knowledge, skills, and/or attitudes for their future practice. This perspective takes the claim of the art of medicine more seriously, with the field known as the medical humanities being seen as a deliberate attempt to make this philosophy explicit both through the phrase itself and through the design of the curriculum. The pedagogical application of the humanities to medical and health professional curricula is the focus of this chapter as we consider the issues around medical professionals learning with, from, and through the medical humanities (see Box 16.1).

Many educators and scholars nowadays prefer the term health humanities because it affords inclusivity and broader applicability [6, 7]. Although we are sympathetic with the philosophy underlying this change in terminology, such a change has broader implications for practice and scholarship with the field. Given the focus on medical education throughout this volume, we situate our chapter within the tradition, practice, and scholarship of the field traditionally referred to as the medical humanities, but with particular attention to the way the humanities have been applied to educational purposes. Furthermore, we recognise that while early codification of the field has emanated from Western institutions, the medical humanities has been embraced worldwide with a recent rapid global expansion across non-Western cultures [8, 9]. We therefore draw on this wider literature too in the chapter, briefly addressing medical humanities in non-Western cultures and how this has been received and critiqued.

**Defining the Humanities in Medical Education**

For many years the term ‘medical humanities’ has been widely used and understood in everyday health care practice, despite the term being occasionally derided and an exact definition remaining elusive [10, 11]. Attempts to define the medical humanities often focus on capturing the range of disciplines that might legitimately lay claim to the field, such as:

- an interdisciplinary, and increasingly international endeavour that draws on the creative and intellectual strengths of diverse disciplines, including literature, art, creative writing, drama, film, music, philosophy, ethical decision making, anthropology, and history, in pursuit of medical educational goals [12, p. 1050].

Yet it is deceptively difficult to specify which disciplines belong to the medical humanities – particularly as even defining the humanities themselves presents a considerable challenge due to the inherent ambiguity of the term, their different approaches, their inherent interdisciplinarity, and their changing conceptions over time [13]. As such, any definition runs the risk of excluding non-mainstream or emerging disciplines (or methodologies) that could potentially be useful in bringing the humanities into medical education.

And what of the social sciences? Do disciplines such as anthropology, economics, psychology, politics, and sociology belong to the (medical) humanities? Indeed, such disciplines are variously located across educational institutions: sometimes within faculties of arts or humanities, sometimes together as social sciences, and sometimes placed within medical and/or health sciences faculties. Any definition adopted needs to consider the issue of applicability across medical humanities programmes and contexts. Thus we favour a definition that includes any discipline focusing on human experience and expression such as that promoted by the UK Association for Medical Humanities [14], or the definition proposed by Cole and colleagues: ‘an inter- and multidisciplinary field that explores contexts, experiences and critical and conceptual issues in medicine and healthcare’ [15, p. 12]. Such definitions that point to the interdisciplinary nature of the field, without naming any specifically, better acknowledge the broad and eclectic disciplinary base of the medical humanities, and embrace a variety of methodologies. Accepting the scope of the humanities in medicine as being simply concerned with the ‘human experience of medicine’ [16] is arguably sufficient to convey both the focus of their incorporation into medical education and their constituent sources. Thus a conception such as ‘complex interdisciplinary developments within medical pedagogy that combine traditional humanities study with qualitative social sciences and fine arts’ [17, p. 935], can be considered as a legitimate perspective alongside more traditional classifications of humanities disciplines.

**The Value of the Humanities in Medical Education**

The question of why should we bring humanities content, methodologies, and perspectives into medical education is of crucial importance: indeed, educational conservatism, positivistic leanings, and the issue of finding space in an already overcrowded medical curriculum [18] mean that the application of the humanities to clinical training needs strong supporting arguments. Many such arguments for the potential benefit of the humanities in clinical training have been made and categorised, based on one of the following four rationales [15, 19]: intrinsic or non-instrumental; instrumental or practical; critical or intellectual; and epistemological (see Box 16.2). These categories are
**Intrinsic (non-instrumental) rationale**
This emphasises the potential counterbalancing effect of the humanities in the medical curriculum by attempting to introduce an explicit humanistic perspective [20].

**Supporting arguments**
- Imparts a humanistic perspective to medical students [19–23].
- Focuses on a sensitive, open, and patient-focused approach to learning [24].
- Balances the empirical and objective perspective of biomedicine and technological advancement [16, 25].
- Fosters an ‘educated mind’ [19] and contribution to a broader academic citizenship [26].

**Counter arguments**
- Creates a ‘false dichotomy’ with instrumental approaches [27].
- The humanities have considerable utility in medical education beyond any intrinsic value [27, 28].
- Even intrinsic rationales reflect a fundamental instrumental orientation to medical knowledge and education [29].
- The ‘bottom line’ argument: ‘Would you rather have a physician who is skilled or one who will hold your hand?’ [30].

**Instrumental (practical) rationale**
Focuses on knowledge, skills, and attitudes directly related to clinical practice, such as communication, empathy, reflective practice, narrative competence (further explored in Part 2 of this chapter).

**Supporting arguments**
- Provides a source of relevant material and perspectives through which students develop insight and understanding of patient experiences and professional skills [15].
- The humanities in medical education will only be acceptable if they can demonstrate instrumental value through measurable outcomes [31, 32].

**Counter arguments**
- The humanities are devalued when characterised as being merely *in service* to medical education [29, 33], as usefully exemplified in the following quote:

  > ... scholars have begun to worry that the success of the medical humanities is tied up with being *useful* to biomedicine … appearing as the domain of pleasant (but more or less inconsequential) helpmeets – lurking hopefully, poetry books in hand, at the edges of the clinical encounter’s ‘primal scene’ [34, p. 35].

- The preparedness of the humanities faculty to collaborate with the (bio)medical faculty on the education of their students can be seen as a form of *complicity* rather than *collaboration*:

  > In bringing in the arts and taming them, or in bringing in tame arts (decorative rather than critical, apolitical, and aesthetically unchallenging) as a ‘welcome relief’ from the supposedly hard grind of science studies, medical education increases the insensibility of medical students and in turn [does] the arts a disservice [35, p. 26].

**Critical (intellectual) rationale**
This brings a critical, independent, and polemical lens to medical education and health practices [34–38].

**Supporting arguments**
Facilitates an alternative perspective on the medical world through concepts such as: ‘entanglement’ [34, 36]; ‘making strange’ [38]; and ‘radical hermeneutics’ [37].
- Questions the orthodoxy of medicine, including representations of caregivers and patients, the abuse of power and authority, and sciences’ attempts to separate biology and culture [39].
- Values and applies the humanities’ methods of critical analysis and interdisciplinarity rather than simply drawing on narrative texts as sources of patient or practitioner perspectives [34].

**Counter arguments**
- Its rejection of a ‘serving’ role [36] to medicine may limit its relevance to the primary aims and concerns of medical education [40].
- The association with and the vocabulary of critical theory may appear esoteric to many clinical educators and medical students.

(Continued)
BOX 16.2 (Continued)

Epistemological rationale

This aims to identify and explain how the humanities disciplines, and their methods of inquiry, are fundamental to medical pedagogy and clinical practice [41–45].

Supporting arguments

- The humanities represent characteristic ways of understanding and reasoning which are highly relevant to medical practice, such as a focus on the particular [46], tolerance of ambiguity [35], and access to others’ perspectives [47].
- Clinical judgement is made up of technical and humane components, unified by interpretation and insight, which are respectively underpinned by science on the one hand and arts and humanities on the other [19].
- This is often portrayed by the Aristotelian concept of phronesis, which represents the kind of thinking which the humanities deal with naturally:

  No matter how solid the science or how precise the technology that physicians use, clinical medicine remains an interpretive practice. Medicine’s success relies on the physicians’ capacity for clinical judgement. It is neither a science nor a technical skill (although it puts both to use) but the ability to work out how general rules – scientific principles, clinical guidelines – apply to one particular patient. This is – to use Aristotle’s word – phronesis, or practical reasoning. It enables physicians to combine scientific information, clinical skill, and collective experience with similar patients to make sense of the particulars of one patient’s illness and to determine the best action to take to cure or alleviate it [30, p. 5].

Counter arguments

- Clinical educators might argue that, while there may be commonalities, the epistemology of clinical practice falls within their discipline rather than within humanistic reasoning.
- As a relatively recent perspective, its validity or particular value has not yet been systematically explored in the medical humanities literature.

derived from the literature published under the banner of medical humanities over the past 20 years or so, but a recent scoping review provides further support for the categorisation of these different rationales [5]. After several analyses of the quantitative outcomes of medical humanities programmes, Dennhardt et al. [5] presented a conceptual framework characterising the medical humanities (abbreviated as art in their results) as having three major foci: expertise for mastering specific clinical skills (an instrumental rationale); dialogue for understanding patients’ experiences and relational practices (an epistemological rationale); and expression/transformation for the professional identity process (a critical/intrinsic rationale).

Part 2: How the Humanities are Incorporated in Medical Curricula

The humanities may be incorporated into medical curricula in various ways, including through informal and formal approaches, as optional or core content, with a disciplinary orientation or an interdisciplinary approach, for the learning of clinical competencies or as a broader input in support of professional formation. In this part of the chapter we draw on a wide range of studies to illustrate the various ways the humanities have been incorporated into medical curricula. We also consider two relatively underappreciated aspects of the place of the humanities in medical curricula: the perspective of students, and the implications of adopting the humanities in cross-cultural contexts.

Informal Approaches

On one level, the humanities can be seen simply as providing sources of anecdote, examples, inspiration, or even a mode of reasoning intended to complement the established medical curriculum. Often clinical educators with a natural inclination for the humanities and humanistic ways of knowing instinctively implement such an approach. Undoubtedly, there have been many examples of inspiring educators who draw, in an apparently seamlessly way, on the humanities to challenge and educate students to think more broadly, deeply, and sensitively about their developing clinical skills and future practice. Sometimes these individuals leave a lasting legacy well beyond their own schools: the physician William Osler, neurologist and popular writer Oliver Sacks, medical educator and ethicist Edmund Pellegrino, and surgeon Atul Gawande are eminent examples of how a humanities perspective on clinical practice can make medicine more compassionate, inspiring, and even more appealing to the public. On the ground in the medical schools, the efforts and impact of dedicated ‘champions’ of the humanities usually remain local. While they undoubtedly have a significant influence on the clinical practice of their students, unfortunately, when such champions move on, the principles and commitment to the place of the humanities in the curriculum may not find a replacement, the traditional scientific basis of medical curriculum resumes its dominance, and students subsequently have little exposure to such alternative perspectives [48, 49]. An example of this may be seen in the medical school of one of the authors of this chapter. Due to the teaching practices and strong advocacy of the humanities in medical education by a clinical educator in the 1970s [50, 51], the
medical school at the University of Melbourne has been credited [4] as being one of the early exemplars of the application of the humanities to the medical curriculum. However, this attribution would surprise many educators in the current course in the Melbourne Medical School, where his legacy is little known except by those with a historical interest in the field.

**Formal Approaches**

In terms of formal implementation of medical humanities in a medical curriculum, a common distinction has been between *additive* and *integrated* approaches [52, 53]: the former applies the humanities to an essentially biomedically focused curriculum, while the latter results in a more fundamental transformation involving the ‘nature, goals, and knowledge base of clinical medicine itself’ [52, p. 1216]. A further distinction is the extent to which the humanities are optional or core elements of the medical programme. Macnaughton [19] describes three variations on this theme: purely voluntary (and highly popular) units, compulsory units (resisted and disparaged by many students in the example described), and mandatory elective units (commonly known as special study modules or SSMs, which allow students choice in the topic of the elective) [20, 25].

For Macnaughton, the third variation provides the more successful format for inclusion of the humanities: drawing students who are genuinely open to learning with the humanities, yet constituting an integral (and assessed) part of the medical curriculum. While their non-core status may still suggest to students and educators a relatively marginal value in clinical education [54] – medical humanities as merely ‘decorative’ [55] or ‘ornamental’ [56] – others might respond, quite reasonably, that the very presence of humanities content within a medical curriculum as a formal, identifiable credit-based subject is already a major advance. Furthermore, forcing medical students to take humanities subjects is no guarantee that they will learn to utilise the lessons clinically; the opposite effect is possible, as many educators have discovered when student evaluations come in [57].

This debate goes to the heart of the value of the humanities in medical education [35, 58] as discussed in Part 1 of this chapter. Rationales that view the humanities as essentially *external* to the actual practice of medicine, however desirable or beneficial ideally, will most likely lead to discretionary inclusion in the curricula. This can certainly be a useful strategy when curricular space is highly contested and there is resistance to any encroachment on time allocated to scientific and clinical disciplines. However, the espoused goal of most humanities educators in medical education is for their content and perspectives to be regarded as an essential and integral part of the curriculum, or as Peterkin puts it, for humanities-based content to ‘infiltrate’ the standard curriculum as mandatory, fully intrinsic and highly valued’ [54, p. 148]. Indeed, from an epistemological perspective, to *not* include humanistic content or reasoning can only be regarded as providing suboptimal training [25]. The programmes of medical schools that have managed this extent of integration have been periodically described in the medical education and medical humanities literature [58–65], and in particular in special educational journals. However, this attribution would surprise many educators in the current course in the Melbourne Medical School, where his legacy is little known except by those with a historical interest in the field.

**Professionalism and Professional Identity**

Educators have drawn upon concepts derived from the medical humanities in order to facilitate professionalism learning and, more recently, to support the development of professional identity. Early proponents of this include Coulehan [80, 81], who draws on narrative theory to distinguish between rule-based and narrative-based professionalism [80]. Rule-based professionalism prevails through competency-based notions of educating doctors. From this perspective, different accreditation bodies have drawn up lists of ideal attributes of doctors alongside recommended ways of behaving such that professionalism has become ‘a list of required practices’ [80, p. 893]. By distinguishing the term narrative-based professionalism, Coulehan asserts that professionalism cannot be learned unless it is embedded deeply within historical and contemporary lived experiences of actual physicians’ stories across different cultures – echoing the importance of transformative aspects of medical education noted by other writers [5, 42]. This kind of learning opens up the questions of what it is to *know* and what it is to *be*. Others have followed in Coulehan’s footsteps by proposing the study of literature as an antidote to the *professionalism as a competency* movement [82]. Thus it is argued that stories can be learned directly, through role models, or indirectly, through fictional or nonfictional novels, plays, and films [80–83].

Shapiro et al. highlight how the study of literature has an important role in the development of professionalism through the process of *close reading* [82]. They argue that the
central tenet of close reading requires that the reader revisit the text to consider alternative or complementary ways of understanding what is meant, while recognising there are no right or wrong answers [82, 84]. In a close reading, the reader tries to understand why stories are told the way they are, who the narrator is, how others are portrayed, who could narrate the same events, and how these might change the nature of the story [82, 85]. In addition, considerations around why certain words are employed and others omitted, the use of metaphors, the specific tone of the story, and how it might shift across the narrating, are all important [82, 86, 87].

Furthermore, some suggest that this narrative world comes to life across hospital hallways, conference rooms, and unit stations [80]. Here, obstacles to the development of professionalism abound [88]: where doctors can be villains, patients can be the butt of gallows humour or used as plot devices against students, and students can be heroes [85, 89]. Thus, educational strategies through which students might make sense of these events, sharing their experiences through oral narratives, have been advocated [80, 88]. Through this sharing, students may come to understand their personal reactions to common professionalism-inhibiting situations, and (re)commit themselves to their future professional selves [80, 88]. In addition to narratives, a much wider range of arts-based tools – such as acting, drawing, poetry, and music – have been identified as being a positive force for professional development, including the development of reflection, communication, critical thinking, leadership, empathy, and complexity amongst a variety of health care groups including medical students [90].

**Student Perspectives**

An important perspective on the humanities often overlooked is that of the students themselves, for whose benefit the humanities in medical education are frequently invoked. Local evaluations of medical humanities programmes are bound to contain mixed views on the part of students, with interesting and perhaps somewhat contradictory views. For example, a survey of medical student attitudes towards the humanities in a British medical school showed that approximately 90% of students agreed that ‘it is important for medical professionals to be broadly educated’ and that ‘medical professionals need a blend of scientific and humanitarian approaches’ [91, p. 627]. However, when asked whether the medical humanities should be offered to students at their medical school, equal proportions (15%) expressed a definitive view for or against, with most opting for the non-committal response of ‘possibly’ (69%). More tellingly, of the respondents who answered ‘definitely’ or ‘possibly’, three-quarters believed such offerings should be optional, and almost all thought it should not be examined. Predictably, most respondents (57%) felt that there was no room in the curriculum for any extra content. Such surveys remind us that while students’ views are valuable in these discussions, they need to be understood in the context of how the curriculum looks from their perspective – most likely very full [18], regardless of the theoretical benefits of a broader education.

Nevertheless, students frequently manage to articulate the importance of the humanities in ways that are clear and speak to their concerns as they look ahead to their eventual clinical practice. For example, one student wrote the following about the place of narrative medicine in her education:

> Competent medical practice necessarily requires compassion and imagination, and cannot avoid ‘big’ questions such as the nature and meaning of pain, suffering, and death. However, a doctor who is able to respond usefully to these fundamental questions requires training and skills beyond the merely technical and scientific [92, p. 65].

Reflecting back on his training, one medical resident wrote:

> In medical school, we are ostensibly taught to treat the person, not the disease, inspired by the so-called ‘biopsychosocial’ model. However, come exam time, the patient devolves back into a pattern of symptoms, signs, and abnormal test results matching a particular disease that we must identify out of a list of 4–5 choices, like a suspect in a police lineup. Little wonder then that the biomedical is still what prevails in medical training and propagates into clinical practice [93].

As illuminating (and ambivalent) as such perspectives may be, clinical educators who use the humanities in their teaching can attest to the issue that, for many medical students, the practices and perspectives of the humanities prove significantly more challenging and esoteric than the quantitative methods and positivist paradigms they experience prior to medical school. This is often voiced as dissatisfaction or rejection of the very premise of the humanities’ place in medical education.

An example of the potential opposition of students to the humanities has been recounted by Wear and Aultman [94]. Far from providing the rich textual material and opportunity for students to empathise with the main characters in their chosen novel, they found disengagement, resistance, and outright dismissal of the intended messages. The authors argue that providing students with experiential material is not sufficient to build empathy or understanding; it still allows room for *spectating* as opposed to *witnessing*, particularly if the material proves too confrontational or overtly challenging. As highlighted previously, humanities teaching does not automatically make for humanitarian behaviour. In retrospect, the authors conclude that narrative approaches must move ‘beyond a focus on the self and the patient in that individualised, circumscribed relationship and into a collective process involving the social, political, cultural and economic conditions that affect health and well-being’ [94, p. 1057]. Context, it seems, really is everything.

A further example of resistance is explored by Birden and Usherwood in a study of Australian medical students’ perspectives on how professionalism is taught [95]. A key finding was the way students gamed the system of professionalism assessment by inserting the kind of phrases and sentiments they felt the assessors wanted to hear into their reflective written assignments. Again, enforcing participation or reflection in ways perceived to be inauthentic or token is unlikely to be a productive way of achieving the kind of outcomes the humanities in medicine strive for. This is perhaps more a comment...
about curriculum theory and practice rather than the value of the humanities per se, but it is an important reminder that merely inserting humanities content or perspectives into medical curricula is not enough; it needs to be incorporated in a manifestly authentic, engaging, and motivating way.

Nevertheless, we should not view such resistance as wholly or even necessarily negative. The humanities can also provide a positive form of resistance, for students as well as teachers and practitioners, as advocates of critical perspectives remind us [36, 56]. A readily available format for such purposes is the cartoon. While a relatively under-utilised medium for teaching critical and interpretive reasoning and exploration of significant professional themes, the cartoon format can be a powerful tool for empowering students to critique poor models of clinical education and practice which can create the dissonance and dilemmas which many medical students experience [96, 97]. Two poignant examples of such cartoons are provided in Figures 16.1 and 16.2 where the objectification of patients and student abuse are portrayed [98]. These comprise the most common types of professionalism dilemmas experienced by UK medical and health care students in a recent large-scale multi-centre study (45% and over 50% respectively in the medical student cohort), resulting in students’ experiencing moral distress [99].

But do activities and products of this kind actually count as humanities in medical education? From our perspective, they manifest several aspects of the humanities and what makes them unique in the context of a medical education is that they present a personal narrative (however brief), helping us to understand a particular perspective; they focus on and represent a value system (patient-centred medicine and a supportive education system); and, in this case, they critique a broader reality which is not consistent with those values. We contend that, taken seriously, they can teach as much, if not more, about professionalism as any didactic text or clinical practice lecture. This is precisely the critical function of the humanities in medical education at work.

**Cross-cultural Contexts**

Having outlined how the humanities have been used primarily in Western medical curricula, we now turn to the issue of cross-cultural transferability of the medical humanities. Recently, a rapid global expansion of the medical humanities is noticeable across non-Western regions; a welcome development, although we share the concerns articulated by several authors about privileging Western models of the medical humanities [100–102]. A particular concern is that non-Western versions of the humanities in medicine absorb quasi-Western versions in which the diversity and complexity of local cultural traditions can be marginalised when classic Western texts are adopted along with a medical humanities curriculum. Local circumstances demand local solutions; ideally medical schools would draw on resources relevant to their own cultures when drawing on humanities perspectives for medical education, an approach which is consistent with a fundamental humanities focus which is to acknowledge the importance of contextual and cultural factors – or ‘situatedness’ – in meaning and experience [103, p. 11]. Recent examples from Taiwan and Saudi Arabia.

---

**Figure 16.1** Objectification of patients; cartoon by Jordan C. Humphrey [98].
Chapter 16

illustrate the incorporation of local cultural perspectives into the design of the medical humanities curriculum very well (see Box 16.3) [104, 105].

Another key example of local refinement of the Western medical humanities curriculum can be seen in the influence of Confucianism within East Asian medical schools. Confucian culture has undoubtedly been a significant influence, unmatched by any other school of thought [106], and is one of the most frequently cited social factors in health care research of older adults in such countries (including Japan, China, Taiwan, and Korea) [107]. It has also significantly influenced medical education in these countries, and presents important synergies with the potential role of the humanities in medicine, including critical approaches which impinge on issues such as patient autonomy, doctor–patient communication, end-of-life decisions, and other fundamental cultural and ethical issues that need to be questioned and understood within the complex mix of local cultural influences [108]. (See Box 16.3 for a brief outline of the recent developments of the humanities in medical schools across four Eastern cultural spaces.)

Part 3: Searching for Impact: Where is the Evidence for the Humanities?

Educators involved with proposing or implementing the inclusion of the humanities in a medical programme are likely to face the question at some point of the process: where is the evidence for the effectiveness of the humanities in medicine? That this question is seldom asked of traditional curricular elements provides no escape; the humanities are viewed as encroaching upon an already established curriculum, and therefore the onus of proof lies with the newcomer. Furthermore, the nature of such evidence, and its acceptability, is frequently determined by those working outside of humanities paradigms [35]. Of course, this is not an issue which is limited to medical education; the humanities have for some time faced the challenge of proving themselves in the face of changing educational and societal values [115]. Recent arguments on the value of the humanities represent an expanding genre of passionate defences aimed at academia, governing institutions, and general society [116–118].

Nevertheless, many stakeholders, both supporters and critics alike, have highlighted the apparent lack of evidence for the efficacy of the humanities in medicine. In a landmark article published in 2010, Ousager and Johannessen argued that the medical humanities literature seemed more concerned with ‘pleading its case’ and justifying ideologically their inclusion in medical curricula than seeking evidence of their impact – for which, the authors claimed, there was only ‘sparse’ evidence [31]. In an era of outcomes-based education, they argued further, such a lack of empirical evidence might cause the humanities in medical education to ‘flounder’ if the medical humanities community did not address the need for empirical evidence of its effectiveness. They were not alone in

Figure 16.2 Student abuse; cartoon by Trey Banbury [98].
arguing that the humanities in medicine needed ‘harder’ evidence: other researchers had made similar claims [32]. The challenges posed by such calls for empirical evidence for the humanities appear to have prompted three main responses from scholars in the field. We consider each in turn, before reflecting on what these responses might mean for the humanities in medical education looking ahead.

Rallying to the Cause
For many researchers in the medical humanities, the necessary response is to accept the challenge posed formally in the literature, and less formally by practitioners and sceptics, and seek the kind of quantitative evidence that will prove convincing enough to justify the humanities’ place in the medical curriculum. For the purpose of illustration, in Box 16.4 we sketch briefly some recent research on specific outcomes relating to teaching with the humanities in medical education. Of course what might count as acceptable evidence of impact depends very much on the underlying rationales. An instrumental outlook would seek evidence that a student or trainee displayed better professional skills in some way, such as improvement on clinical assessments or empathy scores; an intrinsic perspective would likely derive reassurance from improved patient feedback of student characteristics; while an epistemological view would probably look further down the line at diagnostic accuracy or reduction of medical error. So not all the evidence will satisfy all advocates of the humanities, and more targeted studies might therefore be required.

Resisting the Calls
Some proponents of the medical humanities contest the demand for evidence as both unfair and misguided. For example, Belling has criticised the sampling methodology and interpretative framework of the Ousager and Johannessen study, resulting in apparent misreadings of some of the studies categorised as reflecting concerns about the role of the humanities in medicine [55]. She further criticises the approach that privileges quantitative data in relation to outcomes as ‘reductionist’, overlooking qualitative evidence of the value of the humanities. In this sense, Belling echoes the assertion, common in education, that such an approach attempts to ‘measure the unmeasurable’

---

**BOX 16.3 FOCUS ON: The humanities in medicine across cultures: the Cases of Japan, China, Taiwan, and Saudi Arabia**

**Japan**
A recent report on Japanese medical schools reveals that the medical humanities are widely implemented in Japan, with 92% of schools providing some degree of humanities education. The vast majority offer humanities content in the first year of study, with a focus on ethics, patient’s rights (including informed consent) and doctor’s responsibilities, safety and risk management, problem solving, and the doctor–patient relationship [9], skills reflecting a broader shift in national medical education towards more integrated core curricula [109].

**China**
China has seen similar reform of medical curricula over the past decade, with an increasing awareness of the possibilities and value of patient-centred approaches, medical humanities, and lifelong learning for professional development of physicians [110]. This new orientation builds upon the Confucian base of much of Chinese medical education discussed above [106, 108]. Nevertheless, challenges for the integration of the humanities into medical curricula remain, such as a lack of organisational independence, lack of appropriate teachers, and, in particular, a strong focus on ‘technology-oriented medicine’ [110]. A recent issue (#2, 2017) of the Japanese-based journal *Bioscience Trends* features several articles reporting on different aspects of the developments in the medical humanities in China.

**Taiwan**
Recent medical education reform in Taiwan has facilitated incorporation of the humanities into medical curricula, a development evidenced by a flourishing of recent literature on the topic [8, 9, 102, 104, 111–114]. The focus of such courses has included the development of communication skills, medical ethics, and the physician–patient relationship, with a particular emphasis on communication skills, ethics, and the development of reflective capabilities for professional formation and the enhancement of student empathy and critical thinking [111, 113]. Teaching by educators from nonmedical backgrounds is relatively commonplace in Taiwan [104], while the inclusion of the humanities in medical curricula has been largely endorsed by student groups at the various medical schools [111].

**Saudi Arabia**
A recent article outlines the relatively novel introduction of medical humanities into the medical curriculum in Saudi Arabia [105]. Two core and local curriculum components – Islamic studies and Arabic studies – were used as the medium for teaching in a medical humanities course. The course, which also draws on student-centred learning approaches, draws on the history of Islamic medicine, Islamic medical ethics, and Arabic medical poetry as the foundation of humanities content aimed at promoting a wide range of course objectives aimed at producing more compassionate, more rounded, and more reflective practitioners.
**BOX 16.4 WHERE’S THE EVIDENCE: For the effectiveness of the medical humanities?**

**Impact on empathy**
- A number of studies now strongly demonstrate a link between reading literature and the development of empathy (often referred to by the psychological construct known as ‘theory of mind’) [119–121].
- Studies emerging from psychology build on many smaller scale evaluations of teaching with literature, suggesting that students’ capacity to understand and/or relate to the patient’s perspective can be improved with even relatively short teaching with literature [47, 64, 122, 123].
- A systematic review examined the effects of reflective writing on empathy [68]. The authors found eight quantitative studies, all reporting a significant change in student empathy.

**Impact on observation skills**
A systematic review examining the effectiveness of arts-based education found a high-quality evidence base for improvement in students’ general observation skills as a result of viewing and discussing artworks [124]. Other studies provide evidence that this learning subsequently transfers to the clinical context [125, 126].

**Impact on emotions**
Several studies have shown that engaging systematically with art and narrative can have an impact on students’ emotional status, including:
- improving students’ capacity to focus on and infer emotions [127]
- raising students’ awareness and sensitivity to patients in medical contexts [128]
- increasing emotional awareness in others and themselves [129]
- greater emotional benefit from narrative medicine teaching in Asian students on a Chinese medicine course compared to those on a Western medicine course [114].

**Impact on tolerance of ambiguity/uncertainty**
The practice of medicine comprises inherent uncertainty, arising from knowledge limitations, diagnostic ambiguities, treatment complexities, and unpredictable outcomes [130]. The capacity to better tolerate ambiguity and uncertainty had been a long-standing but largely unverified claim by humanities advocates. However, graduates from a progressive curriculum in the UK with humanities as an integrated and core component were found to have higher scores on coping with uncertainty and tolerance of ambiguity items than graduates from more traditional medical schools, in a self-report post-graduation survey [131].

**Impact on depression and anxiety**
The importance of self-care in students and practitioners has been an important rationale for the use of humanities in medical training. One study reported that humanities sessions to help students connect humanism with professional practice benefited the self-perceived resiliency of students, including lower rates of depression and anxiety and greater sense of connection to classmates [132].

[55, 133]. In terms that recall the focus of epistemological rationales for the humanities, Belling further argues that:

The humanities resist the homogenization of social science metrics, for our focus is on the specific and particular, exactly those aspects of human texts that resist reduction. We value fine distinctions, even at the risk of defaulting to an n value of 1. This is precisely why the humanities are so valuable to medicine, for we offer a counterpart to the necessary reductions of the natural sciences. The unit of medicine is the particular patient, always irreducible [55, p. 940].

It seems uncontroversial to say that health systems are not particularly designed to consider the patient as the prime unit of consideration, and this reflection gives a sense of both the radical nature of Belling’s argument, as well as the far-reaching potential of the humanities.

Charon [17] similarly questioned Ousager and Johannessen’s study in terms of the idiosyncratic categorising of the articles, the sampling frame, and the reductive evaluation processes of the study: in particular the way that the complex input and nuanced goals of the humanities were expected to be distilled down to measurable and significant changes in narrowly defined phenomena. Charon also pointed out the power differential in such demands for proof of efficacy for ‘any newly introduced curricular material’ [17, p. 936] arguing that it was too early (at that point) to expect to see significant changes resulting from humanities input into medical curricula; such changes would need to be sought a decade or so down the track, and in more qualitative and far-reaching ways such as patient empowerment and self-determination.

However, even this longer view may not prove particularly fruitful. As Cook and West point out, issues such as ‘dilution, feasibility, failure to establish a causal link, potentially biased outcome selection, and teaching to the test all challenge the routine use of patient outcomes [for evaluation]’ [134, p. 5].
In other words, there are simply too many uncontrollable variables in medical education to establish the kind of causal claims many seem to expect of the medical humanities. This is a more far-reaching issue than just for the medical humanities, well appreciated in both medical education [135] and in educational research more generally [136]. Not surprisingly, then, most areas of medical education appear to have limited evidence of their impact on the development of competent physicians [132]. Finally, some educators have associated the demands for evidence with the competency-based movement in medical education, and argued that a competency framework is misguided when evaluating the value of the humanities, especially its critical and emancipatory aspects [42, 137].

Reframing the Expectations
Reframing represents a compromise between rallying and resisting. Rather than rejecting outright the need for evidence of efficacy, educators and researchers adopting this approach argue that the nature of humanistic practice means that evidence must be sought in criteria and methods that differ from quantitative and positivist methodologies. This viewpoint is illustrated particularly well in the recent study by Dennhardt and colleagues [5]. In the introduction to their scoping review of quantitative outcome studies in the medical humanities, they state their sympathy for the position which rejects the demands for evidence from the humanities, yet then decide to accept the challenge to account for its ‘effectiveness and utility’, acknowledging the necessity in an era of outcomes-based medical education. The catch, however, is that they subsequently argue that such evidence cannot be found until we properly understand what the medical humanities teach – and why. Their review proceeds to show that the typical descriptive analyses of humanities inputs or programmes are not sensitive enough to do justice to the enormous variation in the form and measurement of medical humanities teaching – a finding that must be construed as a further critique of the methodology employed by Ousager and Johannessen. Instead, conceptual and discursive analyses are deemed necessary. This gives rise in their study to three main functions of the humanities in medical education: (i) as expertise, (ii) as dialogue and expression; and (iii) as personal growth and activism, or what many would call ‘professional identity formation’.

This is where curriculum theory comes into play. As we have noted on several occasions in this chapter, and as discussed extensively in Chapter 5, curriculum decisions are not value free, and the decision to include or exclude the humanities tends to involve other factors unrelated to its value as a learning approach for medical students. Lee and colleagues articulate this particularly well when they write that ‘curriculum inquiry … attends to issues about what is being conveyed (or is intended to be conveyed) within a curriculum and, in particular, the choices that are made about values, emphases and directions that are not simply derivable from “evidence” of what works’ (our italics) [138, p. 68]. We still stand by the importance of being clear and explicit about the rationale being used to support the value of the humanities in medical education, even though ensuing debates will often play out politically, whether deliberate or not. This can also be seen in discussions around the ‘hidden curriculum’ in medicine, where the message received by students does not fully accord with the curriculum and objectives formally documented [139]. Being explicit, and realistic, about the rationales and value of the humanities in medical education can help tackle such curricular arguments and unintended effects; and they may even facilitate conditions where, when the rationales makes sense and the timing is right, the incontrovertible evidence can wait and the curriculum can change to reflect new emphases and new values. We believe such a climate is increasingly developing for the medical humanities, where the focus in research should now shift to how best to incorporate the humanities into medical education, rather than continuing to discuss and debate whether to incorporate them.

Conclusion
In the British Medical Journal letters section several years ago, readers were invited to articulate what a good doctor meant to them. The following response caught our eye:

The truly good doctor must, of course, be technically proficient and know the craft of medicine. In addition, however, the good doctor must be able to understand patients in enough breadth to call on a community of skilled healers – nurses, social workers, insurance specialists, yoga teachers, psychologists, technicians, chaplains, whatever is necessary – to help restore the person to health (or perhaps, to support the person in their journey towards death). To do that, the doctor must be able to be touched by the patient’s life as well as his or her illness. The doctor need not be an anthropologist but must know how to ask about a person’s culture; he or she need not be a marriage counsellor but must be able to spot the signs of spousal abuse or the depression that may be the result of a failing union. Good doctors are humble doctors, willing to listen to their patients and gather together the full array of resources – medical, human, social, and spiritual – that will contribute to their patients’ healing [140, p. 712].

We couldn’t agree more. The good doctor (or rather the effective doctor?) doesn’t need to be an anthropologist, or sociologist, or psychologist, or social worker, or ethicist, or even a humanities scholar. But for that matter they shouldn’t need to be an anatomist, microbiologist, pharmacologist, or neuroscientist either. They simply need to know when such knowledge applies, and when such a perspective is relevant. They need to spot the subtle relational signs, know when and how to elicit the relevant information, and care enough to want to do it, time and time again. While perhaps the will to care may be difficult to instil, a close attention to words and meaning can be; based on, to borrow Belling’s phrase, ‘reading for meaning rather than for data’ [55], or even an earlier pronouncement about the importance of words and meaning in medicine: ‘what the scalpel is to the surgeon, words are to the clinician’ [141]. Such a focus is ultimately what the humanities, in its enormous variety of content, method, and perspective, can offer medical education – be it from, through, with … across, amid, beside, between, inside, upon, or via, or in any other prepositional way educators see fit.
References


Further Reading


Introduction

All the world's a stage
And all the men and women merely players;
And one man in his time plays many parts,
His acts being seven ages.
William Shakespeare, As You Like It, Act II, Scene 7 [1].

We begin this chapter with the familiar quotation from Shakespeare, as did the Eriksons in a summary of their life's work on identity formation [2]. We do so to emphasise that it has long been known that humans pass through recognisable developmental stages throughout their lives, during which their unique identity or identities are strongly linked with the roles that they play. Understanding this has relevance to those involved in medical education for two reasons. In the first place, the educational process, including the education of professionals, is both superimposed upon normal identity development and has a profound impact on it [3]. It is therefore necessary that we understand this. Second, we, along with Merton, believe that the dual objective of medical education has always been to provide future physicians with the necessary knowledge and skills for practice, but of equal importance, with a professional identity so that they come to ‘think, act, and feel like physicians’ [4]. While Shakespeare as a dramatist may have believed that those he described were playing their roles, it is the hope of those involved in medical education that learners at all levels will cease having to play the role of physician because that role will have become who they are [5] – they will have developed a professional identity.

The objective of this chapter is to address the issue of the formation of a professional identity in physicians. In doing so, it is important to stress that the current emphasis on identity formation has grown out of what has been termed the ‘professionalism movement’ [6] in medical education. It thus represents an evolution in our understanding [7, 8] of how best to produce individuals who ‘think, act, and feel like physicians’ [4]. This allows us to build upon what has been learned in the past two decades as virtually every medical school and postgraduate programme moved to teach and assess professionalism [7, 8]. As we directly address identity formation, it will become apparent that as individuals wish to join medicine’s community of practice, they acquire the identity expected of members of the community and accept its norms [9]. The nature of these norms is determined by society and the medical profession and is encompassed in the word ‘professional’. Thus in considering professional identity formation, it becomes necessary to understand what it means to be a professional, an issue that has been clarified for medicine through the development of programmes on teaching and assessing professionalism. Furthermore, many of the educational strategies created to ensure that learners understand professionalism and internalise its values can be reoriented to support professional identity formation [10–12].
Profession, Professionalism, and Professional Identity

Explicitly addressing the issues of professionalism and professional identity formation in the medical curriculum is a recent phenomenon [7, 8, 10–12]. This is somewhat surprising as the term ‘profession’ has been in use in medicine since at least Roman times and there are frequent references through the ages to the importance of acting like a profession [13]. Historically the characteristics of the ‘good doctor’ have been linked with the word professional [14]. While early social scientists studied the professions [15], there appears to have been little interest within the medical profession in outlining the nature of professionalism until recent times when medicine’s profession was threatened by the development of contemporary health care systems and the perception that many physicians were exhibiting unprofessional behaviour [16–18]. One response of the profession was to emphasise the teaching of medical professionalism throughout the curriculum of medical education [19, 20]. This necessitated defining what was to be taught, leading to the emergence of several accepted definitions. While there are frequent statements that profession and professionalism are difficult to define, the core content of most definitions is remarkably uniform [21]. Because of its origins in the act of ‘professing’, we have chosen to define and use the word profession for teaching purposes. It is also the root of the terms professional and professionalism. The following has served as the basis for teaching professionalism and professional identity at our own university for over two decades:

An occupation whose core element is work based upon the mastery of a complex body of knowledge and skills. It is a vocation in which knowledge of some department of science or learning or the practice of an art founded upon it is used in the service of others. Its members are governed by codes of ethics and profess a commitment to competence, integrity and morality, altruism, and the promotion of the public good within their domain. These commitments form the basis of a social contract between a profession and society, which in return grants the profession a monopoly over the use of its knowledge base, the right to considerable autonomy in practice, and the privilege of self-regulation. Professions and their members are accountable to those served, to the profession, and to society [22].

A professional is a member of a profession and is expected to demonstrate professional behaviour in his or her daily activities. Professionalism as defined by the Royal College of Physicians of London is ‘a set of values, behaviours and relationships that underpins the trust the public has in doctors’ [23].

Professionalism is a social construct and therefore the nature of the professionalism, and hence the professional identity of physicians, in any country or culture will be congruent with the national and cultural values of the society served [24]. The early literature on professionalism reflected the cultural values of western society and of the Anglo-Saxon world with its roots in Judeo-Christian morality [14]. With the increased mobility of individuals and ideas, it has become apparent that, while some core values such as competence, caring, compassion, honesty, and integrity appear to be universal, other aspects of professionalism can vary significantly in, for example, Asian [25], or Muslim societies [26]. This influences the structure and organisation of health care, societal expectations of the profession [27, 28] and the nature of the professional identity of physicians serving in these cultures [24].

Throughout the latter part of the nineteenth and into the mid-twentieth century the medical profession enjoyed a dominant role in health care and society [16, 17, 27]. It was trusted by both individual patients and society, based on the assumption that the profession would be altruistic [17]. Its autonomy was unquestioned, as was the principle of self-regulation [18]. Medicine exerted hegemony over other health care professions and enjoyed significant influence over health policy [16]. The economic burden of health care on society was not great as it consumed a small percentage of the gross domestic product of developed countries. After World War II this situation changed dramatically. Modern biomedical science transformed health care, making access to it essential to the well-being of individual citizens and society [27]. In most countries, national health services were established, while in the United States the marketplace was allocated significant responsibility for the delivery of health care [16, 29]. Costs escalated and providing health care became a lucrative enterprise for physicians, other health care professions, and a growing health care industry. Medicine’s dominance, while present, was greatly diminished throughout the world as the state or corporate sector assumed responsibility for payment [16, 18]. The financial opportunities available to physicians led to increased opportunities for conflicts of interest and instances of unprofessional behaviour were well-documented, leading to the opinion that self-regulation was lax [16, 18]. Many came to agree with Shaw’s description of the professions as constituting a ‘conspiracy against the laity’ [30]. Both society and the leadership of the medical profession realised that action was required and one of medicine’s responses was to emphasise the teaching of professionalism to learners in hopes that, if they understood the nature of professionalism and the obligations necessary to sustain it, they would behave professionally [19, 20].

Teaching Medical Professionalism

This represented a major change. Professionalism had not been taught explicitly as individuals were expected to become professional by patterning their behaviour on that of respected role models [19]. While little documentation is available, the system did appear to function reasonably well, as it was based in part on the shared values of a relatively homogeneous medical profession serving a homogeneous population. This situation no longer exists in our multicultural world [24–26]. A consensus grew that professionalism must be taught explicitly and this became an obligation as accrediting and certifying bodies at the undergraduate and postgraduate level required that professionalism be taught and assessed [31–34].

In spite of the presence of multiple definitions [21] and differing pedagogic approaches to teaching professionalism [31], agreement emerged on some overarching principles [20, 35].
First, professionalism should be explicitly addressed throughout the continuum of medical education, with the strategies and material selected being appropriate for the stage of the learner.

Second, there is a cognitive base that serves as the basis of teaching and assessment, consisting of definitions of profession and professionalism and the importance of professionalism as the basis of medicine’s relationship with society – its social contract [27, 28].

Third, the attributes expected of a physician must be communicated to learners [36]. We have chosen to separate the role of the healer and the professional for pedagogic purposes, understanding that they must be served simultaneously. While healers have existed in society since before recorded history, the modern professional only appeared late in the nineteenth century. This approach allows one to identify the attributes of the healer and the professional. Box 17.1, based on the literature, documents those attributes which describe the societal expectations of medicine under the social contract and are the foundation of the norms of the professional identity of a physician [7].

Fourth, it is not sufficient to merely communicate the cognitive base. Learners must internalise the value systems of the medical profession to ‘inculcate the broader dimensions of competence and perspective’ [37]. This process depends on role models and mentors [38] and is facilitated by reflection [39].

Fifth, faculty development, while important in its own right, becomes essential in the teaching of information whose exact nature is relatively unfamiliar to the faculty [40].

Finally, if professionalism is to be taught, methods to assess the professionalism of learners are required [41].

Teaching and assessing the professionalism of learners became an aspirational goal in medicine that, while difficult to achieve, led to the development of coherent approaches. The move to emphasise professional identity formation grew out of this approach, as some of the limitations of ‘teaching professionalism’ became apparent.

From the time that teaching professionalism explicitly was proposed, an existential question was always present: ‘can professionalism be taught?’ [42]. Or, as Hafferty succinctly asked, does medical practice require ‘a professional presence that is best grounded in what one is rather than

---

**BOX 17.1 Attributes of the healer and the professional**

**Attributes of the healer**
- **Caring and compassion**: a sympathetic consciousness of another’s distress together with a desire to alleviate it
- **Insight**: self-awareness; the ability to recognise and understand the patient’s and one’s actions, motivations, and emotions
- **Openness**: willingness to hear, accept, and deal with the views of others without reserve or pretence
- **Respect for the healing function**: the ability to recognise, elicit, and foster the power to heal inherent in each patient
- **Respect for patient dignity and autonomy**: the commitment to respect and ensure subjective wellbeing and sense of worth in others and recognise the patient’s personal freedom of choice and right to participate fully in his/her care
- **Presence**: to be fully present for a patient without distraction and to fully support and accompany the patient throughout care

**Attributes of both the healer and the professional**
- **Competence**: to master and keep current the knowledge and skills relevant to medical practice
- **Commitment**: being obligated or emotionally impelled to act in the best interest of the patient; a pledge given by way of the Hippocratic Oath or its modern equivalent
- **Confidentiality**: to not divulge patient information without just cause
- **Autonomy**: the physician’s freedom to make independent decisions in the best interest of the patients and for the good of society
- **Altruism**: the unselfish regard for, or devotion to, the welfare of others; placing the needs of the patient before one’s self-interest
- **Integrity and honesty**: firm adherence to a code of moral values; incorruptibility
- **Morality and ethical conduct**: to act for the public good; conformity to the ideals of right human conduct in dealings with patients, colleagues, and society
- **Trustworthiness**: worthy of trust, reliable

**Attributes of the professional**
- **Responsibility to the profession**: the commitment to maintain the integrity of the moral and collegial nature of the profession and to be accountable for one’s conduct to the profession
- **Self-regulation**: the privilege of setting standards; being accountable for one’s actions and conduct in medical practice and for the conduct of one’s colleagues
- **Responsibility to society**: the obligation to use one’s expertise for, and to be accountable to, society for those actions, both personal and of the profession, which relate to the public good
- **Teamwork**: the ability to recognise and respect the expertise of others and work with them in the patient’s best interest
what one does?" [43], shifting the emphasis from ‘doing’ to ‘being’. Haidet also wondered whether professionalism had become like a white coat that can be donned or discarded at will [44]. Against this background, the concept of professional identity emerged, first as educators within medicine described the nature of professional identity, and subsequently as an educational objective.

From Teaching Professionalism to Supporting Professional Identity Formation

Understanding gradually emerged that, as had been proposed earlier by Merton [4], Becker [45], and Bosk [46], medical students and residents, during the course of their educational experiences, come to acquire the identity or identities of a physician [3, 7, 11, 47–59]. This new understanding was based upon the work of a small group of observers who applied the rich literature on identity formation, found largely in developmental psychology, to learners and practitioners in medicine. The concept did not have a significant impact until the Carnegie Foundation reports on the future of professional education recommended that identity formation become a foundational element of the education of all professions [37], including medicine [10]. This required a reassessment of the movement to teach professionalism. It became apparent to many that one of the ultimate objectives of medical education had always been to support individuals as they develop their professional identities, making the teaching of professionalism a means to an end rather than an end in itself [7].

Shifting the focus of medical education from teaching professionalism to supporting individuals as they develop their own professional identities has advantages. If the objective of teaching professionalism is to assist in the development of professional identities, the educational strategies derived from this approach can address the objective of professional identity formation directly. In addition, there is a fundamental shift in emphasis from professors teaching and students learning to one whose aim is engaging learners in the development of their own unique identities and supporting them through the process [7, 11]. However, it does lead medical educators into less well-charted waters. The nature of identities in general and medical professional identities must be understood. Since identities are formed through the process of socialisation, an understanding of this process is required. Socio-cultural theories of learning, such as those of Lave and Wenger [9] concerning ‘participation’ and ‘communities of practice’ are particularly relevant here and are discussed in detail in Chapters 2 and 12 of this book.

Some of the ‘teaching principles’ listed above remain relevant. The cognitive base, in addition to a knowledge of professions and professionalism, remains an essential element but now should contain explicit reference to identity formation, socialisation, and communities of practice [60]. Because self-perception is fundamental to one’s identity, reflection, guided by mentors and role models, remains fundamental [55]. Faculty development becomes more important, as identity formation and socialisation are largely unfamiliar to most clinical teachers [61]. Finally, while assessment of professionalism is difficult, assessing progress towards acquiring a professional identity poses problems of a different magnitude [61, 62].

Box 17.2 summarises the evidence on professional identity formation in medicine.

Personal and Professional Identity

Personal Identity

It is important to realise that the development of a professional identity takes place within the context of individual identity formation, a process that, as Shakespeare noted, begins at birth and continues throughout life [1]. Therefore, knowledge of personal identity formation is necessary if professional identity formation is to be placed in its proper context. Shoemaker [63] defines identity in generic terms. ‘A set of traits, capacities, and attitudes that an individual normally retains over a considerable period of time that distinguishes that individual from others and represents the individual’s conception of self and is recognized as such by others.’ Personal identity is based on an individual’s concept of who they are and how they are perceived by others.

Our understanding of identity formation is built upon a theoretical framework whose roots lie in psychoanalysis [64]. During the past half-century, Piaget [64], Erikson [2], Marcia [65], Kohlberg [66], Kegan [67], and others have been major contributors to our understanding of the various developmental stages through which each individual passes. Piaget established the fact that development proceeds in stages [64], preparing the ground for subsequent advances. Erikson’s pioneering studies detailed eight developmental stages, stressing the role of crises in development, characterising adolescence as a time of ‘role confusion’ [2]. Erikson’s work is relevant to the education of physicians as they enter medical school during or immediately after adolescence and may still exhibit considerable ‘role confusion’ [68].

BOX 17.2 WHERE’S THE EVIDENCE: Professional identity formation in medicine

- It is well established in developmental psychology that every human being develops a personal identity in stages
- It has been recognised for half a century that learners in medicine develop the identity of a physician and that this also occurs in stages
- A substantial body of literature exists in medicine outlining the nature of the identity of physicians
- This literature also documents many of the factors that can either promote or inhibit the development of a professional identity
- While still difficult, assessment of progress towards the acquisition of a professional identity is possible
Building on Erikson’s ideas, Marcia traced a path beginning in adolescence with a ‘diffuse’ and poorly developed identity that, if identity formation is successful, results in ‘identity achievement’ during the post-adolescent period [65]. Some individuals fail to progress to identity achievement as they declare a moratorium, deferring decisions and action. Furthermore, he postulated that identity achievement will not occur if premature ‘foreclosure’ occurs, as an individual conforms to traditional norms rather than developing their own value system. Marcia’s observations also provide some insight for medical education [68].

Kohlberg documented the interdependency of moral development and identity formation, believing that individuals move from wishing to be perceived as good by conforming to socially acceptable norms of right and wrong to developing an internalised set of moral principles, basing their behaviour on strong personal beliefs [66].

The formative elements impacting on identity are a classic mix of nature and nurture. Genetic inheritance contributes significantly [2, 43]; however, a profound influence is exerted by life experiences, including the multiple social interactions in which every individual engages in their respective communities [67, 69]. Psychological theory proposes that these forces impact on each individual as they journey through life, attempting to organise their experiences into a meaningful whole that incorporates their personal, private, public, and professional selves [2, 43, 49, 55, 57, 67]. As they pass through each stage, from infancy to childhood and beyond, individuals gain experience and become capable of constructing more complex personae [43, 64–67].

The theoretical approach to identity formation suggests three domains, all relevant to medical education, through which identity is influenced and developed: individual, relational, and collective [69]. While the influences impacting upon these domains may be somewhat independent of each other, they clearly are related, as are the identity or identities resulting from their influence.

- The **individual** domain includes genetic composition, self-chosen or mandated commitments, beliefs about oneself, and the impact of personal life experiences.
- The **relational** domain expresses the influence on the identity of significant individuals, such as family members, friends, and co-workers, including role models and mentors.
- The **collective** domain reflects the impact of the social groups to which an individual belongs or wishes to join. Individual status within the group and the group’s status within society are important contributors to one’s identity [70, 71].

A well-developed identity provides a sense of continuity, uniqueness, and belonging.

Some aspects of identity remain relatively stable throughout life, while others change as an individual passes through various developmental stages. Their individual, relational, and collective relationships are altered. Some changes are conscious, while others are more ‘automatic and implicit’ [69]. While identity stabilises in early adulthood, transformation continues throughout life, with an enduring core of ‘self’ being ever present [2, 57, 69]. While most changes are gradual, it must be recognised that seminal events, such as a major personal event, a change of career, or a religious conversion, represent significant alterations in an individual’s life and can lead to a rapid transformation in the sense of self [63].

While the term ‘identity’ is frequently used in the singular, every individual has multiple identities that are context dependent [57, 69]. A person can be a son or daughter, married or single, a member of an ethnic, religious, or national grouping, and many others, in addition to being a physician. Furthermore, the physician can have a professional identity that reflects the entire medical profession as well as a specialty and be further identified as a practitioner, researcher, teacher, or any distinct role. Each identity is associated with a community and the individual will share traits and values with others in each community [9, 72]. In most instances, emergence of an identity takes place at an unconscious level, depending on need and place [69, 70].

## Professional Identity

Individuals usually enter medical school in late adolescence or early adulthood with identities that have been developing since birth and that would have continued to develop in other directions had they not chosen medicine as a career. Superimposed on this trajectory is the development of a physician’s identity: ‘a representation of self, achieved in stages over time during which the characteristics, values, and norms of the medical profession are internalized, resulting in an individual thinking, acting, and feeling like a physician’ [7].

Robert Kegan [67], building upon the work of those who came before, has had a significant impact on our understanding of identity formation in the education of professionals [3, 7, 43]. He proposed a framework for the longitudinal development of the self into a moral and meaning-making entity [8]. His classification consists of six stages (0–5), beginning in childhood and extending into adult life, which he termed:

0 incorporative
1 impulsive
2 imperal
3 interpersonal
4 institutional
5 inter-individual

Kegan’s early and final stages are not pertinent to the development of a young adult such as a medical student or resident but Box 17.3 summarises stages 2–4 as they apply to professional identity formation in medicine. In Kegan’s **imperial** stage, learners take on a professional role but it is not fully integrated into their identity. They may act like a professional but are still searching. In the **interpersonal** stage individuals begin to identify with the profession, to the point where they become immersed in and integrated with it, as the norms of the profession take hold. Those who reach the **institutional** stage are characterised as the self-defining professional. They can negotiate conflicts between professional values and their core beliefs and criticise or challenge aspects of the profession. Their reason is in control of their emotions and desires. Deep authentic and unshakable incorporation occurs, with professional identity
standards being set and assessed by the community. They are demonstrated of competence within the domain, with the expectation that they enter medical school. Full membership requires an individual to be accepted as a novice as a physician, accepting of, many other value systems. While it would be comforting to think that every incoming medical student will achieve Stage 5, research indicates that few of us actually progress beyond Stage 4. Bebeau, a respected investigator influenced by Kegan, summarises this transition in this way: ‘Individuals move from self-centered conceptions of identity through a number of transitions, to a moral identity characterized by the expectations of a profession to put the interests of others before the self, or to subvert one’s own ambitions to the service of society’.

### The Formation of a Professional Identity

Since Lave and Wenger developed their theory of situated learning (see Chapters 2 and 12 in this book) it has been difficult to discuss identity formation without alluding to ‘communities of practice’ as, from a conceptual point of view, the two subjects are intertwined. Medicine is identifiable as a distinct community of practice and individuals wishing to become physicians voluntarily join the community by learning to carry out the day-to-day activities of the physician. In the process, each individual moves from legitimate peripheral participation in medicine’s community to full membership. In so doing, he or she acquires the identity of a physician, accepting the norms, values, and structural organisation of the medical profession. Early membership is termed ‘legitimate’ because the individual has been accepted as a novice as they enter medical school. Full membership requires a demonstration of competence within the domain, with the standards being set and assessed by the community.

Learning is a social activity, depending on interactions with fellow students, physicians, and other health care professionals within the community. Much of it occurs at the unconscious level, resulting in the acquisition of a large body of both explicit and tacit knowledge. The learning is ‘situated’ within medicine’s community, giving its content authenticity as it is acquired in the same context in which it is applied. Medicine’s community is dynamic, with individuals moving from peripheral to full participation and to senior positions, followed by retirement, thus making room for new members. Because each individual must re-create medicine’s knowledge base as they acquire it, the knowledge base is also dynamic and ever-changing as novices challenge existing practices.

Rather than a single community of practice, medicine offers opportunities to belong to several groupings. The Wenger-Trayners describe the medical profession as consisting of ‘a complex landscape of differing communities of practice – involved not only in practising the occupation, but also in research, teaching, management, regulation, associations, and other relevant dimensions’.

### BOX 17.3 Stages of personal and professional identity formation

<table>
<thead>
<tr>
<th>Stage</th>
<th>Personal characteristics</th>
<th>Manifestation in a professional context</th>
</tr>
</thead>
<tbody>
<tr>
<td>Imperial</td>
<td>An individual who takes into account the views of others but whose own needs and interests predominate.</td>
<td>An individual who can assume professional roles but is primarily motivated to follow rules and to be correct; self-reflection is low. Emotions can overwhelm reason.</td>
</tr>
<tr>
<td>Interpersonal</td>
<td>An individual who is able to view multiple perspectives simultaneously and subordinate self-interest; who is concerned about how she or he is perceived by others.</td>
<td>An individual who can assume professional roles and is oriented towards sharing obligations; tends to seek out those to emulate; is idealistic and self-reflective. Emotions are generally under control, and she or he generally does the right thing.</td>
</tr>
<tr>
<td>Institutional</td>
<td>An individual who can assume a role and enter into relationships while assessing them in terms of self-authored principles and standards; the self is defined independently of others.</td>
<td>An individual who is able to understand relationships in terms of different values and expectations. The external values of the professional become internal values. Reason is in full control over needs, desires, and passion.</td>
</tr>
</tbody>
</table>

Source: Adapted from Kegan [67]; reproduced with the permission of Academic Medicine.
context. Furthermore, during their professional lives they may discard identities as they acquire new ones [63].

Figure 17.1 offers a schematic representation of the process through which professional identities are formed. Its upper portion shows the movement from legitimate peripheral participation in medicine’s community or communities of practice to the acquisition of a professional identity and full membership [79]. The lower half of the figure links this to the process of socialisation through which professional identities are formed [54, 63, 71]. Socialisation is ‘the process by which a person learns to function within a particular society or group by internalizing its values and norms’ [80]. It involves a personal transformation, thus differentiating it from training. Hafferty stated: ‘while any occupational training involves learning new knowledge and skills, it is the melding of knowledge and skills with an altered sense of self that differentiates socialization from training’ [43].

Incoming medical students arrive as adolescents or young adults, having been socialised from birth. While some role ‘confusion’ [2] or ‘diffusion’ [65] may be present, the core of an individual identity is present. The nature of this identity depends in part upon the genetic makeup of the individual that determines certain physical characteristics, including gender and race. However, each individual’s personal experiences have had a profound effect, with culture, religion, class, education, and a host of other factors contributing to the sense of self of each medical student [69, 81].

Each learner voluntarily embarks upon the journey from peripheral to full participation, and is exposed to the norms of the community that they wish to join – in this case medicine. In accepting and internalising these norms they will, both consciously and unconsciously, acquire in stages the identity expected of a physician [45, 46, 69, 81]. Medical students have a distinct identity, with a major transformation occurring as they have increasing contact with patients [3, 43–50]. As they progress to postgraduate training, they acquire the identity of a postgraduate trainee or resident. Although data supporting this statement is sparse, most believe that the impact of postgraduate training is extremely strong. Most individuals regard their specialty affiliation as leading to their strongest professional identity [78]. Learners enter practice, where they may belong, as noted above, to multiple communities [70]. It is also important to understand that during their professional lifetimes, physicians’ identities may undergo several major transformations depending on their personal and professional situations [63, 70].

Each individual must respond to the pressures on their personal identities resulting from the process of socialisation [3, 43, 67]. A major part of this response follows exposure to and coming to terms with the norms of medicine’s community [43]. There is general agreement that this involves negotiation with both the ‘self’ and the community at both the conscious and unconscious level [68, 81]. Each learner can accept the norms, attempt to negotiate so that some norms are altered, or can reject selected norms. Some norms are so central to the identity of the profession that they are non-negotiable [43]. Caring, compassion, honesty, integrity, altruism, commitment, and competence are examples. If a learner is felt to be rejecting essential norms, consequences will occur, including sanctions or exclusion from the community [43].

Progress towards full participation in the community and the acquisition of a professional identity is not linear [68, 69, 81]. There are times of real movement, often linked to periods of transition (such as the first contact with a cadaver or death), the beginning of significant patient contact, or movement from undergraduate to postgraduate education [43, 50]. Each major transitional period offers opportunity for progress, often associated with significant levels of stress as major changes in identity are entailed.

Internalising the norms and behaviours impacts an individual’s existing identity. Changing one’s identity is difficult and is inevitably associated with significant degrees of
discomfort and uncertainty. Erikson felt that it was necessary to ‘suppress’ one’s existing identity in order to effect change [2] and Monrouxe believes that change can lead to ‘identity dissonance’ [50], with increased levels of stress. There is constant tension between the need to maintain the central core of ‘who one is’ as each individual is obliged to come to terms with both the norms of the community and the reality of ‘who one wishes to become’ [59]. In addition, experiences such as personal failures or a hostile learning environment, that makes the community seem unwelcome, can retard progress [68, 81]. If the identity of the learner is congruent with the identity of the community, dissonance can be minimised. Thus selecting individuals with identities similar to those of a physician can ease the transition from layperson to professional [82].

The norms of a professional identity in medicine that must be made explicit to learners [36] are encompassed in the definitions of professionalism, including the obligations of individual students, postgraduate trainees, and physicians to their patients and to society. In addition, each individual student, postgraduate trainee, and physician has obligations to other members of the community and to the community itself [7, 60]. Finally, medicine’s community of practice enjoys a social contract with society, the details of which must be understood by all [27] and the attributes of ‘the healer’ outlined in Box 17.1 delineate the norms expected of members of medicine’s community of practice.

Factors Impacting on Socialisation

The imposition of medical education upon the normal process of identity development exposes individuals to a series of factors that directly impact this process. Figure 17.2 attempts to summarise these factors.

Role Models, Mentors, and Experiential Learning

The most powerful forces impacting on professional identity formation in medicine are role models and mentors [38, 50, 51, 69], and the multiple personal and group interactions that occur in the course of both clinical and nonclinical experiences in medicine’s multiple learning environments [43, 50, 51]. These social mechanisms lead to the acquisition of knowledge and skills, and have a profound impact on the attitudes and values of learners at all stages. They exert their influence through both consciously reflective and unconscious pathways [83, 84], that lead to the presence of a large body of explicit [85] and tacit knowledge [86].

Role models are ‘individuals admired for their ways of being and acting as professionals’ [87], while mentors have closer and more prolonged contact with learners, serving as ‘experienced and trusted counsellors’ [80]. Both, as members of the community, provide a template for the identity to which learners aspire [88]. Becoming like them in action, appearance, and beliefs becomes a goal for learners that is both conscious and unconscious. Their impact can be, depending upon their actions and behaviour, either positive or negative [88]. Role modelling of unprofessional behaviour is unfortunately common, and, by leading to role confusion, can impede professional identity formation [52, 81, 88, 89].

Of equal importance is experiential learning – the end result of the multiple clinical and nonclinical experiences to which learners are exposed on a daily basis [43, 85]. However, merely exposing learners to experiences is no longer deemed sufficient. For experiences to have a maximum impact upon identity formation, reflection on the experiences is necessary [82, 83]. Kolb tells us that following an experience, observation and conscious reflection

Figure 17.2 Factors impacting on socialisation. Source: Reproduced with the permission of Academic Medicine.
must take place, which will lead to the assimilation of the experience into an individual’s beliefs, followed by actions based upon the changed knowledge base [90]. To ensure that reflective exercises are directed towards professional identity formation, they should be guided by knowledgeable individuals, primarily role models and mentors, and opportunities provided in the curriculum for reflection.

Since the time of Dewey we have known that not all experiences are appropriate or result in learning devoted to a specific educational objective [91]. It is necessary to ensure that learners are exposed to and reflect on a broad variety of experiences specific to the development of their professional identity. Of all of the experiences to which medical students are exposed, their contact with patients has the greatest impact on their professional identity formation [3, 50, 55, 56]. Early and ongoing clinical contact followed by reflection on these experiences is central [84, 85]. The medical curriculum has an obligation to expose students to the wide variety of clinical issues that they will face, but to engage them in the process of their own identity development. Points of transition or tension offer an opportunity to advance identity formation and, through open discussion, diminish the stress resulting from identity changes [3, 59]. Entry into medical school, exposure to cadavers and experience with death, transitions from classroom to clinical experiences and on to residency, are all examples of such opportunities [59, 81].

A final point is important. Medicine’s knowledge base consists of both explicit and tacit knowledge, and it is believed that the vast majority is tacit [92]. The volume of tacit knowledge is so great that it cannot all be made explicit [91, 93]. Medical educators must select the items of knowledge to be made explicit for individuals to be consciously engaged in altering who they are [94]. There is also agreement that knowledge is constantly being exchanged between the tacit and explicit categories [95]. Much of the tacit knowledge is acquired through unconscious routes, with the individual being unaware of its presence [95]. It is knowledge that ‘one knows but cannot tell’ [96]. As an example, as students join medicine’s community of practice, they often unconsciously change their behaviour, their dress, and their ways of communicating [68]. The importance of this route is such that faculty must be aware of the fact that they are role models at all times, and not just during time devoted to formal teaching [88]. Tacit knowledge is constantly being acquired. Informal learning and the complexities of work-based learning are discussed in greater depth in Chapter 12 of this book.

The Teaching Environment

In addition to the influence of role models, mentors, and experience, Figure 17.2 also describes the multiple factors in the teaching environment that can impact upon the process of socialisation, outlining many of the elements of the formal, the informal, and the hidden curriculum [97].

The formal curriculum includes the elements that the faculty hopes that learners will deem important [96]. If professional identity formation becomes an educational objective, it must be included in the formal curriculum as a part of the cognitive base that is explicitly presented to learners at all levels [98]. As ‘assessment drives learning’, for this information to have an impact, assessment of the acquisition of this knowledge base must take place and multiple methods are readily available for this task [62]. However, proceeding to the next step of attempting to assess progress towards the acquisition of a professional identity is more difficult as practical methods are not yet available [62, 99].

Because identity involves the creation and presentation of the ‘self’, self-assessment, assisted by an informed faculty member, becomes both desirable and valuable. Accompanied by feedback, learners can be encouraged to examine their own progress from layperson to professional and to determine factors that are both encouraging and inhibiting this journey [59, 60, 99].

The learning environment, which includes both the informal and hidden curriculum, can have a profound impact on socialisation and identity formation [47, 49, 51, 97]. A welcoming community that recognises learners as future colleagues from the beginning of their educational experience is invaluable [3, 81]. Institutional policies that honour and reward ‘the good doctor’ contribute to this sense of community [97]. On the other hand, a corrosive learning environment that demeans or humiliates learners will inhibit proper identity formation [47, 49, 81].

The nature of the health care system has an impact on this learning environment as learning is ‘situated’ in elements of the system and learners are preparing themselves to function within it [100, 101]. While it is not feasible to attempt to tailor health care systems so that they support identity formation, reflection on the impact of health care systems on each individual’s identity can provide insight to learners on how best to cope with complex systems while remaining ‘who they wish to become’ [79].

Social media is a factor that has emerged in recent times whose impact on professional identity formation is as yet unclear. For recent generations, social media has become a natural way of communicating with colleagues, friends, family, and indeed the world [102]; even though its use frequently violates professional norms [103], it now constitutes a commonly used means of projecting who individuals believe themselves to be. While evidence is sparse, it is probable that social media will have an impact on the professional identity of individual learners because of the large amount of information in circulation that is of relevance to that individual. It also represents a powerful means through which others can indicate how individuals are perceived. As such, social media can have a positive or negative effect on identity formation.

Other Factors

The remaining portions of Figure 17.2 outline other factors that impact on socialisation. How medical students are treated by a wide variety of individuals has a profound impact on how they regard themselves [3, 43, 45, 50]. The most important influence is exerted by patients, followed by peers and other health care professionals, family, and friends [53, 55, 56, 104]. As learners are treated as either doctors in training or as doctors, they come to feel like doctors. As pointed out by Goffman, as they play the role, the role becomes who they are [5].
Symbols and rituals also have a long and important history in medical education and impact identity formation [55, 57, 104–106]. Symbolic events such as acquiring a stethoscope, ‘white coat ceremonies’, and reciting the Hippocratic Oath all contribute to a sense of belonging in medicine’s community of practice [55, 57, 105].

Finally, because of the demanding and time-consuming nature of medical education, isolation in the learning environment with like-minded individuals has been a fact of life for generations [43, 49, 51]. This isolation from one’s previous environment including family and friends, enhances the impact of the multiple factors influencing socialisation [43, 68] but is currently a major source of tension. The current generation of students, postgraduate trainees, and young practitioners strongly object to the impact of isolation on their private lives [107, 108]. As they negotiated the norms of practice within the community, they have actually changed the norms, with the objective of establishing a proper work/life balance. The result has been a restriction in work hours and significant changes in patterns of practice [108].

In concluding this section it must be emphasised that while the factors listed impact on each learner, the response of each individual to each factor will not be identical [3, 51, 59]. Thus, isolation may enhance identity formation in some, while causing stress in others. Self-assessment may be easy for one individual and either difficult or ineffective in others, however, the sum total of these factors results in individuals who become socialised to acquire a changed identity composed of portions of who they were and who they have become.

**The Response of Learners to Socialisation**

The journey from layperson to professional entails a series of responses that, while unique to each individual, are reasonably well documented. These responses do not result from our current focus on identity formation, but have long been an inherent part of medical education. Figure 17.3 attempts to summarise them.

The wider literature on identity formation stresses the powerful formative impact of occupation on an individual’s identity [72]. This is true of medicine as, with increasing levels of competence and hence confidence, a learner’s sense of self as a physician becomes more secure [50, 52, 54]. This occurs more rapidly in clinical situations, hence the emphasis on early and continued clinical contact for medical students [54, 57, 95, 108]. A sense of competence leads to both satisfaction and pleasure, enhancing motivation [55, 57]. However, if competence is questioned, doubt may result in a loss of confidence accompanied by shame or guilt [109]. Progress towards the acquisition of a professional identity may be inhibited by the resulting stress that can lead to anxiety or fear [55, 57, 72]. The importance of positive feedback to avoid such a situation cannot be overemphasised.

Another constant in medical education is stress [110]. Whether the acquisition of a new identity actually requires suppression of an existing identity or if identity dissonance is the issue, all are agreed that some level of stress is inevitable [47, 53–55, 69, 72]. This stress is added to that derived from a demanding curriculum involving the acquisition of an enormous body of knowledge, the exposure to new experiences involving pain and suffering, exposure to many difficult situations, including death, and personal involvement with other human beings [54, 56, 68]. However, it is important to note that we have understood for over a century that stress, up to a certain level, is beneficial to performance and learning [43, 45, 47, 49, 110, 111]. The stress–performance curve tells us that to a certain level stress is beneficial but that, beyond a critical point, it becomes corrosive. Stress will never be eliminated from medical education but learners must be supported during stressful periods and attempts made to ensure that stress remains within the beneficial range.

![Figure 17.3 Learner responses to the process of socialisation. Source: Reproduced with the permission of Academic Medicine.](image-url)
Another response that has been noted through the ages is the necessity for learners, when they are faced with a new role, to ‘pretend’ competence [5, 50–53]. In clinical situations their instructors, patients, peers, and friends and family expect them to comport themselves like physicians and they do so, even when they understand that they are pretending. Each change of role, from the classroom to the clinic, from the undergraduate and postgraduate level and into practice necessitates a repeat of this [50, 55, 58]. However, by playing the expected role over and over again it becomes incorporated into themselves and they come to ‘think, act, and feel like physicians’ [4].

Learners must acquire the language of medicine that has developed through centuries and learn to live with the ambiguity and uncertainty inherent in the practice of medicine [43, 45, 47, 49]. They are exposed to the hierarchy and power relationships of faculties of medicine, hospital departments and administrative units, regional health structures, and the wider health care systems [49, 89, 97, 112]. It is important that they understand the impact of these relationships on both their community and on themselves [112, 113].

Finally, the varying responses of medical students to the stressful experiences encountered in medical school have been well documented through the ages. Gallows humour or silence are normal human responses to stress and appear to have been present since formal instruction in medicine began [114, 115]. Loss of innocence, detached concern, or cynicism occur as learners come to understand that the reality of medical practice differs from early idealistic aspirations [89, 116]. This is accentuated if learners are exposed to unacceptable practices or behaviours that are, unfortunately, frequent experiences [47, 51, 53]. These situations pose moral dilemmas to learners, thus further contributing to the stress involved in identity transformation [113].

**Implications for Medical Education**

Using various educational theories and strategies, medical education throughout the ages has produced physicians who have acquired the knowledge and skills necessary for practice as well as a professional identity. Therefore, even if professional identity formation is made an explicit educational objective, it may not lead to a radical transformation of the curriculum. However, many strategies, used for generations, may be altered as they are examined through the lens of identity formation. In addition, some new activities may be developed to support learners as they develop their professional identities.

The following curricular recommendations, summarised in Box 17.4, are based upon the limited literature on identity formation found in medicine [3, 8, 11, 55, 57, 59, 81], our institutional experience [117, 118], and on the wider literature outside of medicine devoted to the educational aspects of identity formation, communities of practice, and workplace learning [119–123].

**BOX 17.4 HOW TO: Support professional identity formation in the medical curriculum**

1. Make professional identity formation an educational objective
2. Establish a cognitive base
3. Engage students in the development of their own identities
4. Create and maintain a welcoming community of practice
5. Explicitly address the major factors impacting on identity formation (e.g. role modelling, mentoring, experiential learning, reflection)
6. Recognise periods of transition as opportunities
7. Provide faculty development to support the programme
8. Chart progress towards the development of a professional identity
9. Identify learners who struggle and provide remediation when required

1. **Establish professional identity formation as a principal educational objective** [7]
   We believe that identity formation has always been an implicit objective of medical education and that many educational strategies used in the past, including the teaching of professionalism, represented a means to an end [7]. Making professional identity formation an educational objective establishes it as a foundational element of medical education. This should be reflected in mission statements and other public documents outlining the objectives and values of educational institutions.

2. **Establish a cognitive base for the teaching of professionalism** [31]
   The concepts of professional identity formation, communities of practice, and socialisation should be added to this cognitive base in the formal curriculum. The aim is to ensure that the process of professional identity formation is understood by teachers and learners so that all understand the nature of the journey undertaken by those wishing to become physicians, along with the various factors that can promote or inhibit individuals through the journey. The schematic representations of identity formation and socialisation provided in this chapter are designed to categorise and organise these factors.

3. **Engage students in the development of their own identities** [3, 10, 11, 55, 57, 59, 81]
   Supporting learners as they develop their own identities as an educational objective shifts the emphasis from faculty teaching and students learning, to students consciously addressing the issue of ‘who they wish to become’. Combined with knowledge on the nature of identity formation and socialisation, individuals can better understand their journey, trace its trajectory, and assume some control over the acquisition of a professional identity. Students should be encouraged to retain the core elements of their personal identities as they become physicians [59, 81].
4 Create a welcoming community of practice
Medicine has always been a community but is not always welcoming [47, 49, 54, 68, 112, 113]. The learning environment requires critical examination through the lens of identity formation. The acquisition of a professional identity by joining a community of practice is conceptually important because it dictates that incoming members, or peripheral participants, represent the future of the community [70]. It is therefore incumbent upon the community to be welcoming and supportive of their future colleagues. In spite of progress that has been made, access to medicine’s community remains difficult for individuals from minority groups, a situation that must be addressed [47, 49]. The learning environment, including elements of the hidden and informal curriculum, can positively influence identity formation by being explicitly supportive, open to negotiating the norms for each individual, and providing feedback [43, 49, 51, 97]. On the other hand, a corrosive learning environment that is hostile and unwelcoming can undermine confidence and inhibit identity formation [97, 113]. Social activities involving members of the community from junior to senior can have a powerful impact on creating a sense of belonging, as can the various rituals that have characterised the medical profession for generations [43, 50, 51, 57].

5 Address the major factors impacting on identity formation
Because role modelling and mentoring have always been, and remain, fundamental to the acquisition of a professional identity, they require special attention as the curriculum is revised [75, 83, 88]. Role models and mentors must be aware of the cognitive base and of the fact that they transmit explicit and tacit knowledge at all times, not just during formal teaching [98]. In addition, they must be aware of the role of experiential learning and reflection on the creation of professional identities [83, 84, 88, 90]. The curriculum must ensure exposure to experiences believed to be fundamental to the development of a professional identity and contain protected time for guided reflection on these experiences, understanding that group sessions are particularly beneficial [123].

6 Recognise periods of transition as opportunities
Identity formation does not proceed in a linear fashion throughout medical education [57, 68]. Times of transition to new roles are particularly stressful as they frequently require alteration of existing identities [81]. They present both challenges and opportunities, as they represent periods when individuals’ identities undergo significant change. Entry into medical school, the beginning of full-time clinical rotations, transition to residency, and entry into practice represent major challenges [68]. These should be exploited as opportunities for each individual, guided by a role model or mentor, to reflect on their progress towards feeling like a physician. To an increasing degree, time is being made in the curriculum to accommodate transitional periods, and viewing these activities through the lens of identity formation has been found particularly beneficial.

7 Provide faculty development to support the programme
Faculty development is particularly important to support a curriculum devoted to identity formation [98]. The concepts of identity formation, communities of practice, and socialisation are not widely known to clinical educators and, if they are to actively and explicitly support students in their journey, they must understand these processes and their roles. Faculty development provides knowledge and guidance to role models and clinical educators as well as causing them to reflect on their own identities [117].

8 Chart progress towards the development of a professional identity
The standards of the community of practice of medicine are established by collaboration with society. The community is responsible for determining whether aspiring members meet those standards [70, 72, 75]. As the acquisition of the identity of the community is indivisibly linked with membership, assessing progress towards acquiring a professional identity becomes necessary. Some methods are available to assess the status of a professional identity but are not yet feasible on a large scale [61, 99]. Because the presentation of self is so central to professional identity [70, 81], self-assessment is important. An individual’s assessment of their own progress towards ‘feeling like a doctor’, carried out in collaboration with a mentor, is an important stimulus for formative feedback and feasible methods of doing so are now available [61]. Positive feedback about progress is an important factor in the development of a professional identity, engendering a feeling of confidence and a sense of belonging [3, 68, 81]. Summative feedback is difficult. However, the assessment of professional behaviours can be regarded as a surrogate for assessing professional identity and unprofessional behaviour will always be with us [61]. Therefore, methods developed to assess professional behaviours can indirectly measure the status of professional identity, and serve as the basis of further action, including remediation or removal [41].

9 Provide remediation where required
Methods of remediation as seen through the lens of professional identity have only recently been considered [61]. They ‘apply social science theories about social and psychological development in adult conceptualizing and implementing remediation programs’ [124]. They look upon remediation as life-long continuous quality improvement and are heavily dependent upon involving the individual in establishing and meeting aspirational goals.

Conclusion
This chapter is based upon the premise that professional identity formation should be ‘the central focus in educating tomorrow’s physicians’ [125]. Professional identity formation as an educational movement evolved as it became apparent that an approach to improving physicians’ professional performance based on teaching professionalism, while a step forward, had inherent contradictions that were
difficult to overcome. A feeling developed that producing graduates who merely acted like physicians somehow lacked authenticity. The behaviour of the ‘good physician’ should spring from within, being based on ‘who they are’. As educators and investigators in medicine provided more information about identity formation in general and professional identity formation, it became possible to envision a curriculum that would be devoted to supporting individuals as they develop their own identities. A theoretical base for the educational activities in such a curriculum is provided by social learning theories such as communities of practice and situated learning in addition to the well-developed theoretical basis of identity formation. It is our hope that this chapter can point the way for the development of curricula whose primary objective is the support of individuals as they develop their identities or, as an alternative, to activities within a traditional curriculum that will recognise the importance of professional identity formation and address it specifically in programmes of instruction. We close, as we began, with a quote that encapsulates the ideas that we have attempted to develop within this chapter – ‘the central issue in learning is becoming a practitioner, not learning about practice’ [126].

References

1 Shakespeare, W. As You Like It. Act II, Scene 7.
33 Accreditation Council for Graduate Medical Education (ACGME) and the American Board of Medical Specialists (ABMS) (2000). The Outcome Project. Iowa: Accreditation Council for Graduate Medical Education (ACGME).


Chapter 17


Further Reading


Portfolios in Personal and Professional Development

Erik Driessen1 and Jan van Tartwijk2

1Department of Educational Development and Research, Faculty of Health, Medicine and Life Sciences, Maastricht University, Maastricht, The Netherlands
2Department of Education, Utrecht University, Utrecht, The Netherlands

KEY MESSAGES

- Portfolios are a useful vehicle for supporting and assessing learning in the clinical workplace.
- Portfolios serve three main goals in medical education: monitoring and planning learner development, assessing performance, and stimulating reflection.
- Depending on their purpose, portfolios may differ significantly in scope, structure, and content.
- The assessment of portfolios requires a qualitative interpretative approach.
- Mentors are a crucial factor in portfolio effectiveness.

Introduction

In 1990, Miller described the challenges of assessing ‘clinical skills/competence/performance’. At that time, he signalled that in medical education instruments were available for assessing knowledge, skills, and competence, but not for assessing what a graduate does when functioning independently in a clinical practice [1]. Because of their ability to fill this gap in assessment, in recent decades portfolios have gained a prominent position in medical education [2, 3].

The portfolio concept is borrowed from the arts and architecture, where work samples and evidence of quality were traditionally kept in a portable case, a portfolio. Today, portfolios are used in many educational programmes aimed at developing competences and most educational portfolios are digital (see Box 18.2). Content may be prescribed or left to the discretion of individual learners, and the portfolio can report on work done, feedback received on this work, progress made, plans for improving competence, and reflections on performance and development [4, 5]. What makes the portfolio eminently suitable for supporting and assessing learning in the clinical workplace is its ability to accommodate non-standardised information about performance, and thereby do justice to the characteristics and challenges of individual learners and specific workplaces [6]. As a result, the portfolio is in perfect alignment with recent developments in education with a strong focus on learning in practice, such as outcomes-based education and competency-based learning.

Diversity of Portfolios

Scope

Portfolios can differ substantially in scope [9]. They may vary from being very limited (such as a portfolio for presentation skills only) focused on one single skill, competency domain, or curricular component, to being very broad, covering the learner’s development across all relevant competency domains over a prolonged period of time.

Closed or Open

Learners composing a portfolio can be offered different degrees of structuring or guidance, with clear consequences for the content and structure of the portfolio.
A ‘closed’ portfolio with detailed guidelines and strict regulations allows learners relatively little freedom to determine the format and content of their own portfolios. Closed portfolios are easy to compare and navigate, which is an advantage for large-scale portfolio assessment. The downside is that the closed portfolio cannot really do justice to the characteristics of individual learners and specific workplaces, which is one of the most important reasons for using a portfolio.

A more ‘open’ portfolio results when directions are rather loose and general, allowing learners considerable freedom with respect to portfolio content and format. As a consequence, learners can provide richer descriptions of their individual learning processes and pay attention to specific characteristics of the workplaces in which they have worked. Here, the other side of the coin is that navigating such a portfolio is more difficult and reliable assessment of such a portfolio is a challenge.

Goals and their Relation to Portfolio Design

In medical education, portfolios serve three main goals: learner development, assessment, and reflection. Which goal or goals predominate drives the structure and content of the portfolio, as summarised in Figure 18.1 [2]. In portfolios that are used to monitor and plan development, the main features are overviews of achievements and targets. In portfolios used for assessment, the evidence of competency attainment takes centre stage. In portfolios primarily aimed at stimulating reflection, the core of the portfolio consists of written evaluations and performance analyses to direct performance improvement. There is overlap in assessment and reflection in the Learning portfolio, as shown in Figure 18.1. In practice, most portfolios combine all or some of these goals, and the goal mix determines what the portfolio looks like (see Box 18.2). There is no ‘one size fits all’ and in the next part of this chapter we focus on the three main goals of portfolio use: monitoring and planning development, assessment, and stimulating reflection.

Portfolios for Monitoring and Planning Development

From an educational perspective, workplaces are not the most suitable environment to enable learners to comply with the demands of a structured curriculum. While learning outcomes and competencies can be determined in advance, whether or not the workplace offers opportunities to achieve them depends on the presence of patients with different pathologies and the presence of clinical

---

**BOX 18.1 WHERE’S THE EVIDENCE? Factors promoting portfolio success [2, 5, 7, 8]**

<table>
<thead>
<tr>
<th>Factor</th>
<th>Recommendation</th>
</tr>
</thead>
<tbody>
<tr>
<td>Goals</td>
<td>Clearly explain the goals of working with the portfolio. Combine goals (learning and assessment).</td>
</tr>
<tr>
<td>Introducing the portfolio</td>
<td>Provide clear guidelines about the procedure, the format, and the content of the portfolio.</td>
</tr>
<tr>
<td></td>
<td>Be on guard against problems with information technology.</td>
</tr>
<tr>
<td></td>
<td>Use a hands-on introduction with a briefing on the objective of the portfolio and the procedures used.</td>
</tr>
<tr>
<td>Mentoring/interaction</td>
<td>Arrange for mentoring by teachers, trainers, supervisors, or peers.</td>
</tr>
<tr>
<td>Assessment</td>
<td>Incorporate safeguards in the assessment procedure, like intermittent feedback cycles, involvement of relevant resource persons (including the learner), and a sequential judgement procedure.</td>
</tr>
<tr>
<td></td>
<td>Use assessment panels of two to three assessors depending on the stakes of the assessment.</td>
</tr>
<tr>
<td>Portfolio format</td>
<td>Train assessors.</td>
</tr>
<tr>
<td></td>
<td>Use holistic scoring rubrics (global performance descriptors).</td>
</tr>
<tr>
<td></td>
<td>Keep the portfolio format flexible.</td>
</tr>
<tr>
<td>Position in the curriculum</td>
<td>Avoid being overly prescriptive with regard to portfolio content.</td>
</tr>
<tr>
<td></td>
<td>Avoid excessive paperwork.</td>
</tr>
<tr>
<td></td>
<td>Integrate the portfolio with other educational activities in the curriculum.</td>
</tr>
<tr>
<td></td>
<td>Be moderately ambitious with regard to early-undergraduate portfolio use.</td>
</tr>
</tbody>
</table>
Setting Learning Goals

For such a portfolio to be effective, it is essential that well-defined learning goals are set for a specific period. Purposeful activities aimed at achieving these goals are one of the pillars of workplace-based learning [15]. Learning goals are often incorporated in professional development plans, which are included in the portfolio and used to guide progress interviews. Learning goals can be determined based on the following [16]:

- the programme requirements and the availability of a placement for the upcoming period
- the analysis of the portfolio and the progress interview – defining aspects that require special attention
- the learner’s personal learning objectives – elective subjects, special interests, etc.

Educational frameworks to structure workplace-based learning are often constructed using competencies. Competency frameworks emphasise that the focus of medical education is not exclusively on medical knowledge and skills but on non-technical competencies as well. Additionally, competencies are used to guide learning and assessment in the workplace. Learning activities in the workplace can be linked to competencies. However, in practice, linking abstract competencies to clinical work can be problematic. While records of learner performance may suggest adherence to the formal curriculum, in reality the connection between the formal curriculum and what learners actually learn in the workplace may be paper-thin. To bridge the gap between abstract competencies and clinical practice, ten Cate and Scheele [14] have introduced the concept of ‘entrustable professional activities’ (EPA). EPAs are tasks that are considered to be crucial to a certain profession and which every student must have mastered at the end of the course or curriculum. Given their importance, the EPAs are given special attention during the programme. Scheele et al. [14] developed three criteria to define EPAs: a task of high importance for daily practice; a high-risk or error-prone task; and a task that is exemplary of specific competencies.

In the portfolio the learner can collect materials in evidence of attainment of competency in one of the EPAs. The schematic below offers an example of how an EPA works in postgraduate medical training.

![Figure 18.2 Example of an Entrustable Professional Activity (EPA)](image-url)
Time-bound, for only if these criteria are met is there a real chance that objectives will actually be achieved [17].

**Portfolio Structure and Content**

In portfolios that are used as instruments to promote and monitor development, overviews of what has been mastered and what remains to be achieved are important. Many portfolios provide overviews to be completed by learners to show what they have done, where they have done it, what they have learned as a result, and how they plan to proceed [12].

Such overviews could contain the following information:

- **Procedures or patient cases** Where? When? Which procedures? What was the level of supervision? Which types of patients? What was learned? Were the activities assessed? Plans?
- **Prior work experience** Where? When? Which tasks? Strengths and weaknesses? Which competencies or skills were developed? Evaluation by the learner?
- **Prior education and training** Which courses or programmes? Where? When? What was learned? Completed successfully? Evaluation by the learner?
- **Experiences within and outside the course/programme** Where? When? Which tasks? What was done? Strengths and weaknesses? Which competencies or skills were developed? Evaluation by the learner? Plans?
- **Components of the course/programme** Which components have been attended so far? Which remain to be attended? When? What was learned? Completed successfully? Evaluation by the learner? Plans?
- **Competencies or skills** Where addressed? Level of proficiency? Plans? Preferences?

**Portfolios for Assessment**

In recent years, there has been a marked change in the thinking about ways of assessing portfolios. The traditional psychometric approach, characterised by a focus on objective judgement based on standardisation and analytical assessment criteria, has been found to be incompatible with the essentially non-standardised nature of many portfolios centred around the individual characteristics and challenges of individual learners and specific workplaces [18, 19]. The psychometric quantitative approach does not quite fit with portfolios containing a variety of qualitative information in addition to numerical information (scores) [6, 20]. Portfolios are not used to assess technical skills only: they are especially suited to assess non-technical skills, including professionalism [21]. This kind of assessment task cannot be translated into an analytical procedure with a standardised checklist and a list of strictly defined criteria [22]. Consequently, due to the presence of diverse qualitative information, when assessors weigh the information in a portfolio to assess competency they inevitably have to rely on their personal judgement [19, 23, 24].

To achieve a match between portfolio assessment and portfolio characteristics, we advocate an approach that leans heavily on the methodology of qualitative research [18, 19]. As is the case with most portfolios, qualitative research requires interpretation of different kinds of qualitative information to arrive at meaningful statements about ill-defined problems. The strategies listed below can be useful when assessing portfolios [2, 18].

**Strategies in Portfolio Assessment**

**Arrange for Feedback Cycles**

Conduct periodic feedback cycles to ensure that learners are not taken by surprise when the final judgement arrives. Since portfolio contents are usually compiled over a long period of time, it is ill advised to wait until the end of the period to make pronouncements about the quality of the portfolio. Intermediate formative assessments, such as feedback from a mentor, are useful to allow learners to adapt and improve their portfolio. Regular feedback at different stages of portfolio development is advisable not only from an assessment perspective but from a learning perspective as well [12, 25].

**Involve Multiple Informants**

In addition to the assessors who judge the completed portfolio at the end of the period, different people who are in some way involved in the portfolio process can also make a valuable contribution to the assessment. The mentor is usually the first to comment on the quality of the portfolio [26]. He or she often knows the learner best, is in a position to ascertain the authenticity of the materials, and is familiar with the learner’s work habits [27]. See Box 18.4 for more information on how to combine the role of mentor and assessor. Peers are another group that can contribute to the assessment. The advantages of peer assessment are twofold: peers know from experience what it means to produce a portfolio and by engaging in peer assessment they can familiarise themselves with the portfolio’s assessment standards. Finally, learners can also self-assess the quality of their portfolios – for instance, by responding to the mentor’s comments and/or by self-assessing their competencies. The literature shows that self-assessments tend to be biased [28]. To mitigate this bias, Eva and Regehr [29] recommended that learners should be encouraged to actively seek external information about their performance to arrive at well-validated self-assessments. In a similar vein, learners’ self-assessments of their portfolios could be supported by mentor judgements to arrive at valid self-assessments [30].

**Train Assessors**

Organise a meeting (before the final assessment round and at an intermediate stage during the portfolio period) in which assessors can calibrate their judgements and discuss the assessment procedure and its results. Assessing vast amounts of highly diverse information in personalised portfolios requires professional judgement. Assessors inevitably use assessment criteria idiosyncratically, with judgement depending, for instance, on prior experiences and individual notions and beliefs about education and the competencies to be judged [31]. Differences between assessors can be reduced

---

1 We use the term ‘mentor’ for a teacher or peer that supports the learner’s development over a certain period of time. Other terms that could be used are tutor, coach, (clinical) teacher, or supervisor.
by engaging them in a discussion of the judgement process [32]. After discussing a benchmark portfolio, for example, assessors’ interpretations of assessment criteria may converge and a joint understanding of the procedure to be followed can be built. Such discussions should preferably be scheduled not only immediately before an assessment round but also at an intermediate stage of the portfolio period when assessors can compare their own portfolio judgements with those of their colleagues and discuss differences of interpretation [33]. After the final assessment, information about all the assessments should be communicated to assessors to help improve their understanding of the entire process.

Develop Sequential Assessment

At Maastricht Medical School a procedure has been developed to optimise efficient use of the time available for assessment in which conflicting information triggers the gathering of more information [18]. Mentors make a recommendation for the assessment of the portfolios of the students under their guidance. Individual students and an assessor decide whether they agree with the mentor’s recommendation. Agreement signals the completion of the assessment procedure. In cases where there is no agreement, the portfolio is submitted to a larger group of assessors. In this way it is ensured that portfolios causing doubt are judged more carefully than portfolios where judgement is unanimous. As more judges are consulted, the trustworthiness of the assessment increases. Additionally, the discussions between the assessors will enhance clarity with respect to the application of the criteria (see also the section ‘Train assessors’ above).

Include Narrative Information

Incorporate in the portfolio requests for qualitative, narrative feedback, and give this information substantial weight in the assessment procedure. Narrative comments offer learners and assessors much richer information than quantitative, numerical feedback [15]. A score of 7 on a 10-point scale gives little insight into what a learner has and has not done well. Only when strengths and weaknesses of performance are explicated in narrative feedback does assessment become truly informative. A related problem in workplace assessment is rater’s leniency. For various reasons, low scores are a rarity in practice, and consequently scores generally do not discriminate very well [34]. Narrative feedback, however, often provides more detailed and discriminative information about learner performance. Assessors can be encouraged to give narrative feedback by providing dedicated spaces in the assessment form.

Use Clear Rubrics or Descriptors

Education institutions often put a great deal of energy into generating competency profiles. The important thing is to strike a balance between very long lists of concrete criteria detailing everything a learner must be able to do (‘can do-statements’) and global descriptions offering a general outline but little practical guidance for assessors. In other words, the trick is to strike the right balance between analytical and global criteria. To achieve this, one might give learners and assessors an idea of the level to be attained for each global competency. A very useful instrument for this is rubrics or descriptors, which typically contain

---

Box 18.4 HOW TO: Combine the role of mentor and assessor

Teachers commonly fill the combined role of mentor and assessor for their students. It has been argued, however, that combining these roles threatens the safety of the learning environment [43]. Elsewhere we have described alternative scenarios for the role of the mentor in assessment [2].

The PhD supervisor

In some scenarios the role of the mentor in the assessment procedure of the portfolio resembles that of supervisors of PhD students. In many countries, dissertations are formally assessed by a committee. When the supervisor considers the dissertation to be up to standard, he/she invites peers with relevant expertise to sit on the assessment committee, of which the supervisor is not a member. As a negative assessment would be harmful to the supervisor’s reputation, supervisors are highly unlikely to convene a committee unless they are convinced the dissertation meets the criteria. In this type of procedure, mentors and learners have a shared interest: to produce a dissertation or portfolio that merits a positive judgement.

The driving instructor

In this model the roles of the mentor and the assessor are strictly separate. The mentor/driving instructor coaches the learner in achieving the required competencies, shown in the portfolio. When the mentor thinks the learner is sufficiently competent, he or she invites an assessor from the relevant professional body (i.e. the Driver and Vehicle Licensing Agency) to assess the competencies of the learner. It is also possible for learners to take the initiative to approach the licensing agency.

The coach

In this model, the learners take the initiative. They may ask a senior colleague to coach them until they have achieved the required level of competence. This scenario is appropriate for instance when a professional wants to obtain an additional qualification. The assessor would be someone from an external body.
descriptions of expectations for each competency at different levels, such as a novice, a competent professional, and an expert [35].

**Portfolio Structure and Content**
Portfolios were first introduced into education for assessment purposes. These portfolios were basically nothing more than containers for storing various types of evidence of quality of performance. However, experiments with portfolios revealed that for evidence in a portfolio to be meaningful to assessors, it should be organised to reflect the competencies learners wish to demonstrate or the tasks they wish to illustrate [36]. To this end, captions should be attached to the evidence in the portfolio explaining what the evidence is supposed to show. The nature and diversity of the materials determine the richness of the picture the portfolio paints of the learner’s activities and achievements. Although it may be tempting for learners to include a vast amount of material, leaving it up to the assessor to determine their value, this strategy is to be discouraged. It increases the assessors’ workload and can also cause confusion by preventing assessors from seeing the forest for the trees. It is therefore important for learners to be selective, and an excellent selection criterion is that materials should provide insight into the learner’s development and progress.

**Portfolios to Stimulate Reflection**

**Cycles of Reflection**
Elsewhere we have defined ‘reflection’ as ‘letting future behaviour be guided by a systematic and critical analysis of past actions and their consequences’ [37]. Learning from participating in the workplace is the process of transforming experiences into knowledge, skills, attitudes, and values, a process that can be represented graphically by experiential learning cycles, such as those proposed by Korthagen and colleagues and by Kolb and Fry [38, 39]. Concrete experiences, evaluation, analysis, formulation of abstract concepts and generalisations, and testing the implications in new situations are the stations of these cyclical models. At several of these stages, portfolios have a contribution to make. We will illustrate this using Korthagen’s ALACT model (see Figure 18.3) [30, 37, 38].

**Action**
The cycle kicks off with action. To enable learners to improve their existing competencies while concurrently acquiring new ones, it is important to pre-select a task mix covering all the competencies required.

**Looking back on action: Evaluation**
Because unguided self-assessment is generally of (quite) poor quality, Eva and Regehr [29] proposed ‘self-directed assessment seeking’ as an alternative for this stage in professional development cycles. Following Boud [40], they describe self-directed assessment seeking as a process of taking personal responsibility for looking outward by explicitly seeking feedback and information from external sources. At this stage, the portfolio would be the ‘folder’ in which the information is stored and organised in line with the competencies to be attained and with captions indicating what the evidence shows and the conclusions to be drawn about the level of performance.

**Awareness of essential aspects: Analysis**
In the next step, the analysis, data are examined, patterns detected, and cause and effect associations identified. At this stage, theory can be helpful to identify patterns and causal associations. Research shows that it is not self-evident that learners are able to analyse their own performance appropriately [41]. In view of this, Korthagen et al. [38] recommend that mentors should ask questions to stimulate learners to discover and explicate the reasons underlying their own and others’ actions and to pinpoint any inconsistencies in the analysis.

**Creating or identifying alternative methods of action: Change**
Following and based on the analysis, alternative methods of action should be selected. It is the role of the mentor to encourage the learner to consider alternative courses of action, to decide which one to use, and to justify that choice. A SMART (Specific, Measurable, Achievable, Realistic, Time-bound) action plan initiates the next cycle of reflective learning.

For more on reflection and reflective practice, see Chapters 4 and 25 in this book.

**Portfolio Structure and Content**
In portfolios aimed at stimulating reflection, written contributions feature prominently. These reflections can relate to the competencies the learner wishes to acquire, and the learner will generally also evaluate performance, analyse what has already been mastered, and determine which
competencies need further development [30]. The reflections can also pertain to the learner’s motivation for attending the programme, and/or how the learner views his/her self as a doctor/professional. These reflections can serve as a long-term agenda for learners.

In portfolios that are specifically aimed at stimulating reflection, the reflections are central in the portfolio structure, with learners supporting their reflections by referring to materials and overviews in the portfolio [42]. This helps to focus the reflections, because learners are likely to aim for consistency of reflections and evidential materials. The requirement that reflections be supported by evidence helps to make reflections less non-committal. It is, for instance, not acceptable for learners to simply state that they have learned how to give a clinical presentation; they have to substantiate this statement by evidential materials and overviews demonstrating why and how they have done this.

Conclusions

The portfolio approach has theoretical as well as practical merits. It can capture performance and development in the workplace using qualitative information that can take into account unique characteristics of specific workplaces. In this way, the portfolio completes the assessment landscape by enabling assessment at Miller’s ‘does’ level [1]. Portfolios that include reflective writing require learners to engage in a ‘conversation with self’, which can be enhanced by reflective discussions with another person and by aiming for consistency with the evidence in the portfolio. Reflection provides learners and mentors a means to keep an overview of what has already been achieved and what still remains to be done.

Portfolios do not work of and by themselves. For a portfolio to be effective, certain conditions must be fulfilled. Probably the most crucial factor is the mentor: a person with whom the learner discusses the content of his/her portfolio (see Box 18.4).

Acknowledgement

We would like to acknowledge John Pitts, whose chapter in the first edition of this book informed our writing of this one.

References


**Further Reading**


Introduction

Recently, the emphasis of physicians’ professional development has been shifting toward the broader concept of continuing professional development (CPD) and away from the narrower traditional view where it was perceived as a didactic and clinically oriented activity [1]. According to Sargeant and colleagues [1], CPD ‘encompasses multiple educational and developmental activities physicians undertake to maintain and enhance their knowledge, skills, performance and relationships in the provision of health care’ (p. S54). CPD is also broad in the sense that it not only comprises diverse activities but also addresses diverse aspects of physicians’ competency [1]. It has been argued that the ultimate goal of CPD is to improve the quality of care and health outcomes of the public [1].

Several future trends in CPD have been predicted [2]: a growing attention to interprofessional and team-based learning through a greater focus on interprofessional education; increased use of longitudinal and multidimensional educational interventions; more frequent use of research that looks at what works, under what conditions, and why in CPD; a need for more knowledge on how teams change their practice; a shift away from a narrow focus on evidence-based clinical practices and recognition of other ways of knowing; emphasis on peer-to-peer learning; tension between accreditation policies that are predicated on simplistic individualist models of CPD and the realities of current CPD practice; better integration of CPD activities and the workplace, etc. Inspired by Olson’s predictions for the future of CPD [2], we outline a broad concept of CPD consisting of a range of diverse elements including:

- self-directed learning
- the competencies across the medical education continuum
- the relationship between maintenance of certification and professional development
- team-based education in CPD.

Self-directed Learning in Continuing Professional Development

With new medical and scientific information emerging faster than ever, the field of medicine is characterised by rapid advances in clinical, scientific, and technological knowledge. This exponential rise of new medical knowledge...
has emphasised the importance of lifelong learning of health care professionals to keep up with the current and pertinent clinical knowledge to maintain their competence. Around the world, lifelong learning of physicians is encouraged, supported, and managed by CPD programmes. The Physicians’ Charter, which was endorsed by over 120 international organisations, advocates that ‘physicians must be committed to lifelong learning’ [3, 4]. In addition, in many countries, including Canada and the United States, self-directed lifelong learning is now required by medical professional and regulatory associations for board certification and maintenance of certification [5–7].

Self-directed learning (SDL) is a set of skills that can be taught, learned, and acquired [8] and is considered in CPD to be a critical part of the process that allows physicians to stay up-to-date with the current knowledge [9]. SDL is a central concept in adult learning that has a long history prior to its adoption [10] as one of the central elements of CPD. Educational psychologists view SDL ‘as a complex cycle comprising intermingling elements such as psychological characteristics (e.g. self-efficacy, motivation, beliefs and learning style), personal choices (effort expended, learning strategies), judgments (self-assessment, attributions) and personal actions (e.g. goal setting, adjustment)’ [11, p. 201]. There are many different definitions, models, and ways of theorising SDL. Readers who are interested in learning more about the different theoretical approaches to SDL can refer to Chapter 4 in this book.

In medicine, there is no one, shared definition of SDL. Many medical associations have their own definition of SDL, for example, in Canada, the Royal College of Physicians and Surgeons defines SDL as ‘activities planned to address specific needs, enhance awareness of new evidence potentially relevant to practice or enhance the quality of multiple systems’ [5]. Within adult education in general, the most popular and frequently cited definition of SDL is from Knowles [12], in which SDL is described as ‘a process in which individuals take the initiative, with or without the help of others, in diagnosing their learning needs, formulating learning goals, identifying human and material resources for learning, choosing and implementing appropriate learning strategies, and evaluating learning outcomes’ (p. 18). Knowles also identified five components of cognitive activities undertaken during an SDL process: (i) diagnosing learning needs, (ii) formulating learning goals, (iii) identifying human and material resources for learning, (iv) choosing and implementing appropriate learning strategies, and (v) evaluating learning outcomes [12]. For CPD in medicine, Sargeant et al. suggest a conceptual framework of SDL that incorporates two elements, one being the five cognitive activities identified by Knowles, and the other being the willingness of learners (i.e. physicians) to drive their own learning [1, 13]. According to Sargeant et al. [1], physicians’ willingness to self-direct their own learning is the key to lifelong learning and effective CPD.

A systematic review conducted by Murad et al. [9] found several factors associated with greater effectiveness of SDL, including: (i) learners’ involvement in choosing the learning methods, strategies, and resources; (ii) engagement of more advanced learners rather than novices; and (iii) learners’ discipline (e.g. nurses had a larger effect of SDL compared to other health professionals). In addition, Naumann et al. [14] conducted a literature review of SDL activities in Continuing Medical Education (CME). Box 19.1 presents some of the SDL strategies and factors that lead to most and least effective SDL outcomes (e.g. effect size of change in knowledge, effect size in physician performance and patient outcomes), adapted from a literature review by Naumann et al. [14].

Furthermore, Curran et al. [34] have identified barriers to SDL, especially in terms of SDL using social media and technologies.

Physicians’ barriers to SDL included:
• lack of time
• lack of knowledge and/or understanding of what resources are available and how to use/find them
• preferences for more traditional approaches to collaboration
• information overload
• privacy and professionalism issues
• technical difficulties, such as inadequate wireless and Internet access

### BOX 19.1 FOCUS ON: Factors contributing to most and least effective SDL outcomes [14]

<table>
<thead>
<tr>
<th>Factors/programmes contributing to most effective SDL outcomes</th>
<th>Factors/programmes contributing to least effective SDL outcomes</th>
</tr>
</thead>
<tbody>
<tr>
<td>• Social interaction [1, 15–17]</td>
<td>• Familiar content [28]</td>
</tr>
<tr>
<td>• Problem-based learning [18]</td>
<td>• Inaccurate needs assessment [29, 30]</td>
</tr>
<tr>
<td>• Point of care learning [19, 20]</td>
<td>• Informal ‘scanning’ approaches [31]</td>
</tr>
<tr>
<td>• Addressing appropriate learning objectives [21]</td>
<td>• Inexperience of learners [32]</td>
</tr>
<tr>
<td>• Guided self-assessment [22–24]</td>
<td>• Age of learners [31, 32]</td>
</tr>
<tr>
<td>• Reflection [15, 24]</td>
<td>• Unguided self-assessment [1]</td>
</tr>
<tr>
<td>• Blended learning [25–27]</td>
<td>• Lack of social interaction [31]</td>
</tr>
<tr>
<td>• Use of technology [28]</td>
<td>• Unstructured reflection or reflection on aggregate performance [24, 33]</td>
</tr>
</tbody>
</table>
• difficulties in trusting that information/content is accurate, peer reviewed, and/or credible.

Several studies have identified strategies for successful outcomes associated with SDL: dedicating time, creating accountability, and helping with goal generation through mentorship or relying more on external assessments than on self-assessment [35–37].

In addition, a scoping review published in 2018 detailed a comprehensive list of barriers and facilitators that influence the engagement of physicians in SDL in CPD, and identified current issues around SDL design and implementation in CPD programmes [38]. This review found that the barriers to SDL most frequently discussed in the literature were related to environmental context and resources, as previously shown [34], and the facilitators to SDL most frequently discussed in the literature were related to social aspects experienced by physicians such as teamwork and collaborative work [38]. The authors highlighted a gap in the knowledge about external factors that influence the design and implementation experienced by SDL developers [38].

These studies show that much of the current discussion around SDL focuses on learners’ individual characteristics such as the ability to identify and address their own learning needs. However, Knowles’ original concept characterised SDL as an activity in which external sources (i.e. various kinds of helpers, such as teachers, tutors, mentors, resource people, and peers) also played a highly important role [12, 39, 40]. Schumacher et al. [39] propose that, in the absence of external sources of feedback and information, SDL depends solely on the learners’ ability to self-assess and this may, in turn, make effective SDL impossible [41]. The authors also identify three principles for creating ‘master learners’ in the context of a competency-based education approach [39]: (i) while learners must take responsibility for their learning, they must also seek external information to guide their efforts and calibrate their self-assessments; (ii) while teachers must allow learners to assume responsibility for their learning, they must provide the role modelling, support, and feedback necessary to guide learning and assessment; and (iii) while the learning environment impacts learners and teachers through defining the culture and context in which professional formation occurs, learners and teachers must attend to the reciprocal impact they have on the learning environment, so as to ensure they are also creating a meaningful learning environment for others. The authors define the ‘master learner’ as a learner who demonstrates the most advanced level of lifelong learning skills’ [39, p. 1635]. By creating ‘master learners’, these three principles can also help inform CPD: master learners who are able to take part in SDL effectively and independently are an essential component to successful CPD.

Moreover, studies from a variety of fields indicate that self-directed learners: can cope better with change [42], have the ability to adapt [43], and have greater access to new knowledge and skills than passive learners [44]. Moreover, SDL produces better results in learning and retention through a longitudinal learning process and by giving learners more responsibility for their own learning [12]. Among practising physicians, studies have shown several benefits of SDL – such as increased performance, maintenance of competence, and improved patient outcomes and quality of care [45–49]. Furthermore, SDL encourages physicians to adapt to the rapid emergence and constant evolution of evidence-based practice [12].

Physicians’ busy schedules and heavy workloads are two of the main challenges to SDL. They find it difficult to adopt and incorporate new evidence into their busy and demanding practice. However, SDL has flexibility; learners have control over their learning [50]. SDL enables physicians to undertake the learning process at their own pace and time, formulate their own goals, and choose the learning strategies that accommodate their work-context pressures.

Conversely, some study findings raise questions about the effectiveness of SDL. For example, there are potential risks for learner misunderstandings, overestimation of preparedness for practice, and development of unchecked bad habits [14, 51]. Additionally, SDL and lifelong learning rely heavily on accurate self-assessment, but several studies have found inaccuracies in physicians’ self-assessments of their knowledge and skills. Physicians with lowest external performance and with less experience tend to overestimate their competence [21, 52–55]. Some suggest the contradictory evidence surrounding SDL may be caused by inconsistent definitions and interpretations of SDL, particularly as applied to CPD programmes in medicine [8, 56, 57]. Other authors argue for the importance of employing a consistent and evidence-based model of SDL within and across the continuum of medical education and across programmes in order to explore the effectiveness of this approach [8].

Hiemstra and Brockett [58] propose an updated model of SDL from the Person, Responsibility, Orientation (PRO) model [59] based on the enhanced understanding of the concept of self-direction in learning. The updated model emphasises the equal importance of three dimensions to SDL: Person, Process, and Context (PPC). Box 19.2, adapted from Hiemstra and Brockett’s PPC model, shows the elements of the three dimensions. With this updated model, the authors conclude that previous models of SDL under-emphasised the importance of context in SDL and further emphasise that SDL is a complex process which is most effective when person, process, and context are in balance [58].

As such, we suggest that to maximise the potential of SDL for CPD, both learners and educators must consider and address the various contributing factors.

Competencies Across the Continuum of Medical Education

Stimulated by the Flexner report in 1910 [60], the structures and processes defined for training doctors have remained largely unchanged. As previously noted in this chapter, the exponential growth in knowledge and the evidence that informs practice have challenged medical schools and residency education programmes to ensure their graduates have acquired the requisite knowledge, skills, and abilities to enable them to address the health needs of patients and
Competency-based medical education has been defined by an international group of medical educators as ‘an outcomes-based approach to the design, implementation, assessment and evaluation of medical education programmes, using an organizing framework of competencies’. This emphasis on defining the abilities graduates are expected to achieve was intended to promote greater learner engagement in the educational process by providing greater transparency on what must be learned and demonstrated by the end of the training programme. Competency-based medical education is shifting the focus on measuring the amount of time a trainee spent in a specific rotation or content domain (e.g. emergency room or endocrinology) toward ensuring all graduates are making successful progress toward the demonstration of competence across all essential domains.

The use of competencies as an organizing framework for curriculum development has been typically expressed through milestones that describe the behaviours or abilities expected of a trainee at a specific point in time. Regardless of approach, milestones are intended to guide curricular development, teaching, and learner development and guide the monitoring of ‘progression of competence’ to ‘improve resident physicians’ ability to provide quality patient care and to work effectively in current and evolving health care delivery systems’. Although the impact of milestones for CPD remains unknown, milestones may serve to guide physicians in the selection of learning activities and the assessment of outcomes for practice.

Competency-based medical education also re-framed the traditional approach to assessment. There has been a shift from end-of-rotation in-training evaluation reports (ITERs) supplemented by other assessment strategies (for example MCQs, OSCEs, simulation, and other work-based assessment strategies) to a programmatic model for assessment organised around entrustable professional activities (EPAs).

Although there is significant heterogeneity on approaches to competency-based medical education, the use of milestones and EPAs are intended to define a set of outcomes that enable programmes to provide frequent feedback and monitor progression to achievement of the intended outcomes. The rationale for adoption of competency-based medical education has equally been based on the need to align education with societal and patient needs and to demonstrate greater accountability to the public. For further reading about EPAs and milestones, see Chapters 5 and 22 in this book.

How competency-based medical education will influence CPD remains largely unknown. Most international systems or programmes of CPD require physicians to engage in and report on their participation in learning and development.
assessments using credits (time spent) as a metric. The strategies supporting engagement of physicians in CPD has traditionally relied on the ability of physicians to self-assess their needs, despite the research evidence that unguided self-assessment is inaccurate [37]. As previously described in this chapter, engagement in assessments that provide individual physicians, groups, or health care teams with multiple sources of data, such as feedback from patients and colleagues, formal appraisals of performance in their workplace and identifying patient outcomes to guide future learning and continuously improve the quality of care provided to patients have numerous challenges. Competency-based medical education will shift CPD from its original ‘roots’ as a practice-based learning and self-assessment strategy to requiring physicians to demonstrate how engaging in learning and assessment has impacted performance, the quality of care, and health outcomes experienced by patients (outcomes-based). Competency-based CPD should enable physicians to answer questions such as:

- Has my growth in competence and performance improved?
- Is the care I provide to patients reflective of the best evidence?
- Are my patients better off?
- Is my workplace safe for patients?

The Royal College of Physicians and Surgeons of Canada’s ‘Competence by Design’ project aims to express a competency-based medical education model across the continuum. This project defined a competence continuum that included two additional stages beyond residency training [71]. Milestones for the CPD stage were proposed during the revisions to the CanMEDS framework published in 2015 [72]. The development of a shared vision for competency-based CPD has described competency-based CPD as a ‘system that uses competencies to continuously improve specialty practice, patient outcomes and the health system’ [73, p. 2]. The model is still in development and is not planned for implementation until 2020. However, the transition to competency-based CPD aims to use competencies as the foundation for the development of lifelong learning strategies that are relevant to a physician’s specialty and practice. Competency-based CPD will place a greater emphasis on demonstrating how learning impacts performance and the quality of care provided to patients. The creation of a learning plan based on a response to patient and population health needs is envisioned to require an integration of self-appraised needs with external measures of performance and health outcomes. Models of ‘informed self-assessment’ as described by Sargeant et al. [74], coupled with evidence-informed feedback strategies [21, 74–76], are viewed as important in ‘making sense’ of external sources of data particularly when they conflict with the physicians’ views of their performance.

The use of internal and external sources of data as a foundation for developing a learning plan to continuously improve physicians’ performance and practice is viewed as an expectation of medical regulatory authorities in the United Kingdom [77] and in Canada [78], as reflected in the Federation of Medical Regulatory Authorities of Canada’s Physician Practice Improvement document. Despite the attempt to transition to an outcome-based approach to enable medical education to be more transparent, accountable, and socially responsive, numerous concerns and challenges have been expressed on this movement. Chief among these criticisms are concerns about inconsistency in the use of language (terms and definitions across the continuum), a drift to reductionist approaches to assessment, the lack of assessment strategies for some competencies or competency domains (for example Health Advocacy or Professionalism), increasing administrative costs, and the burden being placed on clinical faculty without adequate faculty development [79]. In addition, the focus on competence and the emphasis of assessment on ‘measurable tasks’ may miss the connectedness between the development of competence and identity formation that addresses a broader focus of ‘being a physician’ rather than simply focusing on ‘doing the work of a physician’ [80]. The intuitive appeal of emphasising the educational outcomes and how they will be achieved to address changing patient and public expectations and demands from practising as members of complex health systems [81] has served as a recurring critique that competency-based medical education has been ‘adopted by consensus in the face of weak empirical evidence’ [82, p. 851]. Some have recently expressed competency-based medical education as ‘faith-based medical education’ [83].

These legitimate concerns should challenge competency-based medical education to contribute to the empirical evidence on the impact of this transition and address the concerns through research and programme evaluation strategies. Research questions such as:

- What are the outcomes that must be achieved by an undergraduate [64] or postgraduate [84] or CME programme?
- How will these outcomes be assessed?
- What are the implications for competency-based medical education on faculty development [85]?
- How does a focus on the competence of an individual align with evolving notions of the collective competence of teams [86]?
- How will competency-based medical education contribute to clinical performance improvement and the achievement of better health outcomes for patients?
- How will competency-based CPD contribute to health systems improvement?

The next decade will provide numerous opportunities to explore the impact of competency-based medical education training on medical students, residents, and physicians in practice.

**Physician Professional Development and Maintenance of Certification**

Several competency frameworks that apply to Undergraduate Medical Education (UME) and Graduate Medical Education (GME) apply to practising physicians, including those developed by the American Board of Medical Specialties (ABMS)/Accreditation Council for
Graduate Medical Education (ACGME) [87], CanMEDS [63], Good Medical Practice [88], and the Scottish Doctor [61]. These frameworks emphasise that physician competence involves more than medical knowledge, and include the ability to: practise patient-centred medicine, engage in team-based care, practise in systems and participate in improving health care system performance and outcomes, improve patient safety, and function as a steward of health care resources by practising high value, cost-effective care.

Professionals possess knowledge and skills of great importance to society. Society grants professionals autonomy to determine educational standards, self-assess, and self-regulate. In return, through a social compact [89, 90], professionals commit to use their special knowledge and skills for the good of society and place societal needs over individual self-interest.

Board certification is a means of physician self-assessment and self-regulation; a public-facing designation that a physician has the knowledge, skills, and competencies to be deemed a specialist. It has existed in the United States for over 100 years. Initially, board certification was a capstone, diploma-like designation awarded at the completion of graduate medical training after passing a standardised written (and sometimes oral) knowledge assessment.

Family Medicine set a precedent for periodic board recertification in 1969 that instituted a process of periodic reassessment to ensure physicians were keeping up with rapid changes in medical science and medical practice. Subsequent changes in science (e.g., genomics, human immunodeficiency virus) and practice (e.g., changes in the care of peptic ulcer disease, myocardial infarction, new medical technologies) further strengthened the push for periodic recertification in other specialties. The continued increase in complexity of medicine, along with reports about persistent gaps in health care quality [90, 91] and safety [92], prompted questions about the adequacy of an every 6–10 year high stakes, secure examination as the sole mechanism for board specialty recertification.

These concerns, along with changing societal expectations of physicians (from beneficent paternalism toward shared care and patient autonomy) and shifts toward team-based care, helped catalyse the movement to a more continuous process of physician certification. The United States implemented this continuous certification process in 2003 as Maintenance of Certification (MOC) [94]. The ABMS MOC framework, based on the ABMS/ACGME competencies, has four components:

- Professionalism and Professional Standing
- Lifelong Learning and Self-Assessment
- Assessment of Knowledge, Judgement and Skills
- Improvement in Medical Practice.

Each ABMS specialty (Member Board) determines the mechanisms to satisfy each component based on the needs of specialty practice. Physicians spend 3–10 years in graduate training, then often spend 30 years or more in practice. During the course of a contemporary medical career, medical knowledge rapidly expands, new skills are needed, patients become more engaged in their care, and professionals work together across disciplines and teams to improve care. Concomitantly, there will be need for changes in the application of competencies within the contemporary medical career pathway. Maintenance of Certification provides a framework for physicians to continuously improve across these competencies throughout the course of their careers.

Other countries have also developed systems that view speciality certification as ongoing CPD instead of a one-time capstone event at completion of graduate medical training. The Royal College of Canada’s Maintenance of Certification Program began in 1991. It currently exists as a three-part framework, incorporating group learning, self-learning (including individual and systems elements), and assessments of knowledge and performance [95, 96]. In 2012, the United Kingdom instituted a process of revalidation, tied to medical licensure rather than to speciality certification per se. Five-year cycles consist of annual reviews of physician portfolios by a senior physician that incorporate assessment of knowledge, skills, and performance; of safety and quality; of communication, partnership, and teamwork; and of maintaining trust [97, 98].

The Maintenance of Certification programmes in the United States and Canada and the revalidation process in the United Kingdom each reinforce the broader-based competency frameworks that are applicable across the continuum from UME to GME to practice, and move beyond medical knowledge. CME is incorporated into each framework. CME remains important, but alone it is insufficient as a mechanism for physician CPD. Given the difficulties, inaccuracies, and known unreliability of unguided self-assessment [37, 54], and that examination performance has been found to be related to measures of clinical performance in several studies [99], objective assessments of knowledge, judgement, and skills remain a core part of MOC. Traditionally, the secure, periodic examination has served this purpose in ABMS MOC; several ABMS boards are piloting (and studying) more frequent, regular, smaller volume, psychometrically sound longitudinal assessments as an alternative to assessing knowledge. More integration between the components of MOC is desirable to help create ‘an integrated framework of continuous certification and professional development’ [100, pp. 196–198].

Areas of relative strength as well as gaps in knowledge can be objectively identified using psychometrically sound objective tests and assessments. Gaps in performance (which may, in some circumstances, have components of gaps in knowledge) can be identified by patient and peer surveys and practice-based process and outcomes metrics contained in Electronic Health Records and reported to health systems, the government, insurers, or other entities. Continuing medical education activities can be used to address gaps in knowledge (‘knows what’), competence (‘knows how’), or conditional knowledge (‘knows when’) [101–103] and to help physicians develop strategies to modify their practices. Quality and performance improvement efforts can then be implemented where physicians (and their teams, as indicated) assess their baseline performance (with the help of pre-existing data), implement their learning and change strategies in practice, use data to assess the effect of their intervention, analyse successes and barriers to improvement, repeat until the desired level of...
improvement is reached, then follow-up to ensure sustainability of the change in practice. Physicians can then move on to address different gaps. Follow-up objective assessments of knowledge and judgement can then be used to identify whether knowledge gaps are closed and to assess for the emergence of new knowledge gaps.

Physicians face many competing demands for their time and attention in addition to caring for patients. For physicians to be truly engaged, CPD and MOC systems must be aligned with and relevant to practice needs and contexts. MOC systems need to be rigorous and based upon sound educational, systems, and improvement science, yet failure to create relevance and minimise burden risks physicians viewing these activities as ‘one-off’s, or resisting ‘yet one more requirement.’ Methods to align elements of MOC with the needs of health care system have the potential to create benefit for both physicians and systems, with systems resources (including provision of data, personnel support for implementing improvement efforts) helping to reduce some of the more administrative aspects of MOC. One such example is the American Board of Medical Specialties Multispecialty Portfolio Program™ [104], which allows physicians to receive MOC credit for meaningful involvement in rigorous, systems-based improvement activities of organisations with mature quality/performance improvement programmes. As of January 2017 more than 11 800 physicians have received MOC credit for over 16 000 improvement efforts in areas targeting specific diseases (hypertension, depression, diabetes mellitus), health promotion and disease prevention, patient safety, transitions between care settings, communication between physicians and patients, and other patient perceptions of the care experience.

Physicians vary in CPD needs and practice contexts; every physician represents an individual CPD ‘use case’. While MOC programmes are continually being evaluated to help determine ‘what works for whom under what circumstances’ [105], these frameworks serve as a means of incorporating competencies beyond medical knowledge in a lifelong framework for physician CPD and improvement [106].

### Team-based CPD

As noted above, Olson [2] suggests CPD will continue to become an increasingly team-based, interactive activity. In this chapter, we define team-based CPD as an activity ‘undertaken after initial qualification when members of two or more health and/or social care professions learn with, from, and about each other to improve collaboration and the quality of care’ [107, p. 143]. Of course, CPD can also be delivered to intraprofessional teams (involving learners from the same profession or speciality). However, given the increasing interest in interprofessional teams in the CPD literature, we only focus on this form of learning in this chapter. For additional reading on interprofessional education across the continuum, see Chapter 14 of this book.

Problems with collaboration and teamwork have been well documented in the literature, repeatedly demonstrating that such problems result in serious compromises in patient safety [108, 109]. Such research indicates that traditional (professionally isolated) approaches to delivering CPD has failed to support the development of abilities required to provide effective care [110, 111]. As a result, the education and training of health professionals, around the world, has re-focused attention on providing collaborative opportunities to develop the attitudes, knowledge, skills, and behaviours needed to work effectively together to deliver safe, high-quality care. Drawing upon this research, health care policymakers have identified the key role of team-based CPD in improving the organisation of health care systems and outcomes [112, 113]. As a result, we have witnessed an increasing number of team-based CPD programmes delivered throughout the world [109, 114].

In relation to the delivery of effective team-based CPD, strategies that enable interactivity are a key requirement. Barr and colleagues [114] have outlined a range of differing types of interactive learning methods than can be employed in this form of learning (see Box 19.3). The literature contains numerous examples of how these interactive learning activities have been employed in a range of team-based CPD activities – see for example Owen and colleagues’ study [115] of an IPE programme to improve sepsis care by enhancing health care team collaboration and Luetsch and Rowett’s study [116] on interprofessional communication skills development to improve interprofessional collaboration.

Facilitating team-based CPD activities can be challenging, and requires skill, experience, and preparation to deal with the various responsibilities and demands involved. There are a range of attributes required for this type of work: experience of teamwork, commitment to collaboration, understanding of interactive learning methods, knowledge of managing team dynamics, confidence in working with health care teams, flexibility, and approachability and a good sense of humour [117].

Similar to other small-group education, CPD facilitators need to: focus on team formation and team maintenance, create a non-threatening environment, and enable all

---

**BOX 19.3 FOCUS ON: Types of interactive learning methods [114]**

<table>
<thead>
<tr>
<th>Interactive methods</th>
<th>Details</th>
</tr>
</thead>
<tbody>
<tr>
<td>Exchange-based</td>
<td>Seminar-based discussions</td>
</tr>
<tr>
<td>Observation-based</td>
<td>Joint visits to patients’/clients’ homes</td>
</tr>
<tr>
<td>Action-based</td>
<td>Problem-based or case-based learning</td>
</tr>
<tr>
<td>Simulation-based</td>
<td>Simulating clinical practice</td>
</tr>
<tr>
<td>Practice-based</td>
<td>Team-based clinical placements</td>
</tr>
<tr>
<td>e-learning</td>
<td>Online discussions</td>
</tr>
<tr>
<td>Blended learning</td>
<td>Combining e-learning with other traditional methods</td>
</tr>
</tbody>
</table>
learners to participate equally, but these aims are more challenging in a team-based context given the history of social and economic inequalities, and friction, that exist between the members of the health and social care professions [109].

During the past decade, a number of systematic reviews have been conducted to examine the growing evidence base related to team-based CPD as well as other forms of collaborative learning [118, 119]. One key feature of this work has been the use of a typology (see Box 19.4) to help classify the outcomes from team-based CPD activities.

As Box 19.4 indicates, there is a range of possible outcomes that can be generated from team-based CPD activities – from recording learner reactions to measuring how such activities can improve patient care.

Using this typology, a review of reviews was undertaken to offer a meta-synthesis of this growing evidence base [120]. Following a comprehensive search, six reviews were identified. Collectively, these reviews reported the effects of more than 200 studies spanning over 40 years – with around 60% of the included studies reporting team-based CPD activities. Of these studies, the synthesis revealed that team-based CPD was delivered in a variety of acute, primary, and community care settings and addressed a range of different clinical chronic or acute conditions. While different groups of professions were involved in this form of CPD, medicine and nursing were the core participants. It was found that quality improvement principles were often drawn upon within a team-based CPD activity. In general, interprofessional education programmes used formative assessments of learning, typically using assessment techniques in the form of individual written assignments and/or joint/team presentations which provided a collective account of learners’ team-based experiences [120, 121].

The synthesis found that most studies reported that team-based CPD resulted in positive learner reactions, positive changes in learner perceptions/attitudes, positive changes in views of teamwork, and positive changes in learner knowledge and skills of collaboration (Levels 1, 2a, and 2b). In contrast, fewer studies reported outcomes related to individual behaviour, organisational practice, or patient benefit. Of these studies, they tended to report positive change in individual practitioners’ interactions (Level 3), positive changes to team-based referral practices/working patterns or improved documentation (i.e. guidelines, shared records) which supported improvements to the organisation of care (Level 4a), and/or positive changes to clinical outcomes (e.g. infection rates, clinical error rates), patient satisfaction scores, and/or length of patient stay. Recently, this work was updated and found eight additional reviews of interprofessional education [121]. Despite a growth of the evidence contained in this newer review, the key results in essence remained unchanged.

As discussed above, team-based activities have expanded across the globe over the past few decades in response to failures of teamwork that have undermined patient quality and safety. As the evidence syntheses have shown, this type of CPD can have positive outcomes in relation to participants’ reactions, attitudes, knowledge/skills, as well as some improvement for collaborative behaviours, and organisational practice and patient benefit. Future investment in team-based CPD must be based on the growing evidence base. Further research needs to focus on addressing current gaps in knowledge relating to the longer term impact of team-based CPD. Economic analyses are also needed to help indicate the costs and benefits related to this form of CPD.

**Conclusion**

The model for physicians’ professional development and lifelong learning has been shifting from the narrower traditional view of CME toward a broader and more encompassing model of CPD which includes multiple components and aspects such as SDL, continuous MOC programmes, competency, and team-based models [1]. In this chapter, we discussed four different elements that are considered pertinent, in our views, to the current model of CPD for physicians and other health care professionals. SDL is a learning process that is considered to be one of the most appropriate strategies in CPD for physicians [9] as the key advantages of this process allow physicians to have control over their learning and manage their time more efficiently. Adoption of a consistent and evidence-based model across medical education and consideration of the different factors that may influence SDL are crucial to development of effective CPD programmes generating positive outcomes.

Moreover, this chapter attempts to place current CPD approaches within the history of competency-based
medical education. Based on the need to align education with societal and patient needs, competency-based medical education emphasises the abilities (outcomes) that learners are expected to achieve, instead of the amount of time spent in a specific context. In terms of CPD, competency-based CPD places a greater emphasis on demonstrating how learning impacts performance, quality of care, and health outcomes. To address some of the concerns and challenges that have been expressed about competency-based medical education, further research and programme evaluation are crucial to build empirical evidence on the impact of the transition to this approach.

Furthermore, maintenance of physician certification programmes has also shifted from a traditional one-time certification toward an ongoing lifelong process of maintaining certification. In recent years, many countries have established continuous MOC programmes to enable physicians to remain current with rapidly changing medical knowledge and changes in practice. The American, Canadian, and British MOC programme examples provided in this chapter demonstrate the promulgation of broader-based competency frameworks that are more than just medical knowledge focused, as they also combine CPD with patient safety and quality improvements activities.

Finally, we discussed the shift in focus of CPD from an individual activity to a team-based one. We emphasised the critical importance of providing health care professionals with collaborative opportunities to develop attitudes, knowledge, skills, and behaviours needed to work in teams to deliver safe and high-quality care now and into the future. Evidence of positive outcomes generated by team-based CPD activities included: positive learner reactions, perceptions, and attitudes; positive changes in views of teamwork, knowledge, and collaboration skills; as well as improved collaborative behaviours, organisational practice, and patient benefit.

This chapter has summarised what we believe to be four current and future key elements of CPD: self-directed learning; the relationship between maintenance of certification and professional development; the competencies across the medical education continuum; and team-based education in CPD. Collectively, these areas of CPD represent what we see as the need to view the concept of CPD in a broad and relational way. CPD sits within a nexus between the individual physician and health care team and the process and relationship between certification and professional development. Therefore, we believe that a macro view of the continuum of medical education needs to be taken and maintained by CPD scholars and education practitioners whereby CPD activities can be informed by undergraduate and postgraduate training and the workplace context in which CPD is delivered.

Acknowledgement

We would like to acknowledge Professor Scott Reeves, a friend, colleague, mentor and a global leader in health professions education for his co-authorship of this chapter. His kind manner, intellectual generosity, warmth and support will be sorely missed.

References


Part 3
Assessment and Selection
Introduction

Designing a system of assessment is not easy. Many different instruments have been described in the medical education literature, each with its own advantages and disadvantages. The volume of published research on assessment is huge, and research findings often contradict long-established practices based on tradition and intuition. Furthermore, the discipline has its own jargon and set of statistical concepts. In amongst all this, the responsibility regularly falls on medical teachers to set up fair assessment systems. The aim of this chapter is to explain the basic concepts behind assessment and thus help reduce this ‘burden’. But, it is not a cookbook providing assessment ‘recipes’; instead, we hope that after reading this publication the medical educator will be better equipped to make informed choices in matters of assessment.

What is Assessment?

Although assessment is generally acknowledged to be fundamental to the educative process, there are many different constructions of the term, ranging from assessment as a certification procedure leading to a pass/fail decision, to assessment as an evaluative or feedback action in education. Here we will use ‘any purported and formal action to obtain information about the competence and performance of a candidate’ as our working definition of assessment.

Assessment is never undertaken without a specific purpose. This purpose can be summative and/or formative. Summative means that the assessment has been conducted for decision-making or certification purposes, such as deciding who is admitted, progresses, or qualifies. Formative relates to the feedback function of assessment or, more precisely, how the assessment informs the students about their performance. Sometimes it is argued that formative and summative assessment purposes should not be mixed in one assessment, but in educational settings we tend to advise otherwise. Purely summative assessment (‘pass’ or ‘fail’ only) does not help students to plan their study and to improve. If a student fails, s/he does not know what s/he needs to work on in order to pass at the next attempt. On the other hand, purely formative assessment with no consequences at all is often not taken seriously.

20 How to Design a Useful Test: The Principles of Assessment

Lambert W. T. Schuwirth1,2,3,4 and Cees P. M. van der Vleuten5

1Medical Education, Flinders University, Adelaide, Australia
2Innovative Assessment, Maastricht University, Maastricht, The Netherlands
3Medical Education, Chang Gung University, Taoyuan, Taiwan
4Medicine (Education), Uniformed Services University for the Health Professions, Bethesda, MD, USA
5School of Health Professions Education, University of Maastricht, Maastricht, The Netherlands

KEY MESSAGES

• Good assessment requires a variety of methods; no single method can test the whole of medical competence and performance.
• In a good assessment programme the total is more than the sum of the parts. To achieve this:
  – each instrument must be chosen on the basis of its strengths and weaknesses
  – all decisions are based on rational arguments and/or scientific underpinning
• rational decisions are made about how to combine results
• the whole programme is part of a total quality management system.
• Modern assessment in medical education is a matter of good educational design and not exclusively a psychometric measurement problem.

How to Choose the Best Approaches to Assessment

A first step in setting up an assessment system is to choose the most appropriate methods. This is not an easy task. Over the past few decades, a wide variety of instruments
have been developed and used in medical education, and often authors have claimed their instrument to be the best for all purposes. We may safely assume, however, that each method has its own strengths and weaknesses, and these must be weighed carefully against the desired purposes of the assessment. A testing authority whose purpose is licensing may demand different strengths from the methods from, say, a medical school. Several criteria that can be used in this evaluative process have been described in the literature [1]. The most popular ones are examined below.

Reliability
The reliability of a method pertains mostly to the reproducibility of its results, that is, how often the same result is obtained. Let us illustrate this with three examples.

Example 1: John scores 83% in a test. If John were given a different, but similar, test – a so-called parallel test – would he again score 83%?

Example 2: John is the best-scoring student in his class. Harry comes next, Peter’s score is slightly lower, and Jim’s score is the lowest. If this class of students were given a parallel test, would the rank ordering of scores be the same as in the first test?

Example 3: In another test, John passes. He scores 83% and the cut-off score for the test was 50%. If John were given a parallel test, would he pass again?

These examples illustrate three operational definitions of reliability. The first example is from a domain-referenced perspective. The test here aims to measure how much of a certain domain John knows. It may be intuitively clear that to be able to conclude that John’s knowledge is exactly 83%, you need a very fine – highly reliable – measurement. The second example – from a norm-referenced perspective – is somewhat less demanding. Here we are not interested in whether John’s score was exactly 83%, but only whether his score was better than Harry’s, Peter’s, and Jim’s. The measurement can be slightly coarser. In the third case, demands on the measurement are even lower.

Now let us turn the concept around. If we have the test results of a class of students, depending on which of the three conclusions we want to draw, the test is more or less reliable. This is all very well in theory, but we do not have a parallel test, so how can we establish the parallel test score?

A typical approach is to retrospectively divide the test into two halves randomly and treat them as parallel tests. Most of the well-known reliability tests in classical test theory, for example, Kuder–Richardson and Cronbach’s alpha, build on this approach (see Box 20.1).

Why is it so hard to design a perfectly reliable test? The largest source of unreliability is sampling error. For pragmatic reasons, a test usually comprises a sample of questions from the whole domain of possible questions. But because items can differ in difficulty, and because different students find different items difficult – John does better on the myocardial infarction items and Harry does better on the arrhythmia items – sampling error arises. The same applies equally to other assessment modalities, such as the examiner’s choice of questions in oral or short-essay examinations. So if sampling error is such a major issue, it follows that brief assessments and assessments based on the judgement of only one examiner are very likely to be unreliable.

There is one final issue to discuss in relation to reliability, namely the relationship between reliability and objectivity. A common misconception is that subjective assessment is always unreliable and objective assessments are always reliable [2]. The following two illustrations demonstrate that this is not necessarily the case. The first example is a one-item multiple-choice examination. This is a so-called objective test, but as it has only one item, it is not reliable. On the other hand, suppose you were to write ten pieces of music and take, at random, ten pieces written by Mozart, and submit them all to a panel of experts who have to assess the musical artistry of the composer. The panel would reach the decision that Mozart is the better composer. It would not matter if we took another sample of your own compositions or another sample of Mozart’s compositions or even another sample of experts, the decision would still be the same. Musical artistry, however, is not ‘objective’; it is highly subjective. Yet the decision of the panel is highly reproducible and is thus reliable.

In conclusion, reliability is a matter of careful sampling. It relies on a sufficiently large sample through all possible sources of error, for example, items, examiners, and test occasions. But reliability is not the whole story.

Validity
Validity is defined as the extent to which the sort of competence the assessment claims to assess is actually being assessed. This is not always easy to demonstrate, and demonstrating the validity of a particular test method is a matter of collecting evidence from different sources and perspectives.

The first step is to define exactly for what purpose the method is valid. In the way that a thermometer is a valid instrument to measure temperature and only temperature (not weight, for example), an assessment method is valid only for a certain aspect of competence. Any claim by a test developer that their instrument is a valid instrument for medical competence is therefore to be regarded with suspicion. Validity has been defined in numerous different ways. For the purposes of this chapter, we will classify the different varieties of validity into two categories, as follows [3, 4].

Content Validity (also referred to as Direct Validity)
Content validity refers to the judgemental type of evidence collected in the validation process. This can be expert judgement about the specific item construction, the necessary faculty development for judges, etc. One specific element in content validation is blueprinting. This is done because an examination must be optimally representative of the whole testable domain. An examination on cardiology should not be composed only of items on myocardial infarction. To ensure adequate coverage, a test is typically constructed according to a blueprint. The blueprint is a table of specifications in which the test maker determines how many items per subject or category are to be asked. A blueprint may have multiple dimensions (e.g. organ systems by disciplines by cognitive level). A related issue in content validity is the relevance of the items. Only relevant items contribute to the content validity of the examination.
Reliability is a central concept in test theory, as examiners and candidates want a test that gives a similar result on different occasions with different candidates. Test–retest analysis assesses the same candidate’s performance in the same test on two separate occasions, whereas parallel testing assesses the same candidate using tests containing different questions that are thought to be equivalent. In each case, reliable tests should give very similar marks on both occasions. Mathematically, psychometricians model the responses of candidates in different ways, with three broad approaches.

**Classical Test Theory (CTT)**
This has been around for half a century or more. The main assumption is that a candidate has a true ability, or score, but because of measurement error, for whatever reason, the candidate does not obtain the exact same score, even if an identical test is used on two occasions. The similarity of marks on the two occasions is used to calculate the reliability, which becomes higher as measurement error becomes lower. A similar approach can be used for comparing parallel tests.

CTT works best with multiple-choice tests, where all candidates answer identical questions. Its major drawback is that reliability calculated from one group of candidates cannot be extrapolated easily to other groups. Apparent reliability of a test can be much inflated by including a few outstandingly bad candidates. CTT reliability is also very misleading as a description of the accuracy of a cut-off score (pass/fail boundary) in high-stakes examinations.

**Generalisability Theory (GT)**
CTT does not work well with typical clinical examinations, where not all candidates can see all patients or be seen by all examiners. There is therefore variability due to examiners (e.g. hawks and doves) and clinical scenarios, as well as case-specificity, with some candidates doing better with some types of case than others. GT generalises CTT to include such components. A measure equivalent to reliability (‘generalisability’) can be calculated; in effect, how similar would a candidate’s mark be with different examiners and different scenarios?

GT allows sophisticated calculations of the effects of different types of exam – ‘what if’ questions – such as, ‘Would the exam be more generalisable with more stations and fewer examiners per station?’ The untested, perhaps unrealistic, assumption is that examiners and candidates will behave in precisely the same way in such new situations. As with CTT, GT estimates of generalisability cannot be easily extrapolated to new situations.

**Rasch Modelling (RM) and Item–Response Theory (IRT)**
IRT is a more complex variant of RM. RM starts with the assumption that every test item has a particular difficulty, with the probability of a candidate answering an item correctly depending on the item’s difficulty and the ability of the candidate. Mathematical modelling then allows the item difficulties to be calculated, as well as candidate abilities. A new test comprised of previously used items from an item bank used in different combinations can have its reliability calculated before the test is used. The reliability can also be calculated for candidates of differing ability (e.g. fourth-year students rather than third-year). IRT is an extension of RM that not only calculates the difficulty of items, but also calculates discriminative value and chance-guessing rates.

IRT requires large data sets and is best used for large-scale examinations with over a thousand candidates. RM, however, is robust with small numbers. RM cannot handle clinical situations with different scenarios and examiners, but these can be handled with Facet theory. The major problem for RM and IRT is not the conceptual basis, which is rigorous, powerful, and realistic, but the mathematical and statistical skills of most biomedical examiners.

**Construct Validity (also referred to as Indirect Validity)**
Another category of validity arguments is based on the ‘behaviour’ of assessment scores; do they align with our expectations about the type of competence we want to assess? A competency can be seen as a construct or latent trait; a personal psychological characteristic that cannot be observed directly but which is assumed to exist. A typical example is ‘intelligence’. We assume this construct to have certain characteristics: more intelligent people can learn faster, have better memory skills, and are better able to solve problems than less intelligent people. If we were to design a new test to measure intelligence, we would hope that people who learn faster outperform people who learn more slowly, and demonstrating this would contribute to the demonstration of validity of our new test for the construct intelligence. So the scores on the intelligence test would ‘behave’ according to our – theoretical – assumptions. Applying this principle to tests for medical problem solving, for example, means that for a test to have good construct validity, it would be necessary for people who solve problems more expertly to outperform those who are less good problem solvers.

There are many other types of validity support: weak correlations between two tests that are supposed to measure different constructs; strong correlations between two tests that are assumed to measure the same construct; and so on. Although they are sometimes labelled as different forms of validity, in effect they all contribute to the evidence for the validity of a test for a specific construct.
The concept of validity has engendered a wide variety of viewpoints. Some claim that only construct validity is worthwhile and dismiss content and face validity as just a collection of opinions [5]. Some take the usability of the test and the relationship between the test and its user as an important element of validity [6]. Others take a more holistic view, and we think that Kane (quoting Messick) strikes an intelligent balance in taking a definition of validity as ‘the degree to which empirical evidence and theoretical rationales support the adequacy and appropriateness of inferences and actions based on test scores or other modes of assessment’ [7]. ‘Inferences’ and ‘actions’ bring us neatly to considering the educational consequences of the test [8].

Educational Impact
The saying ‘Students don’t do what you expect, students do what you inspect’ epitomises the educational impact of assessment. Although there is still a need for more empirical underpinning of this notion, the emerging research does show that assessment has a major impact on how students study and learn [9–13]. Often the standard response of teachers is to blame students for this strategic approach to learning, but a more rational response is for the assessment developer to capitalise on this behaviour. It is just normal human behaviour and it is not going to go away; indeed, we are all susceptible to these kinds of external motivators. More importantly, the driving influence of assessment is a powerful tool to ensure that students learn what, and how, teachers want them to learn. To maximise the effectiveness of this alignment, it is important to realise that assessment influences student learning in several ways: through its content, its format, the scheduling of examinations, and the regulatory structure of the assessment programme. It is more important to realise that this driving force is optimised by carefully combining behaviourist (stakes, rewards, and punishment) and constructivist (meaning making, translation of results to helpful learning activities, etc.) factors in the assessment and this is why purely summative assessment (ignoring the meaning making) and purely formative assessment (ignoring the behaviourist factors) do not work.

The influence of content is obvious. Topics that come up repeatedly in the examinations will be perceived by students as the most important. When it comes to format, the literature gives different views. Some studies seem to indicate that students prepare differently for different formats, especially multiple-choice versus open-ended examinations [14]. Others indicate that this is only the perception of students, whereas in fact they prepare similarly [15]. As a rule of thumb, we advocate using a variety of formats in an assessment programme. This way, students will not become used to one type of preparation.

A typical problem of scheduling concerns, for instance, annual examination periods. If several examinations are held during the same few weeks, students will not be able to prepare adequately for all of them. They will then have to select strategically the examinations for which they will prepare well and those for which they will not. From the faculty’s point of view this is a waste of resources, as effort is put into constructing a high-quality examination that is not taken seriously. Better, therefore, to spread examinations rather than to cluster them. The assessment programme as a whole defines academic success. The credit points attributed to each part, the way scores are combined, the minimum number of points needed to progress, and so on, all define how students will study or prepare for the examinations [9–11]. Programmes with continuous assessment will promote continuous learning; pinpoint assessments will promote cramming behaviour. Because educational impact is such a major effect of assessment, it is often also seen as a part of validity, specifically termed ‘consequential validity’ [9–11].

Cost-effectiveness
This seems an easy and obvious issue, but the practice sometimes differs from the theory. For example, a prerequisite for a cost-effective assessment programme is an explicit description of its goals, both in terms of what is to be assessed and how it is to be assessed. Only then can an evaluation be conducted into whether the programme is optimally cost-effective. The most important factors hampering cost-efficiency are misconceptions based on tradition and intuition, poorly supportive infrastructure, and lack of collaboration.

Typical examples of the first are interviews, oral examinations, and open-ended questions. The literature on unstructured interviews for selection for medical schools converges on the conclusion that their predictive validity is unacceptably low [16–18]. Their use therefore constitutes a cost-ineffective assessment procedure. The recent development of multiple mini-interviews (MMIs) seem to address these concerns successfully and thus are not only an improvement in terms of reliability and validity but possibly have a huge impact on cost-effectiveness [19]. The same applies to many unstructured oral examinations [20]. Such orals have poor reliability and are often used to test simple factual knowledge, which can better be tested using more cost-effective methods. This is not to say that there is no place for oral examinations in an assessment programme, but they should be used only where they have an added value over other formats [21]. Similarly, there is an almost inextinguishable belief that open-ended questions test higher-order cognitive skills and multiple-choice questions do not. Again, the literature converges on the notion that in this matter the question format is quite unimportant, but the content of the question is [22–24]. Of course, in an assessment programme there may be indications to use open-ended questions – for example, if creativity or spontaneous generation of the answer is essential. In other cases there are more cost-effective alternatives.

Typical examples of poor infrastructure support are the lack of good item banking and the absence of a centralised management and administrative support for the logistics and administration of examinations. The consequences are that ‘expensive’ scientific staff members carry out work that could be done just as well – or even better – by administrative personnel.

The benefits of collaboration may perhaps be obvious. Many medical schools have comparable curricula with comparable end goals, and sharing test material would be a
way to reduce costs, because it would mean not everybody has to reinvent the wheel [25]. This is not to say that collaboration is easy. Careful planning, commitment of all partners, and some sort of pre-investment are all needed to make collaboration successful [26].

A final argument about cost-effectiveness relates to assessment in an educational context. The primary goal of that context is to educate students to become competent, safe, and independent practitioners. So here, assessment programmes that are exclusively designed to provide summative pass/fail decisions instead of providing rich information to all stakeholders about how best to learn and become a competent, safe, and independent practitioner are inefficient; a huge amount of resources are spent on only a dichotomous decision. Programmatic assessment for learning seeks to address this issue and make the assessment more useful from a learning/education perspective without ignoring the purpose of ensuring competent, safe, and independent graduates [27–29].

See Box 20.2 for more on programmatic assessment.

**Acceptability**

Setting up an assessment system cannot be done in a vacuum. Sometimes a careful balance between what may be scientifically and educationally superior and what is acceptable to the stakeholders has to be struck. Even the best assessment method is useless if teachers and students will not subscribe to it. Some even go so far as to incorporate this issue into the argument for a test’s validity [6]. This is not that strange a point of view because an instrument is valid only if it is used properly.

**Popular Assessment Instruments**

No single assessment instrument is perfect, and no single instrument can test all aspects of medical competence and performance. Each instrument has its strengths and weaknesses. A good assessment programme should therefore include a purposive and deliberate combination of various methods, each selected for a specific purpose, and each with its indications and contraindications [27, 30–32]. This section describes the major strengths and weaknesses of different groups of commonly used assessment methods, using the five criteria described above: reliability, validity, educational impact, cost-efficiency and acceptability.

**Written Assessment Instruments**

There are many different written assessment instruments currently in use. Some are case-based, some are context-free. Some use open-ended questions, some use multiple-choice questions.

---

**BOX 20.2 FOCUS ON: Programmatic assessment**

In clinical medicine we use certain principles to diagnose a disease. Firstly, we don’t rely on a single ‘test’ result. Secondly, we don’t combine information from different results within the same instrument, for example compensating for a high glucose level with a low sodium level, just because they are both laboratory values. And, finally, we don’t make high-stakes decisions based on only one test. Instead, we use multiple instruments and their associated results to make a clinical decision. An example would be the diagnosis of diabetes where you would have a history of thirst and fatigue, physical examination revealing poor wound healing and weight loss, and a laboratory test of a high blood glucose.

The same principles are the basis for programmatic assessment.

In programmatic assessment various assessment instruments are used and information about a student’s progress and achieved competence is combined across instruments. Poor performance on an abdominal examination would therefore not be compensated by good performance on a shoulder examination. But it could be combined with the abdominal anatomy portion of a written test to determine whether the poor performance was due to insufficient anatomy knowledge or whether it was just a lack of technique. Logically, the remediation advice to individual students would be different based on the outcome of this combination.

In programmatic assessment, the assessment takes place on a continuous basis and all information is collected and collated in a dossier or portfolio. Periodically, all the information is reviewed and evaluated in order to make a decision about a student’s progress. If there is little information available, only low-stakes decisions can be made, but when high-stakes decisions have to be made they will be based on rich information collected over a longer period of time.

So, in short, the essential features of programmatic assessment are:

- The use of multiple instruments where each instrument informs about the progress in several competency domains and each competency domain is informed by multiple instruments.
- Information is combined based on the content of the information (poor abdominal examination with poor abdominal anatomy knowledge) rather than on the format of the assessment (poor abdominal examination combined with good shoulder examination).
- Decision moments about a student’s progress are disconnected from assessment moments and only taken when sufficient and sufficiently rich information about a student’s progress and competence has been obtained.
- Information is collected and collated in a dossier/portfolio and decisions about a student’s progress are made based on human judgement, which is scaffolded by transparency, audit trails, and safety nets in the organisation. These judgements are made by faculty with specific training and expertise in assessment.
As a general rule, the amount of time it takes to answer a question has a negative impact on the reliability of the test. As you may recall, a test can only sample from the whole domain of possible items, and, as such, the sample must be large enough to be reliable. It follows then that the more items a test contains, the more reliable it is likely to be. This immediately places open-ended questions at a disadvantage because they require more answering time. So, essays are generally less reliable per hour of testing time than short-answer questions.

Where reliability is a fairly straightforward issue in written assessment, validity is much more complex. There are some popular beliefs about the validity of different types of question. For example, it is often thought that open-ended questions test higher-order cognitive skills and that multiple-choice questions can test only factual knowledge. This is a widespread misconception: the question format is quite unimportant with respect to validity, whereas the question content is very important [22–24]. So, what you ask is important, not how you record the answer. Of course, some contents do not fit certain formats. It is best not to ask items that require the spontaneous and creative generation of possibilities in multiple-choice format, whilst items requiring a selection from a finite list of realistic options are best not asked in an open-ended format.

Thus, careful consideration of content is essential. A further and important distinction relates to context. Context-rich items contain a case description and questions that ask for (essential) decisions or an evaluation of the problem. Typical examples of these are extended-matching items or key-feature approach items [33–35]. Context-free items do not have a case description and simply ask for general knowledge. Context-rich approaches test application of knowledge and problem solving, but context-free items do not [36]. Both, however, can be equally important aspects to assess; one is not superior to the other.

The idea that open-ended questions test superior cognitive skills over multiple-choice questions is also widespread among students. Although this may not actually be true, it will still influence students’ perception and their learning. Using a variety of methods sends a clear message to students that they have to master the subject matter, irrespective of the assessment format.

Another aspect of educational impact is the influence that assessment has on test makers. If, for example, all tests have to be in multiple-choice format, examiners may construct only items that fit this format, and questions requiring spontaneous generation of the answer could be under-represented. On the other hand, if all items are of the open-ended format, the examiners may be burdened with the high workload of correcting tests and may start asking simple questions that are easy to score, which also means that important aspects may be neglected.

The use of multiple-choice-based assessments is highly cost-effective. They may be slightly more difficult to produce, but the use of Optical Mark Reading scanners certainly makes them easier to score. Nowadays, software is available to assess online. This is a particularly relevant consideration in medical schools with a large number of students per year class. Every pound, euro, or dollar can be spent only once; therefore, money spent on unnecessarily expensive assessment methods cannot be spent on improving education. So, from the viewpoint of cost-efficiency, it is best to use open-ended questions only if more efficient formats will not suffice.

There might be a wealth of scientific literature proving that test format is unimportant, but sometimes beliefs may be so strong that stakeholders cannot be convinced. In such cases arguments will be used claiming that multiple-choice assessments are too easy, make students lazy, and are not worthy of an academic environment, and that real life and real practice are not simply a question of selecting options from a list. Such arguments may seem incorrect from a sheer psychometric/rationalist view point, but they may be very strongly embedded in the teachers’ and the institution’s core values. Research into how so-called naïve beliefs are formed and maintained demonstrates that they are very hard to change and although this research originally related to physics concepts (gravity for instance) it does have pertinence to beliefs around education as well [37–39]. So, it is important then to consider whether it is useful to contradict them. Sometimes these values are very strong, and it may be better to aim for high levels of acceptability of an assessment system first, and to postpone the ‘battle’. Energy may be better spent on good teaching and good-enough assessment, and, more importantly, any test can be valid only if it is used correctly. For this, it has to be acceptable to all stakeholders. You can read more about written assessment in Chapter 21.

**Objective Structured Clinical Examinations and Simulated Patients**

Objective Structured Clinical Examinations (OSCEs) and simulated patient (SP)-based examinations have become very popular for the assessment of (practical) skills [40, 41]. Both are based on a series of structured cases that must be addressed by the candidate. In an OSCE, a candidate enters a series of different rooms or stations in sequence. In each room there is a specified assignment (e.g. perform a resuscitation or take the blood pressure), a simulated patient or manikin, and an examiner with a checklist or rating scale. The candidate has to complete the assignment and his or her performance is scored against the checklist or rating scale. After a fixed period of time, a signal is given and the candidate proceeds to the next station.

OSCEs and SP-based examinations were developed in response to unstructured observations in practice. They are cleverly developed in that they address the inherent unreliability of observed practice in three ways. First, by adding some structure to the observations, they become more reliable. Second, by keeping each of the observations short (the original OSCEs had 5-minute stations), many different observations can be made per hour, thus enabling wider and more effective sampling. Third, by having the candidate move from station to station, such assessments also sample across different examiners. The ‘hawks’ will be compensated for by the ‘doves’, or better still all candidates will be examined by the same panel of examiners. The second of these issues – that of sampling across many cases – is the most important, because the biggest threat to reliability
is having too small a sample. The many reliability studies on OSCEs have demonstrated this over and over again. One of the practical implications is that it is better to have more stations with one examiner per station than fewer stations with two examiners per station [42]. Despite the clever reliability approach, as a rule of thumb, OSCEs still require a minimum average of at least 2–3 hours of testing per candidate to achieve an acceptable reliability for summative decisions.

With respect to validity, two issues are of overriding importance: the length of the stations and the use of checklists versus global rating scales. One might be inclined to think that longer stations, that is, longer than 5 minutes, may be more (content) valid but less reliable, but this is not necessarily the case. Longer cases contain more information than shorter ones, and there seems to be an optimum balance between the length and the number of cases in an OSCE. Therefore, it is generally best to adapt the length of the stations to the content of the case, so durations of stations may be designed to vary from 5 to 20 minutes [43].

Checklists are detailed lists of behaviours, and they describe precisely the actions to be taken – for example, ‘washes hands’, ‘puts left hand on the sternum of the patient’; whereas rating scales allow for more interpretation by the examiner, describing in broad terms only the skills to be performed – for example, ‘explores patient’s concerns’, ‘comes to the correct conclusions’. So should checklists or rating scales be used?

One would be inclined to think that as checklists are more structured they would be more reliable, but this is not always the case [44]. The choice of whether to use checklists or rating scales should be made mainly on the basis of the type of skill to be assessed. Technical skills, such as taking blood pressure or performing resuscitation, can easily be tested with checklists, whereas more complicated skills, such as short patient contacts, seem to be better tested with rating scales [45]. Many medical schools use short stations with checklists for technical skills in the more junior year groups, and integrated longer stations with rating scales in the more senior years.

In general, OSCEs are taken very seriously by students and have a high impact on student learning behaviour. This provides both a risk and an opportunity. The risk comes with detailed checklists. Even if they are not handed out officially, a ‘black market’ in old checklists may develop, and memorising these may be a successful study strategy for students. Memorising rating scales is less useful. The use of rating scales in OSCEs induces a study behaviour that is aimed more at practising the skill, and an opportunity here is to allow some time – about 2 minutes – at the end of each station for specific feedback. When the OSCE is solely for certification purposes, this is not desirable. In such cases, optimising the reliability (and thus the sampling) is more essential. However, most OSCEs are held within the educational environment of medical schools and can provide a wonderful opportunity for learning.

Unfortunately, OSCEs are very expensive to run. They require extensive resources and good logistics. It is therefore important to use OSCEs effectively, and using an extensive part of the OSCE time to explore general knowledge is not efficient. This does not mean that no knowledge should be tested in an OSCE, but that the knowledge tested should be background knowledge and should have a direct relationship to the case.

OSCEs are widely accepted and popular throughout the world. The only threat to their acceptability is when OSCEs are used to test highly technical skills with very detailed checklists. They then tend to become monkey tricks, and examiners may feel that their expertise is not being used or valued. A more detailed exploration of OSCEs and other structured assessments of clinical competence can be found in Chapter 23.

**Oral Examinations**

Oral examinations come in various forms, ranging from the completely unstructured to the highly structured, case-based examination. The oral examination has tended to be discarded, being considered too unreliable and too expensive. However, recently views on the oral have shifted in a more favourable direction [21, 46], and the prevailing view is that there is room for an oral examination in an assessment programme, as long as it is used in the correct way and for the correct purpose.

This does imply, though, that to be acceptable, the oral examination must be constructed in such a way that it achieves sufficient reliability. For this, some structure – but not too much – is needed; a situation analogous to the OSCEs, where detailed checklists do not lead to higher reliabilities than rating scales. Reliability can be further enhanced by asking about a good variety of topics rather than homing in on only one. If multiple examiners are used, it is also better to ‘nest’ cases within examiners instead of using panels [20].

There is a largely unsubstantiated view that orals are somehow more valid than written examinations. You may recall that in considering the validity of an assessment, the content is more important than the format. Often, the answers to oral questions require a good deal of (factual) knowledge, which can be assessed just as well by less expensive methods. If orals are to be used correctly, they have to be aimed at examining aspects that cannot be examined otherwise, such as hypothesis generation, explanations, and the transfer of principles through various contexts. Another misapprehension is the perceived advantage that orals offer in following through on a certain topic – ‘to see if they really understand it’. In such cases, the law of diminishing returns rules: the first question on a topic – ‘to see if they really understand it’. In such cases, the law of diminishing returns rules: the first question on a topic may prove a rich source of information about the candidate’s competence, but the tenth question will add virtually nothing new.

Of course, just as with any type of examination, students will prepare strategically for the oral. In doing this they often try to get the lenient examiners or find out what the examiners’ hobby horses are. It is therefore best to use a rotational approach in which students rotate from examiner to examiner, each of whom addresses a different, but predetermined, case or topic.

Despite the high costs of oral examinations, they are widely accepted in assessment programmes, and it is the experience at many institutes that the expert judgement
emanating from orals is less frequently the subject of appeals and litigation as are written assessments.

**Workplace-based Assessment**

Recent developments have placed the assessment in the authentic medical context once again. Where OSCEs were developed to test students in a simulated environment, instruments such as mini-CEX (Clinical Evaluation Exercise), DOPS (direct observation of procedural skills), OSATS (objective structured assessment of technical skill), and 360° feedback assess the candidate in their professional environment [47–49].

Mini-CEX uses a generic form with rating scales, which an examiner uses to score the student’s performance during a patient encounter. Items include history-taking, physical examination, professionalism, clinical judgement, counseling, organisation, and efficiency, and an overall impression. The competence of the candidate is assessed by a series of direct observations. Another workplace-based approach, 360° feedback, uses standard lists of rating scale items, which are sent to various parties. So, not only colleagues, but also nursing staff and patients, are sent a form and asked to give their rating on the items. Examples of items include the following:

- ability to diagnose patients
- ability to use evidence-based medicine approaches in practice
- verbal communication with colleagues.

At first sight, both of these methods may seem like a step back to the old in-training judgements, but this is not the case. The mini-CEX draws on the lessons learnt from the OSCEs about structure and sampling. Observations in practice, such as mini-CEX, can become reliable, as long as the examiners have some criteria; a sufficient number (roughly seven to ten) of different cases are observed; and there is more than one observer [50, 51]. The added value is that what is being assessed is more authentic than in a simulated environment. In many simulated assessments, certain symptoms cannot be simulated, but in real contexts these symptoms are present. A relatively recent promising development in this field combines mini-CEX with entrustable professional activities by asking the assessors to mark their level of trust in the candidate when s/he is performing clinical activities rather than the more abstract construct of ‘competence’ [52, 53]. Such approaches acknowledge that for any observation-based assessment to be valid it has to rely on the assessor’s assessment literacy [54] and use a jargon familiar to them.

The 360° feedback method is not based on direct observations, but on a judgement in retrospect. Normally, this is ill advised, since such judgements tend to be unreliable; but two aspects remedy this problem. First, many different people are asked, so a broad sample of observations is obtained. Second, judges are not asked for a global impression but to give a judgement about specific aspects of someone’s strengths and weaknesses. In both cases judges need to be trained to use the instrument correctly and the instrument has to be designed to support them in making a judgement.

Apart from being ‘measurements’ of performance, these instruments are also intended to provide the candidate with extensive feedback. Recent research shows that narrative feedback is much more informative than ratings or scores [55]. This is essential to influence learning behaviour. So rather than being measurement-only instruments, they are also educational tools aimed at improving the performance of candidates. Furthermore, the supervisor cannot complete them if he or she has not observed the candidate directly. So, in those educational environments where direct observation is not part of the educational culture, the use of these instruments may help to change the educational routine.

Using workplace-based instruments well does not have to be time-consuming, especially in those situations where frequent observation and feedback are already part of the teaching culture. However, it is important not to make the forms too long, as this will make such an approach less acceptable to users. Workplace-based assessment is considered in more detail in Chapter 22.

**Portfolios**

The word ‘portfolio’ is a container term used to describe all kinds of educational tools. From the assessment point of view, there are two approaches that it may be useful to discuss here, as follows:

- portfolio as an instrument to measure the reflective ability of the candidate
- portfolio as an instrument to collate assessment information from various sources.

In both cases the portfolio contains a ‘dossier’ and an ‘analysis’. The analysis contains a self-assessment of strengths and weaknesses, learning goals, and a learning plan.

The reflective portfolio focuses on self-assessment; it is used to assess the extent to which the candidate’s self-assessment demonstrates a good reflective ability. The second portfolio approach collates all assessment information about the student. The analysis section is used to evaluate current performance and to plan future learning. This approach is best compared to a patient chart, in which information from various sources, such as laboratory data, imaging data, and results from history-taking and physical examination, is collected, but it also contains a regular evaluation about the well-being of the patient and a plan for further diagnostic and therapeutic actions. So, the portfolio becomes not only an assessment but also an educational instrument.

It is difficult to say anything definitive about the reliability and validity of portfolios. Studies calculating reliability in the traditional psychometric way, using either generalisability theory or inter-rater agreement measures such as Cohen’s Kappa, report moderate reliabilities at best [56]. Other authors suggest an organisational approach to rendering the portfolios dependable, using concepts from qualitative research methodologies, such as benchmarking, peer evaluation, member checking, and stepwise replication [57]. In such cases, reliability cannot be expressed as a number but must be derived from the carefulness of the decision-making processes on learner progression.

The validity of the portfolio approach requires further study. It is apparent that conventional construct validity meth-
ods do not apply here, so other methodologies need to be
developed. Moreover, since portfolios are used for so many
purposes, content validity cannot easily be established.

It may also be obvious that portfolios are expensive. They
are often perceived as time-consuming not only to produce,
but also to assess, especially if more than one judge has to
assess each portfolio. It is tempting then to try to produce a
simple scoring list or rubric to increase efficiency, but this
only serves to trivialise the assessment. Training of assess-
sors and using global criteria for judging the portfolio is a
better approach, and it may be more efficient to set up a
procedure in which multiple judges are used only if there is
doubt about the result, with only a very limited number of
judges used in all clear cases [57].

You can read more about portfolios in Chapter 18.

Computers in Assessment

There are many different ways in which computers can
play a role in assessment. The most obvious is computer-
ised administration. But there are other, and more impor-
tant, roles for computers in assessment, and these are
discussed briefly below.

Administrative Support

Item banks can be very powerful in supporting quality con-
trol. Indeed, this aspect is often more important than their
role in enabling the re-use of old items. Attempts to build a
complete item bank from which items can be drawn at ran-
don often prove unsuccessful. There are two reasons for
this. First, an examination is more than a randomly gener-
ated set of items, even if the individual items are of good
quality. There is always an extra quality-control step needed
to ensure that the combination of items is good. A second
reason is concerned with the nature of medicine and other
health sciences. In these disciplines, things evolve quite
rapidly, quickly rendering items outdated. Also, ideas
about what constitutes a good item may evolve. Item banks
are, therefore, more useful in tracking an item in the qual-
ity-control process. They also provide the opportunity to
scan the domain coverage quickly, so that production of
redundant items is prevented and under-represented sub-
jects can be completed with specific new items.

There are many good commercial products available for
item banking. For simple purposes it is also possible to use
standard database software with self-produced scripts,
shells, or queries. Developing complete high-brow soft-
ware systems is always more time-consuming than one
would expect. When an item bank system is needed, the
best approach is to determine carefully the needs of the
organisation, or the functional and operational specifica-
tions, and then determine which of the available software
can meet these needs sufficiently.

Test Analysis

In the quality control of tests, computers can be used to
evaluate test results. The most well-known application is a
standard item analysis with p-values, a-values, item–total
or item–rest correlations, and the calculation of reliabilities.

The p-value represents the proportion of students answer-
ing the question correctly. As such, it is an indication of
how difficult this item was for this particular group of candi-
dates. A p-value of 1.00 means that every candidate
answered the item correctly, whereas a p-value of 0.00
means that nobody gave the correct answer. The a-values
indicate the proportion of candidates choosing each option
in a multiple-choice question and, as such, are an indicator
for the attractiveness of each distracter. The item–total and
item–rest correlations indicate the extent to which the item
was answered correctly by the high achievers on the test
and answered incorrectly by the low scorers on the test.
Standard statistical software, such as SPSS, often allows for
such analyses, and such structured item analyses can be
very valuable and may have a major impact on the quality
of tests.

Computerised Testing

There are many obvious advantages of computerised test-
ing. Hand-scoring is not needed, the results can be calcu-
lated immediately, and data files for further analysis are
easily available. Also, there are no added costs for repro-
duction of test booklets and answer sheets. Audio and
video clips can be added and can help to improve the con-
tent validity of the test.

But there are also downsides to computerised testing.
First, open-ended questions are difficult to score automati-
cally and may need hand-scoring or at least verification of
the computer scoring procedures. Although hand-scoring
of typed test may be easier than that of – sometimes
illegible – handwriting, this still nullifies the advantages of
immediate results and availability of data files. This may
lead test developers to use multiple-choice type questions
exclusively. Second, if there are many more candidates than
there are computers available, equivalent test forms have to
be developed. Although corralling of students is an option
to prevent unwanted information exchanges, this is possi-
able only to a limited extent. Producing extra equivalent
tests is more expensive than reproduction costs. Third, the
necessity of a systems administrator for the computer net-
work adds to the costs. Finally, without sufficient back-up
systems, computer or network problems may disturb the
test administration. Although with ongoing technology
these problems may become rarer, and despite the fact that
things can also go wrong with paper-and-pencil admin-
istration, problems are still more likely to occur with comput-
erised testing. So, before deciding to use computers to
administer a test that could also be a pen-and-paper exer-
cise, it is important to consider all the pros and cons very
carefully.

Assessment Possibilities Unique to Computer
Testing

There are some interesting and potential possibilities pre-
sented by computer-based assessment that are unique to
the format and not merely logistical advantages. We dis-
cuss three of them here – namely, real-time simulations,
sequential testing, and computer-adaptive testing (CAT).

Real-time simulations are useful to test the management of
cases in which time is essential in real life, such as emergency
Compensatory methods:
• expert judgement
• explicit procedures.

In a quantitative combination, results are somehow translated into numerical values. These values are then combined in a compensatory, partially compensatory, or conjunctive manner.

Compensatory means that the results of the tests are averaged or summed and that the average or sum needs to be above the pass/fail score, regardless of the scores on the individual tests. For example, averaging the two sets of marks 4/10 and 8/10, and 2/10 and 10/10, gives a result of 6/10 in both cases. A model in which every test result contributes to a total score with a certain percentage — for example, test 1 accounts for 30% and test 2 for 20%, etc. — is also a compensatory model. Compensatory models often result in high reliabilities for the final decision, because such decisions are made on the basis of many items within multiple tests held on different occasions, so sampling across many sources of error. The major downside, however, is that compensatory models may induce a minimalist study strategy. Some students may have such high scores on previous tests that they tend not to take the later tests (and the related courses) seriously.

A partially compensatory model corrects for this. Here, the scores can be averaged, but for each test there is an absolute minimum score, and if this is not reached, the student has to repeat the test. This is a compromise in that the combined reliability is somewhat lower than in a completely compensatory model, but the negative educational impact is also diminished.

A (completely) conjunctive model requires that the student achieves a score above the pass/fail score in all the tests in order to gain an overall pass. Such an approach stimulates students to take all the individual tests (and courses) seriously and to study hard for all of them, but it is less reliable overall. In every test there is a probability of a false-negative result, that is, a student who fails who should in fact have passed. Such failure is then largely due to measurement error, rather than incompetence. And, as each failure leads to a consequence (which is the case in conjunctive but not in compensatory models), in fact the false-negative results of all the individual tests are combined, which results in a lower overall reliability.

The results of some assessments are simply not quantitative in nature. So, it is not possible to add them up to form a total score. Although it is common practice to convert the results of qualitative assessments into numerical scores, we want to warn against this as a methodologically incorrect practice [60]. This is perhaps best illustrated by an analogy to medical practice. You do not add your first impression of ‘very sick patient’ to a sodium level of 133 mmol l–1 — these two pieces of information need to be combined qualitatively. The same applies to different observations with results such as ‘performed extremely well’ and ‘good bedside manner’. These cannot be combined in a quantitative way but need to be evaluated qualitatively. Such a combination requires — again similar to medical practice — expert judgement and careful procedures. Good examples of such approaches are the General Medical Council’s practice performance procedures and some portfolio assessments [57, 61, 62].

Combining Assessment Methods

It is currently generally accepted that in order to obtain a complete picture of someone’s competence and performance, one assessment instrument is not enough; a variety of well-chosen instruments is needed [27, 30, 31]. How then should assessment methods be combined? Essentially, there are two approaches, one quantitative, the other qualitative.

Quantitative methods:
• compensatory
• partially compensatory
• conjunctive.

Sequential testing is an approach that enables a more efficient use of time and resources in assessment. It basically comes down to administering a short screening test to all candidates. Based on the reliability of this test, a (95%) confidence interval can be calculated around the pass/fail score. For every candidate whose score is outside this interval, there is sufficient certainty ($p \leq 0.05$) to say that his or her score is either a pass or a fail. The remainder of the students must answer an additional set of questions. The scores of these are added to their scores in the first part of the test. This way, a longer test is presented only to those candidates where there is doubt about their passing or failing. Such an approach is feasible only if the scores and the confidence interval can be calculated quickly and an additional test is available on request [58].

A further development is CAT. This approach is based on a so-called calibrated item bank — an item bank in which the precise difficulty of all items is known beforehand. For such a calibration, classical test theory (CTT) is often not sufficient. A more complicated statistical approach — IRT — is used (see Box 20.1). Unlike CTT, the use of IRT allows the difficulty and discriminative power of items to be estimated, regardless of the specific group of candidates. In CAT, the computer selects an item of moderate difficulty for the candidate. When the candidate answers the item correctly, the computer selects a slightly more difficult item, and when the answer is incorrect, an easier item is selected. This process is repeated either until a specified number of items have been answered or until a certain level of preciseness of the test is reached [59]. In the former, the precision proficiency estimate varies across candidates (but in the majority of cases is better than a standard test); in the latter, the precision is fixed, but the number of items needed may vary from candidate to candidate (in the majority of cases this will be fewer than in a standard test). Although CAT is a wonderful concept, the statistical requirements for achieving a well-enough calibrated item bank are quite heavy, requiring considerable pre-testing of all items [59].
Currently there seems to be a reappraisal for qualitative ways of combining information as it becomes clearer that a multi-faceted construct such as ‘competence’ cannot be assessed numerically only, much like a patient’s health cannot be determined by lab values only [63].

**Standard Setting**

Perhaps the most heavily debated issue in assessment is the issue of standard setting. It is the cut-off score that determines the consequences of the assessment, that is, who passes and who fails. It is an important issue because often quite small changes in cut-off scores represent substantial changes in the numbers of students who pass and fail. The Holy Grail is therefore the true cut-off score. Unfortunately, like its mythical counterpart, there is no such thing. The literature describes a wide variation of methods [64], each of which has its own specific purposes, and a distinction is usually made between relative and absolute standards. There is no single-best standard setting method for all tests, but there is probably a most appropriate method for each individual test in a specific context.

No matter which method of standard setting is used, it will always be arbitrary, as there will always be assumptions made about the required level. Relative methods are based on assumptions about the stability of the mean competence of large groups of students. Especially large year classes of medical students appear to be comparable across cohorts and universities in many, but not all, countries. Absolute methods are based on assumptions about the required level of competence, the teaching the candidates have received, and the end goals of the curriculum. In every case, therefore, there must at least be an explicit rationale for the decisions about the standard setting method. This is sometimes expressed in the aphorism ‘standard setting may be arbitrary, it may never be capricious’. Any standard must therefore be:

- explicable, through the rationales behind the decisions made
- defensible, to the extent that it can assure the stakeholders about its validity (an issue in this may be ‘due diligence’, that is, demonstrating that good effort was put into setting the standard)
- stable, as it is not defensible that the standards vary from year to year [65].

It should be realised that items, and therefore tests as a whole, vary tremendously in difficulty. Unless one controls with advanced psychometric techniques, the variability in test difficulty is sizeable. This means that any standard setting method that does not reconcile this variability in difficulty is less credible. The most widely used fixed standard, e.g. performance should be more than 55%, is the least credible standard. In the choice of a standard setting method, cost should factor in. Some methods are much more expensive than other methods.

Chapter 24 examines the subject of standard setting in more detail and looks at the different approaches currently used by test developers.

**Future Directions**

A section on future directions is always a dangerous one to write since so-called ‘future developments’ may, with hindsight, appear to have been flukes. Still, we would like to make some predictions.

The change from defining educational outcomes in constructs – such as knowledge, skills, attitudes, and problem-solving skills – to actions, as described in Miller’s pyramid (knows, knows how, shows how and does), and the further change from there into more or less complex tasks that require the timely availability of relevant knowledge, skills, attitudes, and problem-solving ability, the so-called competencies or entrustable professional activities [52], must have an influence on our way of thinking about assessment.

Also, the emergence of new assessment methods such as mini-CEX, 360° feedback, and portfolio, in which the main goal is not to add up the individual items to give a total score, must have an influence on our way of thinking about assessment. We see the following three main developments here.

1. Assessment will be less viewed as an external measurement of the results of the educational process but more as an integral part of the process. Currently, it is still fairly common to take students out of the authentic educational context to be tested on their competence. Assessments such as mini-CEX take the assessment back into the authentic educational context. Current approaches to assessing professional behaviour even acknowledge that it is impossible to evaluate this outside the authentic context. This leads, in our view, to a second development.

2. Assessment is no longer seen exclusively as a psychometric measurement problem, but more as an educational design problem. This implies that the purpose of assessment is not merely to determine whether a candidate is up to standard, but more how the information about the candidate’s competence can best be used to tailor the teaching or the courses to individual needs. So, instead of striving for a standardised curriculum with standardised testing, it will entail a development of tailored assessment with flexible curricula. This, in turn, may lead to a third development.

3. Standard psychometric approaches to issues such as fairness and defensibility of examinations will have to be expanded with other measures. For example, basic assumptions underlying the standard psychometric approach, such as stable and generic constructs, homogeneity of the universe (e.g. the total universe of possible items), and assumption of local independency of the observations, cannot always be met. Moreover, some modern instruments aim precisely at being locally dependent observations (mini-CEX, longitudinal testing), acknowledge the heterogeneity of the universe (360° feedback), and acknowledge the non-existence of traits in competence (portfolio). Assessment becomes, then, more of a diagnostic process (much like health care), where multiple methods are used in a bespoke way to diagnose ‘dyscompetence’ rather than leading
Designing assessment programmes and selecting the best instruments for each purpose is not easy. To complicate matters further, medical education is a rapidly evolving discipline. This may easily lead to a perception that assessment is not scientific because the truths of yesterday are obsolete and will be replaced with new ones. We would argue au contraire; any evolving discipline questions truths critically and scientifically, and this is a strength rather than a weakness. Medical education does not differ from medicine. In this respect – what was true when we were students often no longer holds true today. The purpose of this chapter is to guide the reader through the field of assessment of medical competence and performance by providing background information and a few guidelines. The most important messages we have tried to convey are that in designing high-quality assessments, foundations are rational decisions based on the best available evidence and careful quality control.

Acknowledgement

With thanks to Professor Chris McManus of University College London for providing a lucid summary of approaches to the assessment of reliability in Box 20.1.

References

Introduction

Assessment is a critical component of educational and accreditation strategies used in health professions education. The long standing senior guardians of those professions have traditionally had high standards and developed refined means of ensuring them [1]. With increased international concern for patient safety [2, 3], the need for efficient, reliable, and valid assessment has become vital. In turn, this has led to a search for increasing levels of sophistication in assessment, mostly targeted at the development of high-fidelity simulations and work-based assessments [4, 5]. However, health professionals operate across a very broad spectrum of human activity, from listening and talking to patients, to intricate and physically demanding interventions. Knowledge and thinking play a crucial role in these undertakings, and there is considerable evidence to suggest that knowledge, and its storage in clinically useful frameworks, are the most important attributes that divide the novice from the expert [6, 7].

One of the most useful ways of finding out what people know is to ask them a question. When such enquiries are written down or the person is required to give a written response, we are in the territory of written assessment. This chapter introduces the reader to the use of written assessment in medical and health professions education and covers the following four key areas:

- the placement of assessment within the curriculum or training programme
- different formats of written assessments
  - constructed response
  - selected response
  - combined constructed and selected responses
- how well-written test items do their job
- how to set appropriate standards for these assessments.

Historical Background

Assessment in medicine historically involved oral activities: general discussion, case discussion, demonstration, answers at the bedside, etc. In this tradition the long case was adopted, in 1858, by the newly established General Medical Council (UK), as a means of assuring the competence of physician apprentices [8]. However, with the post-Flexnerian (c. 1910) emphasis on scientific endeavour in medicine, the measurement of knowledge through reliable and explicit means became increasingly emphasised [9]. In general, psychometric perspectives on assessment have reflected the...
need for efficiency, reliability, and validity, whilst the constructivist perspective has stressed the need for the assessment processes to have appropriate influences on learning [10, 11]. In recent years these two heritages have converged considerably.

Research on assessment in medicine has been most productive in the last 40 years [12], and we do not intend to present all of this research here; there are books available that summarise the area and will help the interested reader [13–16]. We will, though, try to provide a balanced overview of the field and consider the theoretical determinants of assessment in as much detail as is necessary for a newcomer to the field.

**Assessment in the Programme**

Before designing any assessment event, it is useful to think through the purpose of that assessment. Although we use the term ‘assessment’ quite loosely, each assessment that a learner undertakes usually has a particular function, which reflects the complexity of professional training. These functions include the following:

- measuring competence
- measuring performance
- diagnosing trainees’ problems
- measuring improvement
- self-evaluation
- selecting individuals
- identifying effective learning/teaching
- showing effectiveness of the programme
- measuring curriculum change.

Each of these purposes will have constraining influences on the content of the assessment, the strategy used, and the techniques employed. For example, assessments used to certify competence need to be closely aligned to the core programme objectives, that is, demonstrate content validity. They also need to be reliable and focused at pre-specified levels of competence. However, an assessment used to select trainees into a restricted-entry postgraduate training programme may be targeted at a level of excellence, and should ideally contain specific elements that predict success in that programme [17].

One process for assuring the content validity of assessment is called ‘blueprinting’ [17–19]. Essentially, this needs to be done for the assessment regime or strategy of the whole course, before individual components are designed, because it is one way of ensuring that the content is appropriately assigned to those components with the best fit to the mental processes being assessed. That is, there will be specific domains of activity that are better suited to some types of assessment, and this will become apparent when a thorough blueprinting exercise, that reflects the complete assessment strategy, is conducted for the whole programme. At undergraduate level this blueprint can be designed by mapping the objectives of the curriculum, and might reflect mostly knowledge and basic skills. At postgraduate level, where the outcomes might be much broader, following a framework such as CanMEDS for example [20], the blueprint might be complex and involve many more modalities. Trying to design the written segments of an assessment process without adequate blueprinting of the whole assessment of the programme is likely to result in an imbalanced assessment.

**Knowledge, Reasoning, and Written Assessment**

When the blueprinting is complete, it will identify a subset of attributes of a qualified health professional that reflect the cognitive domain of human endeavour – understanding, recalling, recognising, reasoning, inferring, deducing, and deciding. Such attributes can be assessed in a number of ways, and there is little doubt that an effective clinician needs to be able to do all these things with patients and colleagues in clinical situations. However, not only is it impracticable to assess these attributes comprehensively or effectively in clinical situations, there is some evidence that it leads to contamination of the measurement process by other factors – these factors are generally referred to as ‘construct-irrelevant variance’ [21]. For example, oral examinations purportedly aimed at examining clinical reasoning can be reduced to the investigation of factual recall, frequently focus on minutiae, and can reveal examiners’ ‘cultural incompetence’ [22].

One way of avoiding these influences is to decontextualise the assessment. In most of the twentieth century this trend, and the recognition that, psychometrically, a minimum number of questions on a topic was needed to give a reliable estimate of a person’s knowledge, gave rise to a number of developments in assessment. These included the multiple-choice question (MCQ), in its various guises, and the short-answer question (SAQ). However, over the last 20 years, researchers have rediscovered that context is a crucial element of memory and thinking. Generally, the milieu in which something is learned has an important function in the formation of memory [23] and in clinical reasoning in particular [24]. The way that this knowledge is obtained and organised is as important as its sheer volume; expertise is significantly dependent on well-structured knowledge [25].

For practising clinicians, the retrievability and utility of knowledge are critical, and depend both on the efficiency of learning and where and how that learning has taken place. In brief, clinical reasoning depends on integrated knowledge, preferably learnt or repeatedly accessed by the learner in complex clinical contexts, where appropriate scientific principles are articulated to address patient problems [23–26]. These findings mean that we now have new varieties of written assessments. In MCQ format, the extended matching item and the script concordance test both typically establish a clinical context for the questions posed to assessees. And new approaches to short-answer items include the key features item. At the same time, previously endemic item types such as the multiple true-false MCQ (X type MCQ) have come under cogent criticism [27].
There is another dimension to written assessment that needs to be considered: the nature of the response. This can either be a selected response or one constructed by the test taker. In general, although there has been some dispute over this, it is thought that constructed responses require candidates to operate at a higher level than selected responses; for example, recall and synthesis versus recognition and choice.

In the next section we look at each of the format types. There are exhaustive treatments of many of these available in the literature [15, 27]. Here, we will abbreviate much of this extensive debate in order to help the newcomer to make some practical decisions about assessment.

**Formats of Written Assessment**

Usefully, Epstein [28] has summarised assessment techniques and their general potential usage. We have expanded his summary table slightly for the written assessment components in Box 21.1. We have also removed Epstein’s column referring to where each method might be best used to allow more flexibility. The assessment designer needs to think carefully about all of the following factors to make appropriate choices:

- domains of activity or objectives that need to be assessed
- the need to reflect the blueprint outcomes
- the need to encompass local requirements for assessment of certain attributes.

**Constructed-response Formats**

**The Essay**

An essay is a form of assessment ‘which requires a response composed by the examinee, usually in the form of one or more sentences, of a nature that no single response or pattern of responses can be listed as correct, and the accuracy and quality of which can be judged subjectively only by one skilled or informed in the subject’ [29, p. 495].

On the face of it, essays are one of the most effective ways of ascertaining how good a student is at constructing a complex response to a challenging question. The other approaches that might be used would be oral examinations, projects, observation of discussion, and many more. However, many of these are subject to variability due to extraneous serendipitous factors. For example, in orals there is no ‘product’, so judgements about performance are made ‘on the run’, unless the examination is recorded and analysed later, and this would significantly increase the burden of administration.

Essays can be delivered in two contexts ‘unseen’ or ‘seen’. In the former a question, or usually a suite of questions, is prepared and delivered ‘de novo’ to students under examination conditions. In the latter a topic is provided to students, and they are given a time limit in which to address it. They may use any resources they can find. Occasionally, questions may be given to students in advance, but the essay is written under examination conditions.

The attributes of the essay and issues in its construction, delivery, and marking are far from straightforward. The key questions to consider when choosing any assessment are as follows:

- What type of response is required? (a content-validity issue)
- What cognitive processes are involved? (a content- and construct-validity issue)
- How well do the response and the cognitive processes invoked map to the expectations of the assessor about student performance, and to the objectives of the curriculum? (a content-validity issue)

Clearly, in the unseen examination, critical components of a successful essay will depend on memory (both short- and long-term). The essay’s quality will also depend on the ability of the student to construct sentences of the appropriate length that are unambiguous and grammatically correct, and to organise his or her knowledge in a way that addresses the question. If these abilities are all critical elements of the programme or of the environment into which this examination might be the entry point (e.g. internship), then the essay may be a rational assessment. If they are only prerequisites and were assessed earlier, or if only knowledge and memory are important, would another assessment method be superior?

**Constructing an Essay Question**

Decide on the constellation of attributes that you need to assess and decide whether an unseen or a seen essay would be the most appropriate. For example, if most of the knowledge you require the student or trainee to have is basic, core, and extensive, and must enable them to solve, manage, and monitor a real clinical problem at some time in the future, and possess an in-depth knowledge of related or differential conditions, then probably the unseen essay would be appropriate. Then:

- Choose a problem or issue that can be addressed satisfactorily in the time allocated, or limit it in such a way as to make it answerable.
- Define the problem/issue and describe the task clearly.
- Describe the structure that the answer should take and its scope.
- Do not use complex language in the question such as double negatives, ambiguities, and abbreviations.
- Use terms that cover the cognitive processes that you are expecting to be used in marshalling the answer: for example, compare, predict, prioritise, rather than discuss, outline, examine, elucidate. (See Box 21.2.)
- Avoid questions where radically different answers will be acceptable for a given question. This is fine for a group discussion or debate, but it makes marking an essay difficult, especially where assessors might favour one or other of the answers.
- For every question, preferably construct a model answer, or list the essential features that should be contained in the answer.
- Trial-run the questions on a group who should know the answers.
<table>
<thead>
<tr>
<th>Method</th>
<th>Domain usage/response mode</th>
<th>Design Factors</th>
<th>Limitations</th>
<th>Strengths</th>
</tr>
</thead>
<tbody>
<tr>
<td>1a Essay – Traditional.</td>
<td>The typical university essay, either seen or unseen, where the writer is required to describe, discuss, and propose new perspectives on one or more issues. The answer may or may not be predetermined.</td>
<td>Any situation where lengthy explanation or detail is required. Detailed synthesis of information; interpretation of literature; evaluation of management options. Context frequently provided by the candidate.</td>
<td>Traditionally questions can vary from the blindingly obvious to the very obscure. Large number of dimensions to the constructed response. Getting questions right takes time. Model answers or protocols help marking. High marking workload.</td>
<td>Can be usurped into provision of lists, e.g. for treatments. Can become memory dumps. Can be misinterpreted. Long testing time per topic, so limited coverage possible. Reliability variable and susceptible to rater and candidate bias. Total flexibility in question setting. Can avoid cueing. Regarded as using higher-order cognitive processes.</td>
</tr>
<tr>
<td>1b Modified essay</td>
<td>Specifically developed for medicine – mostly used in general practice. Highly structured case vignette followed by questions on any aspect. Focused on candidates' management of a case or cases. Answer(s) usually predetermined.</td>
<td>Clinical management issues. Some cue identification and reasoning required to link, e.g. signs and symptoms to investigations and management. Context provided by the question.</td>
<td>Can move from one stage of clinical management to another easily, by using slightly different cases to address issues, e.g. patient management in one case, and ethics in a similar one. More efficient sampling of a wide area of knowledge possible.</td>
<td>Needs careful design to avoid cueing. As a result can be patchy in sampling knowledge across cases. Can avoid cueing. Context is controllable by question setter. Can demand wide range of cognitive processes. May be machine scoreable in next 5–10 years.</td>
</tr>
<tr>
<td>2a Short answer – Traditional.</td>
<td>A short question that asks for a constructed specific answer, usually requiring one word, a short phrase, or a line or two of text. Answers mostly predetermined.</td>
<td>Recall of specific facts or statements about biomedical or clinical processes. Context provided by the question.</td>
<td>Deceptively simple to construct. Can sample widely different domains of knowledge easily.</td>
<td>Very wide variety of formats and little research on their use and psychometric properties. Can lead to cueing across items. Context provided by question. As above. Scoring more difficult as depends on multiple attributes of answers involved in essay construction. Machine scoring not possible. Context provided by question. Recent research on analysis of answers can give more insight into level of functioning of candidate. Total flexibility in question setting. Scoring by machine becoming a reality. Can replace MCQs where recall is thought to be vital (e.g. decisions based on core knowledge and experience.</td>
</tr>
<tr>
<td>2b Short answer – Extended.</td>
<td>A question that asks for an extended answer, usually requiring a paragraph or two, that may address different aspects, or an extension, of the issue. Answers may be predetermined.</td>
<td>Recall of related groups of concepts or relatively short explanations. Context provided by the question.</td>
<td>Deceptively simple to construct. Can sample widely different domains of knowledge but in more depth than short answer.</td>
<td>As above. Scoring more difficult as depends on multiple attributes of answers involved in essay construction. Machine scoring not possible. Context provided by question. Recent research on analysis of answers can give more insight into level of functioning of candidate. Total flexibility in question setting.</td>
</tr>
<tr>
<td>3. The portfolio</td>
<td>A means of collecting evidence of learning, sometimes in hardcopy format, but increasingly as an electronic repository.</td>
<td>Can include any of the formats discussed here, but also can retain photographic, audio, and video evidence of activities and/or scholarly outputs.</td>
<td>Has the potential to be a powerful mediator or vehicle for programmatic assessment.</td>
<td>Difficult to assess using psychometric approaches. Debate about whether psychometric approaches should or should not be used. Total almost limitless flexibility in what the portfolio can contain.</td>
</tr>
</tbody>
</table>

**BOX 21.1 Types of written assessments and their primary usages. Adapted from Epstein [27].**
### Selected-response modes

<table>
<thead>
<tr>
<th>Mode</th>
<th>Description</th>
<th>Pros</th>
<th>Cons</th>
</tr>
</thead>
<tbody>
<tr>
<td>1a MCQ – True/False</td>
<td>Typically a short statement or brief paragraph followed by several (3–6) options. Candidates are asked to identify which options are true and which ones false in relation to the initial statement.</td>
<td>Recognition of consonance between two facts, attributes, or concepts. Can test recognition of clear-cut knowledge in many domains. Complex items requiring calculations or problem solving have been used.</td>
<td>Requires all options to be absolutely true or false. Can test knowledge of contraindications through the 'false' option.</td>
</tr>
<tr>
<td>1b MCQ – 1 from N.</td>
<td>Typically a short statement or brief paragraph followed by several (3–6) options. Candidates are asked to identify the option that best fits with or is the best outcome for the initial statement.</td>
<td>Recognition of consonance between two facts, attributes, or concepts. Can reflect basic clinical decisions, basic science, or hypothesis generation.</td>
<td>Easier to write than MCQ T/F. Choosing one best answer is more salient to most areas of medicine.</td>
</tr>
<tr>
<td>1c MCQ – Extended matching</td>
<td>Typically a topic area (e.g. headache), followed by many (6–26) options homogenous to a clinical grouping (e.g. diagnosis). There is a linked question asking candidates to choose the most likely diagnosis. Then one or more paragraphs each comprising a clinical case vignette, including, e.g. headache presentation at various stages of progression, each of which may indicate different ‘best’ diagnoses.</td>
<td>Recognition of consonance between (typically) clinical presentations and their underlying pathology, investigation, and outcome; diagnoses, prognoses, tests, pharmacology, etc. Items appear to involve basic clinical reasoning. Students report fidelity to ‘real’ medicine.</td>
<td>Relatively easy to generate first drafts. Salient to most areas of medicine that depend on a clinical context.</td>
</tr>
<tr>
<td>1d MCQ – Integrated item</td>
<td>Typically a topic area (e.g. headache), and a brief patient-based vignette, followed by a series of one best answer MCQs that each approach the topic from a different perspective, anatomy, physiology epidemiology, stage of progression, etc.</td>
<td>Assessment of breadth of knowledge and understanding of the basic processes involved. Best format still under investigation.</td>
<td>Relatively easy to generate first drafts. Can cover a wider framework than a single item on the topic.</td>
</tr>
</tbody>
</table>

(Continued)
Typically a case vignette followed, for example in items on diagnosis, by statements that give an additional sign or symptom and a question that asks whether a specific diagnosis would be more or less likely if such an attribute were present in the case (see example in text). For example, given a description of a 67-year-old man with chest pain, if pain radiating down the left arm were present, would the likelihood of myocardial infarction be ‘strongly increased,’ ‘…, strongly decreased’.

**Recognition of relationship between, and agreement with an expert group on, attributes of case presentations that are predictive of diagnoses, prognoses, findings on investigation, etc. Appears to involve basic clinical reasoning and personal probabilities.**

**New type of item, limited experience available of construction. Scoring generated by expert group. May have more than one answer that scores marks. Appears to discriminate effectively between experts and non-experts in some specialties.**

**More research needed, but does show high construct validity for clinical experience. Writing protocols and rules still in development.**

### Constructed and selected response

1. **Short answer – Key features.**
   - Usually a short case vignette followed by between one and three questions that investigate the taker’s knowledge of the main aspects of the case. Answers may be constructed or selected, usually requiring words or short phrases.

   **Answers that attempt to focus only on the critical aspects of clinical cases, e.g. key decisions and the factors underpinning those. Developed (1990s) to counter arguments that short answers led to isolated recall of facts and trivialisation. Context provided by the question.**

   **Strict rules for design, done usually by a small team. Items may involve some selected responses as well as constructed ones. Can explore wide variety of cases. Can match response mode to attributes of the context – e.g. selecting the most important features in clinical investigation results. Shares some properties of modified essay questions.**

   **Scoring and standard setting can be complexes. For example, although single word answers are common, there may be several answers to one question, each differentially weighted. There may be totally inappropriate or dangerous answers given by test takers. Can be challenging to avoid cuing between different parts of the item.**

   **Partial scoring by machine is now becoming a reality. Can replace MCQ-style questions where recall is thought to be important (e.g. decisions based on core knowledge and experience). Has embedded quickly into assessment technology in medicine.**
• Make sure that all the defined essential features appear in the trial group’s answers as a whole, not necessarily in every member’s answers.
• Proofread the paper three times using a different reader each time.

When marking, ideally a pair of assessors working independently should score each answer. If that is not possible, the same marker should score the same question for all candidates. This minimises extraneous variance stemming from the different ways each examiner marks different questions. To help with quality control of marking, all examiners of a question should preferably see all, or at least the complete range, of answers to that question. Scores for a question should be the mean of all the examiners marking that question.

Although assessor training is desirable for most written assessments, a model answer is often better than attempts at calibration. In fact a series of model answers specifically written to be at the boundaries between two grades is a very useful way of enabling accurate classification. For example, in an A–E grade system, model answers should be at A/B and B/C boundaries. This enables most essays to be rated using two anchor points, since most will fall between the boundaries. A model answer is also useful when there is a common core of content that needs to be covered in the essay. And a model answer can help minimise extraneous variance from different examiners’ perceptions or biases. For example, marking can be influenced by better or worse answers coming adjacent to the answer you have scored. This is minimised by grade boundary model answers; you can check where the current essay stands in relation to them. Another trick, if there are no model answers available, is to scan briefly all the answers you have before you start and pick out what appear to be a good, a middle, and a poor answer as the first three you mark. If marking in a pair, sharing these same three essays can be useful as calibration.

Where students each write an individual assignment on a pre-assigned or selected topic, it may not be possible to have a model answer (there would have to be as many models as there are questions/students). In this case a process-based framework can be used (see Box 21.3). Papers should be marked anonymously. A procedure needs to be in place to address wide marking variations within one question.

Assessors are frequently urged to use the complete scoring range and avoid centralising tendencies. However, health profession students tend to be very high achievers, so it is not uncommon to have skewed distributions on tests. If high scores seem warranted, they should be given.

There are constraints on the essay. Many clinical teachers do not regard them as relevant, but others suggest that they give training in marshalling arguments and practice in writing. However, the practice that essays give may be that of ‘bad’ writing – rushed, unedited, poorly planned (because of time constraints), and incompletely organised [30]. Many authors like to let the issues sit in their minds for some time before launching into print (like the authors of this chapter), but that is not possible in an essay delivered under examination conditions and may be difficult even in a seen paper.

An essay question does not necessarily assess higher-order cognitive skills. It often merely assesses recall, dressed up as something more profound. This happens in

---

**BOX 21.2 Words that can be used to drive learners towards certain cognitive processes when answering an essay question**

<table>
<thead>
<tr>
<th>analyse</th>
<th>diagnose</th>
<th>justify</th>
</tr>
</thead>
<tbody>
<tr>
<td>apply</td>
<td>explain</td>
<td>match</td>
</tr>
<tr>
<td>classify</td>
<td>evaluate</td>
<td>plan</td>
</tr>
<tr>
<td>compare</td>
<td>generate</td>
<td>predict</td>
</tr>
<tr>
<td>compose</td>
<td>identify</td>
<td>propose</td>
</tr>
<tr>
<td>defend</td>
<td>infer</td>
<td>summarise</td>
</tr>
<tr>
<td>develop</td>
<td>interpret</td>
<td>synthesise</td>
</tr>
</tbody>
</table>

---

**BOX 21.3 Example: Guidelines for scoring of resident/medical student essays**

<table>
<thead>
<tr>
<th>A. Content (25%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Reviews major and relevant articles for topic</td>
</tr>
<tr>
<td>Content is current; content is accurate</td>
</tr>
<tr>
<td>Thorough; sufficient detail to understand issues being discussed</td>
</tr>
<tr>
<td>Articles cited are salient to the discussion</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>B. Critical review (15%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Critique of methodology used in studies cited</td>
</tr>
<tr>
<td>Assesses quality of studies cited and compares to population of interest</td>
</tr>
<tr>
<td>Presents differing views; compares and contrasts</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>C. Conclusion/Synthesis (25%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Synthesises data presented</td>
</tr>
<tr>
<td>Clear recommendations with clinical and/or research implications; includes implications for clinical practice</td>
</tr>
<tr>
<td>Conclusions are based on critique</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>D. Organisation (20%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Title reflects content of paper</td>
</tr>
<tr>
<td>Presence of an abstract and summary</td>
</tr>
<tr>
<td>Abstract is reflective of the paper; not simply a repeat of the introduction</td>
</tr>
<tr>
<td>Introduction includes statement of what will be covered in the essay</td>
</tr>
<tr>
<td>Sections follow each other in a logical order with use of headings and sub-headings</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>E. Style (15%)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Formal scientific writing style</td>
</tr>
<tr>
<td>Easy to read and follow line of thought</td>
</tr>
<tr>
<td>Uses plain English, good sentence length, and good use of paragraphs</td>
</tr>
<tr>
<td>Avoids unnecessary jargon</td>
</tr>
</tbody>
</table>

Adapted from Canadian Association for Physical Medicine, with permission
two ways, caused either by the students or the teacher. Students can memorise vast tracts. Asking students how they went about answering the questions in a debriefing session will assist you in deciding how your essays performed. However, beware the bright student who unwittingly uses memory and reports he/she is ‘thinking’. If you design an essay question meant to assess higher-order processing but then arrange the scoring framework in a way that allots marks to recall, or biases towards recall processes, you are not assessing higher-order cognition.

Where’s the Evidence for Essays?
There is a great deal of evidence about the impact of construct-irrelevant variance on essay and other qualitative assessments; however, little of this comes from tertiary sector medical and health sciences.

First, there are increasing problems in higher education generally with cheating on some types of assessments. Essays are probably prone to this more than other types. All ‘seen’ essays should be checked for multiply used content through a system such as Turnitin [31]. It also helps, in courses taught regularly with similar assignments year on year, to check content against previous students’ work, as ‘borrowing’ a previous student’s essay is not uncommon.

Additionally, the impact of assessors’ perspectives on the outcomes of the marking process cannot be underestimated. A recent study of marking across four disciplines (psychology, nursing, chemistry, and history) [32] attempted to examine and evaluate the constructs that the sample of assessors used to make judgements about the pieces submitted for assessment. It confirmed previous findings of other studies showing considerable variation in grading. However, this study isolated five potential reasons for this variance: assessors were actually using different criteria to those published as the marking criteria, assessors had different understandings of shared criteria, they had different perceptions of appropriate standards, the criteria they used contained various and heterogeneous sub criteria, and assessors valued and weighed criteria idiosyncratically [32, pp. 473–7]. So, in order to produce consistent ratings all five impediments would need to be addressed. These researchers conclude, at least as far as complex assessments are concerned:

the real issue is not about artificial manipulation of marks without reference to evidence. It is more that we should recognise the impossibility of a ‘right’ mark in the case of complex assignments, and avoid over extensive, detailed, internal or external moderation. Perhaps, a better approach is to recognise that a profile made up of multiple assessors’ judgements is a more accurate, and therefore fairer, way to determine the final degree outcome for an individual [p. 479].

In terms of the quality of expression, experiments that change the quality of writing but not the content show moderate influences of style or construction factors on assessments of language and writing, but not for other content areas such as science and mathematics [33]. In addition:

‘Content scores do not seem to be appreciably affected by writing style when the scoring is done by teachers who have been trained by scoring professionals. Ratings in reading, social studies, science, and mathematics should be unaffected by writing style, and the results indicate that the scorers were reasonably successful at assessing the content of these responses without meaningful confounding with writing style’ [33, p. 26].

In a study on law essays, agreement amongst law professors in how they graded a single typical essay was 0.58 (intra-class correlation) [34]. However, although the basis for this agreement was not investigated, and it was not clear in the paper whether these essays were marked anonymously, assessors’ marks were higher for longer answers and for those written by brighter (higher grade point average) students. Notably, the measures of length of essay and intellectual ability were unrelated. However, a combination of these two factors yielded a very high correlation with the assessors’ grades. In other words, longer essays were marked higher even if written by the poorer students, and long essays by more able students attracted even higher marks. Markers who had no law training generally assigned the same grades to the papers as did the law professors. It appeared, therefore, that both professors and lay markers could and did identify and reward those papers that presented a persuasive ‘common sense’ answer to the question.

A more refined study showed that the amount that a student wrote on major issues, the use of jargon, the use of transitional phrases, and quality of handwriting all had significant positive correlations with grade, and grammatical and construction errors both had significant negative ones [35]. Two further predictors of success were ‘strength of argument for conclusions reached’ and ‘tendency to argue both sides of an issue’. In further studies, quality of handwriting has been confirmed to be a factor [36]. However, on the whole handwritten essays tend to score higher than those ‘marked’ by computer programs [37].

An experimental study of structuring essay questions in medicine showed that the reliability of the structured questions was higher, due to the reduced variance between examiners in this format, and there was better agreement between scores on individual questions in the structured format [38].

Finally, the major disadvantage of the traditional essay is that it samples a small area in depth and this restricts inferences that you can make about a person’s competence to just those specific areas.

Modified Essay Questions
A modified essay question (MEQ) consists of a brief scenario or clinical vignette, followed by one or more short but searching questions. MEQ takers are required to construct answers, usually of a paragraph or two. Each question is designed to assess a wide range of issues and the ability to think rationally and laterally. By way of illustration (and with acknowledgement to the UK Royal College of General Practitioners) here are two examples.

• Daisy Boyd, aged 68 years, arrives late for her routine appointment smelling of urine. How would you manage this situation?

The question could contain issues as diverse as the management of incontinence through to the management of time and the doctor’s own feelings.
• Mike Hornby, aged 44 years, is in the terminal phase of motor neurone disease. He says, ‘Will you help me when the time comes?’ What factors influence your response?

  Such a question could raise clinical, ethical, legal, referral, and personal issues. It may require further qualification to limit the range of answers to the areas you want, or the length of response to one that could be reliably scored.

  The MEQ was first developed in Australia and the UK to overcome the major restrictions of sampling and scoring pertaining to the traditional essay and to the now largely disused ‘patient-management-problem’ (PMP). The PMP had some potentially useful attributes; the technique required the candidate to fully explore a case from initial diagnosis to management and follow-up, through a series of largely selected responses. However, it was dogged by psychometric inadequacies [39]. The MEQ allows exploration of different aspects of a case, by using constructed responses. Initially, whole cases were followed through, but the impact of cueing in this format is high and, in general, the principle now is to explore candidates’ knowledge of cases and management through a wider sampling of content. There is a broad literature on MEQs [40, 41], and they are ideally suited to computer administration and response collection, and can be marked by computers.

  The major difficulty involves the same issues that apply to essay marking – there is variability between markers on most constructed-response types of question [42, 43], and score weighting can be problematic. Also, because cueing is so difficult to eradicate in an MEQ, many assessment developers limit the scope of each clinical problem to just one or two issues, so that dealing with a whole case across a time frame (one of the original arguments for using MEQs) becomes impossible. This can be circumvented by computer presentation of the segments of the MEQ.

**Constructing an MEQ**

Decide first on the type of objectives that you wish to assess – diagnosis, decision-making, patient management, or self-management. In the example MEQs, the designer was looking for affective and professional components of the encounters as well as cognitive ones. With some examiners this requirement may need signposting more clearly.

  Decide how far it is possible to delve down into the specific case without risking cueing and avoid vaguely worded questions. To illustrate these points here is a deliberately flawed example.

• Mrs. Brown, a 38-year-old primary school teacher, complains about fatigue and tachycardia. She has been admitted to the general medical unit on which you work, for further investigation.

  Question 1: What are the three most likely diagnoses?

  Question 2: List five specific questions which would help you distinguish between these possibilities.

• A routine blood test reveals microcytic hypochromic anaemia with a haemoglobin level of 9.8 g dl−1.

  Question 3: List two typical signs you would look for when you examine the patient. Question 4: Did this information affect your first diagnosis? If yes, how (explain briefly)?

  In this example, computer delivery or physical removal of the answers, first, to Question 1, and then Question 2, before giving the information about anaemia and asking candidates Questions 3 and 4, would be required to avoid cueing. Questions 1 and 2 assess broad knowledge of such clinical presentations and initial diagnostic strategy. They require understanding of the clinical significance of the scenario. Question 3 tests linkage between data from investigation (that may not have been initially considered by a test taker) and subsequent questioning. Question 4 is vague and open to misinterpretation – for example, Question 1 asks for three likely diagnoses – which one does Question 4 refer to? Is the test taker supposed to assume certain positive or negative outcomes from their examination of signs in Question 3? What does ‘information’ mean in Question 4? What does ‘affect’ mean? What is the designer’s rationale for asking Question 3 after the delivery of the information about the blood test? Would this information be better provided after Question 3?

**Where’s the Evidence for MEQs?**

Psychometric studies done on the MEQ in the 1980s showed that reliabilities ranged between 0.43 and 0.90 (Cronbach’s alpha) for a 60-item test, depending on the content area [41]. However, one study suggested that over 50% of MEQ items in a general assessment for undergraduates in medicine and surgery tested nothing more than factual recall [42]. This contrasts with the rationale for MEQs that emphasises their ability to reflect analysis, interpretation, and clinical decision-making. A more recent study in the same institution has resulted in the removal of the MEQ from the undergraduate assessment programme [43]. Published research on the MEQ has decreased significantly in the last decade. However, they are still used in some specialties [44], and delivered by computer in undergraduate settings [45].

**Short-answer Question**

Many educators use SAQs in some form. Frequently, in vivo as it were, SAQs are used as means of gauging students’ factual knowledge or understanding – for example, during lectures and ward rounds. In this verbal form they tend to be quite short, asking for one word or a few alternative answers, within a specific context, as in the following example:

• What is the most common feature of diabetic retinopathy we are likely to see in this patient?

  The other major use of SAQs is in assessments. Various forms exist, requiring the test taker to complete the sentence or supply a missing word (a ‘cloze test’), give short descriptive or analytical answers, or annotate diagrams. Such questions can demand a wide range of responses, from one or several words, a paragraph, to more than a page. The different forms of SAQ provide for great versatility in usage, but make classification difficult. An individual question can be used to assess a specific objective and unlike MCQs, SAQs have the advantage of requiring students to construct an answer, rather than choosing (or guessing) from provided options, so avoiding cueing (at least when SAQs are used sparingly).

  SAQs are easier to mark than essay questions and usually involve a structured marking sheet that indicates all possible answers, and ones that should or should not get
Credit. Marking sheets should also indicate whether spelling needs to be perfect or which common misspellings are acceptable. One-word answers are computer scoreable. Current programs are being developed for scoring that involves longer answers [45].

Items should be marked with assessors blind to the identity of candidates and different markers allocated to different questions or sets of questions. In this way, examiner bias is diluted for each candidate. Some assessors report that having the marking done at one time in a large room with all examiners able to talk to each other as unexpected responses are discovered is beneficial to efficient and equitable scoring. Assessment designers need to be prepared to accept answers not on the score sheet, some of which may or may not have been predicted. There will need to be a system for referring these to the assessment convenor or committee – do not allow discretion at the marker level, some markers may be unable to make this judgement.

Marking poses the major difficulties with this form of assessment, although there is variability between markers on most constructed-response types of question. Increasing the number of markers and number of questions can ameliorate the problem, but is frequently impractical [46, 47]. Many educators allege that SAQs reduce the likelihood that students will look for the relations between objectives or sections of the subject whilst studying, and that complex issues cannot always be satisfactorily addressed in short answers. However, there is little empirical evidence for these assertions.

**Constructing an SAQ**
- Identify the specific learning objectives the item will cover. These are generally in the area of factual recall, comprehension, application, or analysis. Higher levels such as evaluation or synthesis will probably require a longer test format, such as a modified essay.
- Choose the most appropriate SAQ format for the objective – a cloze or completion item, an open one-word or phrase answer, a series of answers or a question that requires a short paragraph.
- State the item concisely in clear, unambiguous simple language. A good SAQ tests factual knowledge or capacity to analyse and clinically interpret a scenario. Introducing an element of the test taker’s ability to make sense of the question introduces construct-irrelevant variance into the assessment.
- Look at the draft item from a number of different perspectives – mentally try out adequate and inadequate responses. Ideally, an item aimed at one fact should have just one answer, and one aimed at alternatives (e.g. differential diagnoses) should have as many as are appropriate. However, what you may think of as a clear, straightforward question may frequently be answered in multiple ways, depending on how the reader reads it.
- It is good practice to give the test taker an indication of the length of answer required and to indicate how many marks are available for the question.
- Some research suggests that items asking for positive perspectives (e.g. knowing the best method, describing good practice, or identifying the most relevant facts) have greater educational significance (e.g. in terms of capacity to measure objectives) than knowing the poorest method, unsatisfactory practice, or the least relevant issues. However, clinical science sometimes depends on the capacity to rule out rare or unlikely occurrences, so research done in general educational settings may not always apply in the health context. If you have to word an item negatively, it is advisable to use some form of emphasis for the negative words (e.g. ‘What is not an appropriate management option in this situation?’), using italics, bold type, or underlining to stress this for the test taker.
- Try to avoid grammatical cues to the answer or providing answer spaces that are equal or proportional to the lengths of the required responses.
- Where a numerical answer has to be supplied, for example from a calculation based on clinical data, indicate both:
  a) the degree of precision expected (e.g. give your answer to one decimal place and answers within 5% of the correct value will be given credit) and
  b) that the appropriate units must be indicated.

*Where's the Evidence for SAQs?*

There is very little research on SAQs, particularly in medicine. However, there is some evidence from secondary education that constructed-response SAQs measure exactly the same thing as MCQ items, as long as the stems are the same [48]. In other words, the cognitive test set to the test taker is more important than the response format. However, once the task diverges, even in the same content domain, the correlation between the two forms falls off. Also, SAQs are more reliably scored than essays [49, 50], largely because the pitfalls of scoring lengthy answers are avoided, and because SAQs can sample more widely in a given time. In addition, using SAQs may reduce the reported differences between men and women, and black and white racial groups on propensity to omit items in MCQ assessments [51]. In medicine SAQs have successfully been used as a reliable alternative to MCQ items in a progress test in the Netherlands [52]. One study showed that using SAQ assessments could result in better retention of information over time, as long as the delayed test was a short-answer test. There was no difference between groups if the assessment was an MCQ test [53].

**Scoring of SAQs**

One of the largest impediments to the use of SAQs seems to be the work involved in scoring them. They need to be marked by experts in a reliable fashion and without inducing examiner effects (stringency and theatricality) that obscure construct variance. However, there is much growth in intelligent computing such that within a few years it is possible that such items will be scoreable by computers, an idea first mooted in 1966. Perera and colleagues [54] have developed programs that use Vector Space Models and Natural Language Processing (NLP) techniques to match
Using Multiple Constructed Responses in One Tool

There have been examples developed of computerised approaches to written assessment that take advantage of the manipulations that can occur in case presentations to challenge students in, arguably, a more authentic manner. The National Board of Medical Examiners developed a computer-based case simulation in which candidates are presented with a vignette that describes a patient [56]. As virtual time moves on, the candidate can manage the manipulations that can occur in case presentations to the underlying medical condition and responds to the actions of the examinee. Scores are generated based on a statistical program that compares candidates’ management intentions with those of experts. To develop these computations, expert clinicians rated the approaches to the case of a small number of examinees, and these judgements were then used to derive case-based regression formulas that could be applied to the whole group of test takers [57]. This study found that the scores from the simulation were only moderately correlated with scores from similar tests based solely on MCQs and this suggested that the simulated scenarios were capable of measuring somewhat different skills.

Some attempts to rate the written components of students’ or trainees’ actual work have been made. One UK study attempted to look at the quality of registrars’ referral letters in paediatrics [58]. This study investigated whether a series of criteria could be used to reliably rate the quality of the registrars clinical thinking and communication of their conclusions to general practitioners who were looking after these patients in the community.

In a similar approach in the USA researchers developed a framework that could be used both to teach and to assess students’ clinical decision-making [59]. Called the IDEA tool, it contained criteria addressing the Interpretive summary, Differential diagnosis, Explanation of reasoning, and available Alternatives. Medical student new patient admission notes were chosen as the source for rating because written documentation was convenient and made assessment away from the patient, but about the student–patient encounter, possible. The authors reasoned that creating validated documentation standards would contribute to the assessment of clinical skills and was a needed additional element in the assessment of history-taking and physical examination.

A similar surgical exam used mixed SAQ, essay, and algorithm formats, with a focus on key features, all connected to clinical scenarios, to assess clinical reasoning skills in surgery [60]. The scenarios used were linear rather than branching and the content did not vary on the basis of students’ responses to earlier questions that, because of computer delivery, could not be revised by the test takers. As the items progress additional information is provided about the case. However, this format allowed students to modify their thinking about the case in later questions. In this way the initial errors in clinical reasoning did not determine performance on higher order questions. The authors claim that this examination is realistic and presents authentic opportunities to ‘think clinically’ and make decisions reflecting those commonly required of practising surgeons. It requires 1 hour of marking time per student.

The Portfolio

This potential means of assessment, although largely ‘written’, might contain a wide range of ‘learning objects’, either as evidence of competence or as records of achievement that have been marked by assessors, such as assignments and project reports. Videos of simulation activity, audio records of discussions, and so on could all be stored. The portfolio is a kind of academic, more controlled, version of ‘Facebook’ [61]. The use of the portfolio for assessment is discussed elsewhere in this book (see Chapter 18). It may be most useful in the assessment of professional and personal development, and ‘self-regulation’ of learners, through its longitudinal monitoring capability and the capacity it affords learners to engage in critical reflection on their successes and struggles in the academic and clinical environments.

Selected-response Formats

Multiple-choice Questions: Multiple True/False Formats

Multiple-choice testing was once seen as an enduring option for the reliable and valid measurement of knowledge in ‘knowledge-rich’ or knowledge-dependent environments such as medicine, bioscience, and engineering. Invented in 1914 by Frederick Kelly, head of a training school in Kansas, USA, by 1926 the multiple-choice test had become the rite of passage for entering post-secondary education in the USA. The MCQ was developed into several forms. One of these is the multiple true/false item, called an ‘X type’ item in North America, which has become a significant feature of assessment of knowledge in medicine and many other professions over the last 50 years.

In essence, an MCQ is a question that proffers several answers from which the correct one or ones must be chosen. In multiple true/false types a set of options, usually 4 to 6, is given of which each can be either true or false, and the candidate is required to indicate which is correct for each option. An example is shown in Box 21.4.

Over the last few years the multiple true/false item has received a good deal of critical attention. Many examining bodies (for example, the National Board of Medical Examiners [NBME] in the USA) have given up using it altogether. The main reasons have been elucidated with a good
deal of empirical evidence [27]. In brief, Case and Swanson [27] state that:

- the distinction between 'true' and 'false' is not always clear, and it is not uncommon for subsequent reviewers to alter the answer key
- reviewers rewrite or discard true/false items far more frequently than items written in other formats
- some ambiguities can be clarified, but others cannot
- to avoid ambiguity, item writers are pushed towards assessing recall of an isolated fact, which is not desirable in most assessment situations
- application of knowledge, its integration, and the synthesis of and judgement around clinical decisions can better be assessed by one-best-answer questions.

It is also the case that using true/false restricts the choice of answers, as discussed in the NBME guidance [27], to a sub-set that can best be classified as 'completely true all of the time' or 'completely false all of the time'. For this reason we will strongly recommend not using this type of item.

**Multiple-choice Questions: Single Best Answer**

In single-best-answer questions a stem question asks the test taker to choose the one best answer typically from a set of 4 or 5 options. An example is given in Box 21.5.

MCQ items are usually scored optically or directly by computer. There are standard programs for marking and analysing test data straight from a scanner. The answer 'key' – a line of data containing the correct option for each item – is used in this process and should be double-, or even triple-, checked before use. The most common reason for problems at the marking or item analysis stage is a key that contains wrong answers. This may be because the answer has been wrongly transcribed from the item writer’s design or (this is not as rare as it should be) because he/she has not provided the best answer.

Most MCQs are scored 1 or 0 for correct or incorrect answers, respectively. Weighting is not necessary for best-answer items; it has very little impact on rankings of students and can reduce reliability. A so-called 'correction for guessing' need not be used [62].

**How to Construct a Single-Best-Answer Question**

Writing multiple-choice items involves following a series of basic rules that, for the most part, apply to all types. A sensible approach to item construction is to have item-writing workshops that force item writers to work in small (2–3 person) groups. The second best option, for busy people, is to ask individuals to write 4–5 items per lecture/problem-based learning (PBL) session. After either of these activities, the items must be reviewed by a larger group. During workshops the rules are as follows and should be applied as a test to each of the items that you construct. Each item should pass all the rules.

- Focus on an important (non-trivial) concept, typically a common or potentially serious clinical problem. Avoid trivial, ‘tricky’, or overly complex questions.
- Focus on how knowledge is applied to a clinical situation, not on recognising an isolated fact or association between concept and exemplar.
- The stem must state a clear question, and it should be possible to arrive at an answer with the options hidden/covered (the cover test). To determine if the question is clearly focused, cover up the options and read the stem to make sure it is lucid and that other item designers can supply an answer dependent only on reading the stem.
- All distractors and the correct answer should be homogeneous, that is, they should fall into the same category. For example, in an anatomy question all answers should be the same type of structure – bones, vessels, nerves, etc. In a clinical item they should all be diagnoses, tests, treatments, prognoses, and so on.
- All distractors should be salient and plausible. Order the options in numeric order or in alphabetical order (see Box 21.5). If you cannot find 4 distractors to accompany a correct option just use 3.
- Try to write questions of moderate difficulty – if any of the item developers have a problem with the item it is probably too difficult. Make sure the correct answer has a sufficiently different degree of correctness when compared to the distractors across all the conditions identified in the stem. For example, let’s assume we are assessing knowledge of a condition that affects men, usually in later life. If an incorrect option (distractor) is a diagnosis that does sometimes occur in the age group that the question stem has identified, and the correct answer is one of the rarer diagnoses, the two options may not be far enough apart to make a distinction clear. However, this degree of difference in correctness...
between the most correct and the next most correct may vary depending on the level of the examinees. At specialty certification level, for example, clinicians would be expected to be able to make finer distinctions between diagnostic options or management plans, and be more responsive to environmental or epidemiological variations in morbidity. But whatever stage of training the group is at, a moderate difficulty of the item should be sought, and that should be related to expected levels of training or curriculum outcomes, and not to the special interest areas of item developers.

- Avoid technical item flaws. For example, all items and options should be grammatically consistent, logically compatible, and of the same (relative) length as the correct answer.
- Writing questions of the form ‘Which of the following is correct?’ followed by a set of brief, possibly unrelated postulates, one of which is correct, is not advisable. Such items are basically true/false items masquerading as a one best answer. Furthermore, such items ensure that the questions do focus on trivia, or more likely contain silly or irrelevant distractors. These questions will not be directed at course objectives in a coherent fashion and will likely contain multiple heterogeneous options.

Where’s the Evidence for MCQs?
There is far too much research on MCQs to summarise in this chapter. The interested reader should look at recent evidence-based guidelines by Wood [15], Downing [21, 63], and Haladyna et al. [64] for comprehensive treatments of many issues. One interesting fact to emerge is that the number of options to use in a one-best-answer item for maximal reliability is more likely to be 3 or 4 than 5 or 6. There is long-standing theoretical and empirical evidence to support this position [65]. This is because lower reliability or discriminability is generated when the additional distractors, usually put in to provide a standard number of options, are not performing adequately. In items where the 4 or 5 distractors are operating effectively, the item tends to have increased reliability, but this situation is unusual – it’s often difficult to find 4 or 5 salient and feasible distractors. There is also contradictory evidence that extended matching question distractors (see Box 21.7), usually occurring fairly large set of 10–15, may operate more effectively than 3 or 4 pre-selected ones [27, 66]. We would hope that the processes that students use to answer one-best-answer MCQ items are at least analytical and frequently reasoning-rich. However, evidence suggests that ‘the problem with multiple-choice items is not that they are mere exercises in recognition, but that we are unable to predict the processes that will be evoked’ [67, p. 59].

Integrated Single-Best-Answer (ISBA) Items
Recently we have been experimenting with an item format that can give information about the capacity of students to integrate knowledge around topics. This is an attempt to capture the alleged benefits of student-centred learning strategies, such as PBL and case-based learning, and assess students in a way that mirrors their learning. The ISBA type of item sits somewhere between SBA and extended matching and key feature formats (see below). An example of an ISBA is given in Box 21.6. In the integrated item some questions from different disciplines or clinical specialties are asked about the case that is the focus of the stem or vignette. The stem may be changed slightly, or information added (as in Parts 2–4 in Box 21.6) to give a broader picture of the case, and to probe into the basic science or other important elements of the presentation.

In Box 21.6 the case starts with a woman who has increasing shortness of breath when exercising over a period of a few months which broadens to include spirometry results, necessary lab tests, and basic mechanisms. Here we show 4 of 8 linked MCQs for this topic. For summative assessment

**BOX 21.6 Example of an integrated single-best-answer item**

Sigrid, a 39-year-old woman, presents to her GP complaining of increased dyspnoea on exertion for several months. She reports she has always believed she has had some form of asthma or chronic lung infection, but lately she has had a great deal of difficulty performing any activity without shortness of breath. She says she has no current cough, haemoptysis, chest pain, weight loss, night sweats, or fevers. Sigrid indicates she used to smoke a few cigarettes a day while she was young but quit a few years ago. On examination a mild expiratory wheeze is present. The chest X-rays are shown in Figure 21.1.

1. This patient presentation and CXR is most consistent with which of the following:
   A. Chronic recurrent asthma
   B. Diffuse bilateral bronchopneumonia
   C. Emphysema
   D. Pulmonary fibrosis

2. On spirometry, FEV1 is 40% of predicted with a 9% improvement after bronchodilator. The FEV1/FVC is 0.50. Which of the following is the best interpretation of these spirometry results?
   A. Severe obstructive disease without bronchodilator reversibility
   B. Moderate obstructive disease with bronchodilator reversibility
   C. Severe reversible airway obstruction (asthma)
   D. Moderate restrictive airway disease

3. Which of the following tests would be indicated to investigate the underlying cause for Sigrid’s lung disease?
   A. Cystic fibrosis screening
   B. Alpha one antitrypsin levels
   C. Sputum culture
   D. WBC differential looking for eosinophilia

4. Sigrid is found to have a deficiency of alpha one antitrypsin (AAT). What is the consequence of this deficiency that is believed to accelerate the development of COPD?
   A. Inability to inactivate neutrophil elastase
   B. Inability to phagocytise pathogenic bacteria
   C. Inability to repair alveolar structural proteins
   D. Inability to synthesise serine proteases
these items may need to be delivered by computer for avoidance of cueing, but used formatively they can test students’ integration of basic science as well as clinical reasoning. The same guidance applies to ISBA as was discussed under the section on SAQs above. The major issue with exploring integration is that items are clustered around single cases. This may restrict the number of cases that can be covered in a test of set length. However, as one of the goals of many curricula is to integrate knowledge, if assessment designers want to test integration without resorting to SAQs, this is one option.

Extended Matching Questions

Extended matching questions (EMQs) were developed in the early 1990s [27]. However, the kernel of the idea was first conceived by Sue Case in her PhD thesis as early as 1983 [68]. She and David Swanson are credited with most of the development work on this format, whilst at the National Board of Medical Examiners. An EMQ is a selected-response item in which the item stem has been extended, usually, to a short clinical vignette or scenario and the choices have been extended to include all potentially acceptable ones for the clinical problem or issue that is being addressed by the item. This format was originally targeted towards the application of clinical knowledge to diagnostic and management problems, but has been extended to other areas such as basic science. In the example (Box 21.7) there are 20 options pertaining to the theme of diagnosis of abdominal pain. This is followed by one or more clinical vignettes. The options are all causes of abdominal pain. It is usual in such items to attempt to make all the questions and options homogenous in this way, so other issues concerning abdominal pain, such as initial management or investigations, are not included. An item should focus on a specific area of clinical cognitive activity that pertains to a specific phase of the clinical process – in this case diagnosis.

EMQs are usually scored 1 for a correct response and 0 for an incorrect one. It is sometimes possible to have more than one best answer – for example, when two (or more) diagnoses are equally likely, given the information in the vignette. However, the scoring of these requires more attention during the scanning process, as for optical scoring two (or more) passes of the score sheets are necessary with each correct answer keyed on each pass. Unless it is clinically important to be able to recognise both potential diagnoses from the same vignette, such multiple responses are

**BOX 21.7 Example of an extended matching item**

**Area:** Abdominal pain – Diagnosis  
**Options**

A. Abdominal aneurysm  
B. Appendicitis  
C. Bowel obstruction  
D. Cholecystitis  
E. Colon cancer  
F. Constipation  
G. Diverticulitis  
H. Ectopic pregnancy – ruptured  
I. Endometriosis  
J. Hernia  
K. Kidney stone  
L. Mesenteric adenitis  
M. Mesenteric artery thrombosis  
N. Ovarian cyst – ruptured  
O. Pancreatitis  
P. Pelvic inflammatory disease  
Q. Peptic ulcer disease  
R. Perforated peptic ulcer  
S. Pyelonephritis  
T. Torsion

**Lead In:** For each patient with abdominal pain described below, select the most likely diagnosis.  
**Scenario/Stem:** A 25-year-old woman has sudden onset of persistent right lower abdominal pain that is increasing in severity. She has nausea without vomiting. She had a normal bowel movement just before onset of pain. Examination shows exquisite deep tenderness to palpation in right lower abdomen with guarding but no rebound; bowel sounds are present. Pelvic examination shows a 7-cm, exquisitely tender right-sided mass. Haematocrit is 32%. Leukocyte count is 18000/mm³. Serum amylase activity is within normal limits. Test of the stool for occult blood is negative.  
**Answer:**  
[Next scenario in the domain (diagnosis of abdominal pain) would appear here.]  
**Source:** National Board of Medical Examiners [27].

![Figure 21.1 Case courtesy of Dr Andrew Dixon, http://Radiopaedia.org, rID: 9674](http://Radiopaedia.org, rID: 9674)
probably best avoided (for example, by removing one of the two diagnoses from the list).

Investigations of the reliability and construct validity of EMQs suggest that they have good measurement properties, and correlate well with other measures of recall, recognition, and cognitive functioning [69]. Recently, studies of experts and novices who talk aloud whilst trying to complete EMQ items have strongly suggested that EMQs have good construct validity for, and can be reliably used to assess, clinical reasoning [70], even though novices and experts approach the same item with different strategies (backwards versus forwards reasoning, respectively) [71]. Furthermore, when used in pathology EMQs are more reliable, better discriminate the competent from the borderline student, and can be written definitively to test core content [72].

EMQs seem to be easier to write than true/false or other types of one-best-answer items, because in that style of item the convolutions that writers go through to reduce the item set to a smaller number where each is true or false, or there is clearly one best answer, are not needed [73]. Clinicians from some disciplines such as public health, epidemiology, and statistics have suggested that EMQs are difficult to write for these content domains, but recent articles suggest they have been adopted or are being developed in some of these hitherto unexplored areas (e.g. psychiatry [74]).

**How to Construct an EMQ**

It is best initially to write these items by considering the area or domain of the assessment blueprint for which items need to be written (e.g. abdominal pain in Box 21.7). Then a general question is posed, followed by all the possible answers to that question (e.g. ‘What are the causes of abdominal pain in adults?’). After these have been identified, scenarios that pertain to one or more of the answers are constructed. Ideally, create items (particularly the stems/scenarios) in pairs of writers, at workshops of about 8–12 people in total (4–6 pairs), with review every 2 hours or so in a larger group. This is an effective, and in most examiners’ experience, an enjoyable way of generating items. The stages are as follows.

- **Identify the domain or subject for the set.** The domain is an area of cognitive activity (e.g. diagnosis, management planning). The subject can be a presenting complaint in a body system or systems (e.g. abdominal pain, so that diagnosis is the focus of the item), or a pre-diagnosed condition (e.g. community-acquired pneumonia, so that management is the focus of the item). Sometimes it might be appropriate to move directly from a non-diagnosed presenting complaint (e.g. abdominal pain) to an investigative option (e.g. ultrasound) or management plan (e.g. restricted diet). However, the more cognitive steps involved in moving between the presenting complaint and the focus of the item (e.g. asking about management), the less will be known about why an examinee might have answered the item incorrectly. For example, the examinee might have thought a patient with ulcerative colitis had appendicitis and ordered surgical intervention.

- **Write the lead-in for the set,** e.g. ‘For each patient described below, select the most likely diagnosis’ (Box 21.7) The lead-in indicates the relationship between the stems and options. It must be a clear question for examinees. It is an essential component of an extended-matching set. Sometimes two lead-ins can be written at the same time – for example, one based on diagnosis and one on indications for investigations or management. Subsequent scenarios can be used, usually with only minor modification, with either lead-in. In summary, the lead-in should consist of a single, clearly formulated task so that the examinee could, if necessary, create an answer without looking at the options.

- **Prepare the list of options.** The list of options should be single words or very short phrases. This list is best developed in a whole-group format. It will be generated in a fairly random order, but the options should be rearranged in alphabetical order for the final item presentation. For example, the initial list for Box 21.7 should contain all the likely causes of abdominal pain as options. Sometimes there are specific causes that occur only or predominantly in a particular subset of the population – for example, in women (e.g. ectopic pregnancy), in men (testicular torsion), in the elderly (dementia). Such options can sometimes become ‘zebras’ [27], which stand out as so obviously applying to one subgroup of patients that their inclusion is ill advised. In Box 21.7 there are some such options, but there are also sufficient important differential diagnoses in the list to warrant their inclusion for the given scenario.

- **Write the stems.** The stems (items) within a set should be similar in structure. Most often, patient vignettes are appropriate. The scenario should contain all the information that one would normally expect to be available from any conscious patient: the presenting problem, the history (including duration of signs and symptoms), the physical findings, and then the results of any immediate diagnostic tests carried out. Sometimes, for a complex case, further data pertaining to development of symptoms over several days might also be given – for example, initial management and subsequent clinical changes. Scenarios can include a smaller set of information, but it is unwise to exclude the information that would normally be collected by or available to the test taker in the real clinical context at the time they were seeing this patient. Specifying this information in a standardised order makes shorter reading time and hence allows more items to be delivered in a given time.

- **Review the items.** Make sure there is only one ‘best’ answer for each question. Having two right answers is possible, but entails more marking effort than it is usually worth. Also make sure that there are at least 4 reasonable distractors for each item to minimise guessing effects. Evaluate the extent to which the lead-in clearly identifies the task. See if the other examiners can create an answer without looking at the options. Satisfying this ‘cover-the-options’ rule is an important feature of a good question because, if the examinee cannot do that, it means the question is too vague, is not appropriately targeted to the skills the examination is testing,
or exhibits some other flaw of test writing. As a final check, review the items (without the correct answer indicated) across other pairs in the writing group. If the pair has difficulty determining the correct answer, modify the option list or the item to eliminate the ambiguity.

Where's the Evidence for EMQs?
There is evidence that some MCQs, of which the EMQ type seems to be the most suited to clinical tasks, can involve substantially more than recognition of knowledge learnt by rote memorisation [67]. These authors nevertheless suggest that unfocused items or those with negatively worded stems, as sometimes, of necessity, occur in the typical true/false or best of five types, do not appear to provoke problem-solving skills and forward-reasoning. Whilst the evidence for the link between item type and cognitive response is being developed, they suggest concentrating on items that are low-fidelity simulations of clinical situations with examinee tasks that are relevant for them (e.g. diagnosis and management). EMQs are ideally suited to this role. EMQs also substantially reduce the likelihood of obtaining a correct answer by chance alone.

Although this area is fraught with controversy, and not all of the options provided for any one EMQ stem will be active for that item, modelling suggests that EMQs with between 7 and 12 active distractors will provide good insulation against the need to be concerned about the so-called 'guessing' factor in multiple-choice tests [75]. Research on EMQ formats has shown that a reduction in the length of item option lists, from the 15 to 20 previously thought necessary, is possible without much, if any, deleterious effects on item quality [76, 77]. Eight options seem to be a reasonable minimum number. In general, items with more options are more difficult, require more time to complete, and nevertheless have similar discriminating properties to items with 8 options. Reducing the whole list to a 'shortlist' of 8 or so can be done by carefully constructing physician panels to select the most appropriate set. Moreover, providing the panel with item-response statistics from the long item does not seem to improve option selection. The use of a smaller number of options reduces time spent on each item by candidates and therefore increases the number of items that can be used in a set time [76, 77]. Swanson et al. advised, 'We plan to begin advising [examiners] to reduce the number of options included on option lists in order to make more efficient use of testing time' [76, p. 595]. That advice may now be prudent to implement, as student numbers in medical schools have increased dramatically in a number of countries in the last few years.

Script Concordance Items
Over the last 15 years interest has developed in constructing a multiple-choice test that can reflect clinicians' capacity to weigh evidence in a clinical encounter. This work has its foundations in a clearer understanding of how clinicians approach the diagnostic task and how this information is remembered [78, 79]. Recently, this work has expanded dramatically; in the last 5 years more papers on this issue have been published than in the previous 20 years. The reason for this is probably that the value of appropriately and efficiently stored knowledge in clinical decision-making, and the need to assess these cognitive processes, have been accentuated through literature on poor decision-making and its relationship to patient safety.

Memory for clinically important information is developed in stages. As a student, possibly because of the preclinical/clinical divide in most educational programmes, biomedical knowledge dominates. Additional insight into clinical problems develops, as students gain more experience with patients and elaborate their knowledge into explanatory frameworks and linkages between symptoms, causes, basic mechanisms, and management. With more experience of patients, these frameworks depend less on biomedical detail and more on 'illness scripts' that involve applied (functional) knowledge and relate to both common (easy) and uncommon (more difficult) patient presentations. Eventually 'owners' of these illness scripts use them to promote rapid recognition of patterns of patient presentation, and reconcile any unfamiliar presentations with previous presentations. However, when a challenging presentation occurs, expert clinicians muster their existing knowledge and strive to activate biomedical principles and knowledge (albeit usually tied to specific patient or contextual exemplars), but these occasions occur less frequently as expertise develops [80]. Previously, attempts to create tests that reflect this process through patient management problems and modified essay questions have foundered, primarily because clinicians disagree about these issues and this, coupled with the variety of constructed responses that such items can generate from the test takers, results in great difficulty in scoring them. Moreover, in a typical MCQ item when the test makers cannot agree on the best answer, either before or after it has been used, the item is usually removed from the test.

However, a group in Canada [79] have devoted a considerable amount of effort to the task of developing an item format that overcomes these problems – this is the script concordance item (SCI).

The SCI is a selected-response item that depends on respondents choosing how well pieces of information contribute to a diagnostic or management strategy for a particular clinical problem. As described above, the script is the internal rubric that experts use to classify data and generate or choose a hypothesis quickly. In the SCI, concordance is the congruence of the test takers' script with elements of rubrics deemed by 'experts' to be most plausible. The items estimate the relative likelihood of diagnoses, given a certain piece of clinical or biomedical information. The test items ask for choices to be made based on the subjective clinical probabilities of the test takers. However, they are scored in such a way that takes into account the degree of similarity (concordance) between the illness scripts of the test takers and the test makers. An example is shown in Box 21.8.

In its original format the marking scheme is based on the performance of an expert group, and there are various ways to derive the marks. In one method a consensus is reached between the experts on the best answer for each item. In others, each response attracts a mark that is proportional to the frequency of its choice by the expert group.
Recommendations for exactly how this is done vary according to source. Some authors suggest awarding 1 mark for the experts’ model answer and then giving marks for alternatives based on the frequency ratios for the other answers. For example, if a group of 20 experts opted 12, 6, and 2 for the options +2, +1, and 0 respectively in any one item, these options would be awarded 1, 0.5, and 0.167 marks, and the others zero marks. Other sources suggest awarding marks on a percentage distribution basis, so this would work out at 0.6, 0.3, and 0.1 per option for the three ‘correct’ options.

Another interesting feature of the marking scheme is that it can have more than one reference panel, depending upon the context in which the item is to be used; for example, in a metro or rural environment, a general practice, the emergency department, or medical ward. This is because the probabilities of some decisions or hypotheses may change depending on the context.

A test made up of SCIs is therefore a very flexible one, and one capable of rewarding partial or incomplete knowledge to some extent. Data so far suggest that a test composed of SCIs is very efficient; good reliability can be achieved with relatively small numbers of items [81]. The way that SCIs are constructed clearly has implications for how best to use them. They are a specialised item suitable for investigating test takers’ ability to formulate and progress specific diagnostic and management decisions.

A systematic review of approaches to SCI development has identified several useful strategies in writing and scoring SCIs [82], which have implications for reliability and validity. The number of experts needed on the concordance-generating panel has also been researched. Samples of at least 10 panellists provided satisfactory internal consistency, and there was little gain when panel sizes exceeded 20. Larger panels give rise to higher cohort mean scores, presumably because the larger the panel, the higher the chance of an option being awarded weight by panellists, especially when the cases intrinsically demonstrate high uncertainty.

In an SCI expert panel, some panellists may act in an idiosyncratic manner with their answer, choosing options that are deviant or clearly incorrect, especially in tests with high degrees of uncertainty. This may concern test designers or users of the test information, even though credit awarded for these answers is small. Removing some discordant responses or all the responses from deviant or low-scoring panellists (because a low score would suggest that those experts were not so expert after all) has been suggested. However, the psychometric impact of excluding such panellists’ responses in score derivation is minimal, as long as the panel has 15 or more members. However, if educators wish to remove these answers, the available methods [82] to do so appear equivalent in terms of psychometric consequences.

**How to Write a Script Concordance Item**

An SCI is created in a similar fashion to an EMQ, except that the specific diagnostic decision is the key to the choice of vignette, rather than a list of potential diagnoses, and hence there may be fewer data in an SCI than an EMQ. There are two stages, as follows.

- A vignette is created containing data that present a challenging clinical situation. This is usually text, but other information, such as an X-ray or other pertinent data such as blood analysis, can be given, depending upon the test takers’ clinical decisions that are being investigated. Not all the data needed are provided because these can be revealed as part of the item hypotheses—information links. Each of these clinically relevant pieces of information might help the clinician refine, improve, confirm, or eliminate the clinical decisions or hypotheses made about what is happening. The response required from the test taker is to appraise the effect of each piece of new information on their hypothesis.
- Responses are pre-prepared using a five-point scale running from −2 (the hypothesis or decision is much less likely) to +2 (the hypothesis or decision is much more likely). To get the best out of the item, and to sample knowledge broadly, there should be no links (cues) between the different provided responses. Once designed, a group of experienced clinicians complete the SCIs, and their answers are collated. These answers are then used to decide on the marking scheme for scoring items.

Although it would seem relatively easy to design such items, Charlin and Van der Vleuten [83] warn that the expert group writing the items must be familiar with the tool and be able to choose cases that are complex enough to fit with the level of training being assessed. Also the item is designed to assess decision-making that is grounded in evidence, as opposed to received wisdom, so there must be enough data available on the clinical solution to the case and the links provided in the case must be widely known by experts in the area.

---

**BOX 21.8 Example of a script concordance item**

A 25-year-old male patient is admitted to the emergency room after a fall from a motorcycle with a direct impact to the pubis. Vital signs are normal. The X-ray reveals a fracture of the pelvis with a disjunction of the pubic symphysis.

<table>
<thead>
<tr>
<th>If you were thinking of</th>
<th>And then you find</th>
<th>This hypothesis can be rated: (circle best response)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Urethral rupture</td>
<td>Urethral bleeding</td>
<td>−2 −1 0 +1 +2</td>
</tr>
<tr>
<td>Retropertitoneal bladder rupture</td>
<td>Bladder distension</td>
<td>−2 −1 0 +1 +2</td>
</tr>
<tr>
<td>Urethral rupture</td>
<td>Perineal haematomas</td>
<td>−2 −1 0 +1 +2</td>
</tr>
</tbody>
</table>

Where:

-2 = the hypothesis is almost eliminated;

-1 = the hypothesis becomes less probable;

0 = the information has no effect on the hypothesis;

+1 = the hypothesis has become more probable;

+2 = the hypothesis is very likely to be correct.

*Source:* Charlin et al. [67].
Where's the evidence for script concordance items?

For reliability and validity purposes, attention should be paid to both the number of cases sampled in the test and the number of items used per case [82]. In general, sampling between 25 and 36 cases, with approximately three items per case should result in an SCI test with reliability of between 0.75 and 0.86. Adding items (e.g. more than one per case), rather than cases, is more effective in increasing test reliability and can reduce the workload of test designers, but there appears to be a ceiling effect after 3 or 4 items per case.

SCIs focus to a large extent on clinical judgement in areas of uncertainty. This is what makes them ‘content’- and ‘construct’-valid for the measurement of clinical judgement and reasoning. Good construct validity has been shown in a number of studies. SCIs discriminate between different levels of surgical expertise and have also been used in pharmacy education [84, 85].

Because SCIs are used on cases that are often far from clear-cut, this may mean that SCIs are unsuited to junior students with less experience of clinical conundrums than trainees with more clinical experience. Indeed a study comparing SCIs to traditional MCQs showed that interns rated them higher as a method of assessment and also these items’ reliability was higher as an intern cohort, as opposed to a medical student cohort [86]. An SCT test has also been shown to be a useful adjunct to a suite of tests designed to examine the performance of poorly performing doctors [87]. There has been increasing controversy around the appropriate scoring methods for SCIs [88–90]. The discussion has centred on the extent to which the competing hypotheses, apart from the modal value of the expert panel, should attract marks, and the bias that might be introduced by test takers who do not use the extremes −2 or +2 because in the nature of clinical decision-making these will occur less commonly in items. However, a recent study [91] showed that a group of different scoring approaches correlated quite highly with the exception of one based on the single best answer (the mode) attracting 1 mark and the other options zero. This study also showed that an SCT focused on decision-making of 4th and 5th year medical students around presentations of the acute abdomen did not correlate with an MCQ covering the same content, indicating that perhaps the SCT was measuring a construct beyond factual knowledge. In addition, one of the critics of the current scoring systems, Kreiter [92], has recently proposed some modifications using Bayesian probability that could be used to make the SCT style of item scored more reliably. This style of item is still under development.

**Formats using both Selected and Constructed Responses**

**Key-features Items**

The key-features item (KFI) is an SAQ that can use both selected and constructed responses. The defining characteristic of a KFI is that it is aimed at assessing whether the test taker can recognise, deduce, or infer the most important features of a clinical problem and, if required, subsequently choose the most salient, urgent, and effective management strategies for that clinical problem [93].

Readers may think that it could be reasonably assumed that all SAQs would possess these properties. Unfortunately, in the 1970s and 1980s this was not the case [94]. Curricula and assessments were frequently designed from discipline or specialty perspectives, with each concentrating on unusual or esoteric aspects of their craft in order to discriminate between the truly well-grounded student and the rest. This led to a culture in which trivia, rare morbidity, atypical presentations, and specialty-specific issues dominated short-answer tests. It was also believed that decision-making skill was generic, so many short-answer tests focused on one or two problems, with the ‘short’ answers practically exhausting the available knowledge about that problem [95].

Two researchers, Georges Bordage and Gordon Page, coined the term ‘key feature’ after a critique of and further research on the nature and assessment of clinical decision-making skills [96]. Their central concept was that ‘in any clinical case, there are a few unique, essential elements in decision-making which, alone or in combination, are the critical steps in the successful resolution of the clinical problem’ [96, p. 1189]. With funding from the Medical Council of Canada, their concept led to the creation of a new format for assessing decision-making skills. Furthermore, by assessing only critical steps, candidates were tested both on important objectives and on a much larger number of clinical problems than was the case with previous formats. A typical key feature item with the scoring key is shown in Box 21.9.

The key features tested by such questions are: (i) the ability to synthesise presenting complaints for recognition of an important and life-threatening condition; (ii) the ability to identify essential areas to investigate in the history to confirm or rule out this hypothesis.

In Box 21.9, Questions 1 and 2 directly address each of these key features. Each item challenges the candidate to apply his or her knowledge in making clinical decisions. In this item there is a constructed response for Question 1, with only one answer required, and a selection of six options only from a list of 28 for Question 2.

Usually the test taker would write both answers to both Question 1 and Question 2 on an optical scoring sheet. There would be space for free text to Question 1 and buttons or ovals to fill in for Question 2.

KFIs require a scoring rubric that reflects the importance of the various key elements of the case. It helps to test out the scoring rubric with colleagues and a few ‘dummy’ test takers. Higher weighted scores for more important answers should be encouraged. In Box 21.9, the diagnosis was awarded 1 mark and the elements of the history a total of 6 marks. The scoring key shows that only 7 of the 28 options would be considered appropriate, so the candidate must select 6 of these to score maximum marks. The question also weights aspects of the history more highly than obtaining the correct diagnosis. This may be because in this situation knowing the best questions to ask would probably result in a change of diagnostic preference, if an inappropriate answer was initially given to Question 1. There are very
BOX 21.9 Example of key features item

Paul Young, a 56-year-old male, consults you in your surgery because of pain in his left leg which began two days ago and has been getting progressively worse. He states his leg is tender below the knee and swollen around the ankle. He has never had similar problems. His other leg is fine.

Question 1
What is your principal working diagnosis? List, in note form only, your single (1) diagnosis.

Answer 1

Question 2
To establish your diagnosis, what elements of his history would you particularly want to elicit? Choose up to six (6) from the following list.

1. Activity at onset of symptoms
2. Alcohol intake
3. Allergies
4. Angina pectoris
5. Anti-inflammatory therapy
6. Cigarette smoking
7. Colour of stools
8. Cough
9. Headache
10. Haematemesis
11. Impotence
12. Intermittent claudication
13. Low back pain
14. Nocturia
15. Palpitations
16. Parasthesia
17. Paroxysmal nocturnal dyspnoea
18. Polydipsia
19. Previous back problems
20. Previous knee problems
21. Previous neoplasia
22. Previous urinary tract infection
23. Recent dental procedure
24. Recent immobilisation
25. Recent knee problems
26. Recent surgery
27. Wounds on foot
28. Wounds on hand

Answer 2
1. ...... 2. ...... 3. ...... 4. ...... 5. ...... 6. ......

Scoring Key

Question 1
Deep venous thrombosis must be the differential diagnosis (Score 1)
Total requested = 1. Total accepted = 1. Total score = 1.
More than one answer scores 0.

Question 2
Any six (6) of the following items are required:
Activity at onset of symptoms
Cigarette smoking
Previous knee problems
Previous neoplasia
Recent immobilisation
Recent surgery
Wounds on foot
More than 6 answers scores 0.

Source: Royal Australian College of General Practitioners Key Features Practice Paper 2007.

How to Write a KFI

- Select a clinical problem from the assessment blueprint in which analysis of the context, identification of clinical conditions, and synthesis of the diagnosis and/or management (clinical decisions) are required objectives.
- Think of several real instances of the case in everyday practice. With respect to these cases, consider what the essential (necessary and sufficient) steps are to resolve this problem. This will allow you to focus solely on the most critical decisions for each case. Make an effort to distinguish between decisions or steps that are appropriate, but not critical, and those that are really vital. It can help to elucidate the case’s key features by identifying the attributes of or inconsistencies in the presentation that are most likely to result in clinical errors in dealing with the case by the particular test takers.
- Any of the typical cognitive processes used or actions planned can be tested in KFIs – the scope depends on the objectives being tested and the case presentation. For example, framing initial hypotheses, looking for particular clinical findings, choosing tests, management options, or specific drugs are all possible.
- Select one of the real cases for development into a problem scenario and related questions. The attributes of the case can be written according to the same rules as for EMQ items (see the section ‘How to construct an EMQ’), that is age, sex, setting of the encounter. When you have written the scenario, use the key features to frame the questions for the case. Usually only two-to-three questions are possible without invoking prompting or cueing. The more questions are asked about a particular case, the more opportunities arise for cueing. For example, in order to ask about management, further information may need to be given about test results that will strongly imply the diagnosis, so asking about differential diagnosis, history and investigations, management, and follow-up all in the same item becomes difficult. (This is the same issue that arises in MCQs, see the section ‘How to construct a single-best-answer question’.)
- Select the response format, or formats – write-in (constructed) or option choice (selected). This needs to be done carefully. The guiding principle is that if the key feature few question formats that truly assess clinical decision-making, but KFIs can make this claim. Certainly, the foundation work done on the validity and reliability of the format [86] would suggest that KFIs robustly measure these facets of competence, and test takers seem to like their salience to clinical practice. However, KFIs are difficult to construct well, and although scoring seems simple, some questions can be very difficult to weight appropriately. Standard-setting with KFIs can also be complex, as although both the modified Angoff and Ebel methods have been used, some assessors report that they do not work very well for this format. This is because the items are generally multi-dimensional and can include many aspects of a case, some of which are interdependent. Making decisions about how borderline test takers would respond to such items is challenging.
entails a cognitive process that is or should be generated by the professional (e.g. recognition of a myocardial infarction and decision on immediate action), then the response should be write-in. The number of required answers must be stated. This is to inhibit ‘blunderbussing’ – the tendency of test takers to write down everything they can think of in the hope that the correct answer(s) are included in their responses. Exceeding the number required should be penalised. Write-in items need to be marked, whereas options can be electronically scored.

**Where's the Evidence for KFIs?**

KFIs have been used for both summative and formative assessment in a number of different contexts [97, 98]. The reliability of the KFI paper (26 items) of the Royal Australian College of General Practitioners increased from 0.64 in 1999 to around 0.83 in 2005 [99]. KFIs were rated adequate on tests of clinical decision-making skills by approximately 90% of candidates in the 2004 Fellowship examination. Colo-rectal surgeons (N = 256) found them useful as a means of self-assessment and nine KFIs were almost as reliable as 50 MCQs (0.95 versus 0.97, respectively) [81].

Although research on KFIs has not kept pace with that on EMQs and SCIs, it is notable that the generation of key features for a wide range of common priority topics in family medicine has been the focus of work by the College of Family Physicians of Canada over a 7-year period [100]. The purpose of this work was to generate key features for use on other approaches to learning and assessment beyond the specific KFI methodology.

**Computer-based Written Assessment**

With the advent of accessible computers with high processing power to individual teachers and assessors, a number of the assessments discussed in this chapter can now be designed, delivered, and marked on a computer. Even the SAQs and perhaps essays will soon be marked by computers. Another feature open to computer-delivered written items is the possibility of individually adaptive tests. Both the NBME and the Australian Medical Council are already using these. Computers deliver items to examinees that are targeted towards candidates’ ability level. Further items are titrated by the computer against that individual’s difficulty level based on their answers to the previous question(s). This continues until the computer is satisfied (using pre-designed algorithms) that it has reliably identified the candidate’s ability level, and it then stops the assessment process. This has enormous potential for delivering tailored assessment, protecting large item data banks from piracy or examinee recall, and being time efficient because very few examinees would get the same test.

The computer also has the capacity to deliver immediate feedback. This has given rise to a new item format – the F-format – that is currently under development. F-type items [101] have been trialled to fill the gap left by the demise of patient management problems [94]. F-types are essentially a hybrid of extended matching and PMP styles. F-type tests present authentic patient management scenarios that develop over time. Typically, two-to-three test items sit within one case. Each item addresses an objective relating to one or more clinical decisions that could be made during the case. The test items occur in a fixed sequence within the case; items start with patient presentation and end with management or resolution. Because the items within each case reflect the unfolding nature of the case over time, sometimes examinees learn about how successful their previous answers were from subsequent items. Because such cues might affect examinees’ decisions, they are not permitted to revise their responses to earlier within-case items; the computer bars their access to going back to change responses. However, examinees can be given feedback or not (depending on the item) after completing each item. Post-answer feedback on items allows all examinees to be kept on an equal footing, as the case develops. For example, when a clinical scenario is presented, examinees would be asked to identify the most appropriate next step in investigation. On the next test item, the scenario might be presented as if the correct next step had been taken, and the patient is being sent for a further definitive investigation. Presenting this updated information automatically ‘gives away’ the correct answer to the previous question but may enable someone who has previously answered incorrectly to get back on track with the new context. In this way examinees may improve their understanding of the case and/or be able to answer subsequent items without being disadvantaged by their previous inaccurate perceptions. The items types are still in development but look quite promising for areas in which cases can be quite complex or for which it is difficult to write items without cross-item cueing, such as key-feature tests. These enormously exciting developments herald the possibility that there could be a whole new approach to item-writing that uses elements of different formats all in the same item.

**Item Analysis**

After items have been used in a test, we wish to know how well each item has performed. In essence we want to know the following.

a) Did the item do its job in the understanding of an individual on that particular element of the content of the test? This would include identifying any problems with its construction that led to misinterpretation by test takers. For selected-response items, distractors might have been included that did not work effectively, or were too close to the correct response to allow even good candidates to make an appropriate choice.

b) Did the item have demonstrable relationships with the content of other items on the test and with the content of the test as a whole? This would include looking at inter-item correlation, looking at item-test correlation, looking at relationships with other parts of an assessment regime – for example, other assessments of the same domain, and other assessments in different domains, such as procedural skills.

One way to approach problem (a) is to read every item on the test again. Of course, most items will have been read...
many, many times already, and after reading hundreds of items, test designers will have become immune to the potential inadequacies of the items.

Another way is to use basic item analysis. However, all item-analysis data must be interpreted with extreme caution and with reference to the overall purpose of the test. Rules of thumb about deleting or modifying items (for example, based on poor discrimination indexes for items) should probably be avoided.

Many programs are available to process item data, and most operate in similar ways. The core of item analysis is to look at a set of parameters for each item that describe its performance as an item, its relationship to the test as a whole, and its contribution to the performance of the current cohort on that test. In a selected-response test such parameters include the following.

- The difficulty of the item – how many test takers got the item correct?
- Which of the options were chosen most frequently?
- Which options were chosen by high, medium, and low performers on the test as a whole?
- How did success on each item correlate with performance on the test as a whole?
- What were the inter-item correlations? (This might be particularly important for short answer and key features questions.)

This section demonstrates how to use a typical set of item-analysis data to make inferences about these questions. The particular one shown here is from the IDEAL Consortium item analysis software, but many others provide analogous output.

Consider the item in Box 21.10 which is item 87 from a 100-item MCQ Test on Emergency Care for Year 3 Medical Students. A cohort of 148 students (see the N for TOTAL in Box 21.11) took this item as part of a 100-item test on emergency management. The item was chosen because it was thought that students needed to be aware of the repeated changes to guidelines over the years and that recognition of the correct guideline was a vital decision. Some previously recommended ratios were included as distractors. The output from the analysis software for this item is shown in Box 21.11.

Box 21.11 shows a number of item parameters in the top row, then below this row it can be read as a table comparing the proportions of whole cohort (row TOTAL) and tertile groups (rows HIGH, MID, and LOW) who selected each of the options in the test. The final three rows describe parameters of the various groups who selected the different distractors.

Returning to the areas, we need to investigate the following.

- Did the item do its job in capturing the understanding of an individual on that particular element of the content of the test?

Well, the item was completed by all test takers. (The values for INV, the number of examinees not providing a valid response to this item, and for OMIT, the number of examinees omitting this item, was zero.) Furthermore, the number of examinees not finishing the test from this item onwards (NF) was also zero. Takers did not get ‘stuck’ answering this item and not have time to finish as a result. As this item was number 87 of 100, we can probably conclude that all candidates finished the test, and we already know that all did this item. Most test takers got it right – 90% in fact, expressed in this table as ‘DIF’ (the proportion of candidates who got the item right, 0.90. In some data analysis packages the difficulty index is often more appropriately called the ‘facility’ index). This number also appears in the box for the proportion of the TOTAL test takers who identified B as the correct answer – 0.90 in Column B. So if this item covers core knowledge the indications are that this was achieved in the vast majority of candidates.

How did the item work? Well, as we have seen, there were very few responders who got the item wrong (only 15 of 148; 0.10 as a proportion). The proportions choosing each of the distractors varied between 0.03 and 0.01 (see the other proportions in the TOTAL row of the table). Because of the low numbers choosing distractors, it is not possible to confidently say that any one of the distractors was more or less attractive than the others. The TEST SCORE MEAN % is the mean score on the total test of those candidates giving the indicated response to this item. Variation in this row would indicate that perhaps there was one, or more, distractors that was attractive to a high- or low-scoring group. If a particular distractor was chosen by a group that collectively did well on the test overall, there may have been some teaching that impacted on this issue for those students. This may have been the case for the 5% of the cohort choosing C, the old guideline, who collectively scored 79% on this test. However, the very small numbers involved would make this interpretation risky.

Now we will consider the second issue:

- Did the item have demonstrable relationships with the content of other items on the test and with the content of the test as a whole?

This would include looking at inter-item correlation, and looking at item-test correlation.

RBP is the point bi-serial correlation between item 87 and the score on the whole test, including the present item. Point bi-serial correlations are used to determine the

---

**BOX 21.10 Example item for analysis (i)**

**Item 87**

In Melbourne, Australia, a man collapses in the presence of a single health care worker who, after careful assessment of the patient, and whilst waiting for the paramedic team, decides to deliver cardio-pulmonary resuscitation (CPR).

Choose the most appropriate ratio for breaths : compressions with which the health worker should commence CPR.

A. 1:30  
B. 2:30  
C. 2:15  
D. 3:15  
E. 3:30

* The correct answer (Australian Resuscitation Council Guidelines) is B.
co-variation of a continuous variable (the total score on the test) with one that has a truly dichotomous distribution (in this case item 87). The point bi-serial is mathematically equivalent to a Pearson correlation coefficient in which one variable has only two values. The RPB for this item is almost zero. If the purpose of this test was to make discriminations between individual test takers, there would be a case for excluding this item, because it does not separate good from less good candidates. However, the focus of this item is to assess a core piece of knowledge that everyone should know – which is, in fact, what the item analysis shows the item does.

CRPB is the corrected point bi-serial. In this calculation the present item is removed from the test total, whilst the correlation is calculated. This is done because in some test situations the inclusion of the analysed item (item 87) in the test total can inflate this value and introduce additional co-variation. This problem is more troublesome when SAQs are being analysed. Typically each short answer has a weight greater than 1 mark and so variation in the item can make a large difference to the total score and hence to differences between the corrected and uncorrected versions of the statistic, with the uncorrected score being somewhat inflated (more positive). Even in the data for item 87, we can see considerable variation between the RPB and the CRPB.

RBIS and CRBIS are the ‘non-point’ versions of the previously discussed correlations. Strictly speaking the bi-serial coefficient is used where the dichotomous variable in fact has an underlying continuity and has been separated or recoded into a dichotomous one. The RBIS and CRBIS are always larger than their respective ‘point’ values, and may give an inflated value for variables where the continuity does not in fact exist.

IRI is the item’s overall reliability index, which is virtually zero. However, whether it is retained in future tests depends upon the purpose of the test. As we discussed above, if the test is designed to be a test of competence in decisions around emergency medicine, then excluding all the items on which students scored highly might defeat the object of the test. If the test has some selective purpose – for example, identifying students who might be competing for an elective in emergency medicine in later years – then excluding item 87 might be appropriate.

In summary, the item is correctly answered by almost all the cohort, has little discriminating power as a predictor of total test score, appears to reflect the possibility that the previous CPR guideline (Option C) was being used by a few individuals, whilst the majority were aware of the new recommendation to use 2 : 30 in single bystander CPR.

Item analysis is a relatively quick way to identify problems with items, especially when such problems reside with their distractors. It is surprising how often items are identified as having distractors that are chosen by a significant proportion of students and then issues are discovered with the validity of the ‘correct’ option or with ambiguous wording of the question.

It is crucial that one or more of the group of academics/clinicians who designed the items understand how to interpret item analysis software, and that they appreciate the need to tailor decisions about items to the purpose of the test. Indiscriminate use of the item parameters as a criterion for exclusion is highly undesirable, even though this may appear more ‘objective’ it will introduce more problems than it solves.

In Box 21.12, we have another item in the test; item 46, and in Box 21.13, the item analysis data for that item. See if you agree with our interpretation.

In brief this shows that there is competition in the cohort’s mind as to which is the correct answer with sport and alcohol being the two main contenders, with a minor one, hereditary. The item is not worded particularly well, as the

**BOX 21.11 Item analysis data for item 87**

<table>
<thead>
<tr>
<th>GROUP</th>
<th>N</th>
<th>INV</th>
<th>NF</th>
<th>OMIT</th>
<th>A</th>
<th>B</th>
<th>C</th>
<th>D</th>
<th>E</th>
</tr>
</thead>
<tbody>
<tr>
<td>TOTAL</td>
<td>148</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0.03</td>
<td>0.90</td>
<td>0.01</td>
<td>0.03</td>
<td>0.03</td>
</tr>
<tr>
<td>HIGH</td>
<td>38</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0.05</td>
<td>0.84</td>
<td>0.05</td>
<td>0.05</td>
<td>0.00</td>
</tr>
<tr>
<td>MID</td>
<td>64</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0.00</td>
<td>0.97</td>
<td>0.00</td>
<td>0.00</td>
<td>0.03</td>
</tr>
<tr>
<td>LOW</td>
<td>46</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0.04</td>
<td>0.87</td>
<td>0.00</td>
<td>0.04</td>
<td>0.04</td>
</tr>
</tbody>
</table>

**BOX 21.12 Example item for analysis (ii)**

Item 46

Predisposing factors for osteoarthritis include all of the following, EXCEPT?

A. Sport
B. Alcohol abuse
C. Manual occupation
D. Obesity
E. Hereditary

* The correct answer is B.
options do not all follow grammatically from the stem. This may introduce some bias in the option choices. It is also double negatively worded. It might have been better to ask, ‘which one of the following is not a predisposing factor for osteoarthritis?’

The difficulty is 0.50 – only half the cohort answered the item correctly. As it happens, items with difficulties within the 0.45–0.55 range are usually the most discriminating (this is a mathematical function), although of course they can be negatively discriminating (this is rare in well-chosen content, and is usually the result of an error in keying the correct answer). Here the discrimination is good: nearly half (0.48) of the third tertile chose ‘A’ as the correct answer, but roughly a tenth (0.11) of the top tertile did too. Perhaps this is because sport is featured so strongly in health promotional literature that some students believe it has few side-effects. Although the item is discriminating, and has good item-test correlations in both corrected and uncorrected versions, one might argue that in an emergency setting this knowledge might be less relevant; perhaps it would be much more appropriate in a musculoskeletal clinic or in general practice assessment. The overall item reliability is good – a test of 100 similar items would provide a highly discriminating test, though with a pass mark of around 50% – is this doctor half-full or half-empty of the knowledge needed to perform in practice?

Consequently, effort has gone into describing what the appropriate level of performance on any test should be. Clearly, this might vary from test to test and year to year; as knowledge changes, items have different inherent difficulty, and expectations change. Standard setting is discussed in detail in Chapter 24, and there are some good, practically focused, treatments elsewhere [103]. However, there are some important principles as they relate to written assessment, as follows.

1 Production of all written high-stakes tests should entail effort to set ‘a priori’ standards. This is perfectly possible in both ‘objective’ and other types of written items such as SAQs.

2 Usually, these standards should be based on careful consideration of test content and its appropriateness to meet course/professional requirements, by a group of judges familiar with the cohort, the curriculum, the content, and the context. Research has shown that including a discussion phase on the standard-setting panel reduces the minimum number of judges required and can improve the reliability of test standards. The minimum number of judges to obtain a reasonable standard error of measurement on a test is 10 or more judges without discussion, or six or more judges after discussion. This is a significant efficiency on some previous estimates (10–15 judges required) [104].

3 Standard setting methods that best fit the purpose of a test should be chosen. Setting a minimum standard of competence may be a different purpose to selecting students to enter an advanced course, or certifying to a specialty. Giving feedback to students is a different purpose to accrediting them to lead the advanced life support team.

4 Norm referencing is unacceptable for written items used in competency licensing tests. These tests are focused on candidates’ safety to practise, amongst other things. A clear and defensible standard needs to be identified.
5 Usually, for written assessments, the minimum acceptable standard should be decided before the test. In this setting (high-stakes examinations and patient safety concerns) variation in test, and hence item, difficulty is a critical issue. Standards should be set for each test, item by item, using item-focused methods such as Angoff, modified Angoff, or Ebel [105, 106]. See Chapter 22.

6 The final choice of method will be governed by the available resources and the consequences of misclassifying examinees as having passed or failed.

7 In general, setting standards for selected-response single-best-answer questions is less complex than setting standards for script concordance and, particularly, for key features items. This is because, especially in the latter, decisions in one part of a key feature may have impact on responses to other parts, and each may also be weighted quite differently. This problem is still being discussed [97].

8 The most robust methods are invariably also the most time consuming, but frequently result in excellent insights into test construction flaws because each item or response is carefully examined.

Summary

Written assessment is the most commonly used form of testing in tertiary and professional education. Huge amounts of research have been carried out on multiple-choice item formats and essay assessments. There are many variations of these methods used for assessment in the health professions. Newer formats, such as F-type and script concordance items, are still very much in development. Here we have presented the basic principles behind the most commonly used types of written assessment. Whilst there are many other topics that could be discussed in relation to written assessment, these are addressed by other chapters in this book.

Assessments of the types we have discussed here usually happen at the end of a term or year. However, they require a significant amount of time to prepare well, and each item needs to be written, reviewed, verified against the blueprint, and compiled into the whole test. Item flaws can have a significant impact on quality [107]. Then the test needs to be reviewed to check for cross-cueing or repetition between items, and optical score sheets prepared to reflect the different categories of responses in the test (e.g. for key features items) and then printed for the assessment. This can require between two and six months for a complex and/or comprehensive assessment.

Faculty development is a key component of improvements in assessment strategies. Some written assessments are deceptively simple, when given a cursory glance, but their quality is dependent on expertise in the discipline, as an educationalist, and in item writing. Good items also require detailed preparation and extensive trialling and analysis of items.

Finally, it is clear that there are different uses for different items. It is unlikely that a good assessment of cognitive skills in health disciplines can be undertaken with an MCQ. It will require a carefully chosen group of items, matched to the curriculum, using an array of different response modes to reflect the complexity of health care in the twenty-first century.

References


Introduction

Assessment in the context of medical education has changed dramatically over the past 50 years [1]. From near exclusive reliance on the essay question and the clinical viva, assessment methods have proliferated, particularly those appropriate to use in the setting of undergraduate medical education. These newer methods cover more of the competencies of a doctor, and there is a much better understanding of how to deploy them to produce scores that are valid and reliable.

Assessment in the setting of clinical training, particularly postgraduate training, is not as well developed as that in the undergraduate arena. The curriculum in most clinical training settings is less structured, and the trainees often have more responsibility. Consequently, assessment needs to pose a broader range of patient problems and include more complex and acute care, multi-system disease, and procedural skill. Moreover, the focus is more often on the assessment of integrated skills rather than on specific aspects of competence. Compared with practising doctors, trainees in clinical settings are not yet completely responsible for patients, and they have not differentiated within specialty. As a result, assessment needs to focus on the potential to practise, not actual practice, so assessments of work products are likely to be less useful [2]. Moreover, the results of an assessment programme need to support the educational enterprise.

It is difficult to develop high-quality written or performance-based assessments locally, especially in the context of postgraduate training. There are relatively small numbers of trainees and staff, resources are fragmented across the specialties, and assessment expertise is rare. There is also a need to address sophisticated content and skills, which are difficult to simulate at the level of advanced trainees.

Despite these challenges, there are two aspects of training in a clinical setting that offer significant advantages for assessment. First, there are routine interactions among members of the health care team and between trainees and patients, so the clinical material that can serve as the basis for assessment is readily available. Second, there are skilled clinician-educators in the setting who, with some training, can act as judges. Consequently, assessment methods that are based on observation of routine encounters are most feasible in the setting of clinical training. In addition, the use of these methods supports the educational process because they offer the opportunity for formative feedback and the development of a plan for remediation when it is needed.

In 1990, Miller proposed a structure, in the form of a pyramid, for categorising methods of assessment [3]. Knowledge (‘knows’) is at the lowest level of the pyramid followed by competence (‘knows how’), performance (‘shows how’), and action (‘does’) (see Figure 22.1). Assessments based on observation in the setting of work are representative of the top two levels of the pyramid. Miller distinguished between these two levels depending on whether trainees were in an artificial testing situation (i.e. they were aware that they were being assessed). Underlying this distinction is the reasonable but unproven assumption that the assessment methods that come closest to capturing a doctor’s unobserved, routine functioning of trainees and staff offer a rich and feasible alternative.

A framework for assessment based on observation has two dimensions: the grounds on which judgements are made (single encounter or routine performance) and the nature of the judgements themselves (occurrence, quality, or suitability).

Tools such as the mini-CEX, DOPS, CbD, and mini-PAT offer valid assessment.

Faculty development is a key to the successful use of the methods.

The opportunity for educational feedback as part of these methods is as important as their contribution to the assessment process.
will yield the most valid results. Of course, capturing authentic performance has problems as well since the clinical context poses a number of threats to validity (e.g. differences between doctors in case mix and the severity of illness of their patients) [2].

**A Framework for Assessment based on Observation**

In the work context, assessors are asked to make a number of different kinds of judgement based on their observations. For the purpose of this chapter, a two-dimensional framework will be used to describe these judgements [4, 5]. The first dimension relates to the grounds on which the judgements are made – a single encounter or routine performance. The second dimension relates to the nature of the judgement – whether it is occurrence, quality, or suitability.

**Grounds for Judgement**

**Single Encounter**

In this instance, the assessors base their judgements on observation of a single event. For example, a faculty member might observe the trainee in interaction with a particular patient, patient record, or procedure, and then provide an evaluation of it. The traditional clinical viva illustrates this. A trainee examines and interviews a patient, draws conclusions, and then presents all of this to one or more assessors. Judgements about the trainee are made on the basis of that one event.

The advantage of basing judgements on single events is the reassurance that the assessor has actually observed the performance and is focused on reaching a conclusion about it. Theoretically, this reduces the biasing effects of previous contact and clarifies what is to be evaluated. The disadvantage is that the performance of doctors is case or task specific [6]. This means that performance on one event does not predict with high accuracy performance on another. Therefore, several different events need to be sampled to obtain a generalisable estimate of performance (Box 22.1).

**Routine Performance**

In this instance, the assessors base their judgements on observations they have made over a period of time. This is one of the most common types of assessment, and most training programmes in the US and UK ask faculty members to periodically complete rating forms that attest to the competence of their trainees.

The major advantage of this basis for judgement is that it should include observations of the trainee on a number of different occasions. In this way, it reduces, to some degree, the problems of case specificity of performance. However, assessors sometimes offer evaluations of aspects of performance they do not observe. For example, Pulito et al. found that faculty members primarily observe cognitive skills and professionalism and have little basis for assessing other aspects of competence [7]. Moreover, Silber et al. found that faculty members tend to assess competence along the two dimensions of medical knowledge and interpersonal skills, and do not make distinctions among other aspects of competence [8].

**BOX 22.1 FOCUS ON: How many encounters are needed?**

In most assessment programmes, the same number of encounters is required of all trainees.

For example, the UK Foundation Programme calls for each trainee to undertake a minimum of nine direct observations of practice each year – of which six must be the mini clinical evaluation exercise (mini CEX) – and six case-based discussions. These estimates balance traditional estimates of reliability against feasibility. Depending on the purpose of the assessment, however, this may be too few or too many encounters for certain trainees. Use of the standard error of measurement (SEM) permits the application of a more refined strategy for making this decision.

The SEM is an alternative to traditional measures of reliability, and it can be used to construct a 95% confidence interval around scores [9]. For example, data from a study of the mini-CEX indicate that the 95% confidence interval for the overall rating of clinical competence is ±1.2 after two encounters and ±0.8 after four encounters, and it continues to decrease more slowly with additional encounters [10]. These data are based on a nine-point scale where 1–3 is unsatisfactory, 4–6 is satisfactory, and 7–9 is superior. Thus, we can be 95% confident that the true score of a trainee student with an average rating of 4.0 on two encounters lies between 2.8 and 5.2.

If the purpose of assessment is simply to identify which trainees are unsatisfactory, two encounters are probably sufficient for many trainees, certainly those with average ratings of 6 or better. On the other hand, for trainees with averages between 2.8 and 5.2, additional encounters are needed. As encounters are added, the width of the confidence interval shrinks and the number of good decisions increases. Thus, limited assessment resources can be focused where they do the most good.

The assessment advantages of this strategy go together with significant educational advantages. Borderline trainees will have more encounters, and since each is accompanied by feedback, those who need it most will receive more intense educational interventions.
Nature of the Judgement
Based on their observations of single encounters or routine performance, the nature of judgements assessors are asked to make falls into three categories:

- occurrence – whether particular behaviours were demonstrated
- quality – the ‘goodness’ of the performance
- fitness or suitability – whether the performance was good enough for a particular purpose.

Occurrence
Assessors are sometimes asked to indicate whether they have observed a particular behaviour, and they are often given a checklist on which to note the occurrence. For instance, Martin et al. developed procedure-specific checklists containing 22–32 task steps [11]. They were applied by assessors to their observation of procedures done by trainees. Each time one of the steps on the checklist was completed, the assessor noted it, and after the procedure, the marks were tallied.

Simply noting the occurrence of behaviours is often viewed as objective, leaving less to the judgement of the observer. It structures the task of the assessor and ensures that it is more focused and consistent over observations and assessors. If they are clinician-educators, however, simply asking the assessor to note the occurrence of particular behaviours does not make best use of their ability to discriminate among performances.

Quality
More often, assessors are asked to make a judgement about the quality of the performance they observe. They typically record these judgements on a rating scale. For example, in the study by Martin et al., observers were also asked to complete a seven-item global rating form that captured the quality of the trainees’ procedural skills on a five-point scale [11]. The same form was used for all procedures, and after the examination the ratings were tallied.

In the Martin et al. study, the global assessments of quality were strongly correlated with the checklists, which simply noted the occurrence of aspects of performance [11]. This is not an unusual finding, and it suggests that they are capturing the same aspects of competence [12]. However, the global ratings tend to be a bit more valid. For instance, in the Martin et al. study, they discriminated among levels of training, while the checklists did not.

Fitness
In some instances, assessors are asked to determine whether a performance is satisfactory or fit for purpose. For example, in the Martin et al. study, the assessors were also asked to make a pass/fail judgement [11]. In essence, this required them to make two judgements in sequence. They needed to first establish the quality of a performance, and then they had to decide whether it was good enough for a particular purpose. In the Martin et al. study, pass/fail results were not correlated with other measures (e.g. year of training) because so many of the participants passed [11].

The simultaneous decision-making underlying a single judgement about fitness is very efficient in academic settings where it is important to identify individuals for advancement and remediation. However, it combines two somewhat unreliable judgements into one and renders the meaning of the results unclear to a degree. For example, a failing judgement can be rendered because the performance was poor or the assessor had high standards. Since it is not possible to disentangle these, it is best to ask for judgements about quality and fitness separately, as they did in the study by Martin et al. [11].

Common Methods
A number of different methods of assessment based on observation, each known by an increasing bewildering array of acronyms, have been used in the setting of clinical training. The methods cluster into one of three common varieties:

- direct observation of practice (e.g. mini-CEX, DOPS, OCAT)
- chart-stimulated recall (e.g. CbD)
- multi-source or 360° feedback (MSF) [13].

Characteristically, such assessments are gathered into a portfolio that trainees complete and this collection forms the basis for making judgements about educational progress. The methods listed above will form the focus of the following section.

Mini-CEX
In the mini-clinical evaluation exercise (mini-CEX) a faculty member observes a trainee interact with a patient in a clinical setting [13, 14]. The trainee engages in a clinical activity (e.g. taking a focused history and performing relevant aspects of the physical examination) and afterwards summarises the encounter (e.g. provides a diagnosis and/or treatment plan). The faculty member scores the performance and then provides educational feedback. The encounters are intended to take about 15 minutes, and trainees are expected to be evaluated several times and by different faculty members.

The method was originally devised for use in internal medicine postgraduate training programmes in the US. Individual faculty members were responsible for deciding when trainees were to be assessed and for identifying appropriate patients. Ratings were gathered on a 9-point scale, where 1–3 was unsatisfactory, 4–6 was satisfactory, and 7–9 was superior. The dimensions of performance observed and evaluated were interviewing skill, physical examination, professionalism, clinical judgement, counselling, organisation and efficiency, and overall competence.

Not every encounter permitted assessment of all of these dimensions. Depending on the purpose of the assessment, the ratings were aggregated across dimensions and encounters for each trainee [13, 14].

Given its structure, the ground for judgements underpinning the mini-CEX is always the single encounter. Depending on how it has been deployed, however, the nature of the judgements has varied depending on the
purpose of the assessment. For instance, in the US, assessors were asked to judge both the quality (ranking from 1 to 9) of the performance and its fitness (unsatisfactory versus satisfactory/superior) for a first-year postgraduate trainee.

In the US, the mini-CEX has been used in a number of different inpatient, outpatient, and emergency department settings. In these settings, the mini-CEX has been applied to a broad range of patient problems. For example, in a study by Norcini et al., the presenting complaints included abdominal pain, chest pain, cough, dizziness, fever, headache, low back pain, shortness of breath, and weight gain. Common internal medicine problems, such as arthritis, asthma, chronic obstructive pulmonary disorder, congestive heart failure (CHF), coronary artery disease, diabetes, and hypertension, formed the basis for assessment, as well as other common problems, such as seizure, substance abuse, depression, dementia, and rash. The mini-CEX was also applied to trainees assessing patients with multiple problems, such as CHF, hypertension, and diabetes, and with acute problems such as sepsis and myocardial infarction [10].

The mini-CEX is analogous to a classroom test for the clinical setting. It is intended to identify the few trainees whose performance is wholly unsatisfactory and to provide documentation of their shortcomings. This documentation serves as the evidence in support of a later educational decision about the trainee. More importantly however, for the vast majority of trainees it provides an opportunity for ongoing formative assessment and feedback. It is also designed to ensure that the clinical skills of trainees have been observed and evaluated by faculty members. Unfortunately, observation and feedback occur far too rarely in the context of many busy clinical placements [15].

The mini-CEX is not intended for use in a high-stakes examination setting, nor should it be used to compare or rank trainees across different programmes.

Although more work remains, a recent systematic review finds a number of studies that provide evidence of the validity of the mini-CEX [16]. For example, in the undergraduate setting, Kogan et al. found that mini-CEX scores had modest correlations with examination scores, inpatient clerkship ratings, outpatient clerkship ratings, and final course grades [17]. In a postgraduate setting, Durning et al. found correlations between the individual components of the mini-CEX and the corresponding monthly evaluations by faculty members, as well as the results of an in-training examination [18]. In a study by Boulet et al., videotapes of standardised patient (SP)-student encounters were evaluated by faculty using the mini-CEX form [19]. The SP checklists predicted faculty global ratings, and SP ratings of doctor-patient communication correlated with faculty ratings of communications. Finally, Holmboe et al. scripted videotapes of trainees whose performance was unsatisfactory, satisfactory, or superior. Using the mini-CEX form, faculty successfully discriminated among the three levels of performance [20].

Since its initial development, the mini-CEX has been modified for use in a number of different settings and the original forms have been translated into several different languages. The competencies assessed have been tailored to particular needs (e.g. the Professionalism Mini-Evaluation Exercise) and to a variety of undergraduate and postgraduate disciplines and clinical settings [21–23]. The rating scales have been modified as well, with changes in the number of points on the scale, the definitions of those points, and, in some instances, the replacement of the ratings with written comments. All of these modifications are appropriate, and they ensure the relevance of the method to the setting in which it is being used.

The assessment programme of the UK Foundation Programme provides an example in which the mini-CEX has been appropriately modified to make it more relevant to a particular setting [13]. Trainees are assessed several times throughout the year with different faculty members for each encounter. Both the assessor and the patient are selected by the trainee, but the assessor must agree that the encounter is appropriate. Assessors include consultants, experienced specialist registrars, staff grade and associate specialists, and general practitioners. There is a list of core problems as part of the curriculum, and trainees are expected to sample from them. The immediate feedback given after the encounter includes strengths, weaknesses, and an action plan for further effort. Initially, ratings of performance were gathered but more recently these have been replaced by the provision of text comments.

Figure 22.2 shows a typical assessment form. The describers require the assessors to judge both the quality of the trainee’s performance and whether it meets expectations for completion of the year of training.

DOPS

DOPS is a variation on the mini-CEX, which was originally designed by the Royal College of Physicians to assess and provide feedback on procedural skills [24]. Just as with the mini-CEX, trainees are observed with real patients, but in DOPS they are conducting procedures. After the encounter, the faculty member rates the trainee’s performance and provides educational feedback. The encounters are necessarily brief (usually less than 15 minutes, with 5 minutes for feedback), and trainees are expected to be evaluated several times and by different faculty members.

An example of DOPS is its use in the UK Foundation Programme. Trainees must select from an approved list that contains many of the procedures used routinely in practice [13]. For example, it includes various injections, intubation, electrocardiogram, nasogastric tube insertion, venepuncture, cannulation, and arterial blood sampling. Trainees are assessed on their understanding of indications, anatomy, technique, aseptic technique, proper analgesia, communication, and other important aspects of procedural skill. They are also asked how often they have performed the procedure. More recently, the ratings have been removed and the trainee is offered free text assessment and feedback.

Trainees are to be assessed several times throughout the year with different procedures and faculty members for each encounter [13]. As with all the tools used as part of this programme, the timing, procedure, and assessor are selected by the trainees, but the assessor must agree that the procedure is appropriate. Like the mini-CEX, assessors include consultants, experienced specialist registrars, staff
Please refer to www.hcat.nhs.uk for guidance on this form and details of expected competencies for F1

Mini-Clinical Evaluation Exercise (CEX) – F1 Version

**Please complete the question using a cross:** ☒ **Please use black ink and CAPITAL LETTERS**

<table>
<thead>
<tr>
<th>Doctor’s Surname</th>
<th>Forename</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
</tr>
</tbody>
</table>

**GMC Number:**

**GMC NUMBER MUST BE COMPLETED**

<table>
<thead>
<tr>
<th>Clinical setting:</th>
<th>A&amp;E</th>
<th>OPD</th>
<th>In-patient</th>
<th>Acute Admission</th>
<th>GP Surgery</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Clinical problem category:</th>
<th>Airway/Breathing</th>
<th>CVS/Circulation</th>
<th>Gastro</th>
<th>Neuro</th>
<th>Pain</th>
<th>Psych/Behav</th>
<th>Other</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>New or FU:</th>
<th>New</th>
<th>FU</th>
<th>Focus of clinical encounter:</th>
<th>History</th>
<th>Diagnosis</th>
<th>Management</th>
<th>Explanation</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Number of times patient seen before by trainee:</th>
<th>0</th>
<th>1–4</th>
<th>5–9</th>
<th>&gt;10</th>
<th>Complexity of case:</th>
<th>Low</th>
<th>Average</th>
<th>High</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Assessor’s position:</th>
<th>Consultant</th>
<th>GP</th>
<th>SpR</th>
<th>SASG</th>
<th>SHO</th>
<th>Other</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Number of previous mini-CEXs observed by assessor with any trainee:</th>
<th>0</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5–9</th>
<th>&gt;9</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

**Please grade the following areas using the scale below:**

1. History Taking
2. Physical Examination Skills
3. Communication Skills
4. Clinical Judgement
5. Professionalism
6. Organisation/Efficiency
7. Overall clinical care

<table>
<thead>
<tr>
<th>Below expectations for F1 completion</th>
<th>Borderline for F1 completion</th>
<th>Meets expectations for F1 completion</th>
<th>Above expectations for F1 completion</th>
<th>U/C*</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

*U/C Please mark this if you have not observed the behaviour and therefore feel unable to comment.

**Anything especially good?**

**Suggestions for development**

**Agreed action:**

Have you had training in the use of this assessment tool?: ☐ Face-to-Face ☐ Have Read Guidelines ☐ Web/Cdrom

<table>
<thead>
<tr>
<th>Assessor’s Signature:</th>
<th>Date (mm/yy):</th>
<th>Time taken for observation: (in minutes)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>M M Y Y</td>
<td></td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Assessor’s Surname:</th>
<th>Assessor’s registration number:</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
</tr>
</tbody>
</table>

**Please note:** Failure of return of all completed forms to your administrator is a probity issue.

Acknowledgements: Adapted with permission from American Board of Internal Medicine

---

Figure 22.2 Typical mini-CEX assessment form.
grade and associate specialists, and general practitioners. However, nurses and other appropriate allied health professionals can also act as assessors. The immediate feedback given after the encounter includes areas of strengths and suggestions for development.

Since it is a variation, studies indicating the validity of the mini-CEX apply to DOPS as well. In addition, there is considerable research showing that global ratings of procedural skills can produce valid results [25]. For example, Goff et al. demonstrated that in an objective structured assessment of technical skills, judgements of occurrence, quality, and fitness by two assessors were able to distinguish among levels of training [26]. Similarly, a study of actual performance by Winckel et al. found that both checklists and global ratings distinguished among levels of training for 41 operations (see Box 22.2) [27]. More recently, Marriott et al. found good validity, reliability, and acceptability when using DOPS to assess trainees’ skills in the operating theatre [28].

OCAT
The Ottawa Clinic Assessment Tool (OCAT) is also a variation on the mini-CEX, which was designed by The University of Ottawa, Canada [29]. OCAT is an example of a growing number of tools designed to observe a composite set of clinical activities over a defined timeframe. It is used for the assessment of a surgical trainee in an everyday clinic environment, specifically to assess their ability to safely and independently run a surgical clinic at the level of a generalist. It uses a modified ‘entrustability scale’ [30]. As described in the section below, Entrustable Professional Activities (EPAs) are descriptors of work, which often require proficiency in several different competencies [31]. Entrustability scales are designed to reflect the way clinical educators think in the workplace. For example, does a surgical educator feel comfortable leaving a resident alone with a patient during a procedure? [32–34]. The narrative trustment scale used in OCAT has the following anchors which revolve around the feelings of the assessor:
1. I had to do.
2. I had to talk them through.
3. I had to direct them from time to time.
4. I needed to be available just in case.
5. I did not need to be there.

The OCAT is a nine-item tool, with a global assessment item and two short-answer questions regarding technical skills. At the end of a clinic, trainees request their supervising surgeon to fill out an OCAT form (Figure 22.3). Initial evidence demonstrates that at least three OCAT forms per trainee are required to produce a generalisability coefficient of 0.88 [29].

CSR
Chart-stimulated recall (CSR) was developed by Maatsch for use by the American Board of Emergency Medicine [41]. A variation of it, called the Case-based Discussion, has been used in UK postgraduate training, including in the Foundation Programme. In this setting, the trainee must select two case records from patients they have seen recently and in which they have made entries [13]. The assessor selects one of the two cases and explores one aspect of it with the trainee. For example, they might choose to focus on which investigations the trainee ordered or on the ethical issues raised by a particular patient. In all instances, the assessor is interested in understanding the reasoning behind the trainee’s choices.

CSR is designed to offer an assessment of medical record keeping and to stimulate trainees to discuss why they acted as they did. In this way it offers the opportunity for assessment of the application of knowledge, decision-making, and ethical issues. CSR uses single encounters as the grounds for measurement, and assessors are asked to make judgements about both the quality of the clinical assessment, investigation and referrals, treatment, professionalism, medical record keeping, and overall clinical care, and about whether they meet or exceed expectations (i.e. fitness). An assessment form for the Case-based Discussion version of CSR is shown in Figure 22.4.

When used in the Foundation Programme, each encounter is intended to take 15 minutes, followed by 5 minutes of feedback, and there should be four to six encounters during the year [13]. Assessors include consultants, experienced specialist registrars, staff grade and associate specialists, and general practitioners. There is a list of core problems as part of the curriculum, and trainees are expected to sample from them. The feedback given after the encounter should include strengths, suggestions for development, and an action plan that outlines a response to these suggestions.

The original work on the validity of the CSR was done in conjunction with the certification and recertification programmes of the American Board of Emergency Medicine [41]. When given to a sample of practising doctors, CSR score distributions and pass-fail results were consistent with those for initial certification. They were also correlated with scores from a variety of other methods, including an oral examination and an audit of practice records. Of all

<table>
<thead>
<tr>
<th>BOX 22.2 WHERE’S THE EVIDENCE: Checklists versus global ratings</th>
</tr>
</thead>
<tbody>
<tr>
<td>There is a sizeable body of research on the use of checklists, which capture the occurrence of particular behaviours, and global rating scales, which capture the quality of a performance [35–40].</td>
</tr>
<tr>
<td>Scores based on checklists are strongly correlated with scores based on global rating scales.</td>
</tr>
<tr>
<td>Checklists are: (i) perceived to be more objective and (ii) can produce slightly more reliable scores, but (iii) they may not be as good at capturing advanced levels of expertise.</td>
</tr>
<tr>
<td>Global ratings are: (i) perceived to be more subjective, but (ii) tend to be slightly more valid.</td>
</tr>
<tr>
<td>Doctors or trained patients can use checklists since they require only that behaviour to be noted. Only experts can use global ratings. Overall differences between checklists and global ratings are relatively small.</td>
</tr>
</tbody>
</table>
### The Ottawa Clinic Assessment Tool (OCAT)

<table>
<thead>
<tr>
<th>Study ID:</th>
<th>Level: 1 2 3 4 5</th>
<th>Staff Name:</th>
</tr>
</thead>
<tbody>
<tr>
<td>Clinic:</td>
<td>Date:</td>
<td></td>
</tr>
</tbody>
</table>

The purpose of this scale is to assess the trainee’s ability to safely and independently run a CLINIC IN YOUR SPECIALTY (i.e. Urology, General Surgery, etc.) at the level of a GENERALIST (i.e. certified graduate of residency program).

With that in mind please use the scale below to rate each item, irrespective of the resident’s level of training. Base your rating on the trainee’s performance across the ENTIRE CLINIC (i.e. do not base your rating on only one specific patient encounter).

Please complete the assessment IMMEDIATELY following completion of the clinic.

**Scale**

1—“I had to do”—i.e., Requires complete guidance, unprepared to do, or had to do for them

2—“I had to talk them through”—i.e., Able to perform some tasks but requires repeated directions

3—“I had to direct them from time to time”—i.e., Demonstrates some independence, but requires intermittent prompting

4—“I needed to be available just in case”—i.e., Independence but needs assistance with nuances of certain patients and/or situations, unable to manage all patients, still requires supervision for safe practice

5—“I did not need to be there”—i.e., Complete independence, can safely manage a general clinic in your specialty

<table>
<thead>
<tr>
<th>1. History</th>
</tr>
</thead>
<tbody>
<tr>
<td>Efficient data gathering</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>2. Physical Exam</th>
</tr>
</thead>
<tbody>
<tr>
<td>Efficient and accurate examination</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>3. Case Presentation</th>
</tr>
</thead>
<tbody>
<tr>
<td>Synthesis of history and physical, clear presentation</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>4. Differential Diagnosis</th>
</tr>
</thead>
<tbody>
<tr>
<td>Able to make a diagnosis and appropriately consider alternatives</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>5. Management Plan</th>
</tr>
</thead>
<tbody>
<tr>
<td>Able to develop relevant plan dependent on context and be decisive (i.e. appropriate investigations, procedures, etc)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>6. Patient/Family Communication</th>
</tr>
</thead>
<tbody>
<tr>
<td>Effective, sensitive, and respectful communication skills (verbal &amp; non-verbal), language appropriate to patient understanding, able to build rapport and trust</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>7. Documentation within Clinic</th>
</tr>
</thead>
<tbody>
<tr>
<td>Orders, prescriptions, forms, etc (may not include consultation report)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>8. Collaboration</th>
</tr>
</thead>
<tbody>
<tr>
<td>Works well with and/or teaches other team members as appropriate (i.e. staff, student, other healthcare professional)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>9. Time Management of Entire Clinic</th>
</tr>
</thead>
<tbody>
<tr>
<td>Able to economize time, manage interruptions, and modify time spent with individual patients appropriately</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>10. If Procedures Were Performed in Clinic: Not Applicable □</th>
</tr>
</thead>
<tbody>
<tr>
<td>a. Technical Skills</td>
</tr>
<tr>
<td>Safely and effectively performs appropriate clinical procedures</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>b. Situational Awareness</th>
</tr>
</thead>
<tbody>
<tr>
<td>Non-technical aspects of procedure (i.e. insight into patient experience, respects patient comfort)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>11. Concerns with Attitude or Professionalism</th>
</tr>
</thead>
<tbody>
<tr>
<td>(If yes please describe in suggestions for improvement below)</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Resident is safe to independently manage/run this clinic at a generalist level</th>
</tr>
</thead>
</table>

| 13. Give at least 1 specific aspect of clinic done well  |

| 14. Give at least 1 specific suggestion for improvement  |

*Figure 22.3 Typical OCAT form.*
Please refer to curriculum at www.mmc.nhs.uk for details of expected competencies for F1 and F2.

**Case-based Discussion (CbD) – F2 Version**

Please complete the question using a cross: □ Please use black ink and CAPITAL LETTERS

### Doctor's Information

- **Surname**: 
- **Forename**: 
- **GMC Number**: 

**GMC NUMBER MUST BE COMPLETED**

### Clinical Setting

- **A&E**: 
- **OPD**: 
- **In-patient**: 
- **Acute Admission**: 
- **GP Surgery**: 

### Clinical Problem Category

- **Pain**: 
- **Airway/Breathing**: 
- **CVS/Circulation**: 
- **Psych/Behav**: 
- **Neuro**: 
- **Gastro**: 
- **Other**: 

### Focus of Clinical Encounter

- **Medical Record Keeping**: 
- **Clinical Assessment**: 
- **Management**: 
- **Professionalism**: 

### Complexity of Case

- **Low**: 
- **Average**: 
- **High**: 

### Assessor's Position

- **Consultant**: 
- **SpR**: 
- **GP**: 

### Please grade the following areas using the scale below:

<table>
<thead>
<tr>
<th>Area</th>
<th>Below expectations for F2 completion</th>
<th>Borderline for F2 completion</th>
<th>Meets expectations for F2 completion</th>
<th>Above expectations for F2 completion</th>
<th>U/C*</th>
</tr>
</thead>
<tbody>
<tr>
<td>1 Medical record keeping</td>
<td>1</td>
<td>2</td>
<td>3</td>
<td>4</td>
<td>5</td>
</tr>
<tr>
<td>2 Clinical assessment</td>
<td>6</td>
<td>7</td>
<td>8</td>
<td>9</td>
<td>10</td>
</tr>
<tr>
<td>3 Investigation and referrals</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>4 Treatment</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>5 Follow-up and future planning</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>6 Professionalism</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>7 Overall clinical judgement</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

*U/C* Please mark this if you have not observed the behaviour and therefore feel unable to comment.

**Agreed action:**

- **Trainee satisfaction with CbD**: 
- **Assessor satisfaction with CbD**: 
- **What training have you had in the use of this assessment tool?**: 
  - □ Have Read Guidelines
  - □ Web/CD rom

**Assessor's Signature**: 

**Assessor's Surname**: 

**Assessor's GMC Number**: 

**Please note:** Failure of return of all completed forms to your administrator is a probity issue.

---

**Figure 22.4** Typical CbD assessment form.
the methods used, CSR was considered most valid by practising doctors.

In a later study, Norman et al. applied several different assessment methods to a group of doctors, who were referred because of practice problems, and a group of volunteers [42]. CSR was correlated with an SP examination (0.74) and an oral examination (0.51) given to these same groups. In addition, CSR was able to distinguish the ‘referred’ from the volunteer group.

Finally, Solomon et al. gave CSR to a group of doctors eligible for recertification [43]. It was correlated with an oral exam (0.49), and when it was combined with the oral exam, CSR had correlations with written and oral exams administered 10 years earlier (0.45, 0.37).

**MSF**

Making judgements about the performance of colleagues has formed the basis of the referral process in medicine and other professions for centuries [44]. In recent years, these judgements have been collected in a systematic fashion and aggregated to provide an assessment of performance. There are several variations of this process (known as multisource, or 360-degree, feedback – MSF): the assessors (e.g. peers, seniors, patients), and the forms that are used, but as an example, this chapter focuses on the mini-Peer Assessment Tool or mini-PAT.

Trainees nominate assessors who are consultants, experienced specialist registrars, staff grade and associate specialists, general practitioners, nurses, or allied health personnel. Each is sent a questionnaire, which, after completion, is returned to a central location for processing. This ensures that the trainee does not know the views of their assessors. The trainee self-assesses and submits the questionnaire for processing as well. Figure 22.5 shows the mini-PAT questionnaire. It contains 16 questions addressing the categories of:

- good clinical care
- maintaining good medical practice
- teaching and training – appraising and assessing
- relationships with patients
- working with colleagues
- an overall assessment.

Unlike the other methods that are described in this chapter, the judgements underpinning the mini-PAT are grounded in routine performance rather than performance on a specific encounter. As with the other methods, however, assessors are asked to make judgements about both quality and fitness.

It is most efficient if the questionnaires are collated electronically in a central location, and feedback is prepared for the trainee. The reports to trainees typically provide self-ratings, the mean ratings of the assessors, and the national mean ratings. All comments are included verbatim, but they are anonymous. The trainee and their educational supervisor review the results together and agree on strengths, areas for development, and an action plan. This process can be repeated as often as makes sense in the context of training.

Multisource feedback (MSF) programmes of this type have been used at a number of different institutions [45–49]. For 30 years, medical students in the obstetrics/gynaecology and internal medicine clerkships at the University of Missouri-Kansas have been asked to evaluate the professionalism of their peers [50]. The programme has evolved over the years, but recently most of the negative reports about professional behaviours received by the promotions committee emanated from peers [51].

Similarly, the University of Florida uses an MSF assessment system to identify those medical students whose professionalism is outstanding [52]. The information is included in the Dean’s letter of recommendation for postgraduate training, and there are reports that it has enabled some students to acquire a more desirable post [51].

There is a growing body of evidence supporting the validity of these assessments. A study of certification in the US by Ramsey et al. compared certified internists and non-certified internists who were 5–10 years past certification or training [53]. Several assessments were collected, and the certified doctors had higher peer ratings, even though their peers did not know their certification status. The results were also correlated with written examination performance.

In a follow-up study, Ramsey et al. focused only on practising internists who were 5–15 years past certification [54]. Two lists of peers were solicited, one from the participants and one from their medical supervisors. In addition, the questions on the assessment form were divided into two scales, one for cognitive/technical skills and one for professionalism. The source of the peers (participant versus medical supervisor) did not affect the ratings. Further, a written examination had a statistically significant correlation with the cognitive/technical scale but not the professionalism scale.

The mini-PAT (Figure 22.5) is a shortened form of the Sheffield Peer Review Assessment Tool, which was studied with paediatricians [55]. Results of that work indicate that it was feasible, produced scores with reasonable reliability, and was not significantly influenced by extraneous factors, such as occupation of assessor, length of working relationship, and the clinical setting in which the relationship took place. Moreover, it was able to distinguish between doctors of different grades. It was used in the Foundation Programme at its inception but has since been replaced with the Team Assessment of Behaviour (TAB), which is shorter and so more practical [56].

In order to develop a system for MSF it is important to nurture an institutional climate that motivates change in behaviour. It is also essential to train those giving feedback to deliver feedback in a non-threatening manner [57]. Performance change is more likely to occur when feedback was credible and accurate or when coaching is provided [58].

**Portfolios**

A portfolio is simply a collection of information intended to demonstrate achievement. However, there are many variations on this simple theme. Portfolios can include a number of different types of information, both single-encounter and routine performance. In some instances, the content of the portfolio is left wholly to the trainee, while in others they must all include exactly the same information. Typically, the portfolio is reviewed by assessors, who are asked to make judgements about it.
Please refer to curriculum at www.mmc.nhs.uk for details of expected competencies for F1 and F2.

**mini-PAT (Peer Assessment Tool) – F1 Version**

Please complete the question using a cross: 

Please use black ink and CAPITAL LETTERS

**Doctor’s Surname**

**Forename**

**GMC Number:**

<table>
<thead>
<tr>
<th>How do you rate this Doctor in their:</th>
<th>Below expectations for F1 completion</th>
<th>Borderline for F1 completion</th>
<th>Meets expectations for F1 completion</th>
<th>Above expectations for F1 completion</th>
<th>U/C*</th>
</tr>
</thead>
<tbody>
<tr>
<td>Good Clinical Care</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>1 Ability to diagnose patient problems</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>2 Ability to formulate appropriate management plans</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>3 Awareness of their own limitations</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>4 Ability to respond to psychosocial aspects of illness</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>5 Appropriate utilisation of resources e.g. ordering investigations</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Maintaining good medical practice</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>6 Ability to manage time effectively/prioritise</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>7 Technical skills (appropriate to current practice)</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Teaching and Training, Appraising and Assessing</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>8 Willingness and effectiveness when teaching/training colleagues</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Relationship with Patients</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>9 Communication with patients</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>10 Communication with carers and/or family</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>11 Respect for patients and their right to confidentiality</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Working with colleagues</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>12 Verbal communication with colleagues</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>13 Written communication with colleagues</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>14 Ability to recognise and value the contribution of others</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>15 Accessibility/reliability</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>16 Overall, how do you rate this doctor compared to a doctor ready to complete F1 training?</td>
<td>□ □ □ □ □ □</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

Do you have any concerns about this doctor’s probity or health? □ Yes □ No

*U/C Please mark this if you have not observed the behaviour and therefore feel unable to comment.

Figure 22.5 The mini-PAT questionnaire.
A portfolio for use in postgraduate training might include several components or sections. For instance, it may contain a section devoted to the educational experiences of the trainee, such as procedure and patient logs, participation in didactic sessions, clinical rotations, research papers, and critical incidents. A second section might contain the results of workplace-based assessments plus scores on written knowledge examinations. A third section could be devoted to the trainee’s reflections on these educational experiences and ongoing self-appraisal. A final section might contain all of the signoffs necessary to support a decision about the trainee’s promotion.

Because portfolios used for different purposes might contain different forms of assessment, it is not reasonable to extrapolate the validity of one portfolio from another. However, it is sensible to extrapolate the validity of the portfolio from the validity of the contents (i.e. mini-CEX, DOPS, CSR, MSF) and the quality of the process used to make decisions based on those contents.

Regardless of the particular application, the use of portfolios in assessment requires that one or more experts make judgements about their contents. Applying the framework presented above, these judgements can be made about occurrence (e.g., whether a trainee has had the required number of mini-CEX encounters), quality (e.g., whether the mini-CEX results indicated good performance), and fitness (e.g., whether the mini-CEX results indicated satisfactory completion of a year of training). There are several factors that will contribute to the quality of these judgements, and they are similar to those for all assessments based on observation.

First, the purpose of the portfolio must be clear (e.g., it is intended for summative use). Second, it is important to be specific about what each portfolio must contain and to have as much commonality across them as possible; this enhances the ability to make comparisons both among trainees and against standards. Third, the portfolios should be based on as many independent assessments of performance as is feasible. This is equivalent to having a number of different encounters in the mini-CEX or DOPS. Fourth, several examiners should be involved in making judgements about each portfolio; this reduces the effects of examiners who differ significantly in stringency. Portfolio-based learning and assessment is covered in more detail in Chapter 18 of this book.

**Influence on Learning**

The workplace offers a rich environment for assessment, and the observational methods described above can be of considerable use in this regard. It is perhaps more important, however, that several of them offer the opportunity for formative assessment and feedback at the same time. Unfortunately, there are data suggesting that a sizeable majority of postgraduate trainees are never observed in a patient encounter [15]. Not only do the methods described above require that observation, but in addition to summative assessment, the observations are intended to serve as a basis for formative assessment and educational feedback (see Chapter 25).

Holmboe et al. have developed a programme for providing feedback [59]. At the completion of the assessment process, the observers need to provide an evaluation of the trainees’ strengths and weaknesses while enabling trainees to react to these. Faculty members then need to encourage self-assessment and develop action plans that will enable the trainees to address any deficiencies. These components are sometimes documented on the mini-CEX, DOPS, and CSD forms that are used as part of workplace assessment. Feedback between the educational supervisor and trainee is also an important part of MSF.

**Faculty Development**

Faculty development is one key to the success of workplace assessment based on observation. Holmboe et al. have developed an excellent workshop, which has applicability to a variety of observational methods [60]. It consists of three major pieces. First, there is training in behavioural observation, including knowing what to look for, preparing the trainee and patient, and minimising intrusiveness and interference. Second, there is performance dimension training, in which faculty members decide on the dimensions of performance that are important. Finally, there is frame of reference training, where faculty members practise to improve their accuracy and discrimination and reduce differences in stringency.

The workshop consists of didactic mini-lectures, small group, and videotape evaluation exercises and practice with standardised trainees and patients. A randomised control trial of this model showed that faculty members who underwent training thought it was excellent, felt more comfortable performing direct observation, and were more stringent than the control group faculty members.

In addition to the focus on assessment, faculty development efforts should also be provided for the provision of educational feedback. This goes well beyond the methods presented here, but given the few times trainees are actually observed in their work, workplace-based assessment offers an opportunity that should not be missed.

**Challenges in Workplace-based Assessment**

For the methods described above, as well as others that are based on observation, there is a series of challenges to the assessment process. Among them are reliability, equivalence, integrating the summative and formative, stakes, relationships, the need for other forms of assessment, feasibility, and future research.

**Reliability**

If the same trainee were examined on different occasions with different patients by different assessors, we would want their results to be the same. This is called reliability or reproducibility. In the observation of clinical performance, three major factors affect reliability: the number of encounters observed (both single encounters and routine performance), the number of assessors, and the aspects of performance being evaluated [61].

Seminal work by Elstein et al. in the mid-1970s indicated that doctors’ performances were case specific; performance
on one case only weakly predicted performance on others [6]. This finding has been replicated several times. Consequently, it is important to observe trainees with a number of different patients before having confidence in the results of their assessment. All of the methods used in the Foundation Programme require multiple encounters with patients.

Likewise, there is research showing that experienced assessors, even when observing exactly the same encounter, differ in their opinions about its difficulty and quality [62]. More importantly, they interact with each other along the lines of their own strengths, weaknesses, and experiences. Consequently, it is important to include assessments from different faculty members to achieve reliable results. Again, all of the methods used in the Foundation Programme require multiple observers and a different assessor for each different encounter.

Finally, there is research indicating that more reliable results are obtained when assessors are asked to judge a number of aspects of a performance rather than making a single overall judgement about it [54]. At the same time, asking for too many judgements does little to improve reliability and adversely affects feasibility. The exact number will, of course, vary with the characteristics of the performance and the nature of the judgements being made (more for quality and fitness, less for occurrence), but generally 5–10 questions should be sufficient.

Some factors, such as the exact wording of the questions and the number of points on the scale, have only a very modest influence on reliability. But because these things are obvious and easy to change, some users spend considerable effort on them. Assuming that reasonable care has been taken, this effort would better be spent recruiting and training assessors or observing additional encounters.

Equivalence

An important issue in the use of observational methods is whether the assessments of trainees are equivalent to one another. In most of the methods described above, different patients or their records serve as the basis for assessment, and these may differ in complexity. Likewise, different faculty members and different peers act as assessors for the trainees, and they are not equally stringent. In portfolios that do not have strict requirements for what is included, there is considerable variability in the basis for assessment. As a consequence, it is not clear whether trainee differences are due to their ability or to the difficulty of the encounters and assessors that trainees face.

This is less of a problem within each training programme, where presumably the assessors and clinical settings are similar. It is also less troublesome when the stakes are lower and there is an emphasis on feedback and formative assessment. However, the observational assessments of the type described above do not yield comparable scores at the regional or national level because faculties can differ appreciably, as do the clinical settings for training. Using a common problem list, involving a number of assessors for each trainee, and providing good faculty development will lessen the impact of these problems, but they remain significant.

Integrating Formative and Summative Assessment

The aim of formative assessment is to support learning, in contrast to summative assessment, which acts as a measure of it. To prevent formative assessment from being a ‘series of punch biopsies performed by independent physicians who do not communicate with each other’, an assessment system that enables teachers to assist students in developing and achieving their learning goals is essential. The educational plan–do–study–act (PDSA) cycle is a tool adapted from quality improvement processes in other disciplines and it can be used by teachers and students to guide learning in a formatively focused assessment system. In the presence of longitudinal academic coaching, the PDSA cycle should generate information that: (i) is systematically translated into detailed feedback that informs students about their performance, (ii) leads to the development of specific plans for improvement supported and guided by faculty, (iii) is subject to follow-through whereby students present evidence of progress, and (iv) is part of a continuous cycle over time. Such a process would encourage the learner to engage in a personal, educational PDSA cycle [63, 64].

While summative assessment is essential to entrustment and competency decisions, integrating it with formative assessment in a systematic fashion will support the entire educational enterprise. In a move in this direction, UK training programmes have rebadged workplace-based assessments as ‘supervised learning events’ (SLEs) designed to engage doctors in training in reflective practice and self-directed learning from patients, clinical opportunities, books, journals, and electronic learning materials. The same WPBA tools are used (e.g. mini-CEX, DOPS, MSF) but their formative nature is made more explicit with overarching summative judgements of progress whilst informed by WPBAs, being made elsewhere [65, 66].

Stakes

Although it has not been studied extensively, there is some evidence to indicate that assessments based on observation are influenced by what is at stake. Certainly, authors have found that when used for an important purpose (e.g. promotion, continued certification), grades tend to be very high and very few trainees are considered unsatisfactory [67–69]. Although it is possible that doctors in these studies are well above average, it is more likely that peers and faculty members are reluctant to provide negative assessments when the stakes are moderate or high.

There is no way to avoid this problem completely, but there are some things that will lessen its effect. The use of external examiners reduces the amount of prior information available and lessens the assessors’ personal stake in the trainee. For both external assessors and internal assessors, faculty development is important and has been shown to increase the stringency of the grades they provide [59]. For any sort of MSF, anonymity is crucial. Where appropriate, it is also helpful to restrict the nature of the judgements to occurrence or quality rather than fitness. The latter requires a high-stakes decision, and these are often better made using other faculty members and other methods [70].
Relationships
The relationship between trainees and their observers can adversely affect the validity of the assessments. In the Foundation Programme, these effects might be exacerbated by the fact that trainees choose their assessors [13]. In addition, when assessors are faculty members, their role as educator is in conflict with their role as evaluator. Likewise, the relationships between the trainee and those peers who complete the MSF questionnaires are varied and might influence the results.

Although there is no way to avoid the effects of relationships, there are some steps that might decrease their influence. Where feasible, using external assessors reduces some of the concerns. Similarly, ensuring anonymity in the context of MSF is important. It may also be useful if the assessor selects the trainee, the patients and the peers, rather than having them chosen by the trainee. However, the effect of self-selection of assessors versus selection by others did not make a difference when studied by Ramsey et al. [54].

Need for Other Forms of Assessment
Observation in the workplace constitutes a powerful tool for assessment and feedback. However, it does not serve all purposes, and other forms of assessment are better suited to some functions. For example, differences in assessors and clinical material make it unwise to compare trainees regionally or nationally purely using workplace assessment. Assessment based on observation in the workplace should not be the sole basis on which to rank trainees and select them for additional educational experiences. Likewise, this form of assessment alone is not suitable for making high-stakes end-of-training decisions such as those for certification in the US. In both instances, assessment based on observation in the workplace needs to be supplemented with a national programme that includes tests of knowledge and clinical skill.

In addition to national ranking and achievement testing, observation in the workplace is best suited to an assessment of integrated skills in the context of patient care. Where problem trainees are identified, this form of assessment is neither ideal nor efficient in determining relative areas of strength and weakness. For diagnostic purposes, it is best to follow with assessments of medical knowledge and clinical skill.

Feasibility
There are significant resource constraints in the workplace setting, and the methods described here have been designed to be as efficient as possible given this context. Nonetheless, there remain serious challenges to carrying out this form of assessment. Clearly, the centralisation of functions, such as collecting and reporting data for MSF, significantly enhances the feasibility of the method. Likewise, a national programme of faculty development is useful.

Despite these efficiencies, local administration strategies are still needed. In the case of the Foundation Programme, trainees are given responsibility for ensuring that the assessments are completed as part of the SLEs [13]. This is effective but creates challenges based on the assessor-trainee relationship. In the US, the assessors have chosen the trainee and patient, but enlisting the cooperation of busy clinician-educators is difficult. This is an area that requires more attention to ensure the validity and feasibility of the methods.

Emerging Discourses
Recently, a number of discourses have emerged which relate to the use of workplace-based assessment. Among them are entrustable professional activities, programmatic assessment design, and rater cognition.

Entrustable Professional Activities
Entrustable professional activities (EPAs) are units of practice or tasks that can be independently executed, measured, and observed, such as taking a medical history, performing a physical examination, and interpreting a series of lab results [31]. Given their nature, workplace-based assessment offers a good vehicle for assessing EPAs and several groups have used this link to bridge the gap between competency-based education and clinical practice [71]. For example, the Association of American Medical Colleges has also recently produced a document called ‘Core Entrustable Professional Activities for Entering Residency’ (CEPAER) [32]. It identified 13 core EPAs that medical school graduates are expected to be able to perform at a level that permits practice without direct supervision on day one of their postgraduate training. For example, EPA 1 in the CEPAER document is to ‘gather a history and perform a physical exam’. The mini-CEX, CSD, and MSF can all contribute information to inform EPA 1. Similarly, DOPS assessing a learner’s ability to obtain intravenous access can provide data for EPA 10: ‘Recognize a patient requiring urgent care and initiate evaluation and management’.

Mastery of an EPA is marked by the decision to trust a trainee for unsupervised practice. This decision is based on multiple observed WPBAs, with a gradual decrease in the level of supervision. This Statement of Awarded Responsibility scale below is an example that has been adapted by many institutions [34, 72, 73]:
1. Observing the activity.
2. Acting with direct supervision present in the room.
3. Acting with supervision available within minutes.
4. Acting unsupervised (i.e. under clinical oversight).
5. Providing supervision to juniors.

As medical educators seek to document progress along the training continuum, portfolios can help archive and track learner’s development. As noted above, they are particularly well suited to providing a repository that supports documentation, aggregation, and analysis based on workplace-based assessment, which is fundamental for competency-based education and EPAs [74]. Longitudinal documentation of achievement of specific goals and learning outcomes using a variety of assessment tools and assessors, in different contexts, helps to show learners their progress across multiple competency domains at a glance. This ‘dashboard’ approach can potentially be effective in documenting the achievement of specific EPAs, leading to decisions about entrustment and competencies [75].
Programmatic Assessment Design
The increase in the number and type of workplace-based assessments being done as part of educational programmes has led to the need for a systematic approach to what is collected, when it is collected, and strategies for combining the results. Programmatic assessment design is an approach that is driven by the competencies that need to be assessed. When developed, the system offers direction for: (i) combining information from different tests/tools, (ii) aggregating multiple individual assessment points, (iii) compensating for deficiencies by combining several instruments, and (iv) aggregating data used for high-stakes decisions [76–78]. The programmatic assessment design will also detail the assessment purpose and the expertise of stakeholders while providing a ‘central governance’ to review the design process and employ educational quality improvement plan [76]. A programmatic assessment design is therefore imperative for successful implementation of workplace-based assessment.

Assessor Cognition
The fact that assessors do not necessarily agree even when they are observing the exact same behaviour has been a source of concern for workplace-based methods [62]. This has given rise to three perspectives on why these differences exist [79]. One perspective suggests that assessor variability is due to idiosyncratic but meaningful differences among the assessors, so differences are desirable reflections of context and experience. A second perspective asserts that assessor differences are a result of the application of different frameworks or criteria and is amenable to training, at least in part. A final perspective asserts that the variability is a result of human limitations in cognition and so not amenable to training.

At this point, the research does not substantially support one perspective or another and all three perspectives have something to offer [79]. It would not be surprising if some of the differences between assessors were meaningful and valid, some resulted from cognitive limitations, and some were based on the application of different criteria. As noted above, faculty development programmes are key to helping resolve these tensions by illustrating how the workplace-based assessment tools like mini-CEX, DOPS, and MSF allow documentation of context and complexity of tasks, which should be taken into account while making judgements regarding competence.

Future Research
Although observation and feedback has been central to education for millennia, research on systematic observation and feedback in the medical workplace is in its infancy. A recent systematic review of direct observation concluded that although there are numerous methods, studies of their validity and outcomes are limited [16]. Similarly, a systematic review of the impact of workplace-based assessment on doctors’ education and performance found subjective reports of educational impact, but no research in the area [80]. Going forward, addressing these deficits in the literature will be essential even though studies of this type are difficult to do well. In the meantime, there is considerable support in the general education literature for the central role of feedback in achievement [81]. Also, feedback is not possible without observation and assessment.

Conclusion
Assessment in the setting of clinical training, particularly postgraduate training, is not as well developed as assessment in the undergraduate arena. Over the past decade, several methods based on the observation of routine trainee–patient encounters and interactions with colleagues have been proposed. These methods have been used in the UK, the US, and other countries around the world.

The mini-CEX, DOPS, and CSR are based on the observation of a single performance with a patient or a medical record, while MSF captures routine performance. In all instances, judgements about the quality and fitness of the performance(s) are made by the assessor(s), and there is considerable research supporting the validity of these methods.

The opportunity for educational feedback as part of these methods is as important as their contribution to the assessment process. At the completion of each assessment, the observers need to provide an evaluation of the trainees’ strengths and weaknesses while enabling them to react to these. Faculty members then need to encourage self-assessment and develop action plans, which will enable the trainees to address any deficiencies. In a sense, the methods bring together summative and formative assessment and create a teaching moment that skilled faculty members can grasp.

A portfolio is a collection of a variety of different assessments and experiences. Because of the variability in their contents, it is not reasonable to generalise from studies of the validity of one portfolio to another. However, it is possible to extrapolate the validity of the portfolio from the validity of the contents (i.e. the WPBAs within) and the quality of the process used to make judgements about it.

Faculty development is a key to the successful use of these methods. A model workshop would consist of training in behavioural observation, performance dimension training, and frame of reference training, along with considerable practice. Periodic but shorter versions of the workshop are needed to maintain faculty involvement and proficiency. In addition, the provision of educational feedback should be an important part of the overall faculty development effort.

Finally, a series of challenges remains, including reliability, equivalence, integrating the formative and the summative, stakes, relationships, the need for other forms of assessment, and feasibility. Given the nature of the methods, some of these (e.g. equivalence) will be very difficult to surmount. Consequently, it will be important to deploy workplace-based methods appropriately and to ensure that they are only one piece of a larger assessment programme.

Acknowledgements
The assessment forms reproduced, by permission, here are for illustrative purposes only and may not reflect versions in current use. Our thanks to the UK Foundation Programme, the American Board of Internal Medicine, the Department of Surgical Education of The University of Ottawa, the Federation of Royal Colleges of Physicians, the American Board of Emergency Medicine, and the University of Sheffield.
References


Ramsey, P.G., Wenrich, M.D., Carline, J.D. et al. (1993). Use of peer
of Internal Medicine.
Lockyer, J. (2003). Multisource feedback in the assessment of physi-
Miller, A. and Archer, J. (2010). Impact of workplace based assess-
59 Rodgers, K.G. and Manifold, C. (2002). 360‐degree feedback: possi-
56: 35–42.
53 Ramsey, P.G., Carlile, J.D., Inui, T.S. et al. (1989). Predictive validity of
54 Ramsey, P.G., Wenrich, M.D., Carlile, J.D. et al. (1993). Use of peer
56: 35–42.

Further Reading
Introduction

The reliable and valid assessment of clinical competence has become an increasingly important area of concern in medical education. Various stakeholders, with legitimate interests in the clinical competence of graduates from medical schools and of postgraduate trainees, require evidence that assessments are discriminating between the sufficiently and insufficiently competent at all levels of medical training and education.

While clinical competence is based on a thorough base of specialist medical knowledge [1], the term ‘clinical competence’ also encompasses other professional practice elements such as history taking and clinical examination skills, skills in practical procedures, doctor–patient communication, problem-solving ability and management skills, relationships with colleagues, and ethical behaviour [2, 3].

Unsuited to testing by written examination, the assessment of clinical competence has historically involved the direct observation of candidates by professional colleagues. With the development of work-based learning methods to assess clinical performance in a more authentic and naturalistic way, there is the potential for confusion over terminology. For the purposes of this chapter we will consider assessments of clinical competence to be measures of what doctors can do in controlled representations of professional practice, i.e. under examination conditions. We will restrict the use of performance assessment to measurements of what doctors do in their professional practice [4, 5]. We shall consider competency-based assessments to be those assessments undertaken outside the ‘real’ clinical environment and performance-based assessment to be those administered within the natural clinical setting.

A variety of formats for assessing clinical competence have been developed over the years and in this extended chapter we review the more ‘classical’ long case and short case formats, and also describe newer formats such as the OSCE and Objective Structured Long Case Examination Record (OSLER). We discuss the stages of planning and implementing OSCEs and offer practical advice on blueprinting, station development, examiner training, simulated/standardised patient training, organisational issues, and standard setting. We do not discuss workplace-based assessment instruments as these are covered comprehensively in Chapter 22 of this book.

The Long Case

In the traditional long case, candidates spend up to one hour with a patient, during which they are expected to take a full formal history and perform a complete examination. The candidate is not observed. On completion of this task the candidate is questioned for 20–30 minutes about the case, usually by a pair of examiners, and may be taken back to the patient to demonstrate clinical signs. Holistic appraisal of the examinee’s ability to assess and manage a real patient is a laudable goal of the long case.

However, there are some shortcomings in using one or two long cases as a measure of clinical competence, related to...
issues of reliability pertaining to examiner and patient factors [6]. The lack of measurement consistency caused by examiner bias and variations in examiner stringency is a major argument against the long case. Reliability is further compromised when there is little prior agreement between pairs of examiners as to what constitutes acceptable competence. Unstructured questioning and global marking without anchor statements compounds the problem. Reliability in the long case encounter is diminished by variability in degree and details of information disclosure by the patient, as well as variability in patients’ demeanour, comfort, and health. Furthermore, some patients’ illnesses may be straightforward, whereas others may be extremely complex. Examinees’ clinical skills also vary significantly across tasks (i.e. task or case specificity) [7] so that assessing examinees on one patient will not provide generalisable estimates of their overall ability [8, 9].

While the authenticity of a long case examination is one of the strengths of the genre, inferring examinees’ true clinical skills in the time-constrained environment of actual clinical practice from a one-hour long case encounter is debatable. Additionally, given the evidence of the importance of history taking in achieving a diagnosis [10] and the need for students to demonstrate good patient communication skills, the omission of direct observation in this process is a significant weakness.

**Objective Structured Long Case Examination Record**

In an effort to address these shortcomings, while at the same time attempting to retain the concept of seeing a ‘new’ patient in a holistic way, the Objective Structured Long Case Examination Record (OSLER) was developed by Gleeson in the 1990s [11].

The OSLER has 10 key features:

- It is a 10-item structured record
- It has a structured approach – there is prior agreement on what is to be examined
- All candidates are assessed on identical items
- Construct validity is recognised and assessed
- History process and product are assessed
- Communication skill assessment is emphasised
- Case difficulty is identified by the examiner
- It can be used for both criterion- and norm-referenced assessments
- A descriptive mark profile is available where marks are used
- It is a practical assessment with no need for extra time over the ordinary long case.

The OSLER consists of 10 items, which include four on history, three on physical examination, and three on management and clinical acumen. For any individual item, examiners decide on their overall grade and mark for the candidate and then discuss this with their co-examiner and agree on a joint grade. This is done for each item and also for the overall grade and final agreed mark. The recommended time allocation for the OSLER examination is 30 minutes [12].

There is evidence that the OSLER is more reliable than the standard ‘long case’ [13]. Most recently, Wass et al. demonstrated that assessments using structured long cases could be highly reliable (predicted Cronbach’s alpha of 0.84) [14] but this required 10 separate cases and 20 examiners – raising major issues of practicality.

**Short Cases**

In traditional tests of clinical competence, candidates undertook a series of (usually three to six) short cases. In this type of test, they were taken to a number of patients with widely differing conditions, and asked to examine individual systems or areas and give differential diagnoses of their findings, or to demonstrate abnormal clinical signs or produce spot diagnoses. Although in some ways similar to an OSCE in that they provided a wider range of cases on which the examiner was able to base his or her opinion of the student’s ability, there are important differences. Different candidates rarely saw the same set of patients, cases often differed greatly in their complexity and the same two assessors examined the candidate at each case. These cases were not designed to test communication skills, but instead concentrated on clinical examination skills, with communication with the patients merely incidental. The examination was not structured and the examiners were free to ask any questions they wanted. Like the long case there was no attempt to standardise the expected level of performance. For all these reasons, OSCEs have superseded this type of assessment.

**Objective Structured Clinical Examinations (OSCEs)**

The remainder of this chapter relates to the OSCE, an assessment format in which the candidates rotate sequentially around a series of structured cases located in ‘stations’, at each of which specific tasks have to be performed. The tasks usually involve a clinical skill, such as history taking, examination of a patient, or a practical skill. The marking scheme for each station is structured and determined in advance. There is a time limit for each station, after which the candidates have to move on to the next task.

The basic structure of an OSCE may be varied in the timing for each station, the use of a checklist or rating scale for scoring, the use of a clinician or standardised patient as examiner, and the use of real patients or manikins, but the fundamental principle is that every candidate has to complete the same assignments in the same amount of time and is marked according to a structured marking schedule.

The terminology associated with the OSCE format can vary – in the undergraduate arena they are more consistently referred to as OSCEs, but in the postgraduate setting a variety of terminology exists. For example, in the UK, the Royal College of Physicians’ membership clinical examination called the Practical Assessment of Clinical Examination Skills (PACES), while the Royal College of General Practitioners’ membership examination is called the Clinical Skills Assessment (CSA).
Rationale for the use of OSCEs

The use of OSCEs in the quantitative assessment of competence has become widespread in the field of undergraduate and postgraduate medical education [15–19] since they were originally described [20], mainly due to the improved fairness and reliability of this assessment format. This has resulted in a fairer test of candidates’ clinical abilities, since every candidate is presented with the same challenges in the test, and the scores have become less dependent on who is examining the candidate and which patient is selected for the encounter.

The contemporary view of validity [21, 22] sets out criteria which should be used to evaluate any assessment method. The most applicable is the Kane ‘Validity Framework and Argument’ [23]; the components of this framework are threefold:
1 a clear statement of intended use or purpose for the assessment
2 meaningful evidence to support and justify the inferences and decisions made on the basis of the outcomes of the assessment
3 the ‘argument’ or justification for defending the decisions made.

Note that it is inferences based on the test results that are validated, not the test itself [24, 25].

1: Intended use of the OSCE: What is your assessment intended to achieve?

This section requires a clearly defined purpose and intention: for an OSCE, it should be to test clinical and communication skills. It requires demonstration that the OSCE is appropriately designed and delivered for its intended purpose, and that this intended use applies across all stages of the assessment process, from design and delivery to analysis of the data.

2: Meaningful evidence to answer the question: Does the assessment measure what it is intended to measure?

• How you decide on and plan the content of the test = Content
• How you construct the test and demonstrate appropriate psychometric properties = Internal structure
• How you safeguard fair administration of test and accuracy of scores = Response process
• How you decide on the outcomes = Consequences

Content
How you decide on and plan the content of the test
The content of an OSCE should adequately sample tasks which match the learning objectives of the course for which the OSCE is designed [26]. The sampling should be representative of the whole testable domain for that examination purpose. The best way to ensure an adequate spread of sampling is to use a blueprint method, which we will describe later in the chapter. Inferences about ability to apply clinical knowledge to bedside data gathering and reasoning, and to effectively use interpersonal skills, are most relevant to the OSCE model. Inferences about knowledge, rather than clinically relevant application of knowledge, or clinical and practical skills, are less well supported by this method [27].

Internal Structure
How you construct the test and demonstrate appropriate psychometric properties
An OSCE should demonstrate that there is adequate sampling, stations have been constructed appropriately and are of suitable duration, and the scoring rubric has a clear rationale.

One aspect of enhancing the validity of inferences from an OSCE is that the length of any station should be best fitted to the task to achieve the best authenticity possible. Thus, for example, a station in which blood pressure measurement is tested would authentically be achieved in 5 minutes, whereas taking a history of chest pain or examining the neurological status of a patient’s legs would be more authentically achievable in 10 minutes [17, 28, 29].

The psychometric properties of the OSCE should be analysed and include overall examination statistics as well as station-level statistics. The most critical overall analysis is reliability, as this indicates the quality of the test to consistently distinguish between those candidates who are fit to pass and those who are not [30].

Essentially, the OSCE was developed to address the inherent unreliability of classical long and short cases [31–40]. OSCEs are more reliable than unstructured observations in four main ways:
• Structured marking schedules allow for more consistent scoring by examiners according to predetermined criteria; hence reliability is improved.
• Candidates have to perform a number of different tasks across clinical, practical, and communication skill domains – this wider sampling across different cases and skills results in a more reliable picture of a candidate’s overall competence. The more stations or cases each candidate has to complete, the more generalisable the test is.
• The reliability of the total test score increases with increasing number and increasing homogeneity of stations or cases. Reliability of sub-scores must be carefully reviewed before reporting.
• As the candidates move through all the stations, each is examined by a number of different examiners, so multiple independent observations are collated. Individual examiner bias is thus attenuated.

It is worth bearing in mind that sampling across different cases makes the most important contribution to reliability; the more stations in an OSCE, the more reliable it will be. However, increasing the number of stations has to be balanced with the practicability of an OSCE exercise. Practically, to enhance reliability it is better to have more stations with one examiner per station than fewer stations with two examiners per station.

Response Process
How you safeguard fair administration of test and accuracy of scores
Safeguards for the fair administration of an OSCE and the accuracy of reported scores are a vital part of ensuring
that candidates are tested fairly and that the correct scores are documented and reported. With modern technology, OSCEs can be delivered electronically on iPads, with examiners scoring directly as they observe and with real-time calculation of scores. If OSCEs are scored on paper, there must be safeguards in place to ensure candidate scores are accurately and correctly recorded and transferred to the calculations.

**Consequences: How you Decide on the Outcomes**

Any summative outcomes and decisions made on the basis of OSCE scoring should be clearly reported and the pass/fail decisions should be robust, fair, and defensible.

**Standard Setting**

Standard setting or establishing the pass mark is critical for determining who passes and who fails any particular assessment of clinical competence. It is an essential part of the validity evidence which should be gathered to support the decisions made on the basis of an OSCE. The standard or pass mark indicates the minimum score that every candidate has to reach to pass the OSCE. While it is difficult to quantify a concept as complex as clinical competence, the reality is that examinations such as OSCEs are used to discriminate between those who have sufficient clinical skills and those who do not, for a particular level or purpose.

The fundamental principle underlying all standard setting methods is to reach a consensus on professional values and standards [41]. There are many standard setting methods described in the literature [42–44] but many of the traditional ones were developed for multiple-choice questions. It is debatable whether it is appropriate for these methods to be used for complex performance-based examinations such as OSCEs.

As experience with OSCEs has evolved, it is the Borderline Group methods which have become the favoured method of standard setting for OSCEs [45]. It does require some expertise in processing the data, and is more reliable if the examiners are trained [46], but overall it has become regarded as the ‘gold standard’ for OSCEs [47]. For a full discussion of standard setting methods see Chapter 24.

**Educational Impact**

The impact on students’ learning resulting from a testing process is sometimes referred to as consequential validity. The design of an assessment system can reinforce or undermine learning [48], it is a well-recognised phenomenon that students focus on their assessments rather than the learning objectives of the course. Explicit, clear learning objectives allied with clinical skills assessment content and format can be a very effective way of encouraging students to learn the desired clinical competencies. Objectives that include action verbs like ‘demonstrate’ or ‘perform’, which are then linked to OSCEs that measure ability to demonstrate or perform certain skills, will encourage students to practise these skills. By contrast, an assessment system that measures students’ ability to answer multiple-choice questions about clinical skills will encourage students to focus on knowledge acquisition. Neither approach is wrong – they simply demonstrate that assessment drives education and that assessment methods need to be thoughtfully applied. There is a danger in using detailed checklists as this may encourage students to memorise the steps in a checklist rather than learn and practise the skill. Rating scale marking schedules encourage students to learn and practise skills more holistically [49].

OSCEs may be used for formative or summative assessment. When teaching and improvement are a major goal of an OSCE, time should be built into the schedule at the end of each station to allow the examiner to give feedback to the student on their performance, providing a very powerful opportunity for student learning [50]. For summative certification examinations, expected competencies should be clearly communicated to the candidates so they have the opportunity to learn the skills prior to taking such examinations.

The increased reliability of the OSCE format over other formats of clinical testing and its perceived fairness by candidates has helped to engender the widespread acceptability of OSCEs among test takers and testing bodies [51]. Consideration should be given to the impact failing a test can have on the candidates, as well as passing.

3: The ‘argument’ or justification for defending the decisions made

Since Harden’s original description in 1979, the use of OSCEs has become widespread in the undergraduate level of testing of clinical competence as well as increasingly in postgraduate assessment. More recently, OSCEs have been used to replace traditional interviews in recruitment processes in both undergraduate and postgraduate settings. For example, for recruitment to general practice training schemes in the UK, candidates go through an OSCE format of scenarios in assessment centres where different exercises are assessed by trained assessors, who observe various job-related competencies, including communication skills, team involvement, and problem-solving ability.

In North America, clinical skills assessment has been accepted on a massive scale. In 1992, the Medical Council of Canada (MCC) added a standardised patient component to its national licensing examination because of the perception that important competencies expected of licensed physicians were not being assessed [45]. Since inception, approximately 2500 candidates per year have been tested at multiple sites at fixed periods of time during the year throughout Canada. The MCC clinical skills examination uses physicians at each station to score the encounter. See Box 23.1 for a detailed description of the historical development of clinical skills assessment in the US.

**Blueprinting**

For any particular OSCE, the content (i.e. the clinical tasks chosen for the stations) should map onto the learning objectives of the course and the candidates’ level of learning. It is only reasonable to test candidates on what they have been taught.
Structured Assessments of Clinical Competence 339

BOX 23.1 FOCUS ON: Development of clinical skills assessment in the US

In the US, the Educational Commission for Foreign Medical Graduates (ECFMG) instituted a performance-based examination in 1998 to assess bedside data gathering, clinical reasoning, interpersonal skills, and spoken English communication skills of foreign medical graduates seeking to enter residency training programmes. From 1998 to 2004, when it was incorporated into the United States Medical Licensing Examination (USMLE), there were 43642 administrations, including 37930 first-time takers, making it at the time, the largest high-stakes clinical skills examination in the world. The 11 scored encounters had a standardised format, with each requiring the candidate to elicit a medical history, perform a physical examination, communicate in spoken English with a patient in a clinical setting, and generate a written record of the encounter. In each station, the candidate encountered a unique standardised patient – a lay person recruited and trained to give a realistic portrayal of a patient with a standardised medical and psychosocial history, and standardised findings on physical examination. Each case had a case-specific checklist containing the elements of medical history and physical examination considered pertinent to that particular case. Simulated patients were trained to recognise appropriate queries and/or physical examination manoeuvres, including acceptable equivalents or variants, and to document each checklist item achieved by the candidate. Simulated patients also evaluated each candidate’s interpersonal skills and spoken English proficiency. After each encounter, the candidate generated a patient note on which the pertinent positive and negative elements of history and physical examination were recorded, a differential diagnosis constructed, and a diagnostic work-up plan proposed. Performance was evaluated by averaging scores across all encounters and determining the mean for the integrated clinical encounter (data gathering combined with the patient note score) and communication (interpersonal skills and spoken English). Generalisability coefficients for the two conjunctively scored components of CSA were approximately 0.70–0.90.

In 2004, the USMLE adopted the ECFMG clinical skills assessment model and began testing all US medical graduates in addition to foreign medical graduates seeking ECFMG certification. Additional computer and standardised patient training infrastructure was included to ensure comparability across all centres.

The USMLE Step 2 (Clinical Skills) uses 12 standardised patient encounters, each 15 minutes in length, followed by 10 minutes to write a patient note. As in the ECFMG CSA examination, standardised patients document the items asked in the history and performed in the physical examination to specified criteria, and evaluate interpersonal skills and spoken English skills, while physician raters score the patient note. Approximately 35000 administrations take place each year.

To map the assessment to the learning objectives, the categories of skill to be tested should be mapped on one axis and the elements of the course being tested should be mapped on the other. Usually in OSCEs, the skills domains are categorised into clinical examination skills, practical skills, and communication skills, which can be further subgrouped into history-taking skills and other doctor–patient/colleague interactions. The subject content of the OSCE will be determined to a certain extent by how the elements of the course are categorised, that is, by subject discipline or systems.

Blueprinting is a powerful tool that helps to focus the OSCE designers on the exact nature of what they wish to test and relate this to the teaching. Once this blueprint or framework for an OSCE is agreed, the individual stations can be planned and classified according to this blueprint. This ensures adequate sampling across subject areas and skills, in terms of numbers of stations covering each skill and the spread over the subjects/systems of the course being tested.

The feasibility of testing a particular task also needs to be considered. Real patients with clinical signs can be used to test clinical examination skills, while simulated patients are best for testing communication skills. Simulated patients can also simulate a number of clinical signs (e.g. loss of visual field, localised abdominal pain). Healthy volunteers can be used when testing the technical process of a clinical examination. There are many manikins on the market for testing invasive practical skills, e.g. intravenous cannulation, urethral catheterisation, and arterial blood gas sampling.

It is essential to use a blueprint to plan the content of an OSCE as this helps to ensure that different domains of skill are tested equitably and that the balance of subject areas tested is fairly decided. An example is provided in Box 23.2.

Station Development

It is important to write out station specifications well in advance of the examination date so the stations can be reviewed and trialled prior to the actual assessment. Sometimes stations that seem like a good idea at the time of writing may turn out to be unfeasible in practice. When writing a station specification, the following aspects should be considered:

- Construct: a statement of what that station is supposed to do, e.g. this station tests the candidate’s ability to examine the peripheral vascular system.
- Clear instructions for the candidate: to inform the candidate exactly what task they should perform at that station.
- Clear instructions for the examiners: including a copy of the candidate instructions, to assist the examiner at that station to understand his or her role and conduct the station properly.
- List of equipment required.
- Personnel requirements: whether the station requires a real patient or a simulated patient and the details of such individuals (e.g. age, gender, ethnicity).
Chapter 23

Simulated patient scenario: if the station requires a particular role to be played.

Marking schedule: this should include the important aspects of the skill being tested, a marking scheme for each item, and how long the station should last. The marking schedule may be either a checklist or a rating scale as there is good evidence that, despite the apparent objectivity of structured checklists, global rating scales have been shown to be equally as reliable (see Box 23.2).

Items can be grouped into the broad categories of process skills, content skills, and clinical management skills.

- **Process skills**: For clinical examination stations with a real or simulated patient, these could include introduction and orientation, rapport, professional manner, and communicating with the patient appropriately during examination. For history-taking stations, these could include introduction and orientation, listening skills, questioning skills, demonstration of empathy, and appropriate closure. For explanation stations, these could include introduction and orientation, rapport, establishing what the patient knows/understands, demonstration of empathy, appropriate organisation of explanation, checking the patient’s understanding, using clear language, and avoiding jargon.

- **Content skills**: These include appropriate technical steps or aspects of the task or skill being tested.

- **Clinical management skills**: It may be appropriate to ask the candidate some set questions in relation to the specific case.

Figures 23.1 and 23.2 provide examples illustrating the checklist and rating scale marking schedules, respectively.

### Piloting

Ideally, stations should be piloted before they are used in examinations to ensure that all stations are functional in terms of the following:

- **Timing**: can the candidates realistically perform the task in the time allotted?
- **Difficulty**: how difficult is the station?
- **Equipment**: is all the equipment required available and on the list?
- **Is an additional helper required to assist the examiner, e.g. for catherisation, suturing stations?**
- **Candidate instructions**: do the instructions tell the candidate exactly what the task is?

Examiner instructions: do the instructions tell the examiner how to conduct the station? Does the examiner know what the candidate has been told to do?

- **Real patient specifications**: are the medical conditions specified?
- **Simulated patient scenario**: is the age/gender/ethnicity specified? Is there enough information for the simulated patient to learn and play the part effectively?
- **Construct validity**: is the station testing what it is meant to test? Does the marking schedule reflect the elements of the task appropriately?

### Simulated Patient Training

For consistent performances, particularly at communication skills stations, it is best to use well-trained simulated patients. Depending on location, it may be possible to organise a database of actors who assist in the teaching as well as assessment of communication skills. It is desirable to have people across a range of ages and ethnicities, as well as a balanced gender mix. Training and monitoring simulated patients is essential to ensure consistent performance—a significant factor in the reliability of the examination. The simulated patients should be sent their scenarios in advance and then asked to go through their roles with other simulated patients playing the same role, while being supervised by a communication skills teacher and/or a clinician, to develop the role to a suitable standard.

### Examiner Training

OSCEs require large numbers of examiners. This can be a strength, as candidates are observed and scored by clinicians, but it is also one of the potential weaknesses of OSCEs, as inconsistency between examiners will reduce fairness and reliability.

Considerable resources are devoted to examiner training. Structured face-to-face training sessions are good for introducing new examiners to OSCEs and scoring processes. The programme for these events is interactive and very much acknowledges the inherent expertise that experienced clinicians bring to the assessment process. These training sessions cover:

- principles of OSCEs
- role of examiners (i.e. to assess not to teach; to conduct vivas, adhere to marking schedules, and respect the role of the simulated patient)

---

**BOX 23.2 Example of a system-based blueprint**

<table>
<thead>
<tr>
<th>History</th>
<th>Explanation</th>
<th>Examination</th>
<th>Procedures</th>
</tr>
</thead>
<tbody>
<tr>
<td>Cardiovascular</td>
<td>Chest pain</td>
<td>Discharge drugs</td>
<td>Cardiac</td>
</tr>
<tr>
<td>Respiratory</td>
<td>Haemoptysis</td>
<td>Gastroscopy</td>
<td>Respiratory</td>
</tr>
<tr>
<td>Gastrointestinal</td>
<td>Abdominal pain</td>
<td>Abnormal smear</td>
<td>Abdominal</td>
</tr>
<tr>
<td>Reproductive</td>
<td>Amenorrhoea</td>
<td></td>
<td>Cervical smear</td>
</tr>
<tr>
<td>Nervous</td>
<td>Headache</td>
<td>Eyes</td>
<td></td>
</tr>
<tr>
<td>Musculoskeletal</td>
<td>Backache</td>
<td>Hip</td>
<td></td>
</tr>
<tr>
<td>Generic</td>
<td>Pre-op assessment</td>
<td>Consent for post-mortem</td>
<td>IV cannulation</td>
</tr>
</tbody>
</table>
### Example checklist mark sheet for cardiovascular examination.

<table>
<thead>
<tr>
<th></th>
<th></th>
<th>Good</th>
<th>Adequate</th>
<th>Not done/Inadequate</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Introduction and orientation (name and role, explains purpose of examination, confirms patient’s agreement)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>2</td>
<td>Rapport (shows interest, respect and concern, appropriate body language)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>3</td>
<td>Appropriately exposes the patient and positions them at 45 degrees</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>4</td>
<td>Looks at hands, commenting on peripheral stigmata (i.e. cyanosis, clubbing, splinter haemorrhages, etc.)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>5</td>
<td>Checks the radial pulse, commenting on the rate and rhythm</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>6</td>
<td>Asks for patient’s blood pressure</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>7</td>
<td>Looks for central stigmata of cardiovascular disease (i.e. anaemia, central cyanosis, hyperlipidaemia)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>8</td>
<td>Examines the JVP correctly (positions the patient’s chin and neck; assesses the waveform in the correct area) and comments on findings</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>9</td>
<td>Palpates the carotid or brachial pulses, commenting on the character</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>10</td>
<td>Localises the apex beat, commenting on the position</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>11</td>
<td>Examines for RVH</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>12</td>
<td>Auscultates in all four cardiac areas</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>13</td>
<td>Moves patient to left side and sits patient forward in expiration</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>14</td>
<td>Comments on heart sounds and times heart sounds against central pulse</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>15</td>
<td>Comments on any murmurs</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>16</td>
<td>Listens to the lung bases</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>17</td>
<td>Candidate attempts to assess peripheral pulses</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>18</td>
<td>Checks for ankle/sacral oedema</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>19</td>
<td>Presents a brief summary and conclusions</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>20</td>
<td>Communicates with patient appropriately during examination (explains what they are doing, gains patient’s co-operation)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>21</td>
<td>Examines patient in a professional manner (gentle, watches for pain, maintains dignity and privacy)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>22</td>
<td>Closure (thanks patient, leaves patient comfortable)</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
<tr>
<td>23</td>
<td>Candidate cleans hands after examination</td>
<td>[ ]</td>
<td>[ ]</td>
<td>[ ]</td>
</tr>
</tbody>
</table>

**Figure 23.1** Example checklist mark sheet for cardiovascular examination.

- marking video-recorded OSCE stations, followed by assessment with the clinicians of their marking and getting them to think through their mark allocation
- marking ‘live stations’ with group members playing the candidate, the assessor, and the simulated patient. This demonstrates how stressful this assessment is for the candidate and how difficult it can be to play the part of a good simulated patient
- standard setting procedure used.

The standard setting procedures can be crucial when using a student-centred approach, and all the examiners are integral to the standard setting process. The more the
assessors understand their vital role in this process the more likely they are to do it in a satisfactory way. The use of non-clinicians in assessment is discussed in Box 23.3.

Once examiners have had initial training, it may be helpful to refresh examiners’ scoring and standards via interactive online courses, with videos of candidate performance and feedback on examiner scoring.

**Working with Real Patients**

Patients do not always give the same history each time they are asked to repeat it; they can become tired or unwell and they may develop new signs and symptoms to the ones they originally reported; they may even lose previous clinical findings. However, they can be a most valuable resource and need to be treated as such. Using ‘real’ patients in OSCEs adds greatly to the validity of the assessment. Ideally, patients should be used to assess the detection of common chronic clinical signs. For each clinical sign assessed several patients will be needed and even the most stoical patient should not be expected to be examined by more than 10 students in the course of a day. Ideally, patients should be swapped in and out of the station to allow them to have sufficient rest time. This is best done by central coordination. See Box 23.4 for details about running OSCEs.
**Box 23.4 Operational features**

### Prior to the OSCE

<table>
<thead>
<tr>
<th>Feature</th>
<th>Details</th>
</tr>
</thead>
<tbody>
<tr>
<td>Recruitment of simulated patients</td>
<td>Once the OSCE has been blueprinted, the simulated patients required should be listed and actors contacted to engage them for the dates of the exam.</td>
</tr>
<tr>
<td>Running order of the stations</td>
<td>Stations should be numbered to avoid confusion over mark sheets, equipment, and people involved. Rest stations should be provided: usually one rest per 40 minutes in a circuit is suitable. If many candidates are sitting the OSCE, running multiple circuits of the same stations enables more candidates to be examined at any one time.</td>
</tr>
<tr>
<td>Using stations of different lengths</td>
<td>It is best to group stations of the same length together and to run these circuits separately. If there are 5-, 10-, and 15-minute stations, then the candidates should be asked to attend on three separate occasions to undertake each circuit. Mixing stations of different timings in one circuit is possible, but can lead to confusion.</td>
</tr>
<tr>
<td>List of all the equipment required</td>
<td>Detailed by station, this is vital for the preparations to be successful. Arrange to go round the circuit the day before the OSCE and to check that all the equipment is correctly set up.</td>
</tr>
<tr>
<td>Production and processing of mark sheets</td>
<td>Calculate the numbers required for each station and allow extra for spoilage. Allow time for proofreading. If there are a large number of candidates, it may be worth looking into using sheets that can be processed by electronic scanning after the OSCE. Alternatively, marking by hand will require the organisation of people to mark and ensure that results are entered correctly. Computer systems for automated collection and analysis of station data may be purchased or developed. If a computer system is used, a paper backup should always be available in case the network goes down.</td>
</tr>
<tr>
<td>Liaison with clinical skills centre staff</td>
<td>Close cooperation with clinical skills centre technical and teaching staff is vital in the planning. It is useful to draw up a circuit plan to indicate the layout required and for the numbering of the stations to be agreed (see Figure 23.3).</td>
</tr>
</tbody>
</table>

### Day of the OSCE

<table>
<thead>
<tr>
<th>Feature</th>
<th>Details</th>
</tr>
</thead>
<tbody>
<tr>
<td>Signs</td>
<td>It is very helpful to put up signs indicating the rooms for the candidates, patients, and the examination, so that people unfamiliar with the venue can find their way easily. Large signs should be used to number all the stations to help candidates follow the circuit successfully.</td>
</tr>
<tr>
<td>Timing</td>
<td>An electronic timing programme is the ideal, but a reliable stopwatch and loud manual bell is an acceptable alternative. It is important to ensure that all candidates and examiners can hear the bell so the candidates move onto the next station promptly.</td>
</tr>
<tr>
<td>Helpers/Marshalls</td>
<td>A vital part of the smooth running of OSCEs depends on having a small army of helpers to direct the candidates, examiners, simulated patients, and patients to ensure everyone is in the right place at the right time. This should include looking after the welfare of all the people involved on the day.</td>
</tr>
<tr>
<td>Catering</td>
<td>Examining, acting, being examined, and helping at OSCEs can be tiring and sometimes stressful work. The very least one can do is provide refreshments for all participants – water for the candidates at rest stations, drinks for all other staff, and lunch for those who spend the whole day assisting or being examined.</td>
</tr>
<tr>
<td>Briefing</td>
<td>It is helpful to gather all candidates in a room where they can be registered and briefed about the practical arrangements for the day. Examiners, even if they have attended a training session, should be reminded about how to score the mark sheets and conduct the stations appropriately, and also to switch off their mobile phones.</td>
</tr>
</tbody>
</table>

### After the OSCE

<table>
<thead>
<tr>
<th>Feature</th>
<th>Details</th>
</tr>
</thead>
<tbody>
<tr>
<td>Collection of mark sheets</td>
<td>Collection should be organised meticulously, as missing sheets can be very prejudicial to a candidate’s overall score. It is also helpful to check the sheets for completeness of scoring and to ask examiners to check they have completed the sheets before leaving.</td>
</tr>
<tr>
<td>Care of patients/simulated patients</td>
<td>A system to ensure that patients have transport to take them home is always appreciated. Arrangements to ensure the simulated patients are paid are also welcome and encourage future participation.</td>
</tr>
<tr>
<td>Thank-you letters</td>
<td>Patients, examiners, and helpers are much more likely to take part again if they receive acknowledgement of their contribution to the examination process.</td>
</tr>
</tbody>
</table>
As workplace-based assessment becomes more widespread, the focus of testing in OSCEs may be directed towards earlier stages of clinical skill acquisition and technical proficiency. Sequential OSCE design may become more common in an effort to control costs and improve efficiency (see Box 23.5). Another development might be that OSCEs become more specialised, possibly focusing on acute clinical scenarios, which would be difficult to assess reliably in vivo. Complex high-fidelity team-working scenarios are being developed in some areas and may become more appropriate as interprofessional training in the post-graduate arena becomes more common.

**Conclusions**

Assessment of clinical competence is a crucial part of the basis on which decisions are made about the ability of clinicians and doctors in training. But any method of assessing clinical skills should be considered in the context of a wider programme of assessment, which should include the assessment of knowledge, clinical examination skills, practical procedure skills, doctor–patient communication, problem-solving ability, management skills and relationships with colleagues, as well as professional attitudes and behaviour.

One of the most important aspects of assessing clinical skills is the range of sampling across a candidate’s skill base; this has to be taken into account when designing any assessment. OSCEs can assess clinical, communication, and practical skills but are still situated in the context of an examination setting. To assess doctors in the context of their professional practice requires the use of different formats in the workplace.

**Acknowledgement**

Some of the material used in this section has previously been published in an article by one of the authors in *The Clinical Teacher* [52] and is reproduced here with permission.

**References**


Further Reading

The Need to Make Decisions

The need to make decisions that assign people, objects, or things into ‘classifications’ permeates all aspects of daily life, from the mundane to the most significant. For instance, passing an examination to obtain a driver’s licence requires meeting a certain level of proficiency with regard to knowledge of traffic laws and performance (passing, parallel parking, etc.). The aim of such a classification is to keep unsafe drivers from getting behind the wheel of a vehicle. Similarly, a jury that renders a verdict in a criminal trial is charged with ‘classifying’ a defendant as ‘guilty’ or ‘not guilty’, after carefully weighing the evidence of a case, i.e. analysing relevant data. The jury analogy seems particularly relevant to standard setting in assessment on a number of counts:

- Both activities require a sufficiently large and representative participant group from the population (whether a citizenry or a profession).
- Both activities necessitate a decision that will be used for classification purposes (rendering a verdict or setting a pass/fail standard).
- The intended use of the information is very similar in each instance (incapacitation and/or rehabilitation in a criminal trial and the corresponding protection of the public and remediation considerations in standard setting).
- The need to make a decision is also part-and-parcel of all phases of a physician’s professional life, from undergraduate medical education to revalidation. Key decisions occur when awarding or denying an unrestricted licence to practise medicine [1, 2], granting or withholding a credential [3–5], or granting or denying entry into a professional body [6, 7], as well as at the medical school level [8–12]. These decisions are arrived at through a process that is referred to as standard setting. Cizek [13] describes standard setting as ‘the proper following of a prescribed, rational system of rules or procedures resulting in the assignment of a number
to differentiate between two or more states or degrees of performance (e.g. pass/fail). This activity is especially critical within the health professions, given the need to ensure the public that graduates as well as holders of certificates and licences possess the knowledge and skill sets that permit safe clinical practice [14, 15]. In spite of this, a basic misconception still persists regarding the terms cut-score and passing standard (see Box 24.1).

**Box 24.1 Definitions**
- A *standard* is a qualitative description of a level of performance and can be viewed as a conceptual definition of competence.
- A *cut-score or passing score* corresponds to a number that reflects this standard and can be viewed as an operational definition of competence.

**Standard Versus Cut-score**

The primary use of any test score in a criterion-referenced setting is to determine whether a candidate has mastered a set of competencies presumed to underlie performance on the examination. Whether at the school level or for licensure and/or certification decisions, standard setting exercises are routinely carried out to identify a passing standard, which is treated as an indicator of mastery or competency in the skill areas deemed important and measured by an examination.

Kane [16] defines a passing standard as a qualitative description of an acceptable level of performance and knowledge required in practice. As such, the passing standard can be viewed as a conceptual or qualitative definition of competence. For example, in a final-year undergraduate OSCE, a standard might stipulate that the borderline candidate demonstrate the data gathering, physical examination, and communication skills necessary for entry into supervised practice. The cut-score, on the other hand, is a number along the score scale that reflects the standard. It is an *operational definition of competence*. In our previous example, expert panelists might decide that a candidate who scores at or above 65% has met the performance standard for the final-year undergraduate OSCE.

**Key Considerations in Standard Setting**

Standard setting is a process that allows human judgements to be synthesised in a rational and defensible way to facilitate the partitioning of a score scale into two or more categories. Given the emphasis on expert judgement, it is important to underscore that all standards are intrinsically subjective in nature. Consequently, there is no ‘gold standard’ when it comes to setting a cut-score on an examination. Cut-scores can and will vary as a function of several factors, including, but not limited to, the method selected to set the standard and the panel of participating judges [17–21]. Jaeger [18] best summarised this point by stating that ‘a right answer (in standard setting) does not exist, except, perhaps, in the minds of those providing judgement’. Following a systematic process that is supported with appropriate empirical evidence can help standard setting panels translate (policy-based) judgement onto a score scale in a defensible manner, but no method can be used to estimate some ‘true’ cut-score that perfectly separates masters from non-masters or passers from failers.

In view of the inherent subjectivity of any standard setting process, best practice dictates selection of a panel of judges that broadly represents the target examination population, with respect to background and educational characteristics [22, 23]. The composition of the standard setting panel becomes even more relevant given the complexity of assessments in medical education. Despite their seniority and level of expertise, extensive training of panelists is essential to ensure that the resulting cut-score is reasonable given the objectives of the assessment [24]. If nothing else, training is necessary to ensure that all panelists are in harmony with one another in regard to the goal of the assessment, the purpose of the standard setting exercise, the task that they are asked to complete, and a general definition of what constitutes minimal proficiency or a borderline performance [25]. A typical standard setting training session requires a number of steps including: (i) the provision of sample examination materials to panelists; (ii) a clear presentation of the task that participants are being asked to complete; (iii) a period of discussion allocated to the definition of the borderline candidate; (iv) judgements on a set of exemplars; (v) a discussion period to clarify any misconceptions amongst participants; and (vi) a post-exercise survey on all aspects of training [22].

Despite these caveats, the methods outlined in this chapter will provide systematic steps that can be followed to ensure that the resulting cut-score is defensible and based on informed, rather than capricious, judgements on the part of the expert panel. The difference between a norm-referenced standard and a criterion-referenced standard will first be reviewed prior to an overview of common methods for determining a cut-score on an examination (see Box 24.2).

**Box 24.2 Key considerations**
- There is no ‘gold standard’ in standard setting.
- A standard and accompanying cut-score should reflect expert judgement as to what constitutes competence, supported by several sources of evidence.
- A standard setting panel should be composed of experts who broadly represent all key examination stakeholders with respect to gender, age, specialty, geographical area, etc.
- Thoroughly training panelists on all aspects of the exercise is a task critical to the success of any standard setting exercise, regardless of the method adopted.
Norm-referenced Versus Criterion-referenced Standards

At a very high level, standards can be classified as either norm-referenced or criterion-referenced in nature [26]. A norm-referenced standard is a relative standard in that the cut-score is derived from the performances of a comparative group of candidates. There are many examples of norm-referenced standards, such as setting the cut-score at one standard deviation above the mean of the class or fixing the cut-score at the 90th percentile rank of a distribution. The fundamental notion is that the cut-score is set solely as a function of the relative performances of a comparative group. We pass or fail a candidate on an examination purely based on how well (or badly) other test takers performed.

On the other hand, within a criterion-referenced framework, the standard is typically set as a function of the amount of knowledge of the domain that the candidate needs to demonstrate, irrespective of group performance. As such, it is an absolute standard. For example, a panel of medical experts might determine that a candidate needs to master 70% of the domain to be deemed minimally competent, based on their professional judgement and the objectives of an examination.

For professional examinations, criterion-referenced standards are generally preferred for a number of reasons. First, a norm-referenced standard tells little to nothing about what a given candidate knows or does not know, since it is entirely based on the relative performance of the group. Second, and more importantly, the cut-score selected in a norm-referenced standard setting exercise will vary as a function of the ability level of the group. Lower cut-scores will result from the performances of less proficient candidates, whereas higher cut-scores will be set with more able cohorts. This, in turn, produces cohorts of candidates who vary in regard to their level of competence. For example, setting a cut-score at one standard deviation below the mean will result in failing about 16% of any cohort, irrespective of what candidates may or may not know. However, it is conceivable that these groups could differ drastically in their knowledge of the domains. Scoring ‘near the average’ of a distribution can have quite a different meaning if the class is composed of high ability candidates versus less able students. That is, the meaning of a passing performance (and consequently ‘minimal competence’) can vary as a function of when and with whom the candidate passed.

Consequently, a norm-referenced approach to setting a passing standard is untenable from both political and professional perspectives. The only instance in which it may be acceptable to use a norm-referenced standard is when the selection of a small number of candidates is necessary (e.g. for a restricted number of postgraduate training slots).

Criterion-referenced methods for setting a standard are appealing because they overcome many of these limitations. A cut-score that is set using a criterion-referenced method reflects a level of proficiency that experts representing wide sectors of a given profession agree is indicative of a candidate who possesses the skills and knowledge required for safe practice. For this reason, criterion-referenced methods for setting cut-scores have been successfully employed and defended for several years in the medical licensing arena as well as with other health profession examination programmes [1, 2, 27–29]. The following two sections briefly describe the criterion-referenced standard setting methods in most common use (see Box 24.3).

Test-centred Methods

Criterion-referenced test-centred methods are appealing for setting a pass mark on knowledge assessments, such as multiple-choice examinations. In this form of standard setting, experts are asked to judge the level of performance required on each item of the test or task to meet the standard (e.g. minimal proficiency). Common and frequently used test-centred methods include the Angoff, Ebel, Nedelsky, and Bookmark procedures [30] (see Box 24.4).

Angoff Method

In the Angoff procedure, panellists are asked to estimate, on an item-by-item level, the proportion of minimally proficient candidates that would answer each item correctly [31]. Effectively this constitutes an assessment of the degree of difficulty of each component part of the test based on expert judgement. These proportions are then summed for each expert judge. Typically, the mean or median sum of item proportions across judges is treated as the cut-score on the examination. Box 24.5 provides a simple illustration of the Angoff procedure based on a five-item examination with three panellists. In this example, panellist cut-scores ranged from 1.35 (or 1/5) to 2.65 (or 3/5). An overall cut-score equal to 1.97/5 (or 2/5) could therefore be selected as the final cut-score.

Modified Angoff methods have also been proposed for determining a standard [9, 32–35]. One adaptation of the Angoff method allows panellists to modify their judgements following a general discussion [36]. Other revisions entail providing normative data (e.g. item difficulty and...
Advantages and Limitations

One main advantage of the Angoff family of methods is that they have been used extensively with a host of examinations, including both MCQ and performance-based assessments [34]. As such, a wealth of evidence and information is available to any researcher interested in carrying out such an exercise. Also, the Angoff method holds a certain amount of intuitive appeal in that panellists are required to review test items and offer judgements based on their expert knowledge of the material and candidates. Finally, the Angoff method is amenable to streamlining such as through the ‘Yes/No’ method [38], which can simplify the task even more.

On the downside, the Angoff methods have come under heavy criticism due to the inherent nature of the two main tasks that panellists are required to complete, namely to articulate what constitutes minimal proficiency and then consistently estimate proportions of minimally proficient candidates who would correctly answer each test item [35]. Shepard [39] argued that the task presented to panellists was too cognitively challenging and probably beyond the capability of most participants. Others, however, have refuted this claim and ascribed these difficulties to insufficient training of panellists or the absence of performance data to guide judgements [40]. Research conducted by Plake et al. [41] also showed that item performance estimates were consistent within and across panels, as well as within and across years for a high-stakes certification examination. These findings once more underscore the importance of selecting appropriate panels of judges for standard setting exercises and, more importantly, offering extensive training to all experts to eliminate any misconceptions regarding the nature of the task at hand. Despite these limitations, the Angoff family of methods continues to be one of the most prevalent, longstanding, and well-researched set of procedures for setting a cut-score on an examination [30].

**Ebel Method**

The procedure outlined by Ebel extends Angoff’s method by asking panellists not only to provide difficulty estimates for each item but also content relevance, given the domains that are presumed to underlie the examination [42]. The cut-score is computed by adding the cross-products of the difficulty and relevance judgements. Box 24.6 provides a simple example of a two-dimensional Ebel grid. In this example, judges felt that 5 of 50 items were essential to the content and ‘easy’ level of difficulty. In a similar vein, panellists were asked to estimate the proportion of items, in each content relevance/difficulty cell, that the minimally proficient candidate would correctly answer. The resulting cut-score is the sum of the relevance/difficulty cell cross-products. In this example, candidates would need to correctly answer 25/50 items (50%) to pass the examination.

**Advantages and Limitations**

Ironically, one advantage of the Ebel method for setting a standard, namely that item relevance, in addition to difficulty, can be factored into panellists’ judgements, is also its chief weakness. Berk [43], for example, questions the ease with which panellists can separate content (difficulty) and relevance judgements during an exercise, largely based on the argument that these two dimensions are often correlated quite highly. From a test development standpoint, one could also question the merits of including discrimination indices) following the initial round of ratings in order to provide panellists with a ‘reality performance check’ against which to gauge their initial judgements and modify them, if so desired, in a final round [37].
test items that are not relevant in an examination. In most contexts, the total score is interpreted as an overall reflection of candidates’ competencies on a composite of (interrelated) domains. Consequently, items that are deemed irrelevant contribute little to nothing in informing inferences about overall competency (e.g. pass/fail) or standing.

**Nedelsky Method**
Nedelsky [44] outlined a standard setting method based on the premise that when answering MCQs, minimally proficient candidates first eliminate options that they identify as incorrect based on their knowledge of the material, and then randomly guess amongst remaining choices. The actual cut-score corresponds to the sum across items of the reciprocal of the remaining number of alternatives. To illustrate; assume that a group of panellists estimates that the following number of options would be eliminated, respectively, by the minimally proficient candidate on a five-item, five-option MCQ examination: 2, 1, 3, 4, across each of the items. The Nedelsky cut-score would therefore correspond to:

\[
\frac{1}{2} + \frac{1}{3} + \frac{1}{4} + \frac{1}{5} + \frac{1}{6} \approx 2.58 \text{ or } 3 / 5(60\%) 
\]

**Advantages and Limitations**
The main advantage of the Nedelsky method is that it allows panellists to factor in the quality of the distractors when making their judgements, that is, any partial knowledge that the minimally proficient candidate may possess when answering an MCQ. However, the procedure also suffers from a number of well-documented shortcomings. First, the task imposed on panellists is much more onerous than estimating the proportion of questions that the minimally proficient candidate would correctly answer in each cell.

**Nedelsky Example**

<table>
<thead>
<tr>
<th>Level of difficulty</th>
<th>Content relevance</th>
<th>Easy</th>
<th>Average</th>
<th>Difficult</th>
</tr>
</thead>
<tbody>
<tr>
<td>Essential</td>
<td>0.85 (five items)</td>
<td>0.65 (10 items)</td>
<td>0.25 (five items)</td>
<td></td>
</tr>
<tr>
<td>Important</td>
<td>0.75 (five items)</td>
<td>0.55 (five items)</td>
<td>0.15 (five items)</td>
<td></td>
</tr>
<tr>
<td>Acceptable</td>
<td>0.65 (three items)</td>
<td>0.45 (four items)</td>
<td>0.10 (three items)</td>
<td></td>
</tr>
<tr>
<td>Questionable</td>
<td>0.65 (two items)</td>
<td>0.40 (two items)</td>
<td>0.05 (one item)</td>
<td></td>
</tr>
</tbody>
</table>

Cut-score = 0.85(5) + 0.75(5) + 0.65(5) + 0.55(5) + 0.65(5) + 0.45(4) + 0.40(2) + 0.05(1) = 25.45/50 (50%).

**Advantages and Limitations**
The main advantage of the Bookmark method is its simplicity and the relatively light cognitive load that is
imposed on panellists, at least in comparison to other test-centred methods. Test items are ordered according to difficulty (again, unbeknownst to participants) and panellists are required to place one or several bookmarks to delineate two or more proficiency categories. Another attractive feature of the Bookmark method is that it can be readily applied to multiple-choice and performance examinations as well as mixed-format assessments. Finally, its traditional link to an IRT proficiency metric also holds great appeal given that the majority of large-scale testing programmes implement IRT-based methods for a host of activities, including test construction, scoring, scaling, and equating. As such, the Bookmark standard setting method can easily be integrated into a unified IRT framework.

Despite these advantages, the Bookmark standard setting method does possess a number of limitations that the practitioner should be aware of. First and foremost, the cut-score in a Bookmark standard setting exercise is intricately linked to the difficulty of the test form. To illustrate, consider a test that is very ‘easy’ in relation to the proficiency level of candidates. This is often the case with medical licensing and certification examinations where over 90% of first-time test takers typically pass [27]. This ‘mis-targeting’ can make it impossible for panellists to set an appropriate bookmark. In certain instances, it is plausible that even the last item in a booklet is too easy to distinguish between masters and non-masters when the candidate sample is highly able. As others have mentioned [30], this problem could also crop up with other test-centred methods. The Bookmark approach, by virtue of item difficulty ordering, makes any such problems glaringly obvious. Another practical limitation of this standard setting method is that booklets (i.e. test items if there is one item per page) need to be re-ordered if some items are deleted due to poor performance. A final limitation is that items may not, and in fact are probably not, evenly spaced in terms of differences in difficulty from low to high throughout a test form. Thus, it might be difficult for panellists to identify an actual point along the scale that best discriminates between masters and non-masters, i.e. the bookmark might not be identifiable given gaps in item difficulty. While these limitations do not invalidate the Bookmark method, practitioners should be aware of these potential issues and plan accordingly prior to the actual standard setting exercise.

**Examinee-centred Methods**

Criterion-referenced examinee-centred methods, on the other hand, involve setting a standard based on global judgements of performance by a group of qualified expert panellists. Given the integrated, multi-dimensional nature of performance assessments in medical education, the latter methods are particularly well suited for setting a cut-score on OSCEs, for example [51]. Two popular examinee-centred standard setting methods are the contrasting groups method and the borderline group method [52, 53], (see Box 24.7).

---

**BOX 24.7 FOCUS ON: Standard setting for performance assessments**

- For performance examinations, such as OSCEs and workplace-based assessments, examinee-centred methods are generally used to set a standard. Common examinee-centred standard setting methods include the contrasting groups and borderline group methods.
- These methods are appealing and well-suited to performance assessment as they allow panellists to provide overall holistic judgements of performance. They require panellists to assign candidates to two or more proficiency categories (e.g. master/non-master, unacceptable, borderline acceptable, clearly acceptable, etc.).
- While appealing, these methods inherently treat the panel as the ‘gold standard’. Ample training is therefore necessary to ensure that the task is well understood as well as the definition of borderline performance.
- A number of technical issues need to be considered when implementing any examinee-centred standard setting method, including: (i) determining the costs associated with false-positive and false-negative classifications; (ii) ensuring that the borderline acceptable group is composed of a sufficiently large number of candidates; and (iii) for the contrasting groups method, ensuring that panellists are able to assign candidates to one of two categories.

**Contrasting Groups Method**

In the contrasting groups method, panellists are asked, for each candidate, to review a performance profile (e.g. checklists and rating scales on an OSCE station) and determine whether the test taker is qualified or unqualified to pass the examination. OSCE station scores for both groups of candidates (unqualified and qualified) are then plotted on a graph. The score that best discriminates between both groups of test takers is typically selected as the cut-score [52–54]. A sample contrasting-groups plot is shown in Figure 24.1. In this example, the mid-point of the intersection zone would be chosen (minimising false-positive and false-negative decisions were of equal importance. However, if the intent of the exam is to protect patients from malfeasance, a value in the upper part of the intersection zone would be chosen (minimising false-positive decisions, i.e. minimising the number of passing candidates who do not possess the clinical skills necessary to pass).

**Borderline Group Method**

In the borderline group method, panellists are also asked to review a performance profile for each candidate and identify unacceptable as well as acceptable performances. Additionally, panellists must designate those candidates that are deemed to lie just at a borderline acceptable performance level. The scores of these borderline acceptable examinees are then plotted on a graph. Typically, the median score value is chosen as the cut-score on the
Decision with a candidate. The greater level of flexibility of their considerations when arriving at a classification provides panellists with the latitude to incorporate all judgements are often highly related. As such, these methods provide panellists with the latitude to incorporate all of their considerations when arriving at a classification decision with a candidate. The greater level of flexibility that is afforded by both approaches also potentially constitutes their chief limitation. Both methods treat panellist judgements as intrinsically reliable and valid, i.e. as the gold standard. Any factor that can detract from the panelists’ ability to provide such judgements will bias the ultimate cut-score value in a way that is difficult to predict and will lead to a standard that is most certainly unfair to subgroups of candidates. Consequently, the moderator plays a critical role in ensuring that the training offered to panellists can at least minimise this effect to ultimately assure a defensible process for all stakeholders. It is easy to envisage a scenario where panellists, who might very well be familiar with the candidates who they are evaluating, are affected by construct-irrelevant factors when providing their judgements. Such construct-irrelevant factors might include gender, ethnicity, dress, personality, work habits, and a myriad of other extraneous features that are unrelated to ‘competency’, as broadly defined by the examination.

Both the contrasting groups and borderline group methods also rest on the central premise that a sufficiently large group of representative professionals in the field can be identified for an exercise and also trained to complete the task at hand as instructed. Inadequate training can lead to a number of undesirable outcomes, including the propensity to assign disproportionately large number of candidates to the borderline acceptable group [56, 57]. While this may sound appealing, given that the cut-score is derived from the performances of the latter group, classifying nearly all candidates as borderline acceptable seriously raises questions about the quality of the examination, instruction, and other factors, while yielding a cut-score that is again biased in ways that are difficult to ascertain.

Related to this point, the borderline group method does require that the latter group be composed of a sufficiently large number or the resulting cut-score, whether the median score in the simplest case or a predicted value based on more complex statistical modelling (e.g. logistic regression, latent class analysis, etc.), will be unstable and inappropriately reflect ‘minimal competency’. Given the dichotomous nature of the task that is required in a traditional contrasting groups standard exercise, it might also be difficult for panellists to classify candidates as either unacceptable or unacceptable, with no option for a borderline acceptable performance. Pake and Hambleton [56], amongst others, proposed an extension of the method that does allow for a finer gradation of the decision scale. Finally, it is critical, for both methods, that the medical educator clearly set a policy that outlines the consequences of misclassifying a candidate. Treating both false-positive (passing a candidate who should have failed) and false-negative (failing a candidate who should have passed) decisions equally might be quite undesirable in instances where protection of the public is of prime consideration. Under the latter scenario, minimising false-positive classifications is of greater concern. Conversely, in lower-stakes settings, minimising false-negative errors could be perfectly acceptable as a policy. All of the potential limitations associated with the contrasting groups and borderline regression methods, given the
immense responsibility that is conveyed upon panellists, again underscore the critical role that the moderator needs to play in such standard setting exercises. Indeed, it is not an exaggeration to state that the moderator can ‘make or break’ a borderline group or contrasting groups standard setting exercise.

**Hofstee Method**

The use of criterion-referenced approaches for setting a standard can lead to unacceptable outcomes in the absence of political considerations associated with the decision. That is, the cut-score arrived at following a standard setting exercise should not result in failing or passing an unacceptably large or small proportion of candidates. To illustrate, assume that a given medical specialty examination has consistently failed around 15% of candidates. Further assume that this population is very comparable, ability wise, from year to year. If the cut-score set after an Angoff exercise results in failing 50% of candidates, the standard is unrealistic and might very well be unacceptable from a policy standpoint.

As a means of providing a ‘reality check’, Hofstee [58] proposed a ‘compromise’ method that involves asking panellists the following questions, the answers to which are subsequently graphed in a (Hofstee) plot:

- Considering the content as a whole, what are the maximum and minimum tolerable cut-scores? These are typically labelled \( C_{\text{min}} \) and \( C_{\text{max}} \) on the Hofstee plot.
- What are maximum and minimum tolerable failure rates? These are usually listed as \( F_{\text{max}} \) and \( F_{\text{min}} \) on the Hofstee plot.

An example of a Hofstee plot is provided in Figure 24.2.

In order to create this plot, a cumulative percentage-correct score distribution needs to first be computed. This distribution outlines the cumulative percentage of candidates who would fail at each point along the score scale. Then, the coordinates \( (C_{\text{min}}, F_{\text{max}}) \) and \( (C_{\text{max}}, F_{\text{min}}) \) are plotted and joined by a straight line, as illustrated in Figure 24.2. The point of intersection between this line and the frequency distribution corresponds to the Hofstee cut-score. The cut-score is illustrated by the ‘cut’ value shown on the x-axis. In the example outlined in Figure 24.2, panellists felt that the cut-score should be no lower than 55 \( (C_{\text{min}}) \) and no higher than 85 \( (C_{\text{max}}) \). Similarly, they indicated that the failure rate should be at least 10% \( (F_{\text{min}}) \) but not higher than 50% \( (F_{\text{max}}) \). Linking both sets of coordinates and drawing a line down to the x-axis yields a Hofstee cut-score value of 65, which would result in failing about 35% of the candidate cohort. The aim of the Hofstee method is generally to determine whether criterion-referenced standards fall within the vicinity of the Hofstee-based value, i.e. whether they are consistent with political considerations and global impressions of cut-score values and failure rates [59].

**Advantages and Limitations**

The primary advantage of the Hofstee method is that it allows panellists to offer holistic judgements on cut-score values and failure rates with few to no constraints. Based on their experience, knowledge of the test content, and objective of the examination, panellists must define performance parameter limits. The flexibility and ease with which one can implement the Hofstee method also constitutes its chief limitation. That is, it is not generally viewed as a primary standard setting method but rather as a ‘reality check’ or fall-back method meant to complement other approaches, whether test- or examinee-centred. Within this supporting context, the Hofstee method can provide valuable information that can help the practitioner gauge whether a cut-score set with a more traditional method gibeis with the general expectations of panellists. However, it should generally not be used as a standalone measure given its ad hoc nature. Another more controversial method of standard setting increasingly used in the medical education arena is discussed in the Box 24.8.
lists to minimise any misconceptions, as well as a clear definition of the objective of the examination as well as the standard setting process, regardless of the method adopted, should include the impact of sources of variability (judges, panellists, as well as providing empirical evidence to support the use of a cut-score). These data typically entail holistic judgements of performance.

Second, the user may also wish to consider the format of the examination. For example, some standard setting methods (e.g. the Nedelsky method) were developed exclusively for use with MCQs. While some methods can be used with different formats (e.g. Angoff methods), certain assumptions are made that may or may not meet expectations. For example, the Angoff method and its offshoots assume that performance is compensatory in nature, i.e. candidates can compensate for doing poorly in certain parts of the examination by doing well in other sections. These methods would therefore be inappropriate in a conjunctive setting, where different components need to be successfully and independently completed. Other methods (Hofstee, contrasting groups) were developed as test-format invariant.

One erroneous belief that is often promulgated is the one that suggests that combining a multitude of methods when setting a standard will provide a ‘better cut-score’. It is important to reiterate that standard setting and the selection of a cut-score are ultimately policy decisions, albeit derived from informed judgement. There is little evidence to suggest that combining multiple methods will lead to a ‘better’ standard [57]. Since there is no ‘correct’ cut-score, how can policy makers synthesise results from multiple approaches? This strategy also requires significantly more resources. It is always better to systematically implement one standard setting method rather than provide results from several (poorly) implemented approaches. Again, the process that is followed when arriving at a cut-score is ultimately what needs to be defended. The latter includes properly documenting all phases of a standard setting exercise, clearly describing the selection and training of panelists, as well as providing empirical evidence to support the use of a cut-score. These data typically include the impact of sources of variability (judges, panels, etc.) on the cut-score value as well as the consequences of implementing a cut-score (e.g. the appropriateness of pass/fail rates in light of historical trends). The importance of validating any cut-score is underscored in the next section (see Box 24.9).

The next section provides some practical guidelines to aid in the selection of a standard setting method.

**BOX 24.8 FOCUS ON: The Cohen method**

Standard setting methods such as Angoff are resource intensive and time-consuming. Faculty with small staff numbers and limited financial resources can struggle to collect a sufficient number of experts required for reliable and valid methods.

The Cohen method is an alternative form of standard setting increasingly used in medical education where the ‘best performing’ students (student score at the 95th percentile or P95) are used as a reference point [10]. Medical educators determine what proportion of this high-performing group score is acceptable as a cut score, e.g. 60% × P95. The modified Cohen takes this further proposing that historical data from multiple criterion-referenced exams, within the programme, can personalise this Cohen sum to better reflect the pass mark expected by panels of experts. The modified Cohen is therefore a mixed method, combining both criterion-referenced and norm-referenced data in the creation of the cut score [60]. Users of the method think the Cohen cut score is time efficient and less resource intensive and fair to students in that all students can pass the exam and the cut-score changes with the level of difficulty of the exam. Critics of the Cohen method, however, perceive this cut-score to be norm-referenced, rather than the desired criterion-referenced, as it relies on a pre-determined and relatively arbitrary proportion of the actual cohort performance to create the cut-score.

**Selecting a Criterion-referenced Standard Setting Method**

The American Educational Research Association ‘Standards for Educational and Psychological Testing’ [61, p. 53] clearly state that ‘there can be no single method for determining cut-scores for all tests or for all purposes, nor can there be any single set of procedures for establishing their defensibility’. Along these lines, Angoff [61] also noted that ‘regarding the problem of setting cut-scores, we have observed that the several judgemental methods not only fail to yield results that agree with one another, they even fail to yield the same results on repeated application’.

Despite the fact that no single method can lead to the identification of an ‘optimal’ cut-score value, as the latter is always embedded in professional judgement, there are nonetheless a number of factors that the medical educator might wish to consider when selecting a standard setting approach. An overview of these factors is presented next.

The extent to which a clear standard setting process is adhered to has the greatest impact on the cut-score. This process, regardless of the method adopted, should include a clear definition of the objective of the examination as well as the standard setting exercise, extensive training of panelists to minimise any misconceptions, as well as a clear outline of what constitutes minimal proficiency or a borderline acceptable performance. However, a number of factors can be considered to select a standard setting method that might be most suitable given the intended aims of the examination and the associated decision that the test score user wishes to make.

One of the first questions to ask is what is the format of the examination? For knowledge-based examinations (e.g. MCQs), test-centred methods are most appropriate given the task that panelists are asked to complete, i.e. estimate a cut-score based on a review of the actual test items. Conversely, for performance assessments, such as OSCEs and workplace-based tasks, examinee-centred methods are more suitable for setting a standard given the complex, multi-dimensional nature of performance. The latter typically entail holistic judgements of performance.
Gathering Validity Evidence to Support a Cut-score

Regardless of the standard setting method adopted, gathering evidence to validate the resulting standard is a critical step [62, 63]. As stated throughout this chapter, what is ultimately of importance with any standard setting exercise is the extent to which a process is systematically adhered to and can be defended using a number of evidential sources.

The evidence to support procedural validity needs to be clearly documented in the standard setting report. This usually comprises the first part of any standard setting report and entails a thorough account of each step of the exercise including:

- An overview of the targeted examination and its purpose.
- A clear articulation of the selected standard setting method implemented with a supporting rationale.
- The process used to select the panel of expert judges, as well as a description of their qualifications and the extent to which they represent the profession as a whole.
- An outline of all phases of the exercise, including the training process, definition of the performance standard, and how data were collected.

Surveying panellists on various aspects of the standard setting exercise constitutes a final important piece of supporting procedural validity evidence. How confident are the panellists in the process and, more importantly, in the resulting cut-score? Evaluating judges’ impressions of the training phase as well as the cut-score can provide strong confirmation for any standard setting exercise.

Evidence to support the internal validity of the cut-score is also of great importance given the high-stakes nature of most criterion-referenced examinations. That is, how precise is the estimate of the cut-score and how reproducible is it across any facet of interest? With regard to precision, if the cut-score is relatable to an item response theory ability metric, the (conditional) standard error of the proficiency estimate associated with a cut-score can provide a straightforward indication of the stability of the latter value. With an observed score scale (e.g. number-right, percentage-correct, etc.), the practitioner can also estimate the amount of error associated with a cut-score using a compound binomial model [64].

Additionally, the extent to which the cut-score is impacted as a function of the judges participating in an exercise, the panel of judges (if multiple groups are involved), the items/stations selected, etc. can be readily assessed using generalisability theory [8, 65]. This framework allows the medical educator to estimate the amount of variability in scores (including the cut-score) that can be ascribed to any facet or potential source of measurement error as listed above. Similarly, IRT-based rating scale models [66] can also provide useful information with respect to the ability distribution of candidates, difficulty of items/stations, as well as stringency of raters.

Regardless of the complexity of the models utilised to gather evidence of internal validity, the aim of this critical source of information is to provide an indication of the stability or precision with which a cut-score is estimated, primarily to provide some boundaries to the practitioner in order to minimise its misuse.

Evidence to support the external validity of a cut-score should also be part of any standard setting effort as this relates directly to the impact of implementing a standard. Assessing the reasonableness of the cut-score in light of its impact on failure rates is generally at the core of external validation efforts. For example, assume that a graduation OSCE has typically failed between 10 and 12% of a class. A failure rate of 55%, following a standard setting exercise, would warrant considerable scrutiny of the cut-score and its appropriateness, assuming that the cohort is of comparable ability to past groups and the OSCE of a similar difficulty level.

A comparison of results to other assessments constitutes another important source of external validity for any proposed cut-score. For example, how comparable are pass/fail rates to grades or the status of students on other examinations measuring similar constructs (e.g. a prior OSCE)? Though we would not expect two examinations to measure exactly the same combination of domains, they should nonetheless yield a comparable standing for most candidates.

Conclusions

Standard setting is an intrinsic part of all assessment activities in medical education, from undergraduate training to physician revalidation efforts. Determining whether a candidate has mastered any number of competencies underlying an examination is a key outcome used not only to render individual judgements but also to evaluate programme effectiveness, teaching efficacy, etc. [67, 68].

First and foremost, it is important to reiterate that there is no gold standard and that all cut-scores ultimately reflect informed judgement from a group of content experts on
what level of performance constitutes ‘competency’. Systematically following a standard setting process and supporting its use with appropriate empirical evidence is therefore central to any such exercise.

This chapter has described a number of standard setting methods that the medical educator might wish to consider based on the nature of their examination as well as practical and financial concerns. Though most of the examples presented in this chapter focused on high-stakes assessment, the same principles and procedures are also helpful in formative assessment environments. For example, in a mastery learning and assessment setting, some of the approaches laid out in this chapter might be useful in determining the behaviours that reflect high achievement standards in a given domain [69, 70].

Irrespective of the method selected to arrive at a cut-score on an examination, several issues need to be addressed prior to undertaking a standard setting exercise. First, the panel of judges should be viewed as a microcosm of all exam stakeholders and as such should mirror any characteristic deemed important by the profession, be that geographical area, medical school location, specialty, gender, or ethnicity. Convening such a broad panel will ensure that views from most members of the profession are incorporated in the exercise, and ultimately, the standard.

Determining a suitable number of panellists for any standard setting panel is also critical. Inviting too few panellists is ill-advised, as the judgements of a single dissenting judge could have an undue impact on the value of the final cut-score. On the other hand, assembling a large panel may not be cost-effective. Consequently, clearly identifying the desired characteristics of the group, as outlined above, can provide valuable information for determining the panel’s optimal size. Once set, it is also important that the cut-score for any examination be periodically revisited to ensure its continued appropriateness in light of any changes that may have occurred in the profession, whether political or content-based in nature. Finally, it is important to restate that different standard setting methods will produce different cut-score values. The central aim in any standard setting exercise should be to: (i) defend the choice of a particular method, (ii) meticulously document all steps followed throughout the exercise, and (iii) base the selection of the standard on as much empirical evidence as possible, factoring in global impressions as well as the consequences of adopting a given cut-score. Hopefully, this chapter provides a convenient guiding framework for any medical educator who needs to identify a cut-score for an examination and highlights some of the issues to consider when conducting a standard setting exercise, irrespective of the method adopted.

**Acknowledgement**

With thanks to Assistant Professor Carmel Tepper of Bond University, Gold Coast, Australia for providing a summary of the Cohen method (Box 24.8).

**References**


29 De Champlain, A.F. (2004). Ensuring that the competent are truly competent: an overview of common methods and procedures used to set standards on high-stakes examinations. *Journal of Veterinary Medical Education* 31: 61–5.


**Further Reading**


Introduction

Assessment forms a major element of any teaching and learning programme and should be recognised as integral to the whole educational enterprise, not just delivered as an ‘add-on’ at the end of a course. Traditionally, in medical education, assessment was used to demonstrate that information had been transmitted in some way from the teacher to the learners, the latter memorising notes diligently and reproducing them as necessary in formal examinations requiring factual recall.

One of the most obvious developments in medical education over the past 20 years or so has been a greater understanding of assessment and the way it can be used to enhance both students’ learning and the overall quality of the educational experience. At its most pragmatic level, this reflects our recognition that ‘assessment drives the curriculum’ [1]. Students learn what is needed to pass examinations and use weighting of assessments as a means to rank the importance of various parts of the syllabus. If assessments are developed independently and added on to the teaching programme to test ‘what students have learned’ (usually by factual recall), then well-meaning attempts to foster deep learning and understanding of a subject will founder.

Furthermore, students expect to be assessed and tend to use grading systems that compare them with their peers as a means of evaluating the amount of work required of them to perform well in the course [2]. This in itself has provided a challenge to many medical educators faced with introducing minimum-competency ‘pass/fail’ assessments in which students are not ranked against their peers but against pre-set, minimal-competency guidelines.

The key is to align assessment with the educational desires of the faculty and the aims of curriculum planners. In a well-designed curriculum, faculty members are aware of their educational goals from the outset and build in the design and timing of assessments to ensure that these goals are addressed by the teaching programme.

This chapter predominantly relates to the use of formative assessment in undergraduate medical education. However, the principles described are derived from a variety of sources, including the general educational literature, and can be extrapolated to all levels of medical education. In many cases, the formative assessment methods described here can be directly transferred to postgraduate education and the continuing professional development arena with correction only for the level of the learners in relation to the educational goals.

The following areas will be considered:

• definitions of formative and summative assessment
• teacher and learner perspectives on formative assessment and some of the research evidence underpinning them
### BOX 25.1 Some functions of assessment

<table>
<thead>
<tr>
<th>Assessment may be used to:</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>Measure student learning</td>
<td>Against a pre-set criteria</td>
</tr>
<tr>
<td>Grade students</td>
<td>Against a standard</td>
</tr>
<tr>
<td>Summarise achievement</td>
<td>Against a comparative group</td>
</tr>
<tr>
<td>Indicate readiness to progress</td>
<td>For the student</td>
</tr>
<tr>
<td>Provide feedback</td>
<td>For the faculty</td>
</tr>
<tr>
<td>Diagnose specific misunderstandings</td>
<td>For other interested bodies, e.g. university, potential employer, etc.</td>
</tr>
<tr>
<td>Motivate students to learn</td>
<td></td>
</tr>
<tr>
<td>Focus and direct student learning</td>
<td></td>
</tr>
<tr>
<td>Help students learn more effectively</td>
<td></td>
</tr>
<tr>
<td>Inform the teaching programme</td>
<td>Review what students do not know or understand</td>
</tr>
<tr>
<td>Promote staff development</td>
<td>Review teaching and learning methods</td>
</tr>
<tr>
<td>Contribute to education quality assurance</td>
<td>Ensure that faculty are aware of the curriculum goals and understand how assessment forms part of the programme</td>
</tr>
</tbody>
</table>

- the role of feedback in formative assessment, including examples from experiential learning settings in communication skills teaching
- how formative assessment may be used within a curriculum
- examples of formative assessment in different teaching and learning environments.

Assessment is a complex construct, and recognition of its various purposes will help ensure that an individual educational programme achieves its multiple goals (see Box 25.1). Classically, assessment has been divided into two categories: **formative** and **summative**. In essence, formative assessment provides feedback to learners about their progress, whereas summative assessment measures the achievement of learning goals at the end of a course or programme of study.

Summative assessments measure the achievement of learning goals at the end of a course or programme of study. Summative assessments are formal and used to determine progression to the next stage of a course, to signify the need for remediation, for graduation purposes, or for registration with a national professional body. 'High-stakes assessments' are summative assessments with implications for professional progression.

In general, little feedback is provided to students from summative assessments except in the case of failure. In recent years the distinction between formative and summative assessment has become blurred, with essentially formative workplace-based assessments being collated and used for summative purposes. The term ‘assessment for learning’ encompasses some of this change, showing how evidence of successful completion of experiential learning tasks can be credited towards summative assessment and progression to the next stage of training.

Much of the literature related to formative assessment derives from studies in primary and secondary schools and in general higher education. However, a focus on the development of learner self-regulation and its benefits for lifelong learning means that the general principles described below can be related to medical education at all levels.

Assessment can be thought of as serving three main functions; **assessment of learning**, **assessment for learning**, and **assessment for quality assurance**. Whilst summative assessment fits most neatly into the first category and formative assessment into the second, in a well-designed educational programme, there is considerable overlap such that the results of ongoing, formative assessment can be used both to measure student learning and to inform institutional quality assurance procedures.

### Characteristics of Formative Assessment

Formative assessment refers to any assessment that is designed specifically to provide feedback. It has been defined as follows:

... encompassing all those activities undertaken by teachers, and/or by their students, which provide information to be used as feedback to modify the teaching and learning activities in which they are engaged [3, p. 8].

More recently, the same authors refined this definition to include five features of formative assessment that are more directly applicable to medical education [4]:

- clarifying and sharing learning intentions and criteria for success
- engineering effective classroom discussions and other learning tasks that elicit evidence of student understanding
Formative Assessment: Assessment for Learning 363

### BOX 25.2 FOCUS ON: Benefits of formative assessment

<table>
<thead>
<tr>
<th>General</th>
<th>Informal</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Ongoing and frequent</td>
</tr>
<tr>
<td></td>
<td>Dynamic</td>
</tr>
<tr>
<td></td>
<td>Non-judgemental</td>
</tr>
<tr>
<td>Effects on</td>
<td>Part of the overall teaching and learning</td>
</tr>
<tr>
<td>students</td>
<td>process</td>
</tr>
<tr>
<td></td>
<td>Allows detailed feedback</td>
</tr>
<tr>
<td></td>
<td>Promotes self-directed learning</td>
</tr>
<tr>
<td></td>
<td>Raises self-esteem</td>
</tr>
<tr>
<td></td>
<td>Engages students in the learning process</td>
</tr>
<tr>
<td></td>
<td>Encourages deep learning and understanding</td>
</tr>
<tr>
<td></td>
<td>Motivates learning</td>
</tr>
<tr>
<td></td>
<td>Identifies insecurities</td>
</tr>
<tr>
<td></td>
<td>Offers help with specific remediation</td>
</tr>
<tr>
<td>Effects on</td>
<td>Allows detailed feedback</td>
</tr>
<tr>
<td>staff</td>
<td>Promotes self-directed learning by the students</td>
</tr>
<tr>
<td></td>
<td>Fosters interactive teaching and learning</td>
</tr>
<tr>
<td></td>
<td>methods</td>
</tr>
<tr>
<td></td>
<td>Encourages varied and challenging teaching</td>
</tr>
<tr>
<td></td>
<td>methods</td>
</tr>
<tr>
<td></td>
<td>Identifies students in difficulty early in the</td>
</tr>
<tr>
<td></td>
<td>curriculum</td>
</tr>
<tr>
<td></td>
<td>Develops teaching skills</td>
</tr>
<tr>
<td></td>
<td>Evaluation feeds into curriculum development</td>
</tr>
</tbody>
</table>

- providing feedback that moves learners forward
- activating students as instructional resources for one another
- activating students as the owners of their own learning.

Some benefits of formative assessment that reflect these features are shown in Box 25.2. Feedback is central to effective formative assessment. In general, formative assessment should be ongoing, frequent, non-judgemental, and carried out in informal settings. For students, the availability of a regular, dynamic interaction with their tutors helps them engage with the learning process, acting as a motivator and encouraging deep learning and understanding. Furthermore, it offers them the opportunity to identify their learning difficulties in a safe environment and to take up remedial assistance if appropriate.

For teachers, formative assessment encourages the development of skills associated with the promotion of self-directed learning in the student. Teachers are motivated by better understanding of their students’ needs and by helping them become more self-regulated in their learning. Review of the teaching and assessment programme feeds into curriculum development and forms part of ongoing curriculum evaluation.

Overall, consideration of the effects of formative assessment on students and teachers suggests that it should be a positive experience for both groups. Students are encouraged to engage in active learning and teachers are encouraged to develop skills with which to provide a challenging educational experience in a supportive environment.

Formative assessment can play a major role in the acquisition of lifelong learning skills by helping students self-regulate their learning activities. A well-designed series of formative assessments can make a major contribution to the educational impact of an overall assessment programme, a characteristic that is as important as the reliability and validity of the individual assessments themselves [5]. Thus, in the ideal situation, formative assessment is a two-way process between learner and teacher, placing the student at the centre of the activity.

In reality, assessment is usually seen as the province of teachers, many of whom regard feedback primarily as a means of transmitting information to students. Often, little thought is given to how feedback information received during formative assessment is processed by students. In this respect, assessment has not kept pace with other developments in teaching and learning in higher education, where the emphasis has shifted towards a dialogue between teacher and student, fostering self-direction, and motivation to learn. An assessment process that focuses solely on the teacher’s role overlooks the need to help students gain the skills of self-regulation necessary for lifelong learning and ignores the way in which feedback interacts with students’ motivation and beliefs. To understand how formative assessment can be most effective, it is therefore necessary to consider the process from the point of view of both teacher and students.

**Teacher Perspectives**

From the teacher’s perspective, the formative assessment process could be described in the following three steps:

1. **Review the student’s work.**
2. **Evaluate the work against a reference framework that reflects the pre-set learning objectives and the level expected of students at a particular stage in the course.**
3. **Make a judgement on the work and provide verbal or written feedback to the student on that judgement.**

The apparent simplicity of these steps is misleading, mainly because it disguises the expertise of individual teachers and their differing levels of skill and experience, particularly in giving feedback. Such ‘teacher factors’ were reviewed by Sadler [6], who identified six important characteristics that highly competent teachers bring to the assessment process. These characteristics are summarised in Box 25.3.

Highly competent teachers are not only knowledgeable but also bring a positive attitude to teaching, with an ability to empathise with their students and a desire to see them improve. Such teachers are reflective about their own skills and show concern for the integrity of the judgements they make. They demonstrate skill in constructing assessments using a variety of methodologies and are aware of assessment criteria and the standards expected of students at
different levels within the curriculum. They learn from their experience in assessment and develop expertise in giving constructive feedback.

Clearly, in any given faculty, the level of expertise will vary between teachers. The importance of the skills of individual teachers in formative assessment reinforces the requirement for assessment to be designed as part of an institutional educational programme, particularly in relation to staff development and appraisal.

**Student Perspectives**

From the student perspective, formative assessment should be a means to improve performance and aid development as self-directed and motivated learners. The term ‘self-regulation’ is used to describe the way in which students monitor their learning behaviour by setting and achieving goals, managing resources, and adapting to external feedback. In doing so, students generate their own internal feedback, helping them evaluate their progress towards goals and to adapt their learning processes in the face of obstacles or changes in motivation. Self-regulated learners are aware of their own knowledge, beliefs, and cognitive skills, and they use these to interpret external feedback effectively [7, 8].

Nicol and Macfarlane-Dick reviewed the literature relating to formative assessment and self-regulated learning, elaborating the student’s role in developing internal feedback mechanisms and modelling the relationship between internal and external feedback (Figure 25.1) [9]. This model is useful as it illustrates the way in which a task set by the teacher acts as a trigger for internal regulatory processes within the student, drawing on prior knowledge and motivation to learn. The process generates a set of internal outcomes, such as increased understanding or changes in motivational state, in addition to the external outcomes reflected in a piece of work submitted for assessment. External and internal outcomes are linked by external feedback requiring the student to engage actively with such input. Evidence from the literature suggests that students with a higher level of self-regulation are more effective learners, showing increased resourcefulness, persistence, and success.

This student-centred approach to formative assessment described in the general educational literature is consistent with the constructivist approach to learning widely adopted in medical education through formal problem-based learning and other forms of problem-orientated learning and assessment [10]. Translation of social constructivist theories into practice places the relationship between teacher and student and the effective use of feedback at the centre of the educational endeavour [11, 12].

**Feedback**

Feedback provides the route by which assessment becomes a tool for teaching and learning, and it is central to the concept of formative assessment. Feedback following assessment encourages the student and teacher to work together to improve the student’s understanding of a subject. The teacher shows that they are interested in the student’s opinions, seeks clarification where appropriate, and, where necessary, encourages the student to approach a topic in a different way. Feedback provided in a non-judgemental and open fashion allows the student to feel more confident to discuss their difficulties and plan better approaches to learning where necessary.

It has been recognised for many years and across all educational sectors that effective feedback is positively correlated with student achievement [13], although it is also clear from early studies that the quality of feedback is vital. Poor-quality feedback may have no effect or may even be detrimental [3].

**Effective Feedback**

Feedback can be defined as a way in which learners become aware of the gap between their current level of knowledge

---

**BOX 25.3 Characteristics of highly competent teachers that affect the quality of formative assessment**

<table>
<thead>
<tr>
<th>Characteristic</th>
<th>Effect on formative assessment</th>
</tr>
</thead>
<tbody>
<tr>
<td>Knowledge</td>
<td>Greater knowledge base and understanding of the subject matter than the students</td>
</tr>
<tr>
<td>Attitude to teaching</td>
<td>Empathy with students, ability to communicate educational goals, desire to help students improve, concern for the integrity of their own judgements</td>
</tr>
<tr>
<td>Skill in constructing assessments</td>
<td>Use of varied assessment tools to develop different skills in students</td>
</tr>
<tr>
<td>Knowledge of assessment criteria and appropriate standards</td>
<td>Awareness of standards and appropriate expectations of students’ performance at a certain level within the curriculum based on learning outcomes and previous experience of student achievement</td>
</tr>
<tr>
<td>Evaluative skills</td>
<td>Ability to make qualitative judgements informed by experience as assessors</td>
</tr>
<tr>
<td>Expertise in giving feedback</td>
<td>Identification of strengths and weaknesses, evaluative comments in relation to criteria, suggestions for alternative learning methods, examples of different ways to achieve the goals</td>
</tr>
</tbody>
</table>

*Source: Adapted from Sadler [6].*
Formative Assessment: Assessment for Learning

365

or skill and the desired goal. It provides guidance towards reaching the goal, but effective feedback is achieved only when the student takes action to narrow the gap [14, 15]. This implies not only that the educational goals are clearly described, but also that students are able and empowered to take the necessary action to achieve them. This in turn means that effective feedback is a collaboration between teachers and learners rather than just a function of teaching per se.

Nicol and Macfarlane-Dick propose seven principles of good feedback that can facilitate the development of self-regulation (see Box 25.4) [9]. These emphasise the need for learner and teacher to work together towards learner self-regulation. They clarify the teacher’s role in providing information to the student about their performance and also, crucially, about what is expected of them and how to recognise the gap between current and expected attainment. These principles raise a number of issues pertinent to medical education that can be considered under the heading ‘Education for feedback’.

**Education for Feedback**

On entry into medical school, students are generally very well motivated and academically capable, having achieved high standards in national school exit examinations, prior higher degrees, and/or medical school selection examinations. Despite this, some students experience early failure, contributing to internal demotivation and a cycle of further failure. Paradoxically, for the small number of students who underachieve in medical school, the learning habits developed to produce high-level performance in pre-medical school examinations may be the reason for their failure at the undergraduate level [16]. In particular, students who have learnt previously in a didactic teaching environment and become successful at memorising facts may be challenged by small group learning, problem-solving, dealing with ‘grey areas’ of knowledge, and scoping vast amounts of information to contain their learning goals within reasonable limits.

A programme of formative assessment and feedback introduced early in a course can go a long way towards preventing the onset of the cycle of failure and demotivation in these students. A well-designed formative assessment programme will ensure that students are aware of their goals and the ways in which these might be achieved. However, it is incumbent on the faculty to explain this process to the students at the beginning of the course. Individual and group feedback can be difficult for students and, if handled badly, can be detrimental to their progress. Educating students about formative assessment and feedback is essential to ensure maximum gain from the process. This in itself requires planning and thought – it is unlikely that a single lecture at the start of a course will be effective. Integrating the educational process with early feedback sessions and modelling good feedback within a learning group is more likely to be educationally valuable [17].
Much of the research into feedback in medical education comes from the field of teaching communication skills, and these principles have been carried forward into other experiential and reflective learning environments. In the following section, two well-known approaches to feedback developed in the field of communication skills teaching are compared to provide examples of how effective feedback can be used in practical teaching situations.

Feedback in Experiential Learning Settings
Experiential learning in one-to-one or small group settings forms the basis of communication skills teaching programmes, usually in the form of observed simulated consultations. Students learn through frequent practice accompanied by feedback and reflection. This type of teaching can be particularly challenging for students who may feel exposed when required to perform difficult communication tasks in front of their tutors and peers. It places demands on teachers, who need to be aware of the dynamics within a learning group and who need to be trained and capable of handling students’ responses and reactions. In these situations, feedback should not only be constructive, but is best delivered within a framework that is known and accepted by both teachers and students.

One widely used set of guidelines for providing feedback during teaching about consultation skills was described by Pendleton et al. in 1984 [18] and has become known as ‘Pendleton’s Rules’. The stimulus for developing these guidelines was primarily the observation that feedback in medical education is traditionally negative, pointing out students’ errors, while failing to draw attention to their strengths and successes. Application of this type of feedback to the experiential learning settings being introduced in communication skills teaching was more destructive than constructive, leading students to develop negativity about the whole teaching process and resent the use of role play and other observational teaching methods. In experiential learning it is clearly important that students should feel that they are in a safe environment. Actions must be confidential to the teacher and the learning group, and students should be supported in identifying their own strengths and weaknesses and helped in addressing areas of concern.

Pendleton’s Rules stress the need for safety in the learning environment by emphasising the need to discuss the learners’ strengths before commenting on their weaknesses, and to make recommendations rather than criticise. Furthermore, in each part of the process, the learner makes the first comments – this self-evaluation not only encourages them to develop skills of reflection but also enables the teacher to assess these skills and address any difficulties students may have in self-reflection.

Pendleton’s Rules applied to a small group learning session following a simulated consultation model can be summarised as follows from the teacher’s point of view:
- clarify any issues of fact
- ask the learner to comment on what went well and why
- ask the group to discuss what went well and why, and add comments
- ask the learner to comment on what went less well and how it could be done differently
- discuss what could be done differently, and how, with the whole group.

There are a number of advantages to this approach to feedback. From the student’s point of view, it provides a consistent framework in a safe environment – the student knows what to expect at the end of an observed consultation. The emphasis on self-assessment helps the student become more reflective about learning. The ‘rules’ force the student to think about positive aspects of their performance and to become aware of their individual strengths in communication. The requirement for positive comments by the student, the teacher, and the group means that no student receives only negative feedback, and any adverse comments must be presented in a constructive way as recommendations for change. The overall effect is that the feedback experience should enhance motivation to learn and encourage the development of self-regulation. Finally, from the teacher’s point of view, it provides a simple structure within which much can be achieved – this is particularly important for relatively inexperienced teachers.

There are, however, a number of disadvantages to Pendleton’s Rules, mainly related to their enforcement of a strict order for the way in which feedback is given. By ensuring that each student receives positive feedback at the beginning of the process, the individual student’s own agenda may be overlooked – students themselves feel that within the time available during a teaching session, there is little opportunity for the constructive criticism they desire. Interestingly, this may reflect much-needed change in the culture of teaching and learning in medical schools over recent years, and the improved methods used by teachers for experiential learning activities. Increasingly, students expect their opinions to be sought by the faculty, and the culture of persistently negative feedback prevalent at the time of the development of Pendleton’s Rules is disappearing. Students appreciate the opportunity to reflect on their successes, but are anxious to receive advice on how they might improve their performance.

The agenda-led outcome-based analysis (ALOBA) of the consultation, described by Silverman et al. in 1996 [19],

---

**BOX 25.4 Good feedback practice**

- Helps clarify what good performance is
- Facilitates the development of self-assessment (reflection) in learning
- Delivers high-quality information to students about their learning
- Encourages teacher and peer dialogue around learning
- Encourages positive motivational beliefs and self-esteem
- Provides opportunities to close the gap between current and desired performance
- Provides information to teachers that can be used to help shape teaching

*Source: Adapted from Nicol and Macfarlane-Dick [8].*
Formative Assessment: Assessment for Learning

provides an alternative mechanism for giving feedback in small group and one-to-one experiential learning situations. The ALOBA approach is built around the students’ own agenda, allowing them to identify their individual problems in the context of their own and the patient’s desired outcomes for a consultation. It provides opportunities for a group to give feedback, thus encouraging the development of feedback skills in all the learners in a small group setting. Finally, it allows the teacher to introduce a wider discussion of theoretical concepts and research evidence. The principles of the ALOBA method are shown in Box 25.5.

For a teacher using the ALOBA method, the task can be divided into three sections:

- organising the feedback
- group feedback
- ensuring that feedback leads to greater understanding.

Following a real or simulated consultation, the feedback process is organised in terms of the learner’s agenda, requiring them to identify the problems they have encountered and the help they would like from the group. The student should first identify what outcomes they wished to achieve from the consultation and, with the rest of the group, should consider the patient’s agenda in terms of outcomes (this part of the process may include the opinions of simulated or trained patients where present). The learner can then be asked to comment on the process, and the whole group is asked to join in the problem-solving process, identifying the issues, feeding them back to the learner, and generating solutions.

In the second part of the process, specific feedback is invited from all members of the group. It is the teacher’s responsibility to ensure that feedback is balanced, non-judgemental and descriptive in nature, and that the group offers suggestions and alternatives rather than prescriptive comments. This is a particular opportunity for the teacher to be seen as a role model, providing constructive criticism in a supportive environment.

In the final part of the process, the teacher has more freedom to optimise the learning opportunities of the session. Thus, the learner may be given time to rehearse suggestions made by the group, allowing other group members to see the effects of their suggestions. The teacher may take the opportunity to widen the discussion, introducing aspects of their own experience or drawing on the research evidence for a particular aspect of the consultation. Finally, the teacher should summarise the session, providing structure and offering suggestions for further learning within an appropriate conceptual framework. Recording the learning that has occurred in a session is another useful activity that can form the foundation of future sessions.

The advantages of the ALOBA method for providing feedback are, paradoxically, that having placed the individual student and their own agenda at the centre of each

| BOX 25.5 Agenda-led, outcomes-based analysis of the consultation (ALOBA) |
|-----------------------------|------------------------------------------------|
| **Task for the teacher**    | **Reason**                        |
| Organise the feedback       | Helps the learner to express their views on the consultation and describe what help they would like from the group |
| Identify the learner’s agenda | The learner starts to recognise the importance of their own desired outcomes and those of the patient |
| Discuss the outcomes that both learner and patient were trying to achieve | Encourages self-assessment and reflection |
| Allow the learner to comment first | All students become more analytical of the consultation and reflect on how they might perform in the same situation |
| Involve the whole group in problem solving | |
| Group feedback              | |
| Invite feedback from all members of the group | Helps all students develop feedback skills, including making specific non-judgemental comments |
| Ensure balanced feedback    | Allows all students to support the learner by considering both what went well and what was less successful |
| Suggest alternatives rather than make prescriptive comments | The learner can consider alternative approaches and how they might work |
| Be supportive, act as a role model | All students can observe the use of constructive feedback |
| Ensure that feedback leads to greater understanding | |
| Rehearse suggestions       | Allows the learner time to try out alternatives and for group comment on the effects |
| Use the consultation as learning material | All group members can contribute to the session and can learn as much as the learner under observation |
| Develop a wider discussion | Allows the introduction of concepts and research evidence to the group |
| Structure, summarise, and record | Provides structure for the teaching allowing maximum learning benefits for the students; record the learning to inform future sessions |

*Source: Adapted from Silverman et al. [19].*
learning experience, the session becomes of more value to all the students involved. By offering the opportunity for students to consider the problems inherent in a consultation and engage in problem solving, all participants are more involved in the learning process. Whereas Pendleton’s Rules may result in the learner becoming the passive recipient of feedback from all the other participants, the ALOBA technique ensures that everyone is equally engaged in the process. From the teacher’s point of view, the ALOBA method also provides an opportunity to introduce some of the concepts underlying good communication skills, providing a theoretical structure for the students to understand their learning. However, the ALOBA method does require more experienced teachers and may be daunting for the less skilful.

Other methods for giving feedback in experiential learning have been described [20–22], all of which contain aspects of the models described above.

Helpful and Unhelpful Feedback

Feedback is central to the process of formative assessment. Constructive feedback can enhance the learning experience and promote learner self-regulation; destructive feedback can have profoundly negative effects on learning. For many teachers in medical education, the development of constructive feedback skills is seen as the most important aspect of their professional development [23]. The principles of constructive feedback for experiential learning situations have been described elsewhere [24–26] and are summarised in Box 25.6. In essence, helpful feedback is specific, non-judgemental, behavioural, and descriptive, and is provided within a supportive educational environment close to the time of the learning experience.

Similar criteria can be applied to feedback given in other formative assessments. For example, when marking written pieces of work, simply giving a grade or making a comment such as ‘Good work’ is less helpful to the learner than a description of why the work is good and suggesting other issues that might have been included or arguments that might have been presented. A number of systems for classifying students’ responses have been described, of which the most well-known is the structure of the observed learning outcome (SOLO) taxonomy [27] (see Box 25.7). The levels described in this scheme are not content specific and can be applied to students’ work at any stage in a curriculum, assuming the teacher is aware of the aims of the module and the level of attainment expected. Student work that scores in levels 4 and 5 shows evidence of categorising and structuring knowledge, characteristics associated with deep learning. Feedback offered to the students within this (or a similar) framework

---

**BOX 25.6 HOW TO: Give helpful feedback in experiential learning**

<table>
<thead>
<tr>
<th>Unhelpful feedback</th>
<th>Reason</th>
<th>Helpful feedback</th>
<th>Reason</th>
</tr>
</thead>
<tbody>
<tr>
<td>‘Your body language wasn’t very good at the start’</td>
<td>Judgemental</td>
<td>‘At the beginning you were looking at the computer screen records and not at the patient as she started to tell her story.’</td>
<td>Descriptive, detailed, behavioural</td>
</tr>
<tr>
<td>‘You weren’t very empathetic’</td>
<td>Non-specific</td>
<td>‘You didn’t acknowledge the problems she has dealing with her husband’s illness.’</td>
<td>Identifies specific problem</td>
</tr>
<tr>
<td>‘You’re very abrupt’</td>
<td>Personality issue</td>
<td>‘You interrupted a lot, for example…’ (give specific points in consultation)</td>
<td>Behavioural, specific</td>
</tr>
<tr>
<td>‘I think it would be better if you did it this way’</td>
<td>Advice</td>
<td>‘Have you thought about trying it like this?’</td>
<td>Generating alternatives</td>
</tr>
<tr>
<td>‘I don’t think you heard everything with your hearing problem’</td>
<td>Hearing problem not resolvable in this situation</td>
<td>‘You have always discussed your hearing problems with us. Was there any point at which you thought it was affecting the consultation?’</td>
<td>Supportive, possibly can be changed by altering the environment</td>
</tr>
<tr>
<td>‘You didn’t notice how upset she was’</td>
<td>Judgemental</td>
<td>‘At one point she was looking down and appeared quite upset. You quickly continued by asking her direct questions about her medication and she never returned to the problem of what was upsetting her. Did you notice that?’</td>
<td>Descriptive, non-judgemental, specific</td>
</tr>
<tr>
<td>‘It was really good’</td>
<td>Non-specific</td>
<td>‘At the start you asked an open question and then allowed her to tell her story. You left silences so that she continued in her own words.’</td>
<td>Positive, specific, descriptive</td>
</tr>
</tbody>
</table>
Formative Assessment: Assessment for Learning

is more helpful to their learning than simple judgemental statements.

Finally, it is useful to check with the students that they have understood the feedback they have been given and that their interpretation of the feedback is correct. The students’ perception of the feedback they have received may vary greatly from that of the teacher who gave the feedback [28] and only by checking can these discrepancies be addressed.

One of the major difficulties encountered in medical education is the delivery of feedback during clinical teaching sessions. Whilst students are able to give and receive feedback in a formal way in classroom or simulation-based teaching, they may have difficulty recognising feedback on their clinical performance with real patients, when a teacher may offer feedback within a general discussion of a clinical case. Clinicians teaching in clinical environments need to be careful to ensure that they give deliberate and specific feedback, even if it is brief. Faculty development is essential to ensure that clinical teaching staff are equipped to deliver timely and effective feedback during the course of clinical work [24, 26, 29, 30].

Formative Assessment in the Curriculum

A programme of formative assessment with effective feedback can be used to develop self-regulation in learners, leading to better outcomes in terms of their learning and overall success. Formative assessment should be considered as part of a teaching institution’s assessment strategy alongside summative assessments. The following section reviews the way in which a programme of formative assessment can be designed within a curriculum and considers some examples of different types of formative assessment used in medical education.

Formative Assessment and Module Design

A programme of formative assessment should be built into the design of a teaching module that has explicit learning outcomes (which can be assessed). The module design should show clearly how evaluation of teaching, learning, and assessment will be performed, allowing development of the teaching programme in the future. A number of schemata for module design incorporating assessment, feedback, and evaluation have been described, such as the one shown in Figure 25.2.

This basic pattern of module design is appropriate for all types of learning in medical education, including classroom-based activities and experiential learning [31]. The example given in Figure 25.2 is based around threshold criteria (pass/fail assessments) but can be adapted to include grading, where appropriate. The model takes into account not only the aims of the teaching module but also the level of attainment expected at the particular point in the curriculum. Module designers can therefore translate the level descriptors into learning outcomes and hence threshold assessment criteria. At that point the assessment methods are designed alongside the teaching and learning strategy for the module. Having delivered the module and performed the assessment as designed, evaluation of the module includes the teaching methods and the appropriateness of the learning outcomes and assessments used.

Using this format for curriculum design, assessment forms an integral part of the teaching programme and can easily be blueprinted against curriculum content and teaching methodologies. This ‘constructive alignment’ of the curriculum ensures that assessments facilitate learning by being linked explicitly to the learning outcomes such that internally coherent assessments (both formative and summative) are embedded in curriculum design and review [32, 33]. Linking the assessment programme explicitly to the design and evaluation of a single module should ensure that evaluation of the assessment process itself is not overlooked [34].

Examples of Formative Assessment in Undergraduate Medical Education

Recognition of the value of formative assessment as a means of enhancing teaching and learning in medical education has led to an increase in its use in undergraduate programmes. The ability of formative assessment to identify students with difficulties and then to offer them remedial teaching is an important feature of the widening use of formal formative assessment. The principles of good

<table>
<thead>
<tr>
<th>Level</th>
<th>Descriptor</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Prestructural Use of irrelevant information or no meaningful response</td>
</tr>
<tr>
<td>2</td>
<td>Unistructural Answer focuses on one relevant aspect only</td>
</tr>
<tr>
<td>3</td>
<td>Multistructural Answer focuses on several relevant features, but they are not coordinated</td>
</tr>
<tr>
<td>4</td>
<td>Relational The several parts are integrated into a coherent whole: details are linked to conclusions; meaning is understood</td>
</tr>
<tr>
<td>5</td>
<td>Extended abstract Answer generalises the structure beyond the information given: higher-order principles are used to bring in a new and broader set of issues</td>
</tr>
</tbody>
</table>

Source: From Biggs and Collis [27].
formative assessment can be applied to all areas of assessment in medical education, including:

- knowledge testing
- testing competence – practical, communication, and clinical skills
- experiential learning settings – hospital clinical placements, general practice, community placements
- portfolios.

Often the most appropriate formative assessments include elements of different learning activities (e.g. an Objective Structured Clinical Examination [OSCE] plus written work), allowing the faculty to give a rounded assessment of student performance and provide help in specific areas. This section focuses on examples of formative assessment in three areas of undergraduate medical education:

- hospital clinical placements
- teaching consultation skills in general practice
- assessment of portfolios and reflective writing.

**Hospital Clinical Placements**

Much of the teaching and learning in medical schools occurs in the context of hospital clinical placements (clerkships). One of the most well-recognised and disheartening aspects of traditional medical education programmes was the ability of students to pass through a clinical teaching programme and only be identified as having problems when they failed a summative assessment or even their final examinations (often not to the surprise of teaching staff). Formative assessment can identify struggling students earlier in the course and, coupled with appropriate identification of the learning difficulties and additional teaching, can result in improved student performance [16].

Most medical schools expect students on clinical placements to receive feedback on their performance, usually in the form of a grade, which is regarded as highly subjective by the students. Furthermore, learners report a lack of regular feedback or describe feedback that they perceive to be poorly given or unfair, and they may become defensive, especially to feedback given by non-medical clinicians such as nurses or paramedical staff [35]. It is less common to have a formative assessment process in which the ‘firm grades’ form part of the overall assessment. In my own medical school, we have developed assessment programmes that combine formative and summative elements and which are supplemented by additional teaching tailored to students’ needs (Box 25.8). Other schools have made similar changes to their assessment programmes with improved student performance [16, 36].

However, the format of the assessment programme is crucial – the introduction of an in-training assessment (ITA) consisting of a range of assessment formats to an internal medicine clerkship was not found to increase the number of supervisions or the quality of feedback received by the students [37]. That particular ITA was complex, requiring the student to undertake a number of supervised encounters or presentations related to 13 core competencies, and was accompanied by feedback. The commitment of the senior clinicians to such a programme needs to be very high as it is ongoing and time consuming. Asking too much of busy clinicians by way of formative assessment and feedback may be counterproductive. It may prove to be more valuable to organise centralised assessment formats assessing competence, which can be used in either formative or summative ways, and to ask for workplace-based assessment in the assessment of performance. Workplace-based assessment is discussed in Chapter 22 of this book.

**Consultation Skills in General Practice**

General practice placements often provide particularly good environments for formative assessment with appropriate
feedback. In general, students are attached to a practice in small numbers and may be given the opportunity to see patients on their own or in observed consultations. A wide range of assessment methods for postgraduate trainees in general practice have been described, including observed consultations, review of video-taped consultations, multi-rater assessment, and evaluation by peers and patients. General practitioner teachers are therefore skilled in assessment and feedback, and many of these methods can be extended to the undergraduate curriculum. Work reported from the Department of General Practice in Leicester suggests that postgraduate assessment methods can be transferred successfully with high levels of reliability, validity, and educational impact [38].

Portfolios
Much has been written about the use of portfolios in medical education, and there remains a debate about what the term actually means and what should be contained in a medical student’s learning portfolio. To some, it is a repository for assessment grades, written pieces of work, and lecture notes. Others have tried to harness the potential of portfolio learning to encourage students to develop reflective practice and adult learning skills [39, 40]. Online learning portfolios have the potential to enhance the progression towards adult learning.

Portfolios lend themselves to use in formative assessment as they can be the centre of discussion at student progress meetings. Inclusion of a variety of assessments within a portfolio is helpful if they have been marked according to appropriate criteria and with effective feedback given as part of the overall formative assessment programme. The attraction of the portfolio as a means of assessment is strong – the collection of a series of pieces of work or assessments of competencies together with self-reflective pieces and evidence of professional development is a unique addition to the assessment opportunities open to medical educators. Portfolios are now increasingly used in formative assessment, and it may be possible to combine this with a summative element in the portfolio assessment [41, 42]. For a full discussion of portfolios in medical education see Chapter 18 in this book.
Conclusions

A programmatic approach to assessment within a curriculum that is constructively aligned and with staff and students who understand the learning outcomes and the goals of each assessment is desirable and can address all three of the overarching aims of assessment [43, 44]. In medical education, formative assessment is a valuable part of the assessment programme. A well-designed programme of formative assessment linked to overall curriculum aims and the teaching and learning goals of individual modules enhances the learning experience for students and promotes desirable educational outcomes, including learner self-regulation and the development of lifelong learning skills.

References

9 Schuwirth, L.W.T. and van der Vleuten, C.P. M. (2004). Changing assessment, changing research? A programmatic approach to assessment within a medical programme of formative assessment linked to overall curriculum that is constructively aligned and with staff.

Further Reading

Introduction

After an individual submits his or her medical school application, selection is the first assessment within the medical education and training pathway. The intention is to predict who will become a competent clinician at the outset of a long developmental journey. With limited student places and large numbers of applicants, medical schools have tended to rely on academic criteria, with the assumption being that with high academic ability, the other skills and attributes required to be a competent clinician are trainable. However, along with academic ability, medical students must have other important skills, values, and personal qualities (e.g. compassion). These constructs are often categorised into cognitive skills (i.e. academic ability, clinical knowledge) and non-cognitive skills (i.e. personal qualities such as empathy, communication, integrity). Conceptually, a key issue is whether medical schools should aim to select individuals who will make successful students or those who will make competent clinicians. Clearly, success as a student and competence as a clinician are not mutually exclusive, but the former is not necessarily a precursor of the latter.

Research suggests that medical school selection criteria vary between schools both intra- and internationally. This diversity of entry criteria is at odds with recent job analysis research suggesting that there is commonality in the knowledge, skills, and attributes required to be a competent clinician, irrespective of the specialty practised [1].

Context of Medical Selection

The assessment paradigm used to understand a selection context is different to that of professional examinations. In examinations, the aim is to assess end-of-training capability, where judgements are made by trained examiners about an individual’s capacity to perform a job with competence. In theory, all candidates can pass the assessment. By contrast, in selection settings, if the number of candidates outweighs the number of available posts, then the assessment is geared towards ranking individuals. If the competition is very high, competent candidates may not be awarded a post.

Assessment in selection uses a ‘predictivist paradigm’, where the intention is to predict who will become a competent clinician (i.e. to identify those individuals who will successfully complete training, before training commences). Although there are several similarities, the parameters for designing and validating a robust selection system and selection methods are different from other assessment settings. Importantly, the criteria used to judge the effectiveness of a selection system are potentially more complex.

In evaluating professional exams, the reliability of the assessments is viewed as the ‘gold standard’; to ensure a trainee is safe for subsequent independent practice. In selection, the predictive validity of the assessments is the gold
standard, as students and trainees enter supervised education, and recruiters wish to appoint those most likely to succeed in training. Selection research in health care has tended to focus largely on reliability (e.g. how many stations are required for a multiple mini-interview process to be reliable), and here we remind readers that it is quite possible to be reliably wrong, such that greater attention should be paid to establishing the predictive and construct validity of selection systems.

Internationally, selection into medicine continues to be highly competitive. Practically, this means that it can be highly resource intensive, resulting in practical challenges for recruiters. Medical selection is also ‘high-stakes’ since compared to many other professions, the length of training required to practice as a clinician is long and costly, normally exceeding 15 years from medical school through to senior appointment. When reviewing selection issues within the training pathway, a distinction must be drawn between selection into medical school (pre-employment) and postgraduate training (employment). Importantly, the latter is governed by specific employment law, for which there are also significant international differences [2]. In addition, selecting the wrong person for a job can have serious consequences for an organisation, the employee involved, and, perhaps most importantly in medicine, the patient.

As a result, depending on the methods used for selection, there can be a major risk of litigation if these are perceived to be unfair by key stakeholders. As such, Patterson and colleagues argue that the design of selection systems should account for political validity – the reactions of stakeholders to the criteria and methods used [3, 4]. This includes the reactions of applicants and recruiters, but also those of wider stakeholders, such as government, regulatory bodies, and the general public, who play an important role in decision-making at policy level.

In this chapter we first outline the key concepts associated with selection processes and the relative accuracy of selection methods for medical education and training. We discuss why medicine provides a unique occupational context and summarise international perspectives on selection practices, referencing both undergraduate and postgraduate training. Key concepts underpinning selection research are described and we summarise the research evidence on the reliability and validity of current selection methods. Finally, some considerations for a future research agenda are presented.

**Key Concepts**

**Selection Process**

Figure 26.1 summarises the main elements of designing and implementing a selection process. This starts by conducting a thorough analysis of the relevant knowledge,
skills, abilities, and attitudes associated with performance in the target role. This information is used to construct a person specification (and job description where appropriate) and used to decide which selection methods will elicit applicant behaviour related to the selection criteria. Outputs from this analysis should detail the responsibilities in the target role and provide information about the competencies and characteristics required of the job holder.

In deciding to apply for a post (or a place at medical school), applicants engage in self-selection where they make an informed judgement about whether the role suits their skills, abilities, and values. Once selection decisions are made and accepted applicants enter training, the trainees’ performance on the original selection criteria should be used to examine the predictive validity of the selection methods (i.e. to what extent are scores at selection associated with assessment of in-training and work performance?).

Figure 26.1 also shows that best practice selection is a ‘two-way’ selection process. To attract the best trainees, both medical schools and hospitals have become increasingly aware that candidates’ reactions to the selection process are important particularly in relation to perceptions of fairness. Since large resources are often spent on selection procedures, the utility of the selection procedures should be evaluated. In addition, information collected at selection (i.e. entry point to training) can be used to design tailored development plans for trainees.

The rudiments of best practice selection are clear, yet research shows that two elements in the process are often not conducted effectively. First, many organisations do not conduct thorough job analyses to identify the key knowledge, skills, and behaviours associated with competent performance in target job roles. This is particularly important when exploring potential differences between medical specialties. Second, validation studies are rarely conducted in organisations as they are time-consuming and difficult to administer. It often means tracking trainees’ performance over several years, from medical school selection through to senior posts. In medical education and training, far more validation research has occurred in undergraduate selection, exploring the predictive validity of various cognitive factors (prior academic performance or knowledge tests) with respect to exam performance [5]. The criteria used to judge performance at medical school are more readily observed as there are standardised assessments involved, such as examinations. By contrast, the research literature is relatively sparse when considering selection for either postgraduate training or non-cognitive factors [5].

In summary, research demonstrates that best practice selection is an iterative process. Results from evaluation and validation studies should be used to review the original selection criteria and the choice of selection methods to make continual improvements to enhance accuracy and fairness of selection systems.

**Evaluation Criteria**
Before judging how well selection methods work, it is necessary to understand the framework used for determining best practice. Box 26.1 lists criteria for judging the ‘quality’ of selection procedures which should be reviewed when designing and implementing selection systems.

<table>
<thead>
<tr>
<th>BOX 26.1 Evaluation criteria for selection procedures</th>
</tr>
</thead>
<tbody>
<tr>
<td>1. Reliability and validity of selection tools</td>
</tr>
<tr>
<td>2. Employee/candidate reactions</td>
</tr>
<tr>
<td>3. Ease of interpretation</td>
</tr>
<tr>
<td>4. Generality of use</td>
</tr>
<tr>
<td>5. Cost and value</td>
</tr>
<tr>
<td>6. Practicality/administrative convenience</td>
</tr>
<tr>
<td>7. Legality</td>
</tr>
<tr>
<td>8. Fairness</td>
</tr>
<tr>
<td>9. Educational impact</td>
</tr>
<tr>
<td>10. Mechanisms for generating feedback</td>
</tr>
<tr>
<td>11. Arrangements for future validation, evaluation, and development</td>
</tr>
<tr>
<td>12. Ongoing availability of analytical expertise</td>
</tr>
</tbody>
</table>

When choosing the selection method(s) it is important that the output (score) is consistent/stable (reliable) and relevant/accurate (valid), and that the method is objective, standardised, administered by trained professional(s), and monitored. Evaluation of the system is essential to ensure that selection tools are also fair, defensible, cost-effective, and feasible. Feedback is used to make continual improvements to the selection system to enhance accuracy and fairness. For postgraduate training there are legal reasons for ensuring accurate selection procedures are used, as is essential for compliance with employment law.

**Validity**
No single validation study will provide a definitive answer regarding the validity of a selection method. Each validation study is conducted on a sample of relevant people at a particular point in time, using a specific selection method. A specific challenge, especially for validating selection methods that focus on non-academic selection criteria, is in identifying appropriate outcome variables. However, certain factors such as the sampling, the methods, the timing of the study and so on, will influence the results in some way. Applying statistical models such as generalisability theory allows for the contribution of such components to the overall effect size to be estimated [6]. To estimate the validity of a particular selection method, more than one study design is needed, to minimise the error. Most selection systems combine several predictors (selection methods), such as an applicant’s score on an interview and academic achievements. In this respect, a major challenge in validity research for selection is that medical schools tend to weight selection methods differently and so conducting large scale longitudinal validation studies (rather than smaller single-site studies) can be problematic.

In validation studies, a key question is how much does adding another predictor (i.e. selection method) increase the predictive power of the selection process? This is known as incremental validity. Specifically, recruiters may want to know how accuracy is improved, for example due to using
a personality assessment rather than relying solely on interview scores. Information on the incremental validity of a specific selection method is valuable as it allows organisations to conduct a cost–benefit analysis of using additional tools. Box 26.2 provides a list of the different forms of validity for reference.

**Predictive Validity and the ‘Criterion Problem’**

The way to collect criterion-related validity data, i.e. how well scores on the selection method predict some future outcome or criterion, is to use a predictive (or follow-up) design. This design involves collecting predictor information (e.g. interview ratings, test scores) for candidates and then following up for performance data (e.g. during their first year of employment or exams at medical school). Predictive validity is assessed by examining the correlation between scores at selection (Time 1) and criterion data collected at Time 2 (perhaps through relevant work-based assessments, examinations, etc.). It is unusual in field studies to obtain validity coefficients over $r = 0.5$ [7].

Conducting validation studies in practice presents some problems. One major problem regards accessing the appropriate criterion (outcome) data to validate the selection process. Often the criteria used to measure performance in the job role do not match the criteria used for selection. Conversely, sometimes the criterion and predictor are very similar (e.g. using the Medical College Admission Test or other knowledge-based test to predict exam performance in medical school), which may lead to common method variance and content overlap. Ideally, predictor scores should only be used to make selection decisions after a predictive validation study has been conducted. Practically, this is difficult to achieve so piloting is essential to conduct an appropriate validation. Box 26.3 presents three sources of error that are important to consider when conducting validation studies in selection – sampling, measurement precision, and restriction of range issues. This is not intended as an exhaustive list of sources of error, which also includes issues such as selection bias, reverse causation, and missing variable problems.

**Candidate Reactions**

Candidate reactions to different recruitment methods are critically important [8]. Considerable research has determined applicants’ views on selection methods and has explained the different factors that influence applicant reactions using organisational theories of justice.

*Distributive justice* focuses on perceived fairness regarding equity (whether the selection outcome is consistent with the applicant’s expectation) and equality (the extent to which applicants have the same opportunities in the selection process). *Procedural justice* refers to the formal characteristics of the selection process, such as information and feedback offered, job-relatedness of the procedures and methods, and recruiter effectiveness [9]. Four main factors seem to account for positive applicant reactions, where selection methods: (i) are based on a thorough job analysis and appear job relevant, (ii) are not personally intrusive, (iii) do not contravene procedural or distributive justice expectations, and (iv) allow applicants to meet in person with the recruiters. Other research shows that applicants prefer multiple opportunities to demonstrate their skills (as in selection centres) and prefer selection systems that are administered consistently for all applicants. In particular, when competition ratios are high, applicant reactions and candidate expectations of ‘fair play’ are crucial.
Fairness
Fair selection and recruitment is based on: (i) having objective and valid criteria (developed through an appropriate job analysis), (ii) accurate and standardised assessment by trained personnel, and (iii) monitored outcomes. Research has explored the extent to which selection procedures are fair to different subgroups of the population (such as ethnic minorities or women [10]). However, a test is not unfair or biased simply because members of different subgroups obtain different scores on the tests. Men and women have different mean scores for height: this does not mean that rulers are unfair measuring instruments. However, it would be unfair to use height as a selection criterion for a job, if the job could be done by people of any height, since it is important for selection criteria to be job related. Normally, the extent to which a selection method is related to job performance is estimated by validation research, and it is clear, therefore, that fairness and validity are closely related.

Values-based Recruitment
Values-based recruitment (VBR) involves attracting and recruiting students, trainees, and employees based on the extent to which their values align with the values of the organisation in which they work [11]. Compassion, benevolence, respect, and dignity are important for any health care professional to ensure the provision of high-quality care and patient outcomes. This concept has international relevance, and in the UK has been explored extensively following two government enquiries [12, 13] which highlighted major concerns about compassionate care (or lack thereof) within health care roles. The workforce plays a vital role in delivering safe and compassionate care, and values are important in facilitating this. The purpose of VBR is to ensure that people are recruited who have the right skills and the right values to support effective delivery of high-quality patient care and outcomes.

Selection Methods
Researchers have reviewed the use of numerous selection methods across several different occupational groups [14]. Given the multifaceted nature of the role of a doctor, recruiters are likely to use multiple selection methods to assess applicants. Therefore, recruiters must decide whether a job applicant must score highly on all selection criteria (non-compensatory) or whether high scores on some criteria can make up for low scores on another (compensatory). In practice, recruiters might assign different weightings to various selection criteria, depending on the nature of the job role. For example, if clinical knowledge is the most important criterion and an applicant does not achieve a certain score, their application may not be considered further.

Although many of these methods have been piloted for selection into medicine, the interview tends to be the most common method used in both undergraduate and postgraduate selection. In the following sections we provide an overview of the research evidence in relation to the most common selection methods.

Interviews
Interviews are ubiquitous in the selection processes of a variety of professions [15]. They can be used at different stages of the selection process, either as the sole method of selection, or in conjunction with other methods. Interviews vary in terms of (i) purpose, (ii) duration, (iii) mode of administration (telephone, face-to-face, or video conference), (iv) number of interviewers (one-to-one or panel), (v) degree of structure (unstructured, semi-structured, or structured), and (vi) number of sessions (single or multiple). Research consistently shows that structured interviews tend to have much higher reliability and criterion-related validity than unstructured interviews, when they are based on thorough role analysis and have validated scoring criteria [16–19]. Box 26.4 provides a summary of best practice in designing structured interviews.
Meta-analytical studies (statistical combination of results from various studies to identify generalisable findings) have found structured interviews to be valid predictors of job performance [15]. Research evidence also suggests that structured interviews have incremental validity over cognitive ability tests [20] and they generally yield small ethnic group differences [21]. Adding structure to an interview may also increase the chances of an organisation successfully defending a lawsuit [22]. A limitation of structured interviews involving multiple assessors is that inter-rater reliability may be modest where assessors are not properly trained; yet when properly trained and when using standardised questions and validated scoring criteria, the interview has an acceptable level of inter-rater reliability [23, 24].

Unstructured interviews are still widely used in many countries for employee selection, despite their low reliability, low predictive validity, and poor legal defensibility [25]. Unstructured interviews are prone to bias and error, including: (i) stereotyping, (ii) making a judgement solely on first impressions rather than allowing all candidates the chance to demonstrate their skills (e.g. ‘I know if he or she is the right person immediately’), (iii) halo and horns effects (i.e. selectors being unduly influenced by one positive or negative characteristic of the applicant), and (iv) similar-to-me bias, where interviewers rate most favourably interviewees who are similar to themselves [26]. Moreover, unstructured interviews may assess different characteristics for different candidates, meaning the content validity can be variable [27]. All of these factors are likely to distort interviewers’ ratings of candidates.

In recent years, Multiple Mini-Interviews (MMIs) have become increasingly popular in medical selection. The MMI is an interview format comprising multiple stations, which is based on the format of the Objective Structured Clinical Examination (OSCE). MMIs typically involve a one-to-one interview, as well as role play and interactive tasks, focused on a range of domains and lasting for 5–10 minutes each [28]. Some evidence suggests that graduate and female applicants may outperform school leavers and male applicants on MMIs, respectively [29]. However, overall the research on MMIs suggests they often have a good level of reliability [29, 30]. Accordingly, MMIs have now been incorporated into medical school and postgraduate medical selection systems in many countries [30–33]. Moreover, research suggests that candidate reactions to MMIs are favourable [29, 34, 35].

However, some evidence suggests that interview methods may not always be strong predictors of performance at medical school [36]. Other research suggests that performance on MMIs offers good predictive validity in relation to licensure examinations [29, 37–39]. Currently, the literature provides support for the validity, reliability, and acceptability of MMIs and some structured interviews in medical selection, but comparatively less evidence supports unstructured interview methods. Further research on MMIs may be necessary to assess group differences in performance and the relative financial feasibility of the selection method as interviews in general are a relatively resource-intensive selection method.

References and Referee Reports
Large-scale empirical studies consistently show that references tend to be unreliable and ineffective at predicting job performance [40–42]. Despite this, references are widely used in selection across occupations, including medicine, and it is likely that they will continue to be used as an additional guide [43]. In practice, employers tend to value references, but they can be poor at differentiating between candidates fairly. Research on the content of references suggests that the writers of reports tend to apply positive and negative attributions homogenously across applicants, making it impossible for admissions committees to differentiate between applicants on the basis of these data [36].

A 2006 study found that the vast majority of medical schools in England used referees’ reports as part of their selection process [38]. However, their reliability is questionable given changes in data legislation, which removed the confidentiality that existed previously [44]. In studying predictive validity, Ferguson et al. [41] showed that references obtained through UCAS (the central organisation that processes applications for full-time undergraduate courses at UK colleges and universities) did not predict preclinical or clinical performance. However, medical schools differ in terms of the weight they place on references obtained through the UCAS application. Some medical schools may actually ignore information contained in referees’ reports for fear of unduly biasing selection decisions [38]. Despite the limitations of using referees’ reports, they remain widespread in medical student selection [38]. Moreover, despite evidence of poor reliability and validity, referees’ reports may still be viewed positively by some medical selection professionals [45]. This finding contradicts the prevailing opinion among researchers in the field that referees’ reports are not of use in medical student selection [38, 42, 45].
Personal Statements and Autobiographical Submissions

Personal statements, essays, and other autobiographical submissions are often included in application forms, as an alternative to curriculum vitae, to facilitate shortlisting of candidates. The information obtained through application forms is collected systematically, allowing employers to assess objectively the candidates’ suitability for a given post and make fair comparisons across applicants. Application forms may include questions on biographical information, educational background, previous work experience, and competencies identified through a job analysis. Some research evidence suggests that medical school application forms may be predictive of subsequent performance [46, 47]. However, other evidence suggests that application forms have low reliability compared to other selection methods [48]. Further research suggests that application forms are not predictive of performance in the clinical aspects of medical training or performance at medical school overall [41, 49]. The reliability and validity of application forms not completed under invigilated examination conditions may be contaminated by factors such as the length of time spent completing the form, and the potential influence and assistance of third parties. Therefore, application forms are not likely to reflect the medical school candidates’ ability as well as other methods; a conclusion supported by research showing applicants present themselves in ways they perceive to be desirable but not necessarily accurate [50, 51]. These findings contrast with the intended function of application forms, which is to provide objective data to make selection decisions.

Academic Records

Academic criteria are a major component of selection to medical school in most countries. In the UK, for example, selection for admission to medical school is based on predicted or actual A-level results (a school-end examination designed to assess knowledge in various subjects, usually taken at age 18 years). One problem with using A-level grades for selection is in discriminating between students who obtain similarly high results [52]. Another concern is that medical school entry is socially exclusive, partly because A-level results might reflect type of schooling and ‘social class’ [53]. Research also suggests that predicted A-level grades may be inaccurate in more than 50% of cases [54]. In the USA and Canada, students apply to medical school at postgraduate level (graduate entry). However, academic grades such as Grade Point Average (GPA) remain the main criterion for selection, although they are usually considered in combination with other predictors, such as aptitude tests.

Some authors have shown that academic criteria such as A-level grades correlate with drop-out rates, career progression, postgraduate membership, and fellowship exams [5, 55–57]. These findings contrast with earlier studies that questioned the long-term predictive validity of academic records [58]. Whilst pre-admission academic grades such as A-level or GPA are undoubtedly related to academic performance at medical school, their relationship with long-term outcome measures of a clinicians’ performance is less obvious, partly because of the ‘criterion problem’, discussed earlier [59]. Candidates selected purely on high academic performance are much more likely to drop out than candidates selected using a series of selection methods aimed at exploring commitment to studying medicine [60]. Therefore, using academic records to select candidates into medicine is complicated by a number of factors, including grade inflation, bias towards higher socio-economic classes, and an uncertain relationship between academic attainment and subsequent performance as a doctor.

General Mental Ability and Aptitude Tests

Tests of general mental ability (GMA) and specific cognitive abilities (e.g. numerical, verbal, and spatial reasoning) are increasingly popular in selection both in the USA and in the UK [61, 62]. Internationally, GMA and cognitive ability tests are robust predictors of job performance and training success across a range of occupations [63, 64]. However, there are concerns regarding fairness since GMA tests can produce adverse impact, with marked racial differences in test performance [65]. Specific ability tests tend to show smaller group differences [66].

Aptitude tests are standardised tests designed to measure a person’s ability to develop skills or acquire knowledge. They are used to predict future performance in a given activity. Like GMA tests, aptitude tests measure an individual’s overall performance across a broad range of mental abilities. In addition, aptitude tests also often include items that measure more specialised abilities (such as verbal and numerical skills).

Aptitude tests that include specific ability tests and a knowledge component are increasingly popular in medicine. In the UK, concerns over the discriminatory power of A-levels led to the introduction of additional selection methods such as specific medical knowledge tests [52] and intellectual aptitude tests (e.g. the Oxford Medicine Admission test). The UKCAT, comprising reasoning and decision-making tests and situational judgement, is now used in selection by the majority of medical and dental schools in the UK. The use of aptitude tests for medical school selection is also increasing in several other countries [33]. The outlook is somewhat different at postgraduate level where aptitude tests are rarely (if at all) used. This is not surprising given that most applicants have already passed an aptitude test for entry into medical school. At this stage, cognitive ability is a necessary but not a sufficient condition to predict who will be a competent physician.

In a selection context – especially with respect to widening access – it is important to distinguish between GMA in terms of crystallised intelligence (i.e. knowledge-based acquired via schooling) and fluid intelligence (i.e. biologically based cognitive skills such as processing speed, inductive reasoning, etc.) [67, 68]. It is argued that tests of fluid intelligence should be used in medical school selection to widen access (i.e. to identify ‘raw talent’ independent of education). However, there are problems with this approach because commonly used tests of ‘intelligence’ assess crystallised intelligence [68], which may be more related to type
of schooling. In addition, the assessment of ‘raw talent’ would have to be combined with an assessment of desire to study medicine and other non-cognitive skills (determined by a job analysis), otherwise students may fail, drop out, or under-perform at medical school.

Research evidence suggests that the UKCAT has predictive validity in relation to performance in the first two years of medical school [69]. Similarly, the MCAT, which is widely employed in North America, has significant predictive validity [70, 71]. Finally, the BioMedical Admissions Test, used by some UK universities to select medical students, has predictive validity in relation to subsequent performance [72]. Despite evidence of predictive validity, the strength of the predictive relationship between aptitude tests and subsequent clinical performance is relatively weak [70, 71, 73]. High-quality, longitudinal studies are required to examine the precise relationship between scores on selection aptitude tests and subsequent performance in medical school and as a clinician.

**Personality Inventories**

The last 20 years have seen a substantial increase in the use of personality assessments in personnel selection for a range of jobs [74]. Personality assessments are generally self-report inventories where candidates respond to statements by rating the extent to which they agree, or by indicating how accurate an item is as a description of their personality. Over many decades of research, researchers have agreed a general taxonomy of personality traits, the ‘Big Five’ model, which is based on five factors or traits: extraversion (i.e. outgoing, sociable, impulsive), emotional stability (i.e. calm, relaxed), agreeableness (i.e. trusting, cooperative, helpful), conscientiousness (i.e. hardworking, dutiful, organised) and openness to experience (i.e. artistic, cultured, creative).

Research shows important relationships between measures of personality and job or academic performance [74]. For example, personality traits defined as ‘dysfunctional’ are significantly associated with negative outcomes for medical students, such as lower academic performance [75]. Other researchers have found personality measures to be a useful addition to medical school selection and is predictive of performance at medical school [76]. Significant associations have been reported between some Big Five personality traits and performance across various aspects of medical school performance [77]. Conscientiousness, for example, is a positive predictor of preclinical knowledge and exam results [41, 49, 78] and offers incremental validity over knowledge-based assessments [41, 49]. However, while positively associated with preclinical knowledge, conscientiousness is also a significant negative predictor of clinical skill [41, 79]. Therefore, the relationship between personality traits and performance in medical education and training may be complex, possibly non-linear and changes with the dynamic changing nature of the job [79, 80]. This implies that a trait used to select at one time point may not be predictive of all aspects of later job performance. Thus again the difference between selecting for a medical student or clinician are not necessarily the same thing as the skill and ability requirements necessarily change between being a student versus being a practising clinician.

Other researchers have presented evidence suggesting that personality measures were not useful predictors of medical school performance. For example, no significant association was reported between the Myers–Briggs Type Indicator and performance on the MCAT [81]. Similarly, further research showed the Personal Qualities Assessment (PQA) was not correlated with success as a medical student [82]. These mixed findings can be considered with findings that certain personality characteristics may have differential costs and benefits over time. For example, evidence shows the validity of personality measures in predicting medical school grades increases over the course of medical education and training [83]. For example, there may not be advantages to being open and extraverted for early academic performance, yet these traits gain importance for later academic performance [79, 84]. Therefore, earlier studies may have under(over)-estimated the predictive value of some personality traits. Furthermore, there is no consensus among researchers about whether conscientiousness is increasingly advantageous or disadvantageous over the course of medical education and training, with research presenting contradictory findings [79].

The use of personality assessment for job applicants remains controversial. Critics argue that the predictive validity of personality traits for job performance is often low and badly understood [85]. Further, personality tests used by organisations are often poorly chosen [86], and ‘faking’ can compromise the validity of personality tests [87, 88]. However, there is also evidence to suggest that faking or socially desirable responding does not compromise the predictive validity of personality tests [89]. In medicine, concerns over the strong reliance on academic predictors have led to the search for alternative selection methods. Specifically, there is a growing interest in the role of personality in selection at undergraduate level. Nevertheless, best practice suggests that personality assessment should be used to drive questioning within an interview, and should not be used in isolation to make selection decisions.

**Selection Centres**

Selection centres (SCs), also known as assessment centres, are a selection method used widely in non-medical selection contexts. They involve a combination of selection methods, such as written exercises, interviews, and work simulations, to assess candidates across several key skills, attitudes, and behaviours (e.g. empathy; as identified in the job analysis). Candidates are assessed in groups or individually by multiple assessors.

The SC is different from an OSCE. In an OSCE, each station assesses a candidate on one key skill, usually observed by one assessor. By contrast, the SC includes multiple situations (interview, work simulation, written exercise, etc.) where candidates demonstrate a key skill, observed by several trained assessors. Thus, a fairer (multiple opportunities to perform) and more reliable (multiple observations of behaviours by multiple observers) assessment can be made. With careful design, the increased reliability results in greater validity and more positive candidate reactions.
SCs have become widely used as a tool for recruitment [61]. SCs are especially popular for graduate recruitment, and only recently has this approach been used in medicine [90]. In the UK, Patterson et al. have pioneered the use of SCs, initially in the selection of general practitioners, and results have shown good predictive validity [90]. This work has been extended to select doctors for postgraduate training in other specialties such as for obstetrics and gynaecology and for paediatrics [91, 92]. SCs have been piloted in the UK for graduate entry to medical school [93], and also for medical student selection internationally, with positive reports on the reliability and internal validity of the method [33, 94, 95]. Evidence is also emerging for the predictive validity of SCs when used in medical specialty training [96], but further research is needed on the predictive validity of SCs in medical student selection. Such research may be constrained by the financial cost and logistical complexity of implementing SCs [94].

A carefully designed and administered SC can be effective at predicting job performance across a wide range of occupations [97, 98]. Gains are made in reliability and validity because SCs make use of a combination of different exercises (using a multi-trait, multi-method approach) and use standardised scoring systems to measure the selection criteria. Scoring should be directly linked to the selection criteria (not the exercise scores) and the information gathered should be interpreted in context by appropriately trained assessors. Unfortunately, many fail to understand this fundamental difference between OSCE-style examinations and SCs in the selection context. Well-executed SCs have incremental validity over cognitive ability tests [99, 100], and tend to be viewed positively by candidates [9]. Careful design and implementation is crucial for the SC to live up to its reputation and to be cost-effective [101].

**Situational Judgement Tests**

Situational judgement tests (SJTs) are a measurement methodology designed to measure candidates’ judgement in role-relevant settings (see Box 26.5). SJTs can be constructed in a variety of formats but in general they present candidates with a scenario and a list of possible responses. The candidate is asked to consider the situation and make judgements about the possible responses. The candidates’ responses are scored against expert responses. An example of a SJT item used for health care selection purposes is displayed in Box 26.6. For a review of the research evidence relating to the use of SJTs and their relevance for selection into the health care professions we direct readers to Patterson et al.’s recent review [102].

In the UK, the use of SJTs in medical selection and assessment has become widespread. Numerous high quality meta-analyses, review articles, and cross-sectional studies have been published that assess the effectiveness of SJTs [103–109]. These studies suggest SJTs have criterion validity and incremental validity over academic ability and personality assessment. Moreover, evidence suggests SJTs have low adverse impact against minority groups, and are perceived favourably by candidates.

Other researchers have reported procedural issues in the use of SJTs in medical student selection. For example, the mode of administration may impact on the validity of an SJT [110]. Similarly, the response instructions included in an SJT and the construction of different SJT forms may impact

---

**BOX 26.5 FOCUS ON: Situational judgement tests in medical selection**

In 2012, a review of the methods by which medical students are selected into UK foundation training recommended updates to the selection methods used. Although the existing system worked well, several concerns were raised regarding the use of personal statements on the application form; including the low reliability of personal statements, a lack of adequate standardisation, plus the risk of plagiarism and costs in terms of the time it takes to score them.

The recommendations were to design an SJT to assess several non-academic attributes and employability for a training post (to replace the application form questions and personal statement); and to use the SJT in conjunction with a measure of educational performance to assess academic competence, clinical knowledge, and skills.

Pilots of the SJT involving more than 1000 UK students found it a valid and reliable method of selection in this context. The SJT was based on a multi-method job analysis and was developed in consultation with junior doctors and with clinicians who work with junior doctors. This was to ensure that the scenarios were relevant, realistic, and fair. The SJT targets five professional attributes: commitment to professionalism, coping with pressure, effective communication, patient focus, and working effectively as part of a team. The test was launched successfully for live recruitment in 2013 and further information can be found at www.isfp.org.uk

In the SJT there are two item formats:

1. **Rank five possible responses in the most appropriate order.**
2. **Select the three most appropriate responses for the situation.**

The choice of response options reflects the scenario content. For example, the nature of some scenarios and the possible responses lend themselves to ranking items (the ability to differentiate between singular actions that vary in appropriateness in response to a scenario), whereas some scenarios lend themselves to multiple-choice items (where it is necessary to tackle more than one aspect in response to a scenario).

Applicants must answer what they ‘should’ do in the scenario described, not what they ‘would’ do. This is because SJT research shows that questions asking an applicant what they ‘would’ do are more susceptible to coaching.
on their validity [111]. Other researchers have presented contradictory evidence on the susceptibility of SJTs to coaching, faking, and practice effects [104, 112]. However, it is important to note that SJTs are a measurement method and that they can be designed to minimise coaching effects in high-stakes selection settings such as in medicine.

From a practical perspective, research suggests that SJTs can often usefully and feasibly be incorporated into existing selection systems [103, 113, 114]. SJTs tend to have high face validity, and are rated favourably by candidates [9, 107, 115] and evidence suggests they are a cost-effective option in medical selection [104]. In summary, using SJTs in medical student selection is supported by the weight of published research on this selection method. Although the research base is relatively small compared to more established selection methods, there is consensus on the reliability, validity, and utility of SJTs as selection methods in medicine. Further research on this selection method should focus on the finding that the predictive validity of SJTs increases throughout medical education and training and the predictive validity of medical school entrance SJTs on subsequent performance as a doctor.

**Opportunities for Further Research**

Box 26.7 summarises the predictive validity research evidence for different selection methods. The evidence on each of the techniques listed also includes an estimate of extent of usage across all occupational groups and applicant reactions. We have also summarised the extent to which each selection method might address widening access and diversity issues. Note that there are international differences in the extent of usage for various techniques, which is governed by international differences in employment law.

**Conclusion**

Research into medical selection is relatively new and there remain uncharted territories for exploration. Medicine continues to change and associated skills relevant to many
specialties are changing. For example, in surgery, the use of laparoscopes and other technologies has transformed many surgical procedures. With international developments in technology and new treatment regimens, the pace of change is likely to change in the future. Since the career path for a physician is long and complex, it is difficult to define appropriate selection criteria for physicians of the future. Going forward, research must involve more future-focused job analysis studies to define the knowledge, skills, abilities, and attitudes relevant for physicians in general, and to explore any differences between specialties. In many countries, the enhanced focus on patient satisfaction has highlighted the need for empathy and communication skills, where physicians increasingly work in partnership with patients.

The selection gateways to progressing in medical training should be accompanied by accurate career information for individuals. Self-selection is crucially important and further research is warranted in this area. In the selection literature, very little research exists at more senior level appointments and so future research must address this, particularly at the consultant level, where competencies required may also include leadership of multi-professional teams, resource management, and political awareness [1].

More research is needed in the area of candidate reactions in medical education and training. What combination of selection tests is seen as fair and valid by candidates? What are the implications for widening access to medicine? What is the effect of candidate reactions (emotional, anxiety, perceived justice, and fairness) on test performance and test validity? Whilst there is a growing research literature on these topics in other professions [8], they are yet to be explored within medicine.

Future research should also explore how to best design a selection system across the whole training pathway. There may be generic skills required across all specialties (i.e. the basic skills for being a doctor, including cognitive, non-academic, and behavioural skills) which should guide the design of selection criteria for recruitment to undergraduate medical courses at the outset of training. It is unlikely that one part of the medical career path (e.g. undergraduate to initial specialty training) should fully equip an applicant with all the skills to progress from one stage to the next (e.g. from specialty training to senior appointments), especially if candidates are not selected to have the core aptitude at the outset.

Designing an accurate selection system is a complex process. Medical education and training is a long process, and the predictive validity of selection methods may not be consistent at different points in the career pathway. In other words, one factor may be an important predictor for undergraduate training but may not be predictive for aspects of specialty training. For example, openness to experience is important to general practitioner training performance, but is not important for undergraduate training performance. The real challenge is to integrate this knowledge and to weight and sequence different selection methods appropriately so as to develop selection systems that are valid from undergraduate selection through to specialty training.

Future research must account for established theoretical models of adult intellectual development and skill acquisition, which integrate cognitive and non-cognitive factors. One such model is PPIK theory [67], which asserts that adult intellectual ability is a function of process (basic mental capacities such as processing speed), personality (e.g. extraversion, conscientiousness), interests (e.g. preferences for science or art), and knowledge (e.g. factual knowledge as contained in A-levels). PPIK theory proposes a developmental trajectory to understand adult intellectual functioning, where personality, intellect, and interests operate alongside each other. For example, a person’s interests are likely to influence the types of knowledge they seek out. This approach may help us to understand what motivates people to study medicine and their choice and aptitude for a specialty later in training. The idea of trait complexes (overlapping cognitive and non-cognitive traits) should be considered in medical selection [67]. Clusters of traits may be identified that overlap to define areas of competence and preference. In future, it may be possible to identify trait complexes that are unique to success in undergraduate medical education and in later specialty training.

There are many opportunities for research in medical selection for both undergraduate and postgraduate medical education and Patterson et al. [106] have proposed a future research agenda. To summarise, key topics for future research in selection are job analysis, longitudinal validity studies, organisational justice, exploring trait overlaps, and the temporal dynamics of training.

References


49 Ferguson, E., Sanders, A., O’Hehir, F., and James, D. (2000). Predictive validity of personal statements and the role of the five-


**Further Reading**


Part 4
Research and Evaluation
INTRODUCTION

This chapter aims to provide a map to explain the fundamental philosophical concepts that underpin knowledge creation during research and to provide information on the practical issues a researcher should consider before starting out on their project.

WHAT IS RESEARCH?

Research has been defined as ‘a search or investigation directed to the discovery of some fact by careful consideration or study of a subject; a course of critical or scientific inquiry’ [1]. This definition may sound straightforward, in that most researchers would agree that they are involved in a critical inquiry of something, but some would argue that their aim is not to establish facts but to increase or change understanding about something.

HOW DOES RESEARCH DIFFER FROM AUDIT, QUALITY IMPROVEMENT, AND EVALUATION?

There is considerable overlap in research, audit, quality improvement (QI), and evaluation activities, and the degree of overlap may be dependent on the specific project. However, there are some important distinctions, often focused on project scope and purpose [2]. The designation may also influence the need for ethical review, as research typically requires ethical approval whereas other activities may not.

‘Research is concerned with discovering the right thing to do; audit with ensuring that it is done right’ [3, p. 905]. Audit may be ongoing and uses routine data to improve local practice, whereas research is often a one-off activity in which more complex data is collected with a view to generalisability or transferability. Although both may use similar methods, audit is often regarded as less rigorous [3]. Audit is typically linked to a quality improvement cycle that uses data for benchmarking purposes, takes specific actions to improve, and monitors performance against agreed standards [2].

Quality improvement (QI) initiatives have been defined as ‘small-scale cycles of interventions that are linked to assessment and that have the goal of improving the process, outcome, and efficiency of complex systems in health care’ [4, p. 2276]. QI projects often share a number of features with research and, in practice, some activities may be regarded as both QI and research. Both frequently adopt a systematic approach to investigation, use working hypotheses on how to improve processes, and utilise a similar range of research methods and analytic tools; prompting debate on the ethical requirements of QI [5]. However, for some, research may be more associated with developing independent and generalisable or transferable knowledge in discrete projects, whereas QI may be more associated with implementation and a continuous process of modification, assessment, and change with the aim of rapid improvement of care and local practice [5].
According to Clarke [6], what differentiates evaluation from research is the question of purpose. ‘An evaluation is action orientated. It is conducted to determine the value or impact of a policy, programme, practice, intervention or service, with a view to making recommendations for change.’ Robson [7] states that ‘to evaluate is to assess the worth or value of something’. Following this definition, evaluation is about setting out to make a judgement. Going back to our definition of research, there is no mention of research leading to judgement, but to the identification of findings by critical inquiry. Evaluation research is part of research, but in evaluation the aim involves assessing the worth of something (see Chapter 30). Commentaries on similarities and differences between research and evaluation are summarised by Cohen [8]. Similarities focus on methods and the skills of the evaluators involved. Differences focus on motivation, purpose, and objectives, with researchers having a greater emphasis on advancing knowledge, satisfying curiosity, and contributing to theory rather than solving a problem or informing a decision. Politics may have a stronger role in evaluation, as evaluations are typically commissioned by a client and the evaluator has less autonomy. Research is judged by its contribution to the field and internal and external validity, whereas evaluations are judged by the criteria of utility and credibility. However, Cohen [8] acknowledged the blurring of these distinctions, particularly due to the politicised nature of research agendas, funding, and the growth of applied research.

What is Scholarship?

Crites et al. [9] described scholarly activities as ‘inquiries guided by an academic tradition and the dissemination of the results of inquiries to allow peer judgment of their merit, erudition and utility; the cumulative description for all these activities is scholarship’ (p. 658).

Traditionally, perspectives on scholarship focused on research and publication. However, in his seminal work, Boyer [10] sought to broaden definitions of scholarship and proposed four categories to capture different elements of scholarship. These included:

- **The scholarship of discovery**: original research and the discovery of new knowledge in order to better understand the world.
- **The scholarship of integration**: the placement of isolated research into a wider context and making connections within or between disciplines, or between findings obtained by different approaches.
- **The scholarship of application**: how theory and practice interact to inform each other, and how knowledge can be used and applied.
- **The scholarship of teaching**: communicating knowledge effectively to others; stimulating others to become active learners and encouraging students to be critical, creative thinkers, with the capacity to go on learning after their college days are over.

The quality of all types of scholarship can be assessed using six standards proposed by Glassick [11]. High-quality scholarship should involve:

- clear goals (clear and important purpose, achievable objectives)
- adequate preparation (understanding of the field, necessary skills, and resources)
- appropriate methods (suitable selection, application, and modification of methods)
- significant results (work adds to the field, goals achieved)
- effective presentation (appropriate communication of work)
- reflective critique (critical evaluation).

This chapter will focus primarily on the scholarship of discovery, but it is important to acknowledge the broader definitions and the calls for more equitable recognition of all types of scholarship in the literature [12–14].

**Theoretical Frameworks in Education and the Social Sciences**

Kneebone [15] published a personal view about his attempt to engage with the education and social science literature. He wrote: ‘At first and to my great surprise I found this literature almost impenetrable, of course it was peppered with unfamiliar words … I had the disquieting sensation of moving into alien territory, where familiar landmarks had disappeared.’ Kneebone came to the realisation that all of his medical training had been based within one view of science, the positivist paradigm, and that this was a very narrow and limited view. He ended with a plea to include an exploration of what the humanities have to offer the medical curriculum, and also with explicit guidance on how to gain access to this world. The aim of this chapter is to make this other ‘world’ penetrable.

The focus of this particular section is to present some of the frameworks within which research in education and the social sciences are conducted. Quantitative research in education and social science is typically represented by the social survey and experimental methods, whereas qualitative research uses techniques such as observation and interview. Alignment between the method selected and the research question posed is crucial, and each type of approach signals to the reader the framework within which the research is expected to be read and judged. Research methods are addressed in detail in Chapters 28 and 29 of this book.

In the past, the scientific method applied to the study of the natural sciences was considered appropriate and desirable for the study of education and the social sciences. Early textbooks focused on the scientific method, and other methods such as participant observation were deemed less scientific and weak by comparison, and consequently of lower status. From the 1970s, the debate over the appropriateness of the natural science model for social sciences inquiry gained momentum. Arguments centred on the differences in focus; people in education and the social sciences, and objects in the natural sciences. The terms ‘qualitative’ and ‘quantitative’ signified more than different methods of collecting data; they indicated different assumptions about research in the social world.
The debate may have gathered momentum following Kuhn’s [16] work on the history of science. Of particular importance is Kuhn’s idea of a paradigm, a set of beliefs and dictates that influence what should be studied, how the research should be conducted, and how the results should be interpreted. It can be compared to viewing the social world through a particular lens and encompasses ontology, epistemology, theory, and methods. Paradigms cannot be proven but rely on argument, persuasion, and usefulness. A paradigm is defined as ‘a conceptual or methodological model underlying the theories and practices of a science or discipline at a particular time; [hence] a generally accepted world view’ [1].

With the exception of positivism, all the other perspectives discussed below are still in their formative stages of development and will be referred to as philosophical perspectives rather than paradigms.

**Philosophical Perspectives in Research**

Philosophical perspectives are taken here to mean the philosophical stances that underpin research methodology. Philosophical perspectives are the starting point from which assumptions about the research are based; they influence how the study is conducted, the researcher’s role, and the type of knowledge that is produced. Each perspective will also have a particular set of criteria to be used in evaluating a piece of research. There has been a great deal written about the different perspectives, and much of it has focused narrowly on only one perspective without guiding the reader to where each perspective sits in relation to others. What is offered here is an overview of the conventional positivist and post-positivist perspectives, as well as more recent perspectives. For more detailed exposition, see these selected references [17–20].

Each perspective takes a particular ontological and epistemological position that informs the resulting research methods. Ontology is the study of being, and is concerned with the nature of existence and the structure of reality. It raises questions about the nature and form of reality and what can be known about it. In the social world is there a ‘real’ and single reality? Are there multiple realities dependent on whose view is taken? Epistemology focuses on the nature of the relationship between the researcher and what is to be known. The epistemological question is dependent on the answer to the ontological question. For example, when reality is assumed to be ‘real’, then what can be known about it can be independent of any relationship between the researcher and the subject of inquiry, and knowledge can be said to be objective. Therefore, the concept of objectivity in research assumes the existence of a ‘real’ world. However, if the answer to the ontological question is that reality is socially constructed and there is no single ‘real’ version, then the answer to the epistemological question becomes subjective, as each researcher (and research participant) has his or her own version of reality and there is no single true version, only a socially constructed reality. The methodological approach taken comes secondary to the answers to the ontological and epistemological questions (and focuses on the methods by which knowledge can be acquired on the subject of inquiry). If a ‘real’ reality is assumed, then this implies that the researcher can collect objective data and the ability to control variables becomes feasible (see Box 27.1).

**Box 27.1 Key terms**

- **Ontology**: the study of being. It is concerned with the nature of existence and the structure of reality. With regard to social inquiry, this is often taken to mean the assumptions that a particular theoretical perspective makes about the nature of social reality.
- **Epistemology**: the theory of knowledge, its origins and nature, and the limits of knowledge.
- **Methodology**: the research design or plan that shapes the methods to be used in the study. The methodology provides a rationale for the choice of methods used in a study.
- **Methods**: the techniques used for data collection.
- **Philosophical perspective**: the philosophical framework and assumptions that lie behind the methodology.

**Positivism**

Positivism has been the dominant perspective in the physical and social sciences, going back to the Enlightenment in the seventeenth century, and is identified with the study of the natural world and with quantitative methods. Positivism is linked to empirical science, offering assurances that knowledge is unambiguous, accurate, and certain. ‘Positive’ comes from ‘something that is posited’, a science that is firmly grounded, not something that is arrived at from speculation. Auguste Comte (1798–1857) is attributed as the founder of positivism, although the ideas on establishing scientific laws from observation and experiment are reported much earlier in the work of Francis Bacon (1561–1626). What is posited in positivist science is what is scientifically observed following use of the scientific method. Comte’s positivism bids us to look for regular characteristics and constant relationships to facts and to laws that can be scientifically established using the scientific method of observation, experimentation, and comparison. The ‘verification principle’, which became a central tenet of positivism, is attributed to Ludwig Wittgenstein (1889–1951). The verification principle focuses on the importance of verifying statements via the use of the scientific method and the resulting outcomes. Today, positivism is still linked to empirical science. The confidence in science is reflected in the belief that science is both accurate and certain, in contrast to values, opinions, and feelings, which are empirically unverifiable and of no interest to positivism.

**Ontology, Epistemology, and Methodology**

The ontology of positivism is realism. Reality is assumed to exist in an ‘absolute’ sense, and the aim is to explain the social world in terms of laws, often including cause and effect. The epistemology of positivism is objectivism.
Positivism maintains that objects in the world have meaning both prior to and independently of any consciousness of them. Positivism maintains that there are ‘facts’ that can be accurately collected about the social world, which are independent of individual interpretation and are ‘true’. Researchers can be objective in the collection and interpretation of data. The researcher takes on the role of independent observer, and seeks to remove their own bias and to standardise methods. It is assumed that the researcher is capable of investigating the object of study without influencing it or being influenced by it. This differs from our subjective understanding, which constitutes a different form of knowledge from knowledge made up of scientific facts.

Positivist methodology is usually deductive and the aim is often concerned with the prediction and control of phenomena, and involves testing hypotheses to support or disprove a theory. Research procedures need to be followed rigorously to prevent values and biases from affecting the data. Methods are reported in detail to enable others to repeat the study and show that the results are replicable. The methods used typically involve experimental or manipulative research designs that produce quantitative data. The aim is to generalise findings to a larger population than the study sample.

Quality is assessed by internal validity (findings are congruent with sound research methods which have minimised the effects of confounding variables), external validity (findings are generalisable to other settings, other people, and over time), reliability (findings are stable), and objectivity (the researcher has not influenced findings).

Knowledge, Values, and Ethics
Knowledge from positivist research is built up incrementally, like building blocks, by adding new knowledge to old and determining where it fits with existing knowledge. This research frequently aims to form rules and laws such as cause and effect. While the reporting of scientific knowledge is acceptable, criticism focuses on claiming that scientific knowledge is the only valid form of knowledge and that it is completely objective and accurate.

Ethics and values are important for all types of research, although treated differently by them [17]. Values are excluded in positivism, which claims to be value-free as a result of its epistemological position that research can be objective if rigour is applied. Values are viewed as confounding variables that need to be controlled and excluded, as are subjectivity and bias (e.g., using standardised instructions and double-blind experiments). Research ethics, although of importance in positivism, are largely viewed as something external to the research itself. Ethics is seen as something that would be applied to the research, possibly by an external research ethics body or a professional body that may advise on the professional conduct of researchers.

Is there Conflict with other Perspectives?
Proponents of positivism take a reductionist stance, in that it is assumed that at some point in the future a structure will be identified on which questions of difference can be considered and explained. There is much disagreement about this from proponents of critical theory and constructionism. Positivists would see action research as a contamination of both the research process and research findings.

Post-positivism
Post-positivism emerged following a realisation that the scientific method could not be applied to all scientific theory and much of what was accepted as ‘fact’ was theory and had not been observed or the act of observation changed the subject. Popper (1902–1994) introduced the principle of falsification, where the emphasis moved from proving a theory correct to being unable, through repeated testing, to prove it was wrong. Popper maintained that no theory could ever be proven, only disproved, and if a theory or hypothesis was not open to refutation from experimentation or observation, then the claims or theories made were not truly scientific.

Kuhn (1922–1996) questioned the objectivity and value neutrality of the scientific method and highlighted findings that could not be explained within the positivist paradigm. This led him to question the adequacy of the paradigm and called for a ‘paradigm shift’ and a shift in the way scientists viewed reality. The post-positivist perspective is less absolute; probability has replaced certainty; a level of objectivity has replaced absolute objectivity; and approximate truth has replaced absolute truth.

Ontology, Epistemology, and Methodology
The ontology of post-positivism is critical realism. Like positivism, reality is assumed to exist, but unlike positivism, reality cannot be truly ‘known’. Access to reality is imperfect due to weaknesses in the human researcher and the complexity of the inquiry. Post-positivist epistemology is objectivist; objectivity is the ideal, but the data are subject to critical review. The post-positivist perspective acknowledges that no matter how much rigour is applied to the scientific method, research outcomes are never totally objective or certain, and claims are tempered. Emphasis is placed on collecting more than one type of data (triangulation) and on the falsification of hypotheses rather than confirmation. Research typically aims to provide an explanation and, when possible, predict and control phenomena. Again the researcher takes on the role of independent enquirer, who is impartial to the study findings and reports them objectively. Post-positivism aims to address some of the problems of positivist research by collecting data in natural settings and collecting the insider views. Like positivism, quality is assessed by internal validity, external validity, reliability, and objectivity.

Knowledge, Values, and Ethics
Knowledge consists of hypotheses that thus far have not been falsified and is made up of facts and laws that are probably ‘true’. As with positivism, knowledge is built by adding new knowledge to old, in order to fit into existing patterns and form generalisations or rules such as cause and effect. As in positivism, post-positivist values are excluded. Values are perceived as confounding variables that need to be controlled. Research ethics is again viewed as something largely external to the research itself.
Is there Conflict with other Perspectives?
Proponents of this perspective take the same reductionist stance as positivism. It is assumed that at some point in the future a structure will be identified upon which questions of difference can be considered and explained. There is much disagreement about this from proponents of critical theory and constructivism.

Critical Theory and Related Ideological Positions
In contrast to positivist or post-positivist perspectives oriented to understanding or explaining the world, critical theory is oriented towards critiquing and changing society. Critical theory is used here as a blanket term, which includes, among others, the feminist and Marxist perspectives that are used here as illustrative examples.

Feminist research starts with criticism of science, stating that it is incomplete and reflects a male distortion of the social world. Although there are multiple forms of feminism, there is agreement that society has marginalised women and that this is reflected in research practice. Science perpetuates the myth of the superiority of men to women. Gender, as a significant issue in dealing with explanations of social phenomena, has largely been absent. The feminist perspective maintains that perpetuating a male view of science narrows ideas and limits understanding of the social world, and that if the male viewpoint were not dominant, a different research model would be dominant. Positivist research has stressed the importance of emotional separateness of researchers from their research participants to maintain objectivity. The feminist perspective maintains that research is a two-way process: detachment and objectivity are impossible, the researcher is affected by the research, and the researcher’s own biography becomes a fundamental part of the research process and informs the analysis [21].

The Marxist perspective, like the feminist, seeks to challenge the status quo, to recognize conflict and oppression, and to bring about change. Marx perceived a basic conflict between capital and labour, between the bourgeoisie and the proletariat, and believed similar class struggles were part of earlier society. Marx maintained that economic forces determine how we think. Thoughts and consciousness come from our social being, itself the result of economic forces. Marx maintained that those who held economic power also held the intellectual power. The ruling classes ruled as thinkers, producers of ideas, and regulated the production and distribution of ideas [22].

Ontology, Epistemology, and Methodology
The ontology of critical theory is historical realism. Reality is assumed to be capturable but is shaped over time by social, cultural, gender, ethnic, political, and economic factors such that reality ‘has set’ over time. The epistemology is transactional and subjectivist: the researcher and the object of the research are assumed to be linked by the values of the researcher and relevant others who influence the study. Findings or knowledge are value dependent; they are mediated by the values of the researcher and the relevant others. It is the epistemological position that sets it apart from positivism and post-positivism. Methods require a dialogue between investigator and the subjects of inquiry. In critical theory, the researcher takes on the role of facilitator, raising not only their own level of consciousness about the object of study but also that of others. The researcher may facilitate change in the study group by providing greater insight into their situation and providing a stimulus for members of the community to take control of their future and initiate action and change. The aim of the research is to critique and change factors that constrain and exploit individuals. Quality is assessed by the historical context of the study; that is, whether it takes account of the social factors of the studied situation, and the extent to which the study acts to remove a lack of knowledge, and acts as a stimulus for action in the sense of bringing about a change in the existing structure.

Knowledge, Values, and Ethics
Knowledge is made up of historical or structural insights that will transform with time. Transformations occur following informed insight. Knowledge grows and changes with historical revision as ignorance is eroded. Values play a central role in critical theory and are important in shaping research outcomes. Excluding values would go against the interests of any minority or powerless group who were part of the study. The aim is to give the weak and powerless groups a platform to let their voices be heard along with any others who may be more dominant. Unlike the positivist and post-positivist perspectives, ethics is more internal than external to the research study. The critical theorist takes more of a moral standpoint in revealing full details about the study to ensure the study participant can be fully informed prior to consent and with no deception.

Is there Conflict with other Perspectives?
Critical theory and constructivism (see below) agree that they are in conflict with positivist and post-positivist perspectives. The epistemological position of critical theory sets it apart from the positivist and post-positivist perspective; research can be value-free or it cannot; and a single model cannot support both tenets.

Constructivism
Guba and Lincoln’s [18] constructivism is a broad eclectic framework that embraces interpretive, phenomenological, and hermeneutic perspectives (for more detail see other publications [18, 20, 23]). Constructivism is the view that knowledge, and therefore all meaning, is not discovered (as in positivism) but socially constructed. Crotty [20] states that constructivism mirrors intentionality (meaning we intentionally create understanding) in that consciousness is directed towards an object that is shaped by our consciousness and what comes to the fore is the interaction between subject and object. From this, meaning is born.

It is accepted, even by the positivists, that social realities are socially constructed. The difference between constructivists and positivists is that the former maintain that all meaningful reality is socially constructed. A table may have
Ontology, Epistemology, and Methodology

The ontology of constructivism is relativism; this assumes multiple and sometimes conflicting realities that are socially and experientially based and dependent on individuals for their form and content. There is no ‘real’ world that pre-exists and is independent of human consciousness. People could therefore inhabit very different worlds based on different sets of meaning. The ontological position of constructivism is crucial in terms of separating it from other perspectives. The answer to the epistemological question of ‘How do I know what I know?’ is that reality is subjective. The researcher and the research object are assumed to be related, such that the research findings or knowledge are created from the relationship between the researcher and the subject of study. It is the epistemological position of constructivism that sets it apart from positivism and post-positivism. Guba and Lincoln [24] maintain that the inquiry methodology is a two-way process of listening to the constructions of both the researcher and the research participant, the researcher compares and contrasts different constructions to achieve a consensus. For Guba and Lincoln, the researcher cannot and should not be separated from the research participant, and hence the research outcomes are a joint construction of the research process. The aim of the research is understanding. Two sets of criteria are used to assess quality: trustworthiness (parallels internal validity), transferability (parallels external validity), dependability (parallels reliability), and conformability (parallels objectivity) make up the first set. These criteria are analogous to those used to judge quality in positivist research. The second set consists of authenticity criteria of fairness: ontological authenticity (develops and enhances personal constructions), educative authenticity (leads to improved understanding of others), catalytic authenticity (provides the stimulus to action), and tactical authenticity (the research empowers action) (see [24]). The second set of criteria share some common ground with critical theory.

Knowledge, Values, and Ethics

Knowledge consists of constructions about which there is relative consensus. Multiple constructions can coexist and be of equal weight, depending on interpretation and factors that influence interpretation such as social, political, and gender issues. For constructivism, values play a central role in creating and shaping the research outcomes. Constructivism views the role of researcher as the producer and facilitator of the research and acknowledges their central role in the research process. The researcher uses different approaches to the analysis of data by synthesising and coding data into themes and identifying meaning in them. Increasingly, constructivists aim to involve research participants in the study, by suggesting questions and outlets for research findings. The role of ethics, like values, is central to constructivism. The researcher’s role is to recognise his/her own constructs and values and, as in critical theory, inform the study participants fully about the research prior to requesting consent, work towards uncovering the constructs of the study participants, and work towards understanding constructs. The methodology involves close personal interactions and, as a result, may raise some difficulties with confidentiality and anonymity [25].

Is there Conflict with other Perspectives?

According to Guba and Lincoln [24], the ontological stances of constructivism and critical theory are in conflict with the positivist and post-positivist perspectives. Either there is a ‘real’ reality or there is not; it is either value-free or it is not. The concept of reconciling both of these positions in one system seems impossible. However, mixed method approaches attempt to do just that. They ask different research questions and generate different types of knowledge, which can help to provide a more complete answer to the research aim by offering different types of knowledge.

Participatory Action Research

Participatory action research is a form of action research that involves research participants as both subjects and co-researchers. It is based on the proposition put forward by Kurt Lewin (1890–1947) that causal inferences about human behaviour are more likely to be valid if the relevant humans participate in building and testing them. Participatory action research arose partly out of recognition that a gap often exists between the completion and publication of high-quality research and the implementation of findings. To address this, researchers and participants engage in a collaborative cycle of planning, acting, observing, reflecting, feedback, and re-planning [26, 27]. Participatory action research involves research participants working alongside researchers throughout the research process, from the first steps of designing the study through to research outcomes [25]. The participatory perspective underpins forms of action research and is often seen in studies involving patient and public participation.

Ontology, Epistemology, and Methodology

The ontology of participatory action research is subjective–objective. Participatory action researchers recognise the multiple realities experienced by individuals, but state that the natural world has an objective reality. Perception represents an interplay between the ‘real’ objective world and our subjective experience of it. Epistemology is also closer to constructivism with critical subjectivity, where knowledge is seen as an interplay between researcher and participant.

The methodology is a collaborative form of action research and is explained in terms of knowing: people collaborate to define both the questions they wish to explore and the methodology for that exploration (propositional knowing); together or separately they apply this methodology in the world of their practice (practical knowing); which leads to new forms of encounter with their world (experiential knowing); and they find ways to represent
this experience in significant patterns (presentational knowing) which feeds into a revised propositional understanding of the originating questions [19].

Heron and Reason [19] argue that cooperative inquiry has two participatory principles: first, that the research outcome is grounded in the researcher’s own experiential knowledge, and second, that research participants have a right to participate in research that is about them. They argue that researchers are also research participants and that the co-researchers are also the co-subjects. These two principles do not apply within constructivism (where there is no identified epistemological role for experiential knowing); researchers are not also subjects and the findings are grounded in the experiential knowing of others. Heron and Reason argue that participatory research differs from other forms of qualitative research in that research participants inform the research design and inform how knowledge is generated about them. They also argue that the purpose of research within the participatory perspective is closer to the purposes of critical theory – ‘the critique and transformation of social, political, economic, ethnic, and gender structures that constrain and exploit humankind’ – than constructivist, where the aim is about ‘understanding and reconstruction’ [19, p. 285]. The aim therefore is to create a situation in which participants give and receive valid information and are committed to the outputs of the study.

Social scientists are frequently faced with the dilemma of rigour or relevance. From the participatory action research perspective the aim is to define the standards of appropriate rigour and then meet them without loss to the relevance of the study.

Knowledge, Values, and Ethics
Knowledge is the result of collaboration and is built up from this collaborative relationship. Participatory action research emphasises the importance of a ‘living knowledge’ that is linked to the practical knowing (how to do something) that comes from being grounded in the situation within which an action occurs. Participatory action research maintains that research subjects have a basic human right to be engaged in research that intends to gather knowledge about them. The roles of values and ethics are embedded into the study; the subjects are also the researchers and the researchers also the subjects.

Is there Conflict with other Perspectives?
Participatory action research relates closely to both critical theory and constructivism, but uses the same type of measurement and standards as positivism and post-positivism. Arguably, the movement towards action research has come about as a result of non-utilisation of research findings and a desire to conduct research that will result in recommendations being implemented.

Reconciling and Combining Research Frameworks
The type of philosophical framework underpinning a study has implications for how the research is conducted, who has control of the study, how quality is assessed, how values and ethics are viewed, and, ultimately, the type of knowledge that is produced and what is done with that knowledge. The researcher’s role also differs depending on the perspective.

Guba and Lincoln [17] stated that: ‘Within the last decade the borders and boundary lines between these paradigms and perspectives have begun to blur’ (p. 105). Rather than philosophical perspectives working in competition, they are more often combined into one study to inform the arguments and answer a broader research question. Perspectives can be blended together into two main groups: first, the positivist and post-positivist, which share important elements; and second, the critical theory, constructivist, and participatory perspectives, which also share important elements. However, these two main groups are not easily combined into one model as their assumptions about reality and objectivity differ.

Positivism has been the dominant research perspective for many centuries. However, in more recent years the superior status of quantitative research approaches within education and the social sciences has been challenged. Criticisms of quantitative approaches have included arguments about ‘context stripping’ (taking data out of context and thereby removing much of the associated meaning), that by focusing on the majority or dominant view, important messages from the minority are ignored, and that even in well-controlled experiments researchers and subjects can influence each other and bias the results. In 1994, Guba and Lincoln [17] reported that the dominant perspective was the post-positivist perspective. Post-positivists tended to have the power and influenced numerous decision-making processes, namely research funding, journal publications, and committees for promotion. However, proponents of critical theory and constructivism have gained ground and recognition over the past 40 or so years, with more journals, journal articles, and qualitative research. Participatory action research is also emerging as a perspective. In 2005, Guba and Lincoln [18] acknowledged that ‘the number of qualitative texts, research papers, workshops, and training materials has exploded’ (p. 191) and pointed out the distinct turn towards the more recent perspectives.

Writers such as Guba and Lincoln suggest that the use of a particular method implies commitment to a particular philosophical perspective and its associated ontology and epistemology. This position assumes that a methodology is necessarily indicative of particular assumptions about knowledge creation. This position is challenged by Bryman [28] who argues that research methods are more ‘free-floating’ in terms of ontology and epistemology than was previously proposed. Platt also highlights that researchers are more pragmatic (Platt 1996, quoted in Bryman [28, p. 619]). Bryman continues that research that combines both qualitative and quantitative approaches in one study illustrates that these research methods can be autonomous. Patton [29] concurs with the views of Bryman, commenting first on the parallel status of qualitative to quantitative research and on the increased use of multiple methods which, when used together, can provide a fuller answer to the research question.

Several developments seem to me to explain the withering of the methodological paradigms debate [29, p. 302].
argued that Glaser’s position came close to a traditional
Charmaz [33] placed Glaser and Strauss’ original
terms, and Strauss brought the study of process and mean­

brought epistemological assumptions and methodological
based on the work of Glaser and Strauss [32]. Glaser
phy. The grounded theory methodology was originally
not necessarily belong to one underlying research philoso­

Box 27.2 illustrates how two contrasting perspectives can
illuminate the same research area, and provides a summary
of two papers by O’Cathain et al. [36] and Stapleton et al.
[37]. These abstracts show both quantitative and qualitative
approaches being used within the same study and high­
light some of the differences behind the qualitative and
quantitative traditions.

It is possible to identify the post-positivist stance of
O’Cathain and colleagues in the quantitative study, which
attempted to control variables while manipulating others.
There was concern with numbers and measurement and
reporting of findings in terms of statistical differences.
There was also concern about using the ‘correct’ measure­
ment, and fears were expressed about contamination of the
intervention by earlier exposure to the leaflets.

In the qualitative study, Stapleton and colleagues were
less concerned with numbers and measurement and more

BOX 27.2 HOW TO: Combine mixed methods research using qualitative and
quantitative data

• **Triangulation:** use different types of research data to cross check findings from another source. For example, a standardised survey
tool (drawing from post-positivism) may seek to measure professionalism and is combined with an interview study which seeks to
understand why respondents have answered questions a certain way, or why they hold certain views about professionalism and
what it means to them (constructivism); both contribute a different type of knowledge and understanding.

• **Provide hypotheses:** qualitative data could be used to identify hypotheses that could be tested later using a survey gathering
quantitative data.

• **Aid measurement:** qualitative data could be used to inform and develop survey items to be tested with a population.

• **Screening:** use quantitative data to screen for people with specific characteristics for an in-depth qualitative study.

• **Fill gaps:** one methodology may not provide all of the information and knowledge to fully answer a research question.

• **Snapshot versus process:** quantitative data will provide a single snapshot at a point in time, whereas qualitative data can provide
detailed information about a process.

• **Where two types of data are required:** sometimes both numeric data and data about meaning and holding a certain view or having had
a certain experience are required.

• **Quantification:** use qualitative data to identify problems and quantitative data to quantify the problem.

• **Explaining the relationship between variables:** quantitative data frequently need to explain the relationship between variables; this can
be explored further by a follow-up qualitative study.

• **Exploring the micro and macro:** use of both approaches allows a study to explore the different levels of a problem.

• **Solving a problem:** use of a different research strategy to the one already employed to explore unexpected or puzzling outcomes.

See Bryman [28] for further discussion on the subject.
**BOX 27.3 Comparison of two linked studies**

**Quantitative study**

This study was a randomised controlled trial with the aim of assessing the effect of leaflets on promoting informed choice in women using maternity services. The sample was clearly defined as women reaching 28 weeks’ gestation before the intervention took place. Outcomes were assessed using a postal questionnaire. Various means were used to test the validity of the questionnaire, and a power calculation was used to identify the sample size needed to detect a 10% difference between the intervention and the control groups. Results included response rates (reported in numbers and percentages) and further analysis to identify any differences that could be related to age, social class, parity, pain relief, and type of delivery. There was an attempt to examine confounding factors that would bias results, such as having been given the leaflets on another occasion prior to the start of the study.

The conclusion was that the evidence based leaflets were not effective in promoting informed choice in the women. The authors reported on the limitations of the study and expressed concerns over their measurement of informed choice and the power of the study to detect a difference. Authors referred to the qualitative findings below for further explanation.

**Qualitative study**

The stated aim was to examine the use of evidence based leaflets on informed choice in maternity services. The design involved both non-participant observation of antenatal consultations and in-depth interviews with both the expectant mothers and the health professionals. The sample was initially opportunistic (depending on which staff were doing the clinic and which women agreed to be involved), but progressed to be more selective to ensure that women from all childbearing ages, social class, minority groups, and current and past obstetric histories were represented. Observations were used to help identify how the leaflets were used, and field notes made on the setting, actions, words, and non-verbal cues. Semi-structured interviews were conducted using an interview guide. A grounded theory approach was used [32, 34] so, as the interview progressed, interviewees were selected to help confirm or refute emerging theory, until no new information was gathered (theoretical saturation). Validity and reliability were said to be ensured by using several researchers and experts, to ‘guard against any researcher dominating the analytical process’. Results were reported in terms of emerging themes, and quotes were used to illustrate them. The qualitative study revealed that time pressures and competing demands within the clinical setting undermined the intervention.

The observations revealed that health professionals rarely differentiated the leaflets from other information that they offered or discussed with the women. The interviews identified that the women confused the leaflets with other information they had been given or denied having received them. The midwives reported that hierarchical power structures resulted in obstetricians defining the choices possible, resulting in informed compliance rather than informed choice.

Concerned with gaining a wider range of views and identifying the issues related to the intervention from multiple viewpoints. Observed behaviour was used to identify how the intervention was implemented, and findings were generated from observer notes. Analysis was conducted by looking for common themes in the data. The quantitative study reported that the intervention was not effective, and the qualitative study explained why.

Having an understanding of what each perspective aims to achieve can increase our understanding and provide an appreciation of the different types of knowledge produced rather than viewing one approach as superior to others.

**Practical Considerations when Starting Research**

**The Research Question**
Most researchers have little problem identifying the general field in which they wish to conduct their research, but have more difficulty finding a focus and pinning down a research question or objective. Punch [38] makes a distinction between general and specific research questions. The hierarchy offered by Punch can be illustrated using the study by O’Cathain et al. [36] which can be summarised as follows (see also Box 27.3).

<table>
<thead>
<tr>
<th>Research area</th>
<th>Maternity care</th>
</tr>
</thead>
<tbody>
<tr>
<td>Research topic</td>
<td>Informed choice</td>
</tr>
<tr>
<td>General research question(s)</td>
<td>Does informed choice change behaviour?</td>
</tr>
<tr>
<td>Specific research question(s) or objective(s)</td>
<td>To assess the effects of leaflets on promoting informed choice in women using maternity services</td>
</tr>
<tr>
<td>Data collection question(s)</td>
<td>• Do women who receive the intervention answer ‘yes’ more often to the question ‘Have you had enough information to make choice on …?’</td>
</tr>
<tr>
<td></td>
<td>• Do the women who receive the intervention report greater satisfaction with antenatal information?</td>
</tr>
<tr>
<td></td>
<td>• Do the women report being given at least one leaflet?</td>
</tr>
</tbody>
</table>
Novice researchers sometimes confuse data collection questions and research questions [38]. A research question is the question that the research is attempting to answer, whereas the data collection question is asked in order to collect data that will be used to answer the research question.

Coming up with a research topic is about following your interests (it is difficult to sustain interest if it is not there from the start). Looking around, listening or experiencing something, or being aware of current issues are all sources of inspiration. Think about what is known and what is not known about something. O’Leary [39] suggests the use of concept maps to help identify an area of interest. Bell [40] advises that a good first step is to simply talk over your research ideas with a colleague. Gaining another perspective early on can be very valuable. Once identified, the general area of interest needs to be narrowed down. A good research question needs to be feasible; this relates to the research expertise and resources available and, indeed, whether the question is capable of being answered at all. This last point involves checking with those who have more expertise in research and knowledge of the field of study.

A good research question not only gives the research focus and direction, but also sets boundaries. Boundaries are particularly important for novice researchers, who have more difficulty estimating how much research time is required to undertake a study and may need to limit both the size and the scope more than anticipated. Defining the terms used within the research question identifies the criteria of concern and, by exclusion, sets some boundaries on the study. Specifying a research question involves identifying the concepts or variables of interest and, where possible, identifying suitable indicators for the variables of interest. It is important to check that any assumptions made by the question are correct. Deciding on whether you need to frame your question as a hypothesis depends on the theoretical perspective the research will be framed in, and on the type of question being asked. Research within the positivist and post-positivist perspectives is more likely to contain a hypothesis, but the key question is whether the research question forms a testable statement about the relationship of one or more variables to others. Research that is exploratory or framed within the new perspectives is unlikely to start with a hypothesis. The research question should be a pointer to the methods to be used and indicate what type of data will be needed to answer the question.

**The Research Proposal**

All research should start with a proposal, also referred to as a *protocol*. It can be helpful for novice researchers to see another research protocol (and an application for ethical review) first to identify what is required [38]. A proposal is a plan of action, a communication on which approval to commence the study is given, and is a contract between the researcher and supervisor, university, any funding source, and ethics committee [41]. The proposal describes the research background, including relevant literature, the research question, methods, details about recruitment of the intended sample, and how the data will be analysed. The protocol starts with the relevant literature by ‘setting a scene’ or ‘telling a story’ of what is known, how the knowledge has built up to form our current understanding, and where relevant gaps in knowledge exist. The research question follows; this should extend our understanding and ideally address an identified gap.

Literature searches are mainly conducted online using databases, such as Medline, education databases, and Ovid, and key articles selected following searches on keywords or authors. Punch [38] reports that two common criticisms of literature reviews in dissertations are that they are not thematic, tending to be chronological or presented serially, and they are not properly integrated with the study. These criticisms can be addressed by creating a conceptual framework into which the literature can be organised.

The research question (or objective) should indicate appropriate methods of data collection. The two studies presented in the O’Cathain paper had the research objective: ‘To assess the effects of leaflets on promoting informed choice in women using maternity services’ [36, p. 643]. The objective suggests measurement in the use of the term ‘assess’, the leaflets were defined as ‘10 pairs of Informed Choice leaflets’, the women were defined as ‘women reaching 28 weeks’ gestation’, and so on. ‘Effects’ were measured using a questionnaire. Assessment came in the design of comparing a control group with the women who received the leaflets. For the qualitative part of the study the research objective was: ‘To examine the use of evidence based leaflets on informed choice in maternity services’ [37, p. 639]. The term ‘examine’ suggests ‘look at’ rather than ‘measure’, and again the leaflets and maternity service were defined. Outcome measures were views and responses from the expectant mothers and the staff. Exactly how the methods are arrived at will be influenced not only by the research question, but also by the interest and expertise of the researcher, supervisor, and team.

The protocol should include details about who will be recruited into the study and from where, how recruitment will take place, and the numbers involved (this may require a power calculation for research designs). This should be followed by a detailed description of the research procedure. A plan or flow diagram will be useful if the procedure is complex. Details of how the data will be collected and analysed, and any planned statistical tests, should be included, and a timeline or Gantt chart is useful to work out when each activity is planned to start and finish. A breakdown of the costs involved in the study for staff and research activities, among others, is also needed, as well as plans for the dissemination of findings [38, 39, 42] (see Box 27.4).

**Ethics in Research**

Ethics is concerned with rules of conduct and principles relating to moral behaviour. Researchers are responsible for ethical decisions from formulation through to the dissemination of research. As discussed above, the type of research framework influences how ethics is regarded in the study, as well as appreciating other ‘realities’ and empowering voices otherwise not heard. All types of study involve making ethical decisions about what is right for the research participant, as well as considering the interests of the researcher, the funding body, and the study itself.

---

**Box 27.4:** **The Research Proposal**

All research should start with a proposal, also referred to as a protocol. It can be helpful for novice researchers to see another research protocol (and an application for ethical review) first to identify what is required [38]. A proposal is a plan of action, a communication on which approval to commence the study is given, and is a contract between the researcher and supervisor, university, any funding source, and ethics committee [41]. The proposal describes the research background, including relevant literature, the research question, methods, details about recruitment of the intended sample, and how the data will be analysed. The protocol starts with the relevant literature by ‘setting a scene’ or ‘telling a story’ of what is known, how the knowledge has built up to form our current understanding, and where relevant gaps in knowledge exist. The research question follows; this should extend our understanding and ideally address an identified gap.

Literature searches are mainly conducted online using databases, such as Medline, education databases, and Ovid, and key articles selected following searches on keywords or authors. Punch [38] reports that two common criticisms of literature reviews in dissertations are that they are not thematic, tending to be chronological or presented serially, and they are not properly integrated with the study. These criticisms can be addressed by creating a conceptual framework into which the literature can be organised.

The research question (or objective) should indicate appropriate methods of data collection. The two studies presented in the O’Cathain paper had the research objective: ‘To assess the effects of leaflets on promoting informed choice in women using maternity services’ [36, p. 643]. The objective suggests measurement in the use of the term ‘assess’, the leaflets were defined as ‘10 pairs of Informed Choice leaflets’, the women were defined as ‘women reaching 28 weeks’ gestation’, and so on. ‘Effects’ were measured using a questionnaire. Assessment came in the design of comparing a control group with the women who received the leaflets. For the qualitative part of the study the research objective was: ‘To examine the use of evidence based leaflets on informed choice in maternity services’ [37, p. 639]. The term ‘examine’ suggests ‘look at’ rather than ‘measure’, and again the leaflets and maternity service were defined. Outcome measures were views and responses from the expectant mothers and the staff. Exactly how the methods are arrived at will be influenced not only by the research question, but also by the interest and expertise of the researcher, supervisor, and team.

The protocol should include details about who will be recruited into the study and from where, how recruitment will take place, and the numbers involved (this may require a power calculation for research designs). This should be followed by a detailed description of the research procedure. A plan or flow diagram will be useful if the procedure is complex. Details of how the data will be collected and analysed, and any planned statistical tests, should be included, and a timeline or Gantt chart is useful to work out when each activity is planned to start and finish. A breakdown of the costs involved in the study for staff and research activities, among others, is also needed, as well as plans for the dissemination of findings [38, 39, 42] (see Box 27.4).
BOX 27.4 HOW TO: Write a research protocol

Title
• Provide a clear title that articulates the aim or research question and if possible provides information about the research design or method used.

Relevant background literature
• Summarise the work that has already been done in this area.
• Search the relevant databases as well as journals, books, and policy documents, if appropriate.
• Write up thematically if meaningful, or chronologically if the topic changed and developed over time.
• Identify what is missing, and what new research should be conducted. Add any pertinent educational or clinical theory that is relevant to this area of study.
• Include all references at the end of the document.

Research question
• Provide a clearly worded research question or objective.
• Keep it feasible; set boundaries for the study, and think realistically about the resources available, e.g. time, staff, and level of expertise.
• Define what you mean by the terms used.
• Consider including a secondary research question or objective (something of a lower order which you would also like to explore).

Methods
• Study design (e.g. randomised trial, grounded theory).
• Sampling
  – Sampling strategy (e.g. opportunistic, purposive)
  – Define target sample (i.e. demographic details, how selected and recruited to study)
  – Sample size (reason for size, is it informed by a power calculation?).
• Data collection
  – Details of any instruments to be used and references to existing tools
  – Details about validity and reliability
  – Outline stepwise procedures including pre-testing and piloting of tools
  – Data collection methods (e.g. via postal questionnaire, field notes, interviews).
• Data analysis
  – Details of how data will be analysed (e.g. statistical tests, type of qualitative analysis)
  – Details of computer programs to be used in analysis.

Ethical considerations
• State if approval from ethics committee has been received or is in progress.

Plans for dissemination of findings
• Plans for dissemination at local, national and international levels; including reports, publications, conference presentations, project websites, newsletters and blogs, etc.

References
From literature review, methods, instruments, etc.

Appendices
• Costings.
• Research instruments (e.g. questionnaire, interview schedule, consent forms).
• Flow chart summarising study plan with a timeline.
Approaches to ethics follow a set of principles that guide research, including, among others, informed consent, confidentiality, and anonymity. One such principle is that of ‘informed consent’. Informed consent includes providing all relevant information about the study and what taking part will involve, including risks. The research participants must be able to comprehend the information and be competent to make a decision about involvement. They should have the opportunity to ask questions and agreement to take part should be voluntary, and free of coercion or influence. Generally, consent will be obtained by asking the research participant to confirm consent by signing a consent form, by giving recorded verbal consent, or by returning a questionnaire. Gaining consent may involve gaining approval from many more people than those directly involved in the study, that is, the host care organisation, in order to access participants. The researcher must also take steps to ensure the participant is protected from any adverse consequences of being in the study and ensure that the identity of the participant is protected.

Consent to take part in research may be given on the basis that the information obtained about the participants will only be used by the researcher and only in particular ways. Confidentiality means protecting the identity of those who agree to take part in research, maintaining the data in a form such that the identity of the participant is protected. This implies keeping names and data separated by using a code that is only accessible to the researchers, and reporting data in a format that does not lead to individuals being readily identifiable. For example, it may involve removing or changing details to protect individuals who would otherwise be identifiable because of their unique characteristics or experiences.

Anonymity goes further than confidentiality, as the researchers do not collect named data at all. This means the researcher cannot identify which respondent gave the data (e.g. postal survey). This type of data allows participants to make any negative comments more freely without fears or concerns that anything they do report might be attributed to them with unknown consequences. For researchers, this might be difficult or impossible to achieve if the methods involve interviewing, and problematic if they wish to send reminders only to those who have not already agreed to participate. For a full discussion on ethics in research, see Israel and Hay [43] and Punch [44], and for ethical dilemmas in qualitative research, see Welland and Pugsley [45].

Returning to our example, ethics questions that may have been addressed before the Stapleton et al. [37] study was carried out include:

- Will the midwives and expectant mothers be given all the information they require to give their informed consent?
- Is there any pressure or coercion to take part?
- How will consent be obtained?
- How will confidentiality of the interaction of midwife and mother be assured?
- How will collected data be anonymised, particularly with reference to the use of quotes?
- Who will have access to the data?
- Have the researchers anticipated all that could go wrong? How would they respond if ethical issues emerged?

In conclusion, researchers are expected to minimise the risk of harm or discomfort to people, to conduct research in a manner that upholds certain principles such as informed consent, and to consider any consequences or harm that may result from the research. Harm from educational or social research is more likely to take the form of psychological distress than physical injury. Conversely, many researchers aim to provide benefit by conducting research that empowers participants, such as in feminist research.

**Conclusions**

Philosophical perspectives determine the assumptions that are made about reality and what can be known. Positivism became the dominant perspective after the Enlightenment, but following the realisation that not all research fits this paradigm, a shift in thinking occurred. This brought about a new way of thinking about social science, and new and competing philosophical perspectives emerged.

The arguments against combining qualitative and quantitative approaches centre on the acceptance that research strategies are committed to particular philosophical perspectives [17] versus the view that they are autonomous [28]. A growth in the preparedness to view research methods as techniques for data collection and a movement away from concerns about ontology and epistemology have resulted in more research using a combination of both qualitative and quantitative research methods [29].

Getting started in research involves identifying a good research question. After this, consideration needs to be given to the type of data that should be collected to answer the question. A plan or proposal needs to set out how the research will be conducted, with milestones. Consideration needs to be given to ethical questions that affect the research and how these can be addressed.

**References**


Introduction: The Quantitative Paradigm

Quantitative research methods have been central to physical science for centuries, dating back as far as the astonishing developments in astronomy in the 1500s. Indeed, it is difficult to envision natural science without quantification, and it is even more difficult to delve into some of these accomplishments without feeling an overwhelming sense of wonderment at the ability of the scientist, whether we ponder on our understanding of the very big (e.g., cosmology) or the very small (e.g., particle physics), or closer to home, as we reflect on the rapid evolution of digital electronics in our lifetime. For those old enough to remember a computer card, a 1 GB flash drive contains as much memory as 10 000 000 computer cards—about the volume of a one-car garage. But quantitative methods are not a panacea. Many would claim that social scientists have been too quick to adopt the methods of natural science unquestioningly and have not given adequate recognition to the complexity of social situations, which are not evidently reducible to a few numbers. In Chapter 27 of this book, Illing reviews the history of the adoption of quantitative methods into social science, and the subsequent uneasy integration (or partitioning) with qualitative methods. It is not surprising that the quantitative ‘dust bowl empiricism’ led to a counter reaction. It is embarrassingly easy to find examples in medical education that, on a moment’s reflection, exemplify the silliness of attempts to reduce the complexity of human interaction in an educational setting to a ‘treatment’ that half receive and half do not, and an ‘outcome’ such as pass or fail on an examination [1]. Although we are personally wedded to quantitative approaches to social science research, such studies, which, as Illing points out, reduce the people in the study to ‘objects’ that are supposed to absorb exactly the same dose of the educational drug, amount to little more than unintended ‘reductio ad absurdum’.

Little is served by identifying specific examples. The larger question is the extent to which quantitative methods have been aligned with recognised progress in the field. There is simply no dispute that the methods of the natural sciences, from the electron microscope to the wet lab and the clinical trial, have led to enormous advances in medicine with direct consequences for human longevity and welfare. Clearly, it would be specious to try to make similar claims in the small and impecunious field of medical education. Nevertheless, the past three decades of research have seen substantial advances in medical education, much of it directly related to the application of sophisticated quantitative methods [2], particularly in the area of student assessment.

In writing a chapter on quantitative methods, our goal is not to promote these methods over qualitative research strategies or even to contrast the two, but rather to provide some guidance for those trying to better understand the variety of quantitative methods available. As Bordage notes [3], the community should move on from the qualitative–quantitative debate because ‘this oft-repeated debate is not productive … each approach is useful in its own right and is often most productive when complementary’. In fact, lost in the qualitative–quantitative debate is the complexity of both qualitative and quantitative methods.

Much is written about the various schools of qualitative research; Illing, as one example, cites post-positivism,
critical theory, constructivism, and participatory action as various **genres** in qualitative research. To our knowledge, no similar taxonomy exists for quantitative research. Indeed, many critics of quantitative methodology appear to presume that quantitative methods in educational research amount to testing hypotheses using randomised experiments that are proven or disproven by application of statistical methods. This is a woefully inadequate description of, for example, the psychometric methods that have led to such significant advances in assessment methods.

In this chapter, we will distinguish four research traditions – experimental, epidemiological, psychometric, and correlational – exploring some basic principles of measurement and statistical inference along the way. Finally, we will describe the methods of meta-analysis and systematic reviews, and contrast these strategies with those of reviews that are better defined as critical and theory-oriented. We begin, though, with a commentary on the importance of precisely focusing one’s research question, emphasising that while good studies require good methods, the quality of a study is not completely defined by its methodological rigour (Box 28.1).

### The Research Question

In the previous section, we noted that many authors equate quantitative research with hypothesis testing. In our view, not only is this association simplistic, but it gives insufficient attention to the nature and adequacy of the research question. Far too frequently, when students do discuss the research question, much effort is expended in learning how to convert a practical, common sense question into a formal research hypothesis or, even better, a ‘null hypothesis’ that frames it as no difference, no effect, or zero correlation. Such efforts, by promoting precision of planning, can enable one to ensure that the research question is ultimately answerable. Much of that precision, however, becomes evident in any case as the research design and methods are devised, thereby leading us to believe that much of this effort is stylish and does little to fundamentally improve the research. It really is of little consequence if a question is framed as a question, a research hypothesis, or a null hypothesis.

In any case, the idea of a research hypothesis only applies well to some kinds of quantitative research. The development of a new evaluation instrument will proceed by a very different route, with studies of reliability and validity.

To frame a reliability study as a null hypothesis would look something like: **The reliability of the new written test of reflective practice will be less than 0.5.**

This framing simply does not adequately capture the goal of the research. While our views may not represent a majority position, we believe that we should focus effort on an adequate research **question**, and forget about the niceties of null hypothesis creation. In the end, the goals of the research question are to reduce the possibility of **post-hoc** explanations, to specify or constrain the methods used to answer the question, and to enable careful analysis of whether or not the focus of the research is achievable. As human beings we are remarkably good at generating explanations for any pattern that is presented to us, so scientists try to avoid drawing conclusions without some a priori reason to have predicted the result. That is not to say that **post-hoc** speculation is not useful when unanticipated findings arise, but it is to say that further study should be engaged to confirm the result before running to the printers. Style is unimportant, but precision is invaluable to avoid wasting time and resources in pursuit of ultimately unanswerable questions.

So how do we ensure that the research question is good? Compared to the many approaches that exist to determine if the research methods are good, there is relatively little written about what constitutes a good research question. What does exist tends to focus on the technicalities of what information should be present in the question [4]. There is good reason for this. The worth of a research question cannot be judged in isolation, but can only be viewed in the context of the specific research domain in which it arises. Research is about discovery, and there is little point in discovering what is already known (Box 28.2).

‘Discovery’ is a useful way to think about the potential contribution of a research study, but the word implies such large leaps from current understanding that we prefer to think of the act of discovery in terms of knowledge building. Arguably, the value of a study is directly related to the extent to which it reveals some new understanding of the world – it ‘discovers’ some new insight or builds on existing knowledge in a meaningful way. Quantitative research is judged, in large part, by the extent to which the lessons learned can be generalised to other contexts. But what advice can we give the beginning researcher to help him or her identify research questions that are most likely to yield knowledge-building discoveries? Very simply, this is the role of the literature review.

The latter point is worth reinforcing – this emphasis on using the literature is not meant to imply that there are no practical (potentially atheoretical) questions that need to be addressed; rather our view is that grounding one’s study in the existing literature is a valuable strategy for ensuring that even purely practical research projects have a decent chance of being successful and contributing to the generalisable knowledge base of the community. Too frequently, the literature review reads like a child recounting a playground fight: ‘Johnny did this. Then Sally did that. Then Bob came along and said this other thing.’ The literature review is not, and should not be, a chronological recounting of who did what to whom, but rather, should
When contemplating which research ideas are worth developing into more fully fledged projects, there are a variety of criteria that should be used. Here are just a few guiding principles:

- **Novelty**: Has the study been done before? It is insufficient to say ‘to our knowledge this has never been done’ without a concentrated effort to determine whether or not it has been done. Talk with experts, be they local or international, and scour the literature for other studies aimed at similar issues. At this point in history it is inconceivable that no one has ever written anything of relevance to whatever topic you care to study. Only after a careful search of a variety of literatures can you make a compelling argument for how your particular study could advance understanding in some meaningful way beyond what has already been done.

- **Importance**: Medical education is an applied field. As a result, while any given study might not yield immediate practical implications, it should be possible to conceive of ways in which the research efforts might beneficially impact on the field in the future. Use your ‘on-the-ground’ experiences to inform your research questions just as much as you use the literature.

- **Programmatic**: Too often we in applied fields think of research in terms of projects as opposed to programmes. The latter term, put forward by the Hungarian philosopher of science Imre Lakatos, should draw attention to the fact that real advances are typically made through systematic and long-term study of a particular issue [5].

- **Guided**: What is the conceptual framework within which your study fits? [5] Which theories speak to the issue with which you are trying to grapple? Do they contradict one another in a way that you could inform through your research efforts? Is your theory/hypothesis falsifiable (i.e. could your study design yield an answer that would counter the theory you are using as a guide)?

- **Grounded**: Related to some of the previous points, we use the term ‘grounded’ to indicate that the study should be grounded in the context of what is already known such that the context is used to determine which of the various possible research directions is most appropriate (i.e. most likely to provide meaningful results to the community) at this point in history. One may not be able to predict this with perfect accuracy, but the issue should be considered through broad consultation and reflection.

The literature review should clearly identify knowledge gaps, and the gaps should be substantive enough to warrant filling; statements such as ‘this study has never been done in our country/city/university/discipline’ are weak justification. The emerging conceptual framework should be such that it helps the researcher – and eventually his or her readers – focus on the bigger picture (the ‘state of the art’), and should clearly delineate how the present study adds to this knowledge. This implies that the researcher should begin every study with a formal literature review, from which all unanswered questions will become as evident as a full moon on a clear night. Of course, research does not proceed in such a linear fashion, but one characteristic of mature research programmes (i.e. long-term and systematic exploration of a domain [6]) is that situations where a study is created de novo from a literature review are the exception. When a programme of research is ongoing, new study questions arise from existing study findings.

So what can be done to ensure the quality of the research question? One way to answer this question is to draw on the notion of ‘theory’. In contrast to a research hypothesis, which ultimately leads to only two conclusions: (i) it worked or (ii) it did not, a research theory involves an understanding of the interaction of multiple variables. Such theory-based research is conspicuously in the minority within our field [7]. Only about half the articles in a recent review were identified as having a conceptual framework [8] let alone a testable theory. Yet another ‘study’ showing that students gave your new course in anatomy an average rating of 4.5/5 is unlikely to provide any new insights into teaching and learning. But application of a novel theoretical perspective may alter the way the community thinks about the issue and reveal insights that are relevant to various curricular strategies. Although educational theories typically do not make quantitative predictions, they nevertheless often involve the interplay of several variables and may get people thinking about the problem in a more refined manner. That is the importance of theory; by the time the theory has been subjected to a critical test, inevitably involving a few to a few dozen studies, we can gain good insight into the limits and generality of the findings (thanks to an accumulation of evidence) rather than being stuck with a series of only superficially related results.

It is worth noting here that a defining property of scientific theory is, to use Popper’s words [9], that it is falsifiable, i.e. it can be proven wrong. As such, studies that use theory as a basis for knowledge building have a more dynamic quality than typical invocations of theory as context. Scientific theories are not permanent and immutable; we expect them to change and evolve (and increase in explanatory power) as new evidence arises. This stands in stark contrast to the use of theory as justification implied by statements such as: ‘The curriculum was designed to be consistent with theory Y.’ Such statements are not terribly useful, as many theories can be implemented in countless ways and other theoretical positions might also promote the same types of learning activities [10]. More critically, many theories are framed in such sweeping generalisations...
as to be virtually unfalsifiable. Just because a set of data ‘is consistent with’ one theory does not in any way amount to an accumulation of knowledge unless the data can be shown to be inconsistent with some alternative theory or unless they lead to revision and refinement of the theory being utilised.

It might also be noted that, while some notions of theory building remain firmly rooted in a positivist tradition, theory is probably best used when it moves some towards the recognition that the world is not adequately described by a single ‘it worked/it did not’ reductionistic package [11]. Further, as we alluded to earlier, the fact that research is theory based does not mean it is irrelevant to practice. On the contrary, as Stokes [12] has convincingly described, theory-based basic science and practically oriented research efforts should not be construed as lying at separate ends of a continuum. Rather, he argues, the two agendas should be considered orthogonal continua in their own rights, with the best research lying in what he called ‘Pasteur’s quadrant’, to reflect the great strides Louis Pasteur made in advancing fundamental knowledge about bacteriology, while simultaneously having practical, real-world, impact in the wine and silk industries, and, of course, medicine (Figure 28.1).

### Research Designs

When the phrase ‘research design’ is mentioned, many individuals who grew up in an educational research environment automatically think about experimental designs, quasi-experimental designs, and Cook and Campbell [13]. Those who are closer to clinical research are more likely to think of the epidemiological classifications of case-control study, cohort study, and randomised trial. Both are inadequate taxonomies. Within medical education, much of our quantitative research, in particular psychometric and correlational research methods, does not fit neatly into any of these pigeonholes. Furthermore, which tradition one adopts should be tailored to the specific research questions one is trying to address.

In addition, different research design traditions arise from different kinds of question. In the remainder of this chapter we will examine various issues related to selecting a particular research design. The next section deals with the experimental tradition by exploring a set of methodologies primarily aimed at testing questions of causality (e.g. ‘Does increasing test frequency cause better retention of studied material?’). A related tradition that we will then examine briefly is the epidemiological approach. Because many methodological reviews address research design on the continuum of case-control study, cohort study, and randomised trial, we will define these terms and show some (limited) applications in medical education.

The subsequent section will focus on the psychometric tradition, a method of study primarily directed (at least within educational circles) at the development of better measures of various aspects of competence or other outcomes of the educational process. These studies do not speak of interventions, control groups, outcomes, and the like. Instead, the preoccupation is with issues of reliability and validity, which are indices of the ability of the instrument to differentiate between individuals in a defensible manner.

Finally, we will look at correlational research designs that tend to be used when the desire is to seek understanding by examining relationships among measured variables. As these measurements are frequently gathered from surveys and rating forms, we will also examine some basic principles of questionnaire design.

As can be seen from this introduction alone, each tradition has different aims, and the design conditions necessary for one may be exclusionary of another. As one example, which we will elaborate on later, correlational research requires individual variation in order to see relationships, while experimental research does its best to eliminate individual differences in order to detect treatment effects. There are other differences: experimental research is almost by definition prospective, whereas correlational research is often conducted on existing databases. Use of existing data, while often necessary, can encourage an attitude where the questions are driven by the available data, rather than the reverse, adding little in the way of advancing understanding.

That danger noted, it is certainly true that prosaic questions are not proprietary to any one research approach, and conversely, some of the most interesting research has arisen from retrospective analysis of large institutional databases [14, 15].

### The Experimental Tradition

The act of discovery, which is central to science as we discussed earlier, is often, although not entirely, directed at identifying causal relationships among things (variables). The experimental tradition exemplifies this agenda. The basic notion of an experiment is that there is a relationship between the independent variable, which is usually under the control of the experimenter, and the dependent variable, which is observed to change as a consequence of the intervention. Many methodological discussions focus on devising studies that can allow one to unambiguously infer causal relationships between experimenter-controlled independent variables and observed dependent variables.
Statements like the following exemplify the causal goal of the experimenter:

- the absorption of a neutron by the $^{32}\text{P}$ nucleus decreases its stability, making it radioactive and leading to decay to $^{32}\text{S}$ by emission of a $\beta$ particle
- excess sodium chloride in the diet leads to hypertension that results in increased risk of stroke
- a half-day nutrition workshop given to patients with transient ischaemic attacks increased compliance with a restricted salt diet.

Yet while all these statements imply causation – an independent variable that ‘causes’ a change in a dependent variable – none mentioned the word ‘cause’. Further, the meaning of causation is very different as we proceed from top to bottom, and the steps one must take to ensure a valid test of the inference are correspondingly more and more complex. For the neutron, there is no ambiguity. Everyone in atomic physics knows what a neutron is, how to ‘make’ one, and how to get a phosphorus nucleus to absorb it. It is relatively easy to create a neutron target that is 100% phosphorus atoms that do not receive neutrons is necessary. The methods to detect $\beta$ particles are clear and well understood. Further, the relationship is absolutely causal – if the P nucleus absorbs a neutron, it will eventually emit a $\beta$ particle (with a known half-life of 14.28 days); if it does not, it will not. No control group of other phosphorus atoms that do not receive neutrons is necessary. While philosophers of science may challenge the reality of a neutron or a $\beta$ particle, physicists practitioners are unlikely to share their concern. However, there is much more uncertainty in the second statement. ‘Excess’ is not defined, nor is stroke, although there are probably fairly unambiguous criteria for the latter. ‘Hypertension’ has a definition, but this has drifted lower over the years and is somewhat cohort-dependent [16]. Nonetheless, it is not simply a definitional problem. The causal relationship in this example is far more probabilistic; reduction of salt intake has a fairly small effect on blood pressure, and hypertension is only one contributor to stroke, so excess salt may only ‘cause’ a small proportion of strokes.

The final causal statement is even more vague. It is difficult to unambiguously define compliance with a diet, and it is more difficult to attempt to define a cut-off point that unambiguously separates ‘compliant’ from ‘non-compliant’ patients. Further, it is well-nigh impossible to identify what aspect of the workshop was the causal variable in inducing change, nor, for that matter, is it even likely that any single variable was causal for everyone in the workshop. If the ‘causal’ relationship is confirmed, this may simply be a stimulus for more research to establish the ‘active ingredient’ (or combination of ingredients) that led to the change.

Of course, much of educational research resembles the final example rather than the first example. This has two critical implications for our understanding of the role of experimental research in education. First, in contrast to physical sciences, the relationships we seek are inevitably probabilistic, and the signal of a causal relation is almost always swimming in a sea of noise. It is for this reason that we must impose such strategies as control groups, randomisation, and inclusion criteria. Second, the complexity of the relationships may well stifle any serious attempt at understanding processes and mechanisms. To the extent that experiments are directed at, and useful for, discovering lawful causal relationships, it may well be the case that experimental methods like randomised controlled trials (RCTs), which tend to focus on curriculum-level interventions, are over-used rather than under-used in education [17]. That is, although many recent reviews have decried the paucity of good randomised trials in education [8, 18], it makes little sense to conduct elegant studies of interventions that are so complex in their idiosyncracies as to be unreplicable [19]. Still, much can be learnt from good experimentation in appropriate settings.

**Study Designs**

The essence of the experimental approach is a comparison – between one group of individuals who received an intervention and another who did not. In an ideal situation, the participants in the two groups are as alike as possible before the intervention (which is why randomisation is used in an effort to achieve equivalence), so that any differences observed later can be unambiguously attributed to the intervention and nothing else.

However, although the two-group, intervention–control study design is ubiquitous, it is far from unique. Books on research design dating back over several decades have described many increasingly complex designs [20], and we will discuss some of the more common variants.

**One Group: Pre-test–Post-test and Post-test only**

A recent review in medical education showed that a single-group pre-test–post-test design was the most commonly reported experimental methodology (32% of 105 studies) followed by a one-group post-test only design (26%) [8]. It is easy to see why this is the case. These designs can easily be incorporated into an ongoing curriculum or course change. All one needs to do is teach something to students taking the course and measure them at the beginning and the end. By contrast, comparisons with a control group require identification of a comparable control group of participants who will volunteer to be tested but will only receive a sham intervention or none at all. Regrettably, one-group designs, labelled ‘pre-experimental’ by Campbell and Stanley [20], have very limited scientific value. The problems are myriad. Logically, there is no way that whatever changes are observed from beginning to end can be ascribed to the intervention as opposed to competing hypotheses such as maturation, co-intervention, or any number of other plausible explanations.

Further, while the logical flaws may appear parochial, there is a more fundamental educational problem. If one shows a change in performance before and after an intervention, the comparison is against zero change, which implies a comparison against no education at all. While it may well be useful to determine whether, for example, a homeopathic remedy has any effect whatsoever [21], we can pretty well assume that an hour or two of education is going to result in more learning than none – although not always [22]. In the end, a demonstration that students learnt something after a course reveals nothing about the contribution of any specific aspect of the course.
Two Groups: Randomised Controlled Trials and Cohort Studies

This difficulty with identifying a causal agent in one-group designs naturally leads to RCTs. The standard RCT involves randomising participants to two groups, so that at the end of the study the only difference between the two groups (except for chance variation) should be that one group received one intervention and the other did not (or received a second intervention). Randomisation is intended to ensure equivalence at inception; standardisation of interventions facilitates interpretation; blinding avoids bias as does complete follow-up, and so on. In this manner, if a difference is observed, it can unequivocally be attributed to the intervention alone short of the omnipresent influence of chance.

The criteria in Box 28.3 are easy to understand but much more difficult to put into practice. Some aspects, such as random assignment, are not too difficult. Blinding of participants, however, so they do not know what educational intervention they received, is effectively impossible. Indeed, if a student does not know whether he or she received problem-based learning (PBL) or lectures, one would worry about the student, the intervention, or both. Standardisation is much easier with drugs than curricula – what does 300 mg of PBL t.i.d look like? We might recall that teacher differences typically account for twice as much variance in learning as curriculum differences, and it is not clear how one standardises teachers [23].

Let us critically examine these aspects in more detail, and in doing so, identify the art of the possible.

Randomisation, Quasi-randomisation, and Intact Groups

One methodological sine qua non of the experimental approach is randomisation, assignment to groups using a random process. But randomisation is difficult to achieve at times – a student may sign up for the Tuesday tutorial because he or she plays piano on Monday, and may not take kindly to a Monday tutorial assigned by a random number. We forget that randomisation is a means to an end; if students select a tutorial or a hospital rotation in some manner that is highly unlikely to have an impact on their ultimate performance, what we might call ‘quasi-randomisation’, that may well be good enough. Further, safeguard against bias must scale against the likely size of the treatment effect; if the treatment effect is large, concern about bias can be reduced. Lipsey and Wilson [24] analysed 319 systematic reviews of educational and psychological interventions and showed: (i) an average effect size of 0.45 (effect sizes of clinical interventions are much smaller; one study of aspirin in preventing myocardial infarction had a computed effect size of 0.02) [25] and (ii) no influence of randomisation on effect size; the effects were of equal magnitude (on average) whether randomisation took place or not. Under such circumstances, the potential bias from ‘quasi-randomisation’ is negligible.

Sometimes randomisation of individuals is just not possible. Students are in one section or another of the course; they are assigned to one hospital or another. A variant of randomisation to deal with this situation is called ‘cluster randomisation’ – where clusters (e.g. classes) are assigned to one treatment or another. Note that the analysis must account for clusters, and this may have an impact on sample size.

On the other hand, many studies use intact groups – turning them into what epidemiologists would call cohort studies (which we will discuss later). As one example, many studies have looked at PBL versus lecture-based curricula. Most of these studies involved between-school comparisons. A few studies, usually from the 1970s, involved within-school comparisons, where the school ran a parallel track. Fewer still randomised students to the two tracks. In considering any differences that emerge, between-school comparisons must be viewed with caution, because different schools differ on myriad variables, from the admissions criteria to the cost of tuition. Within-school comparisons may be better, although often students were selected using different criteria in the two tracks or may have self-selected one track or another. Thus, the finding that PBL students have better interpersonal skills [26, 27] must be tempered by the likelihood that the PBL school may well select students for interpersonal skills, or that students with good interpersonal skills may prefer the small group focus of the PBL track [28]. More recently, Schmidt et al. have provided empirical data suggesting that the PBL intervention might alter drop-out rate, leaving groups at the end of the programme that are no longer comparable even were randomisation at the start perfectly effective [29].

The conclusion about allocation is a conditional one. In some circumstances there is a good likelihood that non-random assignment can be viewed as equivalent. In others, this may lead to serious confounding. To make an informed decision about which is most likely to be the case, researchers should gather as much information as possible on dimensions relevant to the question of interest from both groups and judge whether or not differences exist that are strong enough to account for differences observed in the outcome.

**BOX 28.3 FOCUS ON:**
The randomised controlled trial

The randomised controlled trial has only a few critical elements:
- it usually has two groups (occasionally more)
- participants are randomly assigned to each group
- the study is conducted prospectively
- all study participants are blinded to what group they are in
- the intervention(s) are standardised and under experimenter control
- outcome assessment is performed blind on all participants (i.e. the person collecting the data does not know to which group the participants were assigned)
- complete follow-up of participants is achieved.
**Placebo or Usual Care**

The choice of control group in educational research is rarely given sufficient attention. This is hardly surprising. Programme evaluation is often initiated by someone who has put time and energy into a new curriculum, course, or learning module. It hardly seems worth the effort to now put equal time into a second intervention that is only there for comparison. Consequently, it is often the case that students receiving the innovation are compared with students at another hospital, say, who receive the regular instruction – what epidemiologists may refer to as ‘usual care’. A variant is where the intervention is made available to some students but not others.

Such comparisons may be of limited value, regardless of how well other methodological criteria are achieved. If usual care consists of, for example, lectures that are examined to ensure that the same content is covered, this is fair. If, however, the intervention amounts to a greater amount of time spent studying the to-be-learnt material relative to the control group (a situation that often arises when one simply adds the innovation, such as a high-fidelity simulation, to the curriculum in the treatment arm), then we again find ourselves in the awkward situation of concluding simply that the more they study, the more they learn. From a scientific perspective, a ‘usual care’ group is about as valuable as none at all, unless the specific aspects of the control intervention can be described as accurately as the experimental arm. Similarly, comparing two groups where one had access to additional resources and the other did not amounts to comparing \((A + B)\) to \(A\); again it amounts to a ‘no treatment’ comparison.

It is far more informative to compare two experimental interventions where it is possible to standardise for total time of instruction, quality of instruction, or other confounders. As one excellent example of how this strategy would work, Cook [30] has discussed the many studies of e-learning and argued for studies that make comparisons within medium (e.g. both arms of the study use the computer) so that pedagogical variables can be systematically manipulated (i.e. controlled) and the specific medium is not confounded. In deciding on a comparison, one must be careful also to avoid over-controlling the study by equating the two groups with respect to the very variables that are likely to make a difference. The literature on class size, in trying simply to test the impact of size, is a case in point; many studies control the very features of small class discussions (e.g. the opportunity to interact with the professor) that may yield benefits [31].

**Blinding**

As we said before, one criterion of a good RCT is that all participants – teachers, students, and researchers – are ‘blind’ as to who is in which group. It may be possible to have outcome measurement performed with blinded assessors or with objective tests; however, it seems highly unlikely that students and teachers will be blinded. But the issue is broader than that. Implicit in the experimental method is that the participant is an ‘object’, whose motivation and ability is under experimental control. Orwell’s vision of 1984 was never achieved, fortunately, and we are left with students who are unlikely (in the extreme) to knuckle under to a researcher’s whims. Does this negate the experimental agenda? Not necessarily. But it does ring a cautionary note. To ensure the validity of the study we must make some calculated guesses about the effect of the inevitable unblinding. Failure to do so may lead to false interpretation. As one example, all medical students in North America are highly motivated to pass the licensing examination, for obvious reasons. Consequently, it makes little sense, in our view, to use a licensing examination as a criterion to evaluate a PBL curriculum because student performance on the licensing examination is likely to reflect many hours of study activity unrelated to the curriculum. The outcome may be of interest if it shows a difference, but the numerous studies showing no difference add little to our understanding, and are certainly no basis for any claim of equivalent curricula.

**The Perils of Pre-tests**

One variant on the RCT is a two-group, pre-test–post-test design. The usual reason for considering a pre-test, to correct for baseline differences, turns out not to be logically defensible, and the potential side effects of a pre-test often go unrecognised. The issues surrounding use of change scores are quite complex, and we can only highlight some [32].

The problem with baseline differences is this. If the two groups were created by random assignment, then any difference between groups arose by chance, and to some extent can be adequately dealt with by statistical procedures, which explicitly examine the role of chance in any observed difference. Pre-tests may serve a useful role in identifying whether or not there are baseline differences that should factor into one’s interpretation; however, if this is a consequence of non-random allocation, no amount of pre-test correction can control for such differences, simply because any correction involves strong assumptions about the relation between pre-test and post-test. In education, pre-tests have one further serious liability. There is no better way to inform students about what the final test will look like than to give them a parallel pre-test. The pre-test becomes part of the curriculum and has the potential to completely eliminate curriculum differences. In fact, the pedagogical value of testing has become a topic of considerable research in medical education in recent years. Using exactly the same test, both pre- and post-intervention simply magnifies the concern, as highlighted by Larsen et al.’s findings [33], which suggest that the material one is tested on becomes particularly memorable (a phenomenon known as test-enhanced learning or testing effects). One solution that explicitly recognises this issue is called the Solomon Four Group Design. In this design there are four groups:

- pre-test, intervention, post-test
- pre-test–post-test
- intervention–post-test
- post-test.

It is then theoretically possible to disentangle the effect of pre-test from the intervention itself.
Outcomes: Self-assessed versus Performance-based, and Short-term versus Long-term

The choice of the appropriate outcome is perhaps the most difficult part of study design. It almost inevitably represents a compromise between what would be assessed in an ideal world and what can reasonably be assessed with the inevitable constraints of time, money, and acceptability. Moreover, the simple fact is that many outcomes of interest in education (like the CanMEDS roles that have been broadly adopted) are theoretical constructs rather than absolute objective entities [34]. Of course, we would like to show that ultimately the educational innovations we are studying have an impact on patient outcomes, and editors of four journals in the field have argued that this is a goal to be seriously entertained [35–38]. But realistically, with rare exceptions [14], few studies will last long enough to examine patient outcomes. In any case, we agree with Gruppen [39] that such a quest is ill-advised for the more fundamental reason that there are so many intervening variables between educational treatment and patient outcome that it is unlikely any educational intervention will lead to detectable differences.

There is, however, another reason to seek more immediate measures, which aligns with the philosophical commitment to theory-based, programmatic research. While demonstrating that an intervention leads to a (small) increment in performance in, say, a final exam or a licensing examination may be of some practical value, these outcomes are subject to so many confounders that they are unlikely to reveal a cause–effect relationship with the intervention. It is helpful to think of a causal chain where an intervention at each level will have maximal effect on proximal outcomes, and less impact as the chain lengthens. (It is possible that the effects are additive or even multiplicative – the rich get richer – but this appears unlikely in the situations we have examined.) For example, if an intervention can be shown to improve knowledge levels in the first year of medical school and first-year performance is shown to be predictive of clerkship performance, clerkship performance is found to relate to scores received on a national licensing exam, and so on, then we can develop a richer picture of what variables have an impact at each stage, and make more informed decisions regarding the educational activities that should be undertaken. Our recent work on testing the validity of various admissions procedures provides an example of this approach [40]. As an aside, while it is difficult to show enduring effects of curricula, some recent studies have shown that individual differences in students, either in performance or ethical behaviour [14, 41], may have long-term effects that are consequential.

A second issue to consider when deciding on outcome measures is the source. Satisfaction scales, completed by learners, are ubiquitous as measures of programme effectiveness, probably because of their ease of administration. However, it is difficult to imagine how someone who has spent the time and money to take a course would perceive that they had learnt nothing and it was all a waste – even though some highly touted courses are exactly that [42]. Satisfaction with teaching is moderately related to performance gains [43]; however, this may be a chicken–egg phenomenon as the strongest relations result when students know their scores. Worse still, self-reported judgements of competence have been shown repeatedly to have minimal relationship with observed competence [44–46], thereby making it important that self-assessments are not used as surrogate markers of an individual’s performance. That said, recent data do suggest that consideration of self-assessments in the aggregate (i.e. averaged across many individuals) can offer reliable information regarding which aspects of an educational intervention (i.e. a curriculum) have been particularly effective in yielding performance improvement [47].

The optimal choice must be a measure that, on the one hand, is sufficiently close in time and context to be sensitive to intervention effects and to permit causal inferences, but is sufficiently relevant, in some absolute sense, to be viewed as a valid and important outcome. This latter point requires careful consideration, consultation, and pilot testing to ensure that one is looking at outcomes that are likely to represent the changes that could conceivably be occurring. Again, one should use both theory and experience to interpret whether the intervention is likely to impact upon measures of affect, behavioural outcomes, or cognitive indicators of ability (the ABCs of outcomes). Finally, note for now that the measures must be psychometrically sound, with proven evidence of reliability and validity. We will have more to say on this topic in the next section.

Three or More Groups and Factorial Designs

Apart from feasibility, there is rarely any reason to restrict a study to only two groups. Certainly, when one abandons the simplistic approach of a placebo or usual care control and seeks better explanation through systematic manipulation of a number of independent variables, there is good reason to consider multiple groups. Analytical methods are straightforward: analysis of variance (ANOVA) followed by some post-hoc procedure. The primary disadvantage is that each additional group requires an additional sample of participants. However, an alternative design strategy, using ‘factorial designs’, has the remarkable property that one can address multiple hypotheses with very small penalty in sample size. An example is a study of e-learning in brain anatomy by Levinson et al. [48]. There were two variables: key views (front, back, top, section) versus multiple views (where the visualised brain could assume multiple positions) and active versus passive control over the presentation (one group had control over the time the computerised image was presented in each of the various orientations, the other did not). This made four groups:

- active–key
- active–multiple
- passive–key
- passive–multiple.

These four groups can be thought of as lying within a 2 × 2 table (Figure 28.2).

Now, suppose that 25 students are in each group. The data would be analysed with a two-way ANOVA, giving a significance test for active versus passive based on two groups of 50, key versus multiple based on two groups of 50, and the interaction between them (i.e. whether or not
the effect of active versus passive control is the same for both levels of the views variable), based on four groups of 25. In terms of the two main hypotheses, the comparison is virtually as powerful as the test using only two groups with 50 subjects per group.

Further, one cannot assess an interaction without including both variables in a single research study, and the interaction is often where the most interesting findings lie. Such was the case in the Levinson study in that the best group was the passive–key view participants, the worst was the passive–multiple view participants, and the two active groups were intermediate with respect to their performance at test.

This is the simplest of factorial designs. In our view, these designs, with their capability to examine multiple hypotheses simultaneously and to explore interactions among variables at almost no cost in sample size, are underutilised in education research.

**Sample and Effect Sizes**

Given that the previous section argued for the value of multifactorial designs, in part on the basis that one can get more information with very small penalty in terms of sample size, it would be remiss of us not to include an answer to the ubiquitous question of ‘How many people do I need?’ Of course, questions are usually ubiquitous when the answer is ‘it depends’, but we will provide an indication of what it depends on by highlighting issues that should be considered when engaging with experimental research paradigms.

There are two central issues to take into account in determining the required sample size. The first is statistical and is related to the concept of ‘power’ alluded to in the last section. In educational research, there is always variability related to differences among learners. Some students will learn more than others. Regardless of whether one is learning via large-group lecture or small-group tutorial (to name one example of a comparison that has been made ad nauseum) there will be variability in the amount learnt, and the distribution of one group is likely to overlap (often substantially) with the distribution of the other group. As such, statistics are required to determine the probability that the differences observed in the mean scores achieved by both groups are unlikely to have arisen simply by chance. The standard of ‘$p = 0.05$’ means that the likelihood that an observed difference (or association, as we will discuss later) arose due to chance is less than 5%, so the odds are good that the intervention, and not random variation, resulted in the differences between the groups. Because it is based on probabilities, the conclusion is fallible – one can falsely conclude that there is a difference when there is none.

‘Power’ reflects the opposite concern; concluding that no difference exists when in fact there is an underlying effect of the intervention. It is the probability that a study has a large enough sample to detect an educationally important effect. Specific calculations for sample size are beyond the scope of this chapter as the formulae differ depending on the statistical test one needs to perform, but it should be noted that in all cases sample size calculations are dependent on predictions of how large a difference and how much variability in the sample one would expect. The predictions should be based on the best information available, but inevitably the calculations will be guessestimates to some degree. If one is able to find a statistically significant difference, however, then by definition the study was sufficiently powered (i.e. had a large enough sample size). One could debate the representativeness of the sample and whether or not the effect might disappear with greater sampling, making replication an invaluable strategy for confirming the accuracy of the results, but whether or not the study had sufficient power (i.e. was statistically ‘big enough’) is not debatable. Power calculations are only relevant before a study has ended or if significance was not obtained, but, like sample size calculations, these require an assumption of the magnitude of difference one wanted to detect. Big differences require smaller samples than small differences.

The second issue to consider is implicit in the preceding discussion. Very large samples can yield the opposite problem to small samples. An intervention can have a statistically significant effect even if it is of no practical importance, simply because the study had a very large sample size. For this reason, it is wise to consider not only the statistical significance, but also the size of the effect, typically defined as the difference between group means divided by the standard deviation (see any statistical text for more detail). The larger the effect size, the easier it is to argue that the findings are ‘clinically important’. By convention, effect sizes of 0.2, 0.5, and 0.8 (i.e. differences that amount to 20, 50, and 80% of the standard deviation) are considered small, medium, and large [49].

**Summary**

For many, experimental research is held up as the gold standard for which we should strive when addressing all research questions. Clearly this is simplistic, but it is true that experimental designs, when applied appropriately, can have great impact on our ability to understand the extent to which causal relationships exist between variables (i.e. if one variable changes, does it cause another to change?). But such inferences rarely arise from curriculum-level interventions, which contain many variables and covariates. It is often more informative to design a series of small-scale experiments that tease apart the active ingredients, thus building knowledge of which elements are critical for learning. However, when one is interested in testing the relationship between naturally occurring variables that cannot easily be manipulated, then methodologies drawn
from the epidemiological or correlational traditions may be more appropriate, as discussed in the following sections.

**The Epidemiological Tradition**

The term ‘RCT’ has been used repeatedly in this chapter, referring to what is commonly viewed as the optimal experiment, in which subjects are randomly assigned to different groups that receive different treatments, and are then compared on some outcome measure. The RCT has a position of honour at the top of a hierarchy of research designs derived from epidemiology. While other designs in this hierarchy are rarely explicitly used in educational research, they may occasionally have a very useful role, as we shall point out.

Because many epidemiological investigations are based on a dichotomous outcome (dead or alive, improved or worsened, diseased or disease-free) as well as a dichotomous classification at inception (drug/placebo, risk factor present/absent, e.g. smoker/non-smoker), the easiest way to think about these designs is as a 2 × 2 table.

We have already discussed the RCT, the design of which is shown in Box 28.4. Respondents are randomised to rows (i.e. to the drug or placebo group) and the outcome (the columns) is tabulated. A cohort study looks the same, except that participants are not randomised to the two groups; rather, they are members of each cohort as a result of processes beyond the experimenter’s control and, as such, the word ‘intervention’ should be replaced by ‘exposure’ or some other descriptor appropriate to the particular focus of the study.

**BOX 28.4 Randomised controlled trial study design**

A case–control study can be illustrated in the same way, but the method of allocation runs in the opposite direction. Cases are selected by the outcome – they had the disease, or they failed the examination – and controls are selected by who did not have that outcome. The study then looks back to determine whether the cases were more likely to be exposed to some risk (e.g. smoking or PBL). A case–control study, therefore, looks the same as the RCT with the exceptions that:

- the rows are better labelled as risk factors (present/absent)
- subjects are assigned to the columns rather than by the rows as the researcher looks for different rates of risk factor across the columns.

Many studies of PBL versus lecture-based curricula can be classified as cohort studies, because students are in one cohort or the other through non-experimental factors such as self-selection or differential admissions policies. They may then be followed forward to determine, for example, success rates on licensing examinations or acceptance into primary care residency programmes. One example is the study by Woodward et al. [26] of billing patterns of McMaster graduates matched to graduates from the rest of Ontario.

The important study by Papadakis et al. [14] of predictors of disciplinary action by a medical board is a good example of a case–control study. They identified a group of cases: 235 graduates from three medical schools who had some kind of disciplinary action as physicians and matched them to 469 controls, who were comparable demographically (i.e. were matched), but who had no record of disciplinary action. They then looked back at both groups’ undergraduate records to determine whether they had episodes of unprofessional behaviour in medical school, and found that 92/235 cases (39%) revealed problems as a student, whereas only 90/469 controls (19.2%) revealed similar issues. One must consider base rates to determine the consequences of acting on such differences [50], but these compelling findings draw appropriate attention to the types of behaviour that should be considered in the context of professionalism.

**Summary**

Perhaps ironically, the most applicable study design from this hierarchy is the last. There are many examples of studies that resemble cohort studies or RCTs, and it is not particularly helpful to single these out with a new label. However, the case–control study is uniquely useful in situations analogous to its application in clinical medicine, where the outcome is categorical (disciplinary action: yes/no), the prevalence of the outcome is low, and the time delay until it occurs is long. Because it is usually retrospective, the case–control study may well be the only, or at least the most efficient, response to the concern to link educational interventions to patient outcomes; any alternative is likely to be too large, too costly, and too inefficient to show any yield (Box 28.5) [41].

**The Psychometric Tradition**

As alluded to in the last section, the RCT is frequently held up as the ‘best’ research design with accompanying consternation regarding how few studies in medical education use an RCT. Such an attitude is, in our view, amazingly myopic [17]. One need not leave the quantitative domain to recognise that many of the most important questions and issues in the field cannot, and should not, be addressed with an RCT or, for that matter, any other experimental or quasi-experimental design.

Arguably, the most significant advances in our field have been in assessment, where medical education has, quite literally, led the world [51] in developing authentic, yet psychometrically defensible, measures like the Objective
Structured Clinical Examination (OSCE) [52]. Assessment methods are analogous to diagnostic tests, designed to identify those who have a lot or a little of the characteristic of interest, and perhaps to eventually create a cut-off to label a disease, in this case, ‘incompetence’. Just as the starting point in developing a diagnostic test (e.g. a new radiographic procedure) is to assemble a group of patients, administer the test, and look at (i) inter-rater agreement and (ii) relation to some other measure of the same characteristic, we would set about testing a new assessment method by assembling a group of students, administering the test, and examining reliability and then validity. Any radiologist who introduced a new diagnostic procedure by conducting a multi-centre trial to see whether patients who had the test lived longer before they first proved that radiologists had adequate inter-rater agreement and that the test results converged on other measures of disease would be at risk of psychiatric referral. Similarly, while we might like to eventually use an experimental method to show that students who get a new assessment method eventually perform better than those who are assessed using some conventional method, this is hardly the first step.

Because so much research in medical education is directed towards the development and testing of assessment methods, this section is devoted to a discussion of basic issues in psychometric methods. The discussion is necessarily brief; for a substantial elaboration, we refer you to Streiner and Norman [53].

Basic Concepts
Psychometric methods are designed to ensure that data are sufficiently trustworthy to enable appropriate interpretation and accurate decision-making. Medical educators and the lay public are bombarded with ‘data-based’ claims every day, but it goes without saying that not all such claims should be treated equally. Most threats to validity require us to formalise this intuitive scepticism and devise ways to test whether or not our measurement instruments are indeed measuring what we intend them to be measuring.

These strategies can be applied to any number of domains, including but not limited to assessments of the quality of admissions decisions [54], research into the relation between personality and professionalism [55], or use of a questionnaire to measure the extent to which learners demonstrate self-directed learning [56]. In each case it is easy to collect information and make decisions, but much more is involved in determining whether or not those conclusions stand up to proper scrutiny. To understand this statement it is of course necessary to define ‘proper scrutiny’. For any measurement instrument to provide useful information, be it an objective indication of some physical state (as would be measured with thermometers) or a subjective claim about a more ethereal construct (like one’s perceptions of one’s own abilities), it is necessary to ensure that the tool satisfies the four ‘-ities’ of good measurement:

- feasibility
- acceptability
- reliability
- validity.

The first two need no explanation in that it seems fairly straightforward to suggest that a tool should only be used to the extent that it can be used (feasibility) and to the extent that people will use it (acceptability). How to assess these ‘-ities’ requires some thought; part of acceptability, for example, entails demonstrating that the measure does not show undue bias against particular subgroups of the population. However, it is the latter two -ities that likely require elaboration. Before we begin, a disclaimer: while we will discuss the psychometric properties of measurement instruments, we do so simply for the sake of useful shorthand, as it is inaccurate to make acontextual claims about such properties in relation to any instrument. That is, the utility (see Chapter 20) of an instrument is based entirely on the population and context within which the instrument is to be used. While a grading system based on sad and smiling faces might be appropriate for school-age children, it is unlikely to be accepted in the context of national licensing exams in medicine; a survey that asks people to answer questions about their sexual activity levels may elicit accurate responses in some respondent cohorts, but may not be answered (and may cause offence) in others; a clinical skills examination that requires blood pressure to be taken may discriminate among beginner medical students but may be useless with medical residents. As we will see, these contextual variables can have significant impact on the assessment of reliability and validity.

Reliability
Reliability may be the most misused word in all of medical education. It does not mean agreement (although agreement is relevant), it does not mean variability (although variability is relevant), and it is not indicated by consistency of mean scores calculated for a group of individuals (although one would expect such consistency if the tool is reliable). Reliability is a statistical term indicating the extent to which a measurement instrument consistently differentiates between individual subjects of interest. The subjects may be learners, teachers, courses, schools, survey respondents, or any other group of individual entities. As attempts to differentiate between students are most common within our community, we will use that domain as an example.
Were one interested in developing a tool to assess knowledge of professional responsibilities, it would not be hard to generate items that result in variability of responses. That, in fact, would be a predominant goal as, presumably, if everyone were to provide the same responses there would be little reason to administer the test. That variability, however, could be attributable to any number of factors. Our hope is that scores on the test reflect true or consistent differences between students, with respect to their knowledge of professional responsibilities. Some portion of the variability, however, will be attributable to error of measurement because systematic biases and random forces can be expected to impact on the scores assigned to students.

While there are an infinite number of sources of error, the primary question is how much of the variability in scores can be attributed to error in relation to actual differences between the students? In other words, if we were to re-administer the test (or have different examiners rate the responses or use a parallel test), how consistent would individuals’ scores be from one administration to the next? Mathematically, the simplest way to represent this concept is with the following equation:

\[
\text{Reliability} = \frac{\sigma^2_{\text{subjects}}}{\sigma^2_{\text{subjects}} + \frac{\sigma^2_{\text{error}}}{n}}
\]

\(\sigma^2\) is the conventional symbol used to express variance, so the numerator (the top line of the fractions) indicates the amount of variance attributable to differences between the students themselves and the denominator (the bottom line of the fractions) represents the total variability observed in the scores. This equation is not presented to scare away the innumerate, and we will not elaborate here on how one would calculate reliability. Rather, the formula is presented because it enables us to illustrate some fundamental points about reliability and, in turn, research in the psychometric tradition (see Box 28.6).

---

**BOX 28.6 FOCUS ON: Reliability**

- **Reliability is not a fixed property of the measurement instrument.** If a test of professionalism knowledge, as described earlier in this chapter, is designed to provide an assessment of second-year residents, then its reliability (i.e., its ability to consistently differentiate between subjects) must be tested on a sample of second-year residents. To recruit a more heterogeneous sample (e.g., by enrolling first-year undergraduates and practising ethicists) will result in artificial inflation of the numerator, and as a result, artificially inflated estimates of the reliability of the tool. Researchers must make a concerted effort to specify the context within which they want to use their instruments and test by recruiting a sample of respondents representative of those working in that context.

- **Repeated measurement across the variables of interest is required to estimate the reliability of a tool.** If raters are liable to disagree about the strength of a student’s performance, then multiple raters should be asked to rate the student’s performance. If performance varies across the cases (content specificity), then students should be assessed on multiple cases. Simply administering a test and revealing that the scores are normally distributed tells us absolutely nothing about the extent to which the tool consistently differentiates between subjects because the variation can result from true differences between students or measurement error.

- **The more observations per individual one is able to average across, the more reliable the instrument will tend to be.** The \(n\) under the error term represents the number of observations collected (be they from multiple test questions, multiple raters, multiple administrations of the exercise or some other source of error variance). An average over multiple observations provides a better estimate of the amount of the construct held by the individual than any one score because random positive sources can cancel out random negative forces. Of course if a particular source of variance does not contribute error to a particular measurement, averaging across multiple observations collected across that source will have no impact (dividing zero by anything still leaves one with zero). An important aspect of psychometric analysis, therefore, is to determine how many observations one must collect for the total to achieve reasonable levels of reliability – if the answer is too many to be feasible, it suggests that the tool should be modified or abandoned.

- **A tool that does not discriminate is useless for assessment.** There may be other aspects of utility (specifically, motivating individuals to engage in desired study behaviour – an educational impact) that warrants use of a particular measurement instrument, but generally, claims of utility rely on evidence of reliability and, if everyone receives the same score, from an assessment perspective one may as well assume the result and do something better with one’s time than administer the test.

- **Claims that the mean score of a group did not change over time (or across raters) provide no evidence of reliability.** One would find a stable mean even if the rank ordering of individuals within the sample perfectly reversed from one test administration to the next (i.e., if there was absolutely no consistency in the scores assigned and, as a result, all variance could be attributed to error). A random number generator can be expected to result in equivalent means on different occasions, but random number generators can hardly claim to provide reliable measures of performance.

- **Occasionally, the claim is made that reliability of a measure is irrelevant because validity is more important.** Such a statement is simply illogical. One can view reliability as the correlation between a measure and itself (on repeated occasions). One aspect of validity expresses the correlation between a measure and some external (preferably ‘gold’) standard. It is axiomatic that a measure cannot correlate with something better than it correlates with itself. Hence, reliability is not dissociated from validity; instead, it sets an upper limit on possible claims to validity. And, in fact, modern models of psychometrics consider reliability to simply be one aspect of validity [57].
Within the psychometric tradition, readers of educational journals will also encounter the notion of generalisability, a close cousin of the concept of reliability. Generalisability theory is a way of expressing the extent to which the scores assigned to individual subjects generalise to the scores assigned in another context (with another rater, at another time, etc.) [52]. If that sounds familiar, it is because generalisability theory is simply an extension of classic test reliability theory that provides the mathematical infrastructure to enable multiple sources of error variance to be considered simultaneously. The fundamental advantages are that one need not complete multiple studies to assess the relative error contributions of multiple variables and that, as a result, one can determine the relative benefits of increasing the number of observations collected across one variable relative to the benefits that can be gained by increasing the number of observations collected across another.

**Validity**

Historically, most descriptions of validity have used one taxonomy or another to differentiate various ways in which one can consider the trustworthiness of a set of ratings [58]. Content validity is considered to be the extent to which the items in a tool adequately sample the domain of interest without extending beyond it (i.e. are the questions sufficient and relevant?). Criterion validity refers to the extent to which the measure correlates well with another measure of the same underlying construct. Construct validity indicates the extent to which the scores derived from the instrument align with expectations based on understanding of the underlying construct that the tool was intended to measure (e.g. a new measure of height should result in higher scores for basketball players relative to jockeys). Other taxonomies have been used, but in our minds it is all just validity (i.e. an indication of whether or not the scores derived from the use of the instrument vary in conjunction with the extent to which the amount of construct in the individual being measured varies). In fact, some have argued that reliability is simply one aspect of validity rather than a separate concept, the argument being that if the amount of underlying construct is not expected to have changed across administrations of the instrument, then the scores should not change either [59]. The various taxonomies that have been published may be useful to generate ideas as to how the validity of an instrument can be tested, but one should not allow the taxonomy to distract from awareness that proper validity testing requires systematic study, preferably with a variety of methodologies.

That said, one aspect of what Messick calls ‘consequential validity’ is worth highlighting [58]. Any time we put in place an instrument to assess students, we must worry about the extent to which the measurement instrument has an impact on behaviour. Assessment has long been known to have a steering effect on the learning activities of students [60]. As a result, to ensure the utility of an assessment instrument it is necessary to engender a match between the learning activities one hopes to promote and the learning activities stimulated by the tool [60]. As these five principles of good measurement (the four ‘-ities’ and educational impact) that form a tool’s utility do not always align (and, in fact, often run counter to one another), it is almost inevitably necessary to decide on an appropriate compromise, the balance of which should be determined by the specifics of the situation.

Most will start their study of the validity of an instrument by testing its reliability as described above, for the simple reason that if a tool is not reliable, it cannot be valid. For example, in studying the consistency of ratings provided to medical school applicants during panel-based interviews, Harasym et al. [61] noted that over 50% of the variance in scores could be attributed to the person doing the interview, thereby fundamentally calling into question both the reliability and the validity of the panel-based interview process, as that process is intended to provide information on the quality of applicants, not the stringency of the interviewers.

However, reliability is insufficient. Just because something can be measured consistently does not mean that the measurements are valid. It is easy to measure the circumference of an individual’s head in a consistent and reliable manner. Those data, however, are completely useless if one is trying to assess the empathy levels of the subjects given that phrenology was discredited a century ago [62]. A more direct example comes from the literature on OSCE testing formats. As most readers of this chapter will be familiar with the OSCE, we will note simply that it is a ‘bell ringer’ type of examination in which examinees interact with multiple patients in sequence while striving to demonstrate their clinical skills. The ‘O’ in OSCE stands for ‘objective’, to indicate the initial idea that one could evaluate performance by generating a checklist of appropriate behaviours and noting which were undertaken by the examinee. Indeed, such checklists have been shown to robustly provide very reliable measurements of individuals’ performance [63]. In various studies, however, they have been seen to bear no relation to experience, an important variable if one wants to make claims about measuring ability. In contrast, global ratings of performance do tend to correlate with experience levels, suggesting that while checklists may provide a valid measure of comprehensiveness, subjective judgement provides a more valid measurement of clinical expertise in many domains [64, 65].

One could go on ad nauseam about the variety of methodologies that can be used to study validity. Comparing average scores received by different groups that can be anticipated to differ in amount of the construct, correlating individual scores with other continuous variables that are expected to be related to the underlying construct, and examining the change in scores that takes place after an intervention expected to change levels of the underlying construct provide three broad classes of approach that might be adopted. Interesting examples include the work of Tamblyn et al., which revealed a relationship between performance on the Canadian licensing examination and professional behaviours during practice as a physician [41]; the work of Ramsey et al. [66], which revealed that specialist certification based on multiple-choice testing is predictive of peer ratings 10 years into practice; and the work of Davis et al. [46], which has continued a line of inquiry that casts doubt on the validity of self-assessments as indicators.
of performance. In fact, many of the methodologies included in other sections of this chapter (as well as those not included) could be deemed strategies for testing validity.

Instead of trying to generate a comprehensive list of strategies, we will close this section by simply noting that one can rarely expect to prove validity in any absolute sense. It is important to test validity because claims that a measure provides information that should be allowed to guide decision-making rest on the balance of evidence. In essence, validity testing is theory testing: each new test that reveals a positive result supports both the theory and the validity of the instrument, but each new test that reveals a negative result should lead one to question (and study) whether the theory is incorrect or the tool provides an inadequate measure of the construct.

Summary
The overarching theme of research undertaken within the psychometric tradition is that researchers, educators, and clinicians, and the lay public for that matter, need to strive to be sure that the data that guide our thinking and decision-making are sufficiently trustworthy to warrant using them to draw conclusions. This is not simply an academic issue, as too often people’s lives are altered (by admittance to/rejection from/advancement within their chosen profession, by decision-making within the legal system, or by personal life/marriage counsellors) on the basis of ‘data’ of dubious validity. Ensuring the validity of one’s research instruments and assessment strategies is an ethical imperative [67]. It is not easy and there are certainly factors that need to be considered beyond psychometric properties, but the methods and concepts outlined here hopefully provide a good start and, if nothing else, should provide a basis for reasoning about these types of problem.

The Correlational Tradition
A significant proportion of research in medical education is derived from survey questionnaires. These may cover a potentially vast array of topics, from intrapersonal issues such as learning styles or emotional intelligence, to observer ratings of achievement or other aspects of observable behaviour, to satisfaction measures. It would be unrealistic to attempt to cover this vast, heterogeneous, and complex field; instead this section will be devoted to a number of common issues related to scoring, research design, and analysis. Questionnaire ‘design’ is addressed by Lovato and Peterson in Chapter 30 of this book, but we would remind the reader that proper questionnaire-based research is not easy, and reliability and validity must still be ensured. In general, questionnaires are useful for systematically determining a large group of individuals’ perceptions and attitudes towards a particular issue they have experienced. Beyond that, however, one must always be aware of the limitation that people are notoriously bad at accurately judging the cause of their behaviour [68] or the adequacy of their own performance [45, 46].

Scoring
Quite commonly, responses from individual items are to be summed into a score. Much effort is sometimes expended to decide what weight should be given to each item comprising the score. As it turns out, an extensive literature dating back to at least 1976 is absolutely consistent – an equal weighting model, where all items are simply summed together, is as reliable and valid as any alternative [69]. There is one cautionary note: a simple sum assumes that the items are similar in means and standard deviations. It would be no more appropriate to add together items, some of which are binary (0 or 1) and some of which are on seven-point scales, than it would be to add an interview score based on seven-point scales to grades out of 100, or for that matter, to add weight in kilograms to height in metres as a measure of overall size. When the individual items are on different scales, the correct approach is to convert to Z scores

\[
Z \text{score} = \frac{\text{score} - \text{mean}}{\text{standard deviation}}
\]

before combining scales, but the combination should still retain equal weights.

One other point about scoring is that there is extensive debate about whether the scores assigned to the sorts of scale described here should be summed to calculate a mean given that, technically, the data are ordinal in nature (i.e. they indicate rank order without any guarantee of there being equal intervals between all pairs of sequential points) [70]. In practice, the parametric statistical tests that require interval-level data tend to be quite robust to deviations from normality [71–73] and their ease of application provides great advantage in most situations.

Validation
The validation methods described in the section on psychometric methods are appropriate for survey instruments and should be considered carefully to avoid making decisions based on survey data that might not be trustworthy for the purpose for which they were intended.

Analysis
The correlational approach is based on a search for relationships among variables, and analysis typically begins (and all too often ends) with every variable being correlated with every other, and then post-hoc stories being constructed around the few ‘significant’ correlations. The problem with the strategy is that researchers appear to forget the meaning of ‘\( p = 0.05 \)’ – the likelihood that an observed relationship of this magnitude could have arisen by chance if there was in fact no relationship. In other words, for every 20 correlations that are calculated, one will be significant by chance at the 0.05 level (actually, there is a 64.2% chance that at least one will be significant). It is worth noting here that this applies to any statistical analyses (see Box 28.7), including ANOVAs, t-tests, and other strategies that rely on p-values to determine whether or not the data can be accounted for by chance alone. An obvious solution to this ‘data dredging’ is to begin with a substantive theory about what
relationships are expected. At a minimum, this can direct attention to specific correlations rather than using a ‘shotgun’ approach. Further, as it is likely that the researcher will still be interested in more than one correlation, the critical $p$-value should be set at 0.05/$n$ where ‘$n$’ is the total number of statistical tests – a ‘Bonferroni correction’ [74].

A more sophisticated approach than correlations involves multivariate methods such as multiple regression, factor analysis, and structural equation modelling. Strictly speaking, the term ‘multivariate’ should only apply to a situation with multiple dependent variables. So multiple regression is a univariate procedure, factor analysis and structural equation modelling are multivariate. Multiple regression involves predicting a single dependent variable with multiple independent variables, e.g. predicting licensing exam performance with a combination of variables like undergraduate grades, gender, and Medical College Admission Test (MCAT) score. Factor analysis seeks underlying associations among clusters of variables, which are called ‘factors’. More sophisticated is the family of multivariate methods, including confirmatory factor analysis, hierarchical linear models, and structural equation models. In all these methods, the researcher begins with a theory about the relationship among variables (e.g. good tutors succeed by increasing motivation of students, and this, in combination with their prior achievement, predicts their final exam performance). Different causal models are fitted to the data set and the degree of fit computed. Challenges for these approaches include: (i) all of these methods are sample intensive, and the rule of thumb is that the sample size should be at least 5–10 times the number of variables; (ii) as the complexity of the model increases, it becomes less and less clear what it actually means to say that one model fits the data but that another model does not; and (iii) because it is unlikely that any two studies will use the same combination of variables, the concern remains that the causal theory, whatever it may be, is unique to the data set on which it is based.

Nevertheless, these approaches do represent a considerable advance over the mindless cranking out of dozens of correlation coefficients that is all too frequently the norm in correlational research. As in the discussion on effect size presented in the experimental studies section, we urge a focus on the correlation coefficient, not the associated $p$-value. With large samples, even small correlations (e.g. $r = 0.1$) can be statistically significant. The coefficient of variation ($r^2$), however, reveals that $r = 0.1$ describes a relationship that accounts for only 1% of the variance in the data. As a result, $r^2$ should always be used to judge the ‘clinical’ importance of a correlation.

**Cronbach’s ‘Two Disciplines’**

At the outset of this chapter, we pointed out that many research questions cannot and should not be answered with experimental designs. The methodology that is most appropriate, whether choosing between quantitative and qualitative designs or between experimental and correlational methods, is dependent on the question the researchers want to address. In promoting theory-based and programmatic research efforts, we advocate using a variety of methods to enable triangulation on a problem, thereby developing a richer understanding of the underlying relationships than any one methodology would allow. However, the choice is not quite as value-free as might be imagined. Lee Cronbach first recognised a fundamental duality in a classic paper published in 1957 [75] called ‘The two disciplines of scientific psychology’.

---

**BOX 28.7 FOCUS ON: Common statistical tests**

Statistical tests are based on two broad classes.

**Parametric tests**

Applied to data on which it makes sense to calculate means and standard deviations.

Tests used for comparing means:
- **t-test**: one independent variable with two groups, or two related observations (such as before–after).
- **ANOVA**: one or more independent variables, each containing two or more groups (‘levels’).
- **Repeated measures ANOVA**: a special case of ANOVA in which repeated observations are taken within an independent variable on the same subjects. Also used for reliability and generalisability studies.

Tests used for examining relationships:
- **Pearson’s correlation**: provides relation between two measured continuous variables.
- **Multiple regression**: provides relation between multiple predictor variables and a single continuous dependent variable.
- **Factor analysis**: provides relations (underlying factors) for a large number of related variables.

**Non-parametric tests**

Tests used for frequency counts:
- **Chi-squared**: compares proportions in two or more related categories (e.g. 2×2 tables).
- **Logistic regression**: provides relation between multiple predictor variables and a single dichotomous independent variable.
The essence of the dichotomy is as follows. Correlational methods, including psychometrics, are critically dependent on individual differences. It begins with the reliability coefficient, which is zero if everyone is alike (i.e. if there is no subject variance). If we want to examine the relation between some individual attribute, such as intelligence quotient or premedical grades, and some outcome, such as licensing examination performance, unless some students are high or low on each measure there can be no correlation. By contrast, if we were to do an experiment to see whether a supplementary course can help students achieve higher scores on a standardised admissions test, ideally we would like to begin with a cohort of students whose abilities, as measured by undergraduate grades, are exactly the same. To the extent that some students are already very good at biology, physics, etc. and others in the course have little knowledge or aptitude, this will lead to large variability in the scores of students in the experimental and control groups. This variability will, in turn, end up in the denominator of any statistical test designed to show that the treatment was statistically significant (i.e. will add ‘noise’ to the data).

To the experimentalist, any variation between people will dilute the chances of finding a treatment effect. To the correlationalist, the goal is explicitly to understand the differences between people. Thus it is literally the case that one person’s signal is the other’s noise.

Given this dichotomy, it makes no more sense to argue which is ‘better’ methodologically than to try to find evidence that red is better than blue, irrespective of the use to which the colours are to be put. They are not better or worse, except in relation to what one is trying to achieve; they are just different. The situation was nicely summarised recently by a wag who declared: ‘Randomised controlled trials are the best design of all to find out if a treatment works, and the worst design to find out who it works for.’

Reviews

As mentioned earlier, any primary research study will have flaws; even if the perfect study could be designed, there is no way to completely control for the powerful forces of random variation. As a result, it is important to consider the balance of evidence available when deciding how to use the information that has accumulated in the literature. This is the key reason that scholarly reviews of a field are so valuable – when done well, they synthesise the available evidence in a way that can refine readers’ understanding of the focal problem and help them better understand the implications of the literature for their own practices or their own knowledge-building research efforts. We have already noted that every research effort should be informed by a review of existing literature. Here we provide some insights into the creation and interpretation of more formal efforts, starting with systematic reviews, as they represent a form of review on which emphasis has been growing in recent years. Chapter 31 provides a more detailed description and discussion of various approaches to knowledge synthesis.

Systematic Reviews and Meta-analysis

In part as a consequence of the Best Evidence Medical Education (BEME) movement, initiated by Harden et al. [76], systematic reviews have become increasingly popular in the medical education literature. To some degree they epitomise the reductionistic approach to quantitative research – the goal is to determine the one number that best specifies how well ‘it’ works. Although many might assume that medical education has adopted the technology of systematic reviews from clinical research, where systematic reviews of, for example, the risk reduction for stroke from beta-blocker therapy are commonplace, in fact the path is more tortuous than that. The first proponent of systematic reviews and the accompanying meta-analyses were educational statisticians, Smith and Glass, whose 1977 article in American Psychologist [77] is usually cited as the first publication of the type.

What is a systematic review? The goal is, more or less, to identify all of the empirical literature on a particular question, and then use statistical methods to best estimate the effect (or non-effect) of a particular intervention in a way that is relatively free of bias compared with less comprehensive strategies. There are, therefore, three aspects of ‘systematic’:

- a systematic search for all the literature relevant to a topic
- a systematic review to select the subset of articles achieving at least minimal quality and relevance
- a systematic summary using specific statistical methods to arrive at the best estimate of the effect in question.

It is clear that these aspects, while equally important, are separable. First, careful computer algorithms to search electronic databases must be devised and then supplemented with manual searches. Once the key articles have been located they must be reviewed in detail to ensure methodological rigour, often using a detailed reporting form that enables a quality score for each study. Finally, each study is typically analysed to estimate an ‘effect size’, indicating the strength of the intervention in each instance in which it was used.

In meta-analyses these effect sizes are then combined, using a weighting by sample size, to arrive at an overall (i.e. average) effect size and a statistical test of significance. It is at this point that the second ‘systematic’ emerges – a systematic statistical averaging of all the individual effects into an overall unbiased estimate. This is the whole point of the exercise: to determine whether a particular intervention affected a particular outcome. One example might be the effect of PBL on national licensing examinations [78]. Another is the recent BEME review of the predictive validity of undergraduate assessment instruments predicting licensing examination performance [79].

Problems with Systematic Reviews

While wonderful in theory, there are at least three problems with trying to put these methods into practice.

Quality of the Evidence

It seems that an inevitable consequence of the systematic review is a note of despair about the poor quality of the
The study of early community experience [85] catalogued primarily because the yield of useful articles is so low. Systematic reviews can be enormously labour intensive, meta-analysis, emerges as the norm for these reviews. Potential outcomes to permit any quantitative synthesis or effective use of simulation. This approach, where a systematic search on many abstracts yields a small number of suitable studies, which in turn are combined with too many potential outcomes to permit any quantitative synthesis or meta-analysis, emerges as the norm for these reviews.

Heterogeneity of the Outcome
While the use of effect sizes enables putting various measures of the same construct on a common metric, it appears that systematic reviews are rarely able to reduce the outcome to one measure such as examination performance. In fact, in the recent review of learning portfolios [83] there was commonality among studies only at the broad level of classification (e.g., learning versus assessment) and no attempt was made to try to average outcomes across studies. Instead, the review reported findings along the lines of ‘two studies reported that portfolios contributed to reflective learning’.

Undoubtedly, the most careful and comprehensive approach to systematic reviews in medical education has been mounted by the BEME group. Very careful quality control is exercised at every step of the process, and the group of collaborators goes to enormous lengths to ensure consistent quality. The first review, of high-fidelity simulation, by Issenberg et al. [84] began with over 600 abstracts that were then reduced to 109 studies for detailed analysis. The review concluded: ‘Heterogeneity of research designs, educational interventions, outcome measures, and time frame precluded data synthesis using meta-analysis.’ The authors then went on to describe the conditions that led to effective use of simulation. This approach, where a systematic search on many abstracts yields a small number of suitable studies, which in turn are combined with too many potential outcomes to permit any quantitative synthesis or meta-analysis, emerges as the norm for these reviews.

Low Yield of Studies
Systematic reviews can be enormously labour intensive, primarily because the yield of useful articles is so low. Examples drawn from the BEME monographs can be given. The study of early community experience [85] catalogued 23 outcomes from 73 studies (out of 6832 abstracts) and no quantitative synthesis was possible. Perhaps the worst example of ‘needle in a haystack’ was the synthesis of interprofessional education [86] that began with 10 495 abstracts and ended with 12 worthy of detailed review. Interestingly, a hand search added a further nine, despite beginning with only 46. Again, the results consisted of counts of what kind of intervention led to what kind of result. To avoid some of these problems, while admittedly creating others, many scholars choose to engage in generating critical rather than systematic reviews. In the following section we will strive to compare the two strategies, highlighting strengths and weaknesses of both approaches.

Critical Reviews
In our initial discussion of the research question, we described the characteristics of a good literature review, namely that it represents a critical synthesis of a literature, identifying what is well established, what is only poorly understood, and what remains to be understood. It may, when done well, bring together several disparate literatures and, as a result, offer a new perspective. It should not end up as a chronological ‘blow-by-blow’ account, with one paragraph per study and no real synthesis. There is no pretence in a critical review that the cited literature represents all the relevant literature in the field, so there may be less of a tendency to provide a one-paragraph summary of every related study; the author is bound by an unwritten moral code to represent the various perspectives fairly, but that is all.

To our knowledge little is written about how to go about such reviews, which is somewhat strange, as there is little doubt that some of these papers become, over time, the ‘citation classics’ of the field. Far and away the most cited papers in the area of PBL are three old chestnuts: Albanese and Mitchell [87], Vernon and Blake [78], and Norman and Schmidt [88]; two of the three are critical reviews. What distinguishes a good critical review from a poor one? One expects that it has little to do with comprehensiveness or systematicity. Instead, the cited reviews appear to be those that present unique perspectives and marshal evidence convincingly to support the claims. Rather than scouring the nooks and crannies of the literature for every paper that is relevant to a narrow question, successful critical reviewers explore a variety of literature, mining for gold nuggets that often alter the way the community fundamentally defines the question.

In practice, critical and systematic reviews in education have often led to similar conclusions, in part because, while no one would debate that the goal of systematicity – to eliminate bias in the data one draws on – is laudable, to some extent the mantle of systematicity is just a guise of credibility. If one cannot combine the findings in some systematic way as a result of heterogeneity of outcomes to the point of having to describe each study independently, then the only thing separating systematic reviews from critical narrative reviews is the amount of time and resources spent searching for information. Given the typical low yield of studies, it is questionable whether or not that effort proves a worthy use of resources or serves as a key arbiter of quality. Again, this
is not meant to imply that systematicity is bad or that all systematic reviews have been thoughtless – the examples used in this chapter make it clear that is not the case. It is to say though, that too often the claim of systematicity is applied thoughtlessly as a criterion by which quality is judged, when in fact true advances in the field are as often gained from critical syntheses of diverse ideas rather than systematicity itself [89]. That said, we in no way mean to imply that systematic reviews are not useful when done well, as there are many exemplary examples in the literature [90, 91].

Problems with Critical Reviews

Despite the arguments expounded above, critical reviews too are not without their own problems.

Author Bias

The strengths of critical reviews are also their weaknesses. When literature is marshalled to support a unique perspective, there is the vague disquiet that the selected literature may be, consciously or unconsciously, biased in favour of the claim. The author is under no explicit mandate to present all the evidence for and against, only to be unbiased in his or her conclusions. But such a stricture may not be realistic; if we were aware of our biases, we may well not be biased, so it is not uncommon for two critical reviews to come to diametrically opposite conclusions. Such is the fodder for academic debate.

Biased Sampling of Literature

A second problem is that if the purpose of the review is really to obtain a best estimate of the value of something like the predictive value of standardised aptitude tests or the effect of PBL on outcomes such as standardised examinations, or the effectiveness of faculty development programmes in changing faculty teaching competence, the synthesis methods used in critical reviews, if used at all, are primitive at best. They often reduce to a summary like ‘22/30 studies showed a positive effect’. That is precisely what systematic reviews do best – sometimes.

Finally, critical reviews can also assume a mantle of academic dithering. Such reviews rarely conclude with a final ‘it works/it does not work’, instead providing far more nuanced discussion than purely systematic reviews, with an inevitable self-fulfilling call for more research. Again, however, we would emphasise that where one might call this a weakness we consider it a strength, as this sort of academic dithering can enable much more refined appreciation for issues than was available in the field before the review was generated.

Summary

In the examples cited, the distinction between systematic review and critical review becomes vanishingly small. While each type of review may be stimulated by differing goals (‘Does it work?’ versus ‘How does it work?’), inevitably, as the systematic review identifies subgroups and sub-goals, the additional knowledge is more of the form of revealing how different circumstances may influence the results. And while the critical review may be directed at advancing a theory, the reality is that there are very few theories in this field, so it is more likely that it will be focusing on the various things that may influence the effect under review. So it would seem that the ecology of the domain may be forcing a convergence between the two approaches.

Discussion

For about three decades, educational research has been embroiled in the ‘qualitative–quantitative’ debate, to the detriment of both. A careful read of this chapter and Chapter 29 on qualitative methods, reveals that there is probably as much divergence in goals, design, and methods within each tradition as there are differences between the two camps.

Is there any way to resolve the differences? The insight was, we believe, again provided by Lee Cronbach. In his ‘Two disciplines’ paper that we described earlier [75], he advocated a search for aptitude–treatment interactions – using more complex quantitative methods such as analysis of covariance to relate aspects of the individual learner (aptitudes) to curriculum design factors (treatments). As one recent example, a series of studies of learning anatomy from a computer showed that students with high spatial ability had a small benefit from being presented views of an animated specimen at multiple angles, but that students with poor spatial ability were seriously handicapped by multiple views [92]. The current use of methods such as confirmatory factor analysis and structural equation models is a logical extension of this aptitude–treatment interaction approach. However, after two decades, failures have far exceeded successes, and in our view, the more powerful methods now in vogue follow in this tradition, yielding little in the way of substantive theoretical explanation.

Cronbach’s resolution in a later paper [93] was to abandon attempts at greater experimental control in favour of more careful observation:

[This paper will] explore the consequences of attempting to establish in psychological experimentation, empirical generalisations in a world in which most effects are interactive. While the two scientific disciplines of experimental control and systematic correlation are designed to answer pre-stated formal questions, the time has come for more open-ended, inquisitive investigation that will more fully explore the richness of scientific reality.

Another way to think about the intent of an individual study is a categorisation developed by Schmidt [94], who described three goals for studies.

• Description, which focuses on the first step of the scientific method – observation. An approach is described, but no comparison is performed.
• Justification represents the opposite extreme, where the goal is to justify a particular approach by a careful experimental study showing it is superior to some alternative. The problem, as identified by Cook et al. [95], is that without sufficient theory specification the results may have limited application.
• Clarification studies are modelled on the scientific method, beginning with observation, proceeding to careful theory building, testing, and elaboration. In an initial study, Schmidt found that 64% of 850 medical education studies reviewed were description studies, a further 29% were justification studies, and only 7% were directed at clarification [94]. Cook et al. looked at a different database of experimental studies only and found that 16% were description, 72% justification, and 12% clarification [95]. However desirable theory-based research is, it is a small minority of educational research studies. We hope that by drawing attention to these issues, this chapter may, in some small way, help to redress the balance.

References


**Further Reading**


Qualitative Research in Medical Education: Methodologies and Methods

Stella L. Ng¹,²,³, Lindsay Baker¹,²,⁴, Sayra Cristancho⁵,⁶, Tara J. Kennedy⁷, and Lorelei Lingard⁶,⁸

¹Centre for Faculty Development, St Michael’s Hospital, University of Toronto, Toronto, Ontario, Canada
²Faculty of Medicine, University of Toronto, Toronto, Ontario, Canada
³The Wilson Centre, University of Toronto, Toronto, Ontario, Canada
⁴Li K Shing Knowledge Institute, University of Toronto, Toronto, Ontario, Canada
⁵Department of Surgery, Schulich School of Medicine & Dentistry, Western University, London, Ontario, Canada
⁶Centre for Education Research & Innovation, Schulich School of Medicine & Dentistry, Western University, London, Ontario, Canada
⁷Pediatric Autism Rehabilitation Services, Stan Cassidy Centre for Rehabilitation, Fredericton, New Brunswick, Canada
⁸Department of Medicine, Schulich School of Medicine & Dentistry, Western University, London, Ontario, Canada

KEY MESSAGES

- Qualitative research explores social issues and processes, and people’s experiences and perspectives in relation to social issues and processes.
- Qualitative research can contribute to theory and accumulating knowledge of complex social issues in medical education.
- Qualitative research encompasses multiple research methodologies, including ethnography, grounded theory, case study, phenomenology, narrative inquiry, action research, and discourse analysis.
- Qualitative sampling, data collection, and analysis methods must be selected for their suitability to a particular research question and methodology.
- Principles of ethics, rigour, and reflexivity should be considered when ensuring and appraising the quality of qualitative research.

Introduction: Paradigms and Purposes of Qualitative Research

What is Qualitative Research?
Qualitative researchers study social, relational, and experiential phenomena, situated within everyday contexts. For questions of how people make meaning of an experience, what is happening in a specific context, what a social process looks like, how a social construct or norm has come to dominate, or how people experience a particular phenomenon, a qualitative approach is appropriate. How and what questions are particularly suited for exploration through qualitative research (see Box 29.1).

The term ‘qualitative research’ encompasses a broad range of philosophical and theoretical traditions, methodologies, and methods, which the following sections will take up in detail. But most qualitative approaches share some basic principles. Qualitative research tends not to control or intervene, instead proceeding naturalistically.

BOX 29.1 When would I use qualitative research?
You would use qualitative research when you are interested in studying social, relational, or experiential phenomenon in naturalistic (rather than experimental) settings.
Qualitative research helps you:
- Explore meanings, e.g. What does ‘being an advocate’ mean to community-based physicians?
- Derive understanding, e.g. What do interprofessional relations look like in an ambulatory internal medicine unit?
- Explain processes, e.g. How do medical students learn to respond to professional dilemmas?
- Provoke new ways of thinking, e.g. How and why did competency-based education come to dominate medical education?
- Describe experiences, e.g. How did residents at two hospitals experience the duty hour reform?
Qualitative research seeks to understand and represent complexity, producing context-rich accounts of social phenomena. Qualitative researchers are often found observing and interacting with people in their everyday contexts in order to shed light on the phenomenon of interest. Or, they may be found gathering and analysing textual or visual representations of societal norms and structures (e.g. policy documents). The assumption underpinning these principles and tendencies is that the social phenomena of interest to qualitative researchers are inextricable from their contexts. Aligned with this assumption, the goal of qualitative research is the careful understanding of instances, instead of making claims to generalisability. Qualitative research does not aim to produce general truths but rather aims for in-depth explanations. Done well, qualitative research can offer transferable lessons and, over time, rich theory. It can identify injustices and inequities embedded in education systems and the subsequent opportunities for change. It can also describe the processes involved in producing particular learning outcomes, and can reveal new ways of seeing where entrenched and restrictive beliefs about health professions education otherwise occlude [1].

Origins of Qualitative Research in Medical Education
Qualitative research comes to medical education from the social sciences and humanities, from disciplines such as anthropology, sociology, education, and history. At various points, each of these disciplines used medical education as a site for research shaped by their own disciplinary questions and theories. Now, medical education researchers use tools from these disciplines to explore questions arising in the domain of medical education.

According to Harris [2], the importation of methods from these disciplines into medical education began in the 1980s amid calls for more theory building to complement the dominant paradigm of controlled experiments. Interestingly, these calls continue [3, 4].

Research Paradigms
Discussions of qualitative research often begin with discussions of research paradigms, which can help explain how quantitative and qualitative research differ. As Denzin and Lincoln [5] explain, paradigms are basic sets of beliefs that guide action; Harris describes them as ‘cognitive road maps, taken-for-granted assumptions within communities of scholars’ [2] that orient researchers towards meaning and the research endeavour. Paradigms encompass ontology and epistemology. Ontology refers to the study of being and nature of existence; it is linked to epistemology. Epistemology is the study of knowledge, including what counts as knowledge and how one can come to know. Ontology can be thought of as questions of ‘what is’ and epistemology as questions of ‘what it means to know’ [6]. For example, the ontology most commonly associated with medical research is realism, which assumes one true reality exists. Realism implies an epistemology of objectivism, which asserts that we can accurately and directly attain knowledge of the one true reality through perception. The most congruent paradigm for a realist-objectivist position, then, would be positivism, which attempts to empirically measure reality and asserts that it can. Pure positivism has given way to today’s post-positivism [6].

Post-positivism, a common paradigm in medical education research, shares with positivism the belief that there is an objective reality that can be discovered if the correct research procedures are in place. What distinguishes post-positivism from positivism is the acknowledgement that complex human behaviour is shaped by individual motivations and cultural environments, and research must represent these complexities rather than elide them in search of a contextual ‘essence’ or truth. Most quantitative research aligns with a post-positivist paradigm, although, because it is the dominant research paradigm in medicine, rarely would a quantitative researcher make mention of their paradigm in a journal article; the dominant paradigm is assumed. Some qualitative research also derives from the post-positivist paradigm. Irby’s account of how clinical teachers make decisions about what to prioritise in their round exchanges with students represents the post-positivist paradigm in his search for the essence of teachers’ decision-making while paying attention to the contextual and individual features that shape this process [7].

More common to qualitative research is constructivism, which departs from post-positivism in its acceptance of reality and meaning as relative, produced through the interaction between researcher and researched. Research in the constructivism paradigm acknowledges the subjectivity of the researcher, producing accounts of a social phenomenon that reflect the researcher’s interaction with the phenomenon. Lingard’s accounts of tension, collaboration, and professional socialisation within operating room teams provide an example of this approach, as she views team communication through her training as a rhetorician and blends this perspective with those of study participants and ‘insider informants’ engaged in the collaborative analysis process [8–11].

Also prevalent in medical education research is work within the critical inquiry paradigm, which is identifiable by its goal of revealing power dynamics in studied phenomena and fostering empowerment through the careful description and analysis of these dynamics. Albert’s account of tensions within the medical education research community uses Bourdieu’s theoretical notion of field to explore the configuration of power relations in this research community [12].

Two additional elements of paradigm worth mentioning are axiology and rhetorical structure [13, 14]. Axiology refers to the place or role of values, and rhetorical structure to the use of language in ‘writing up’ the research. For example, a study drawing on feminist theory might be written in the first person and include explication of the researcher’s own experience and position relative to the research. In contrast, a study informed by a post-positivist paradigm may adopt language that is more in line with the objectivist scientific tradition.

Although contrasting examples are useful to highlight the nuances of each paradigm, the researcher’s paradigm
does not inflexibly dictate methodological choice. A thoughtful consideration of research question and paradigmatic position will guide the qualitative researcher in selecting the most appropriate methodology for inquiry. The best methodological approach for a particular study depends on the research question, the research setting, and the objective of the research. These factors also determine what the best methods are. The selection of a well-aligned and well-justified paradigmatic position, methodological approach, and methods relative to the research question is a primary marker of methodological rigour in qualitative research. This notion of ‘best fit’ and alignment is important when considering the quality of qualitative research [15].

Together, the components of a research paradigm should be congruent with the methodology. So, one’s ontology informs one’s epistemology, which together form one’s paradigm, which guides selection of methodology, which guides the use of particular methods. See Figure 29.1 for a visual depiction of paradigmatic alignment. For a helpful summary of research frameworks and paradigms, see Chapter 27 of this book and for a succinct summary, see the Bergman et al. resource listed in the Further Reading section of this chapter.

Methodology and methods are described next. As in quantitative research, in qualitative research there is a distinction and synergistic relationship between methodology and method. Methodology refers to the theory of how inquiry should proceed and what the research aims to produce. It entails assumptions, principles, and procedures governing the use of particular methods [16]. Methods are the specific investigative tools or procedures used to gather and analyse data [16].

Your research paradigm will influence the types of questions you ask and the methodologies you use to answer these questions, which in turn influences the methods you will adopt and how you will apply them. Alignment of paradigmatic position, methodological approach, and methods relative to your research question is a prerequisite for rigour and a determinant of quality in qualitative research.

**Qualitative Research Methodologies**

Qualitative research encompasses an eclectic group of research methodologies, which are linked by their common aim to explore social processes through interpretation or representation of qualitative data. These methodologies, or ‘systems of inquiry’, are, according to Denzin and Lincoln [5], ‘a bundle of skills, assumptions, and practices’ that the researcher employs to generate and address their research questions. The various qualitative methodologies stem from different philosophical and/or theoretical perspectives, with resultant implications for the research process. Although there can be a significant overlap between them, and some qualitative methodologists may creatively and effectively employ combinations of methodologies, the following section provides a brief overview of seven major qualitative research approaches (summarised in Box 29.2), with examples of their contribution to medical education research.

**Ethnography**

The tradition of ethnography originates in the field of anthropology, in which a researcher would travel to study an ‘exotic’ tribe [17, 18]. Current-day ethnography often rejects the traditional notion of a privileged researcher, and ethnographic studies are now more likely to occur in local subcultures (such as a medical school or an operating room) than in far-flung locations [19]. However, ethnographic studies carry on the practice of long-term engagement in a study setting, and the collection, through observation and conversational interviews, of data that are analysed to

**BOX 29.2 Common qualitative research methodologies**

<table>
<thead>
<tr>
<th>Methodology</th>
<th>Goal/purpose</th>
</tr>
</thead>
<tbody>
<tr>
<td>Ethnography</td>
<td>Describing and interpreting a cultural and social group</td>
</tr>
<tr>
<td>Grounded theory</td>
<td>Developing a theory grounded in practical experiences of participants</td>
</tr>
<tr>
<td>Case study</td>
<td>Developing in-depth understanding of a ‘bounded system’ (programme, event, activity, process, group, etc.)</td>
</tr>
<tr>
<td>Phenomenology</td>
<td>Understanding the essence of a phenomenon through those who experience it</td>
</tr>
<tr>
<td>Narrative inquiry</td>
<td>Exploring, in depth, one or more individuals’ experience(s) through story</td>
</tr>
<tr>
<td>Action research</td>
<td>Producing social change through the research process and the direct engagement of research participants in the research process</td>
</tr>
<tr>
<td>Discourse analysis</td>
<td>Studying the uses and effects of language in society</td>
</tr>
</tbody>
</table>
understand the meaning inherent in the everyday activities of a particular social group. There are a number of classic ethnographies in the domain of medical education, including Becker’s *The Boys in White* [20], a study of the nature of student culture in medical school, and Bosk’s *Forgive and Remember* [21], a study of the treatment of medical error in postgraduate surgical education. An example of a variant, critical approach to ethnography within medical education research is Mykhailovsky’s investigation of the social organisation of evidence-based medicine using institutional ethnography [22].

**Grounded Theory**

Grounded theory research explores social phenomena through the development of theoretical explanations that are ‘grounded’ in (i.e. derived from) the practical experience of study participants [23]. Grounded theory was developed by two sociologists, Glaser and Strauss, in the 1960s, to provide a systematic approach to the analysis of qualitative data that would live up to the standards of ‘rigour’ imposed by the quantitative paradigm and that would focus on theory generation rather than theory testing [23]. Since its inception, four main methodological schools of grounded theory have gained popularity [24–26]: post-positivist or classicist approach [23], pragmatist [27], constructivist [28], and post-structuralist [29]. Key elements across all ‘schools’ of grounded theory include:

- **iterative** study design (cycles of simultaneous data collection and analysis, in which the results of the ongoing data analysis inform the subsequent data collection)
- **purposeful** and **theoretical** sampling (purposeful selection of data sources for their ability to provide data that would confirm, challenge or expand a developing theory)
- a **constant comparative** analytic approach to data analysis (through which incidents or issues of interest in the data are compared against other examples for similarities and differences) [30]
- **theoretical saturation or sufficiency**, the end point of data collection for a particular study, which occurs when no new codes or concepts are found in newly collected data; sufficiency has been proposed as the more appropriate term by some grounded theorists, particularly constructivists, who assert that saturation may be a misnomer given the interpretive approach to the grounded theory research process [31, 32].

In the domain of medical education research, Ginsburg has used grounded theory to develop a behavioural theory of professionalism [33–38]. Watling has used grounded theory to theorise feedback in medical education [39–45].

**Case Study**

Case study research involves an in-depth analysis of a phenomenon within context. Not to be confused with case presentations common to medical education, the case in a case study research project is defined as the ‘bounded system’ to be researched. The bounded system is defined from the outset; it could be a programme, an event, an activity, a process, a group, or even an individual [44]. The case study can have intrinsic value – that is, one wishes to understand the case itself – or instrumental value – that is, the case can be used as one situated instance of a larger phenomenon, and its study enables understanding of that larger phenomenon [44]. One hallmark of case study methods is triangulation, which is the use of multiple data collection tools or data sources to gain rich insight into the study phenomenon from multiple perspectives (see the section ‘Ethics, Rigour, and Reflexivity’, later in this chapter).

Combining multiple cases can be a useful way to understand what is common and what is different about the same phenomenon across two different cases [44]. For example, one could study the impact of a new resident duty hour policy in three different types of hospitals, in order to unpack the common effects and the contextually situated differences of the policy reform. In this example, each hospital site serves as a ‘case’. Studying multiple cases in this manner is called multiple or collective case study.

An example of a qualitative case study in medical education is Perley’s study of a group of primary care physicians to explore their use of the ‘curbside consultation’ with colleagues as a continuing education tool [45]. In a study of patient-engaged teamwork in a rural setting, Casimiro et al. used case study methodology and within it borrowed and modified grounded theory analysis techniques, demonstrating the flexible use of case study design in combination with other aligned approaches [46].

**Phenomenology**

Phenomenology arose early in the twentieth century from philosophical reflections on consciousness and perception. Phenomenological research aims to understand the essence of a social phenomenon from the perspective of those who have experienced it [47]. Phenomenology with a descriptive intent involves the ‘bracketing’ (or putting aside) of the researcher’s own preconceptions and perspectives in order to understand the ‘lived experience’ of the research participants [47]. Phenomenological studies often involve an in-depth exploration of the experiences of a relatively small number of individuals. Bearman has used phenomenology to explore the experiences of medical students during interactions with virtual patients [48].

**Narrative Inquiry**

Narrative inquiry stems from the ancient practice of storytelling as a method of communicating, arranging, and interpreting human experience. Narrative inquiry is a qualitative approach that ‘solicits and analyzes personal accounts as stories’ [49], using these stories as a means of understanding or making sense of a particular experience or situation. Narrative analysis seeks meaning in the content, structure, context, and relational aspects of a story [50]. Narrative methods have been promoted as an educational tool for teaching empathy and communication skills to medical students [51], but are also used to address research questions in medical education. Ventres has used narrative case reports of patient interviews conducted by residents to compare differences between patients’ and physicians’ perspectives [52]. Bennett et al. have incorporated narrative inquiry into their study of becoming a ‘good doctor’ [53].
Action Research

Action research has its roots in the social activism movements of the mid-twentieth century. Key principles of action research are the explicit aim of producing social change through the research process and the direct engagement of research participants in the research process [54]. Action research classically occurs through sequential cycles of planning a change, implementing the change while observing the process, and reflecting on the consequences of the change [55]. Participants collaborate with researchers to construct the results of the research and implement social change. An action research approach was employed successfully in the design and implementation of a new general practice curriculum in Dundee, Scotland [56]. Action research principles also inform integrated knowledge translation approaches—the processes of bridging research and practice throughout the research process—by emphasizing engagement of research subjects and/or the enactors of research findings [57].

Discourse Analysis

Discourse analysis is an approach to qualitative research that analyses data at the level of language. It is an umbrella term that references a number of different approaches to the analysis of socially situated language use. Discourse is a term meaning ‘socially situated language’ [58]. Generally, the aim of discourse analysis is to make explicit what is normally taken for granted about language use or to show what talking accomplishes in a particular social context. Some discourse analysts, often in the domains of linguistics or conversation analysis, work to understand the complex mechanisms and structures of social language. Others, in fields like sociolinguistics or critical discourse analysis, use talk as a source of evidence about social processes. In critical discourse analysis, a central concern is the explication of power relations, with analysis focusing on identification of that which is constructed as ‘truth’ within a particular discourse and how those truths, from a socio-historical perspective, came to be [59]. Discourse analysis has an extensive history in the study of physician–patient communication [60], but has been more recently applied to the domain of medical education [61]. Hekelman et al. conducted a discourse analysis to investigate the changes in language use in the teaching encounters of a physician–teacher who was enrolled in a peer-coaching programme intended to improve clinical teaching skills [62].

The Ongoing Evolution of Methodologies

Methodologies are not static. For example, the development of various schools of grounded theory, over time, exemplifies the shifting nature of methodology [26]. Methodologies also have permeable boundaries; they may be blended together, borrowing concepts as needed to best address a research question [63]. For example, researchers may use a collective case study design to deeply understand the experience of resident fatigue, defining their cases as two different residency programmes. The researchers may have chosen collective case study out of an interest to deeply understand the phenomenon and policy change in context, with attention to differences and similarities across two contexts experiencing the same phenomenon. In analysing the data, the researchers may use grounded theory analytic techniques, such as coding techniques and the constant comparative method. If the study is designed thoughtfully and with attention to paradigmatic alignment, this borrowing of grounded theory analytic methods for use in a case study methodology would not only be acceptable but beneficial.

Qualitative Research Methods

Qualitative research studies are carried out through a set of tools for data collection and analysis. In the following section, methods for data collection and approaches to data analysis will be reviewed separately. This separation of data collection from analysis is somewhat artificial in qualitative research for two reasons. First, many qualitative studies employ an iterative study design [2] in which cycles of data collection and analysis occur simultaneously, influencing one another. For example, analysis of an early set of interviews in a study may inform subsequent interview questions [23]. Second, the choice of data collection methods necessarily informs the choice of the analytical approach and vice versa. For the sake of clarity, in this chapter, data collection and data analysis methods are considered separately.

Data Collection Methods

The various qualitative research methodologies have in common a set of data collection tools. Although certain qualitative approaches are classically associated with particular data collection or analysis methods (e.g. ethnography with participant observation or critical discourse analysis with document analysis), contemporary qualitative researchers commonly choose from the available methods the one(s) that is (are) best suited to address the research question at hand (see Box 29.3). Methods must be enacted thoughtfully, not prescriptively [64].

Interviews

Individual interviews are probably the most familiar and the most often used form of data collection in qualitative medical education research [2, 65]. Interviews provide access to participants’ personal perspectives and relevant experiences on a number of topics [66]. The qualitative interview typically goes ‘in-depth’ [66] to provide a rich and detailed exploration of a research topic and generally lasts between 45 minutes and a few hours [67]. Qualitative research interviews usually follow a ‘semi-structured’ format. The semi-structured interview is guided by a predetermined set of open-ended questions (in an interview/topic guide), but the researcher and participant are free to pursue additional relevant topics as they arise. On either end of the spectrum of interview types, interviews can be unstructured, wherein the researcher may name a topic and have the participant speak to it freely, or structured, whereby the interview guide is followed strictly. However, while a structured interview would indeed gather qualitative data, such a structured approach would be better
suited to supplement a quantitative study and would be unlikely to provide sufficiently rich data for the purposes of an interpretive, qualitative research study. Qualitative interviews are usually audiorecorded and later transcribed to facilitate analysis, but recent advances in analysis software allow analysis directly from a digital audio or video recording. Researchers should budget for the transcription process if transcription will be required.

Interviews are not meant to accurately recount events or to detail the outcomes of an intervention; rather they focus on the participants’ interpretations and meaning-makings about events or experiences [68]. Nonetheless, interview researchers must be careful to avoid leading or closed-ended (yes/no) questions. Consider, for example, the potential difference in responses to the questions ‘Did you experience any barriers to mentorship?’, ‘What barriers to the mentorship process have you encountered?’, and ‘Could you tell me about your experiences of mentorship?’. The first question may be more suitable for a structured interview or oral survey; the second question may elicit

<table>
<thead>
<tr>
<th>Method</th>
<th>What are they?</th>
<th>When would you use them?</th>
<th>What should you consider?</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Interviews</strong></td>
<td>A purposeful conversation, not an oral survey</td>
<td>When you want in-depth exploration of a particular topic</td>
<td>Power differentials between interviewer and participant</td>
</tr>
<tr>
<td></td>
<td>Typically 45–90 minutes</td>
<td>When you want a flexible, iterative, responsive approach</td>
<td>Costly (interviewer time, transcription etc.)</td>
</tr>
<tr>
<td></td>
<td>Interviewer is there to listen, to observe with sensitivity, and to encourage the participant to respond</td>
<td>When you want to access participants’ understandings, attitudes, perceptions</td>
<td>Skill-level of interviewer</td>
</tr>
<tr>
<td></td>
<td>Types: semi-structured; unstructured; informal</td>
<td></td>
<td></td>
</tr>
<tr>
<td><strong>Focus groups</strong></td>
<td>Roughly 4–12 individuals interviewed together, but not a ‘group interview’</td>
<td>When the interaction among group members is desirable</td>
<td>Dominant people may take over</td>
</tr>
<tr>
<td></td>
<td>Participants usually similar in some way; or otherwise purposively chosen</td>
<td>When the perspective of a group is desirable</td>
<td>Challenging to moderate</td>
</tr>
<tr>
<td></td>
<td>NB: The focus group is the unit of analysis, not the individual participants (n = number of focus groups)</td>
<td>When group ‘consensus’, interaction, or capturing divergent views, is a goal</td>
<td>May fall victim to social desirability biases</td>
</tr>
<tr>
<td><strong>Observations</strong></td>
<td>Naturalistically observing people in their setting</td>
<td>When you want to capture behaviours and actions</td>
<td>Researcher interpretations might be inconsistent with the meanings participants ascribe to their experiences</td>
</tr>
<tr>
<td></td>
<td>Recording detailed jottings, which become detailed fieldnotes</td>
<td>When you want to study the cultural and relational aspects of social phenomena</td>
<td>Participant reactivity: researcher may impact participant behaviour</td>
</tr>
<tr>
<td></td>
<td>Capturing anecdotes, reflections, physical space; relations among people and objects; atmosphere or tone</td>
<td>When you want to build a thick description of a particular context</td>
<td>Time consuming</td>
</tr>
<tr>
<td></td>
<td>Types: participant observation; non-participant observation; walking interview</td>
<td></td>
<td>Challenges accessing (being able to spend time within) the field</td>
</tr>
<tr>
<td><strong>Extant texts and visuals</strong></td>
<td>Texts and visuals are gathered</td>
<td>When you want to understand how a social construct or institutional practice is represented and shaped</td>
<td>Setting bounds for data collection (e.g. time period)</td>
</tr>
<tr>
<td></td>
<td>Examples include policies, curricula, art, film, news media</td>
<td></td>
<td>Access (e.g. internal policies)</td>
</tr>
<tr>
<td></td>
<td>Types: archival; historical; purposive</td>
<td></td>
<td>Privacy</td>
</tr>
<tr>
<td><strong>Elicited/generated texts and visuals</strong></td>
<td>Texts and visuals are created by participants and/or researcher</td>
<td>When you want to access researcher or participant understandings or representations of experiences, phenomena or processes</td>
<td>Time consuming</td>
</tr>
<tr>
<td></td>
<td>Examples include written reflections, photographs, drawings</td>
<td></td>
<td>Rapport-building</td>
</tr>
<tr>
<td></td>
<td>Types: participant generated; researcher generated</td>
<td></td>
<td>Fit with research question</td>
</tr>
<tr>
<td></td>
<td></td>
<td>When you want to elicit different insights than an interview or focus group alone would provide</td>
<td></td>
</tr>
</tbody>
</table>
more robust responses yet it primes the participant to think of barriers; the third question invites the participant to share what they perceive as relevant and meaningful, and to make meaning of it as they talk. Interviewers shape the interview through their setting of the tone and building of rapport, how they engage with the participant, and what additional probes they put forth. Therefore, it is important for researchers to attend to the power dynamics of the interview. For example, candid opinions from medical students about their experiences during clerkship are unlikely in an interview conducted by the clerkship director. These considerations also make the chosen interviewer’s skill particularly important to the overall quality of the study.

Focus Groups

Focus groups have recently become well known as a market research tool, but they have a long history in the domain of social sciences research. Focus groups are sessions involving 4–12 participants and a moderator or facilitator who guides the group discussion of a topic relevant to the research question [69]. Focus groups provide access to multiple stories and diverse experiences in an efficient manner. But they are not merely group interviews. Instead, focus groups provide a dynamic and socially interactive exchange among participants that can stimulate exploration of contrary opinions, reflection on group norms and common practices, and exposure of taken-for-granted values [70]. Like individual interviews, focus group discussions often follow a semi-structured format and are audio-recorded and transcribed for analysis. The focus group moderator also records notes on group dynamics and interactions.

Researchers using focus groups must consider whether their topic would benefit from exploration in the synergistic and dynamic focus group format. Some deeply personal topics might be more safely or productively explored in an individual interview. Attending to power dynamics and social desirability tendencies are also critical in focus group methods; one influential, opinionated group member can monopolise the discussion, or participants may try to appease one another or the researchers. It is the facilitator’s job to mitigate these concerns [69]. Researchers should also note that each focus group is the unit of analysis, not each individual participant.

Observation

Observation of study participants as they go about their regular activities can provide powerful insights into social processes. Researchers conducting observations have access to data on what participants do and not just on what they recall or say they do [71]. Qualitative researchers conducting observations make jottings in the field, which become more elaborated records called ‘field notes’. Field notes can be structured to capture details such as the content of conversations, the context of discussions, the participants and intended audience for relevant comments, and the nonverbal nuances that accompany these interchanges [72]. Observations are sometimes accompanied by audio recording of ‘naturalistic’ conversations, which are later transcribed for analysis. Informal interviews may also occur in the midst of observations, as the researcher seeks clarification or further insight from participants.

Beginning researchers may worry about how they will accurately capture everything happening in the field, from conversations to environmental features. Keep in mind the research question and the notion that over time in the field, an observational focus will become clearer and narrower, and the jottings and elaborated field notes richer. In terms of accuracy, appropriate representation of the subject(s) and attempts to check in with participants about the researcher’s understandings should be made. However, a constructivist or critical ethnography will involve the researcher’s theory-informed interpretations of what they are observing. The process of the researcher making meaning of what s/he is seeing should involve clarifications with participants and connections with extant theory, and should not be considered inaccurate if done with attention to rigour and reflexivity (see the section on Ethics, Rigour, and Reflexivity, later in this chapter).

Observational researchers must also deal with ‘participant reactivity’ [73]; that is, the manner in which the observer’s presence may shape participants’ behaviours. The Hawthorne effect asserts that the observer influences the behaviour of study participants, but the effect has been questioned in terms of its pervasiveness [73]. In some medical education research contexts, the Hawthorne effect may not play out due to the acute, fast-paced, and highly observed nature of the environment [73]. Nonetheless, various techniques may help address participants’ reactivity to the presence of researchers. Assuming adequate access to the field has been well-established, at times a challenge in and of itself, some researchers will spend long periods of time in the field to allow participants to become accustomed to their presence. Others will not reveal the specific focus of their observations to prevent participants from altering specific behaviours (e.g. a researcher might obtain consent to observe all clinical teaching in an intensive care unit without revealing to participants that the research question related specifically to the teaching of technical skills) [74]. Still others will take care to document evidence of the impact of their presence and then reflect on and write about the significance of this impact on their results.

Recently, medical education researchers have used in situ or walking interviews as a form of observational and interview-based data collection [75]. In these methods, the researcher journeys with the participants as they go about their lives. For example, one might travel with a clinical trainee as they make their journey to work in a remote community. Or one might shadow a resident throughout their call shift. Along the way, jottings, drawings, and formal and informal interviews may be used to capture insights relevant to the research question. While time-consuming, this method may offer useful knowledge that other forms of observation and interviewing may not, including a sense of fatigue of a participant, insights triggered by environmental cues, and geographical and spatial features [75].

Texts and Visuals

Extant

In the domain of medical education, a myriad of texts are used and created on a daily basis, many of which can yield
important insights into educational processes. Sources of text for analysis include course curricula, assignments and examinations, student and faculty evaluations, clinical notes, and policy documents. More recently, texts from websites, email correspondence, and even digital images and video have been included in qualitative analyses [76]. Analysis of pre-existing documents can be an inexpensive data collection method, and because they were created for purposes other than research, the content of these data is not influenced by the research process [77].

Extant texts can be gathered in numerous ways, for example, as a comprehensive archive of historical records, or as a purposively collected corpus to address a particular question. Researchers must consider the bounds (e.g. temporal or topical) of the texts they wish to gather, how they will access the texts, and whether relevant privacy issues have been addressed.

A common use of textual documents for qualitative analysis in medical education is the analysis of documents produced as course assignments by students. For example, Olney analysed written 'experience summaries' created by medical student participants in a community service project to explore learning outcomes [78].

**Elicited**

A variety of texts may also be requested as part of the research approach. For example, asking medical students to write about their experiences can offer elicited texts for analysis. Increasingly, visual methods are making their way into the data collection toolbox of qualitative medical education researchers. When used as elicitation tools, visual methods add to the exploration of personal perspectives during interviews, particularly of situations that are difficult to verbalise or that contain multiple interacting dimensions. A variety of visual methods can be used to elicit interviews, including drawings, photos, videos, maps, etc. They can be generated by participants or by researchers [79].

When participant-generated, the goal of visual methods as elicitation tools is to help participants take time to reflect deeply about the situation/experience and be free to explore different aspects impacting the situation/experience while creating the visual. When researcher-generated, the main goal is to create common ground between researcher and participant. By sharing in the researcher’s experiences, participants may feel more comfortable to explore difficult or complex situations.

Before using visual methods, consider the following: they can make the data collection process more time consuming and they require concerted effort from the researcher during the rapport building stage as they may be perceived as intimidating. Researchers must be careful while choosing when and when not to use visuals during interviews. Certain research questions are more amenable to visual methods than others. Research questions that intend to explore the multiple dimensions affecting an experience and their interrelationship are usually more suitable, as visuals may allow participants ‘play’ (via metaphors) with different ways of framing, representing, and re-telling their stories. Similar to interviews, researchers must attend to power dynamics when using visuals. In this case, researcher-generated visuals might be the option to choose as they may help participants offer their perspective through another person’s experience.

**Data Analysis Methods**

Qualitative data analysis is the process of making sense of a qualitative data set. Qualitative data analysis is an ongoing process of reading, reflecting on, and questioning the meaning of the data as they are collected. It can be conducted individually or as part of a research team that analyses as a group or meets to compare and discuss results of individual analytical work.

Although the different qualitative approaches involve somewhat different analytical procedures, there are some basic processes that are common to most qualitative analyses. The most common of these is coding. Coding is a process of sorting or organising the data, eventually forming categories representing similar trends [23].

The first step in the coding process is the selection of the unit of analysis, which can be based on topical focus or data structure. For example, analysis of medical student interviews about professionalism might involve coding for the settings in which professional lapses occurred, or for types of professional behaviour, or for specific words or phrases used by participants to describe unprofessional acts. Or, the unit of analysis can begin as small as each line of a transcript, or larger meaning units. Coding for more than one of these different units of analysis might occur over time. As the data are being sorted into categories or codes, names or labels are created for the codes that describe the essence of the category, and memos or reflective notes are written to document the process of the analysis and record reflections and analytic ideas as they arise. Qualitative software can be used as a data management tool to keep track of the coding process as it proceeds, but the cognitive, meaning-making work of categorising data, identifying trends, and interpreting meaning is done by the researcher(s).

The specific approaches to data analysis in qualitative research are wide ranging. They are illustrated below in broad clusters explaining thematic analysis, the analysis of visual data, engaging teams in analysis, and interpretation and writing.

**Thematic Analysis**

The most commonly used qualitative analysis approach in medical education is the organisation of data according to topics, ideas, or concepts, often called themes. Variations of thematic analysis are used in many of the qualitative approaches, and a number of different systems of thematic analysis have been developed (e.g. content analysis [80] and constant comparative analysis) [23, 30]. The basic process of thematic analysis is to identify instances in the data set that are similar in concept. As further related examples are identified, a progressively richer understanding of the concept is developed, and as other important concepts are identified in the data, the relationships between concepts or themes are explored. The set of themes can then be used for description, theory development, or interpretation (see the
section on Interpretation and Writing, later in this chapter). Thematic analysis has been used to explore many complex issues in medical education, e.g. Burack’s study of the process of medical students’ decision-making on specialty choice [81].

It is important to note that the manner and extent to which thematic analysis is closely tied to the data or abstracted beyond depends on the methodological approach. For example, in constructivist grounded theory, initial codes should be concrete and representative of the data. As coding progresses, codes should become progressively more conceptual and abstract, with multiple initial codes being clustered or categorised together to form a broader conceptual code or theme, which will eventually be incorporated into the developed theoretical model [30]. Contrastingly, in a post-positivist action research project, the development of theory is not imperative, but rather the grassroots adoption of practices that will result in positive change in a local context. Themes may thus be useful at the level of description and identification of practical challenges and creative solutions [80].

Polytextual Thematic Analysis: A Note on the Analysis of Visual Data

Visuals are a versatile source of data. They can be analysed alone or in conjunction with interview/narrative data. If looking at the visuals alone, some researchers may be interested in categorising pictorial elements of the visuals (e.g. emotions as a theme), while others may be more interested in the meaning of the drawing as a whole (e.g. the futile story of cancer patients). Others may only consider the form as in the types of visual metaphors used (e.g. a tombstone), while some others may be interested in the content of those metaphors (e.g. dying process). Regardless, analysing visual data alone has created some controversy; hence aesthetic analysis frameworks have only recently started to appear in the literature [82].

This lack of consensus and explicit guidance on how to handle visual data alone with systematic rigour and transparency has led researchers to adapt existing analytical approaches to consider visual and interview data together [83–85]. One such adaptation is the development of polytextual thematic analysis [85]: ‘It is polytextual in that it assumes that all texts (including visuals) are predicated on one another, and each can only be read by reference to others. It is thematic in that it attempts to identify the repetitive features or themes in the data that enable patterns to come into view.’ For example, researchers may choose to start with a face-to-face analysis process in the form of a ‘Gallery Walk’ [86]. As in a gallery, drawings are hung on walls in a room and researchers begin the analysis by inspecting each drawing to capture their first impressions about repeated visual elements and the general feeling each drawing evoked for them. Once recurring themes are identified and categorised through discussions among research team members, interview transcripts are brought into the analysis to constantly compare drawings and stories highlighting similarities and differences and explore whether themes cluster together to form higher order themes. As in traditional thematic analysis, this process of moving between drawings and stories should be repeated until the research team makes a sufficiency judgement.

Team Analysis

Medical education researchers commonly conduct analysis using teams of researchers. The purpose of involving more than one individual in the analysis varies, and depends on the epistemological stance of the work. Post-positivist qualitative work uses multiple coders with an aim of achieving consensus, while constructivist qualitative work acknowledges and capitalises on different researcher perspectives on the data, treating these as a form of investigator triangulation [87]. Bringing multiple perspectives to the analysis process may be particularly valuable when studying interdisciplinary or interprofessional phenomena, such as team collaboration and communication. Researchers may resort to team analysis to handle a large, multi-site data set where iteration of data collection and analysis cannot be feasibly centralised. Or multiple analysts may arise in training situations, when graduate students or novice researchers are participating on the research team to develop their skills.

Regardless of why an analysis team is used, doing so effectively requires attention to four key issues. First, there needs to be explicit acknowledgement of each analyst’s position in relation to the data – their values and assumptions, their politics and identity. These characteristics will influence what each analyst ‘sees’ in the data, so they should be explicitly laid out and revisited as the analysis unfolds. Second, the analytical team must thoughtfully negotiate among these analytical perspectives [88]. This is particularly true in constructivist qualitative research, when different perspectives are integrated to enrich the analytical insights rather than brought into consensus. Analytic memos should explicitly record these negotiations and analytical decisions arising from them. Third, the analysis should be informed by a comprehensive and centrally updated codebook that reflects the emerging codes and the questions that have arisen as analysts from different perspectives have applied them [89]. Finally, consistent procedures should be established for data handling. We recommend that a single researcher be responsible for updating the codebook (whether this is a paper document or housed in data analysis software). Similarly, a single researcher should coordinate the analysis process in qualitative analysis software, to ensure accuracy of versions and coherence of the final analytical product.

Interpretation and Writing

The final stage of qualitative analysis is the process of interpretation, or finding the pivotal meaning in a data set. Without interpretive work, qualitative research produces merely a catalogue of ideas or themes. Important as those ideas may be, qualitative studies that do not take the next step of exploring the meaning at an interpretive level have not fully exploited the power of qualitative research.

There are different approaches to interpretation in qualitative research. In some qualitative approaches, the production of a thick, rich description of a social phenomenon is the goal of the research process (e.g. phenomenology). In other approaches, the development or expansion of
theoretical explanations is the aim (e.g. grounded theory). In still other qualitative approaches, the meaning of a data set is considered through the lens of pre-existing theory, such as feminist, rhetorical, or Marxist theory.

The process of ‘writing up’ has been posited as an important tool in the toolkit of methods that qualitative researchers employ [90]. In a constructivist paradigm, writing can be considered a part of the interpretive inquiry process at the stage of coding, when memos are written by researchers to document the analytical process and associated reflective thinking as it unfolds. These memos, iteratively refined, may ultimately lead to the published written form of the qualitative work, and the act of memo writing is thus an intrinsic part of the interpretive inquiry process [91]. The final manuscript or other creative representation (e.g. theatre production) of a qualitative study combines elements of reporting the study with making connections and interpretations in the discussion to ensure it contributes to an ongoing scholarly conversation in its field [92].

**Ethics, Rigour, and Reflexivity**

General questions relating to ethics have been dealt with in Chapter 27 of this book but particular ethics issues arise in the collection and analysis of qualitative data. These include both procedural ethics (how the research is conducted to protect research participants from harm) and practical ethics (how the researcher conducts himself or herself in what Guillemin and Gillam call ‘ethically important moments’ [64]). Reflexivity is important in qualitative research. It refers to the way researchers identify, articulate, and consider the influences shaping research before, during, and after the research; it thus contributes to both the ethics and rigour of qualitative research [64]. It is asserted as a sensitising concept researchers should use as they negotiate ethics tensions and quality issues that may arise in their interactions with participants in the field (see Box 29.4).

Qualitative researchers both within and outside the domain of medical education have sought to articulate criteria for judging the quality of a qualitative report. Journals have published papers with guidelines [93–97], and qualitative leaders have offered overarching concepts such as ‘trust-worthiness’ [98], ‘utility’ [99, 100], and authenticity [101]. Debate exists about the use of various criteria [102], but, fundamentally, issues of rigour and ethics in qualitative research must be attended to throughout the research process, with a reflexive approach (see Box 29.4).

Beyond general expectations for rigour in qualitative research, specific methodologies suggest their own methodology-specific quality criteria. For example, in constructivist grounded theory, Charmaz [91] asserts four main criteria for rigour: credibility, originality, resonance, and usefulness. In phenomenology, a hallmark quality criterion is termed the ‘phenomenological nod’, which refers to the resonance of the research findings with the reader’s own

---

**BOX 29.4 HOW TO: How to strive for ethics and rigour through reflexivity**

The following guiding questions are meant to prompt reflexive considerations of ethics and rigour, and offer researchers a springboard from which to develop additional questions specific to their own research. For additional guiding questions regarding reflexive research, see Baker et al. reference in “Further reading.

**Researcher responsibilities and team development**

- What are the boundaries in your role as a researcher?
- What principles, processes, or guidelines will you draw upon to ensure the quality of your research?
- How will you attend to and manage power differentials between participants and researchers?
- Does the research team have the appropriate experience and qualifications?
- How will you ensure you obtain informed consent in a valid manner?

**Sampling and recruitment**

- Are the right people/activities being sampled?
- Is the sample size likely to yield sufficient insight?
- Does disconfirming data need to be sought?
- Does theoretical or purposive sampling need to be conducted to further explore a developing or emerging concept or theme?

**Data collection**

- How will you ensure participants don’t feel coerced?
- How will you protect the privacy of your participants?
- How do you build a rapport and make participants feel comfortable?
- Is the researcher’s relationship to the participants/setting considered and explicated?
- What will you do if your participant becomes distressed during an interview?

**Data analysis**

- Is it appropriate to share analysis with participants in the study? What purpose does this serve? If participants disagree with your analysis, what will you do?
- Can your analysis be audited?
- How will you select your representative data excerpts (e.g. quotations)?

**Writing and sharing the work**

- Will you present your data within or without context?
- Does anonymising your data remove participant voice?
- Have you made thoughtful plans to share research findings, with the right audience(s), in a meaningful way?
- Is it appropriate to involve participants in dissemination (e.g. visual methods)?
experience [103]. This section outlines and illustrates some general principles of rigour to assist the newcomer in their appreciation of ‘quality’ in qualitative research.

**Researcher Responsibilities and Team Development**

Researchers should consider their role relative to the research. In the case that the researcher is an insider to the research context, additional considerations regarding roles and power relations include whether the researcher can ethically consent participants to participate, conduct interviews, and if yes, how power relations would be handled. The researcher is also responsible for considering who else is needed on the team to balance or strengthen perspectives, and for ensuring quality is considered from start to finish of the research process.

**Sampling and Recruitment: Adequacy and Appropriateness**

Sampling in qualitative research is not just about ‘how many’ subjects to include in the study. Because qualitative research explores social and experiential phenomena, deciding whom to include and exclude is a critical step in the sampling logic. A social phenomenon often engages a wide variety of participants, and the researcher must justify their decisions about who best to observe/interview and who to leave out of their study boundaries. In some qualitative research methodologies, sampling refers not only to individuals but also to groups, concepts, or documents [91]. In case studies, one must sample for cases first, then sample within cases (e.g. three hospitals implementing resident duty hour reforms serve as the cases sampled, and then residents and faculty at each hospital serve as the within-case sample) [44]. In other qualitative research methodologies, e.g. in institutional ethnography, the term ‘sampling’ is a slight misnomer, because the goal of selecting participants or informants for the research is not to report on a particular population’s perceptions and experiences, but rather to learn from the informants about the actualities, work processes, and social coordination of a particular phenomenon [104]. However, overall, qualitative research seeks to sample with the aim of achieving a thorough exploration of the study questions.

Often, such thoroughness is referred to as ‘saturation’, which means that data collection was considered complete when dominant themes/trends were recurrent and no new issues arose from subsequent data collection. For example, if after 10 interviews, including probing and sampling for discrepant instances, the researcher is not hearing anything new on the topic and recurrent themes are similar across interviews, saturation (or as some prefer, sufficiency) is said to have been reached, and data collection may be stopped using this rationale.

Sample estimations may be justified by reference to method-based estimates (e.g. in-depth interviews) [66], sampling strategy (e.g. theoretical sampling) [105], past research findings, or sufficient information power [106]. Given the debate about what constitutes sufficient sample size, Malterud’s outlining of sufficient information power offers useful guidance. Malterud suggests five considerations in determining sufficient sample sizes: the aim of the study, sample specificity, use of established theory, quality of dialogue, and analysis strategy. If the study aim is broader, the sample is diverse, theory is not used, the dialogue quality is weak, and analysis spans across cases, then a larger sample is needed because the information richness, or ‘power’, is lower [106].

**Data Collection: Authenticity and Reflexivity**

Because the qualitative researcher engages with their research participants in the collection of data, the researcher’s role in the construction of meaning must be considered. As part of this, their relation to the participants, and the ways in which that relationship may shape the data that are being collected, requires careful thought both when deciding how to collect the data and when considering constraints on the researcher’s interpretation. In educational settings, hierarchical relationships between researchers, who may be medical faculty members, and participants, who may be trainees, can have a distorting effect on the authenticity of the data collection. Participants in vulnerable positions may feel the need to safeguard themselves, to please the researcher, or to advertise their membership in a group. Data collection processes must take such participant motives and actions into account, and researchers must use strategies to maximise the authenticity of their data and reflect on the ways in which the data are a construction of a research relationship in a hierarchical situation. Participant reactivity during data collection was previously discussed, including methods to ameliorate its effects [73, 107]. Another previously discussed strategy used by qualitative researchers to maximise the quality of their data set is ‘triangulation’ [87]. Triangulation requires the selection of multiple relevant data sources and their integrated analysis, exploring how they confirm or disconfirm one another. It is important to respond to disconfirming instances identified through triangulation, whether this means representing the discrepant instances in one’s findings, or seeking out more data and conducting more analysis to better understand and explain the difference.

**Data Analysis: Clarity and Audit Trails**

Although a challenging task, given its iterative nature, the analysis process in qualitative research should be described such that there is little or no ‘mystique’ surrounding how the researchers went from numerous transcripts to a list of conceptual or thematic categories. This is not to suggest that there is no ‘art’ to qualitative analysis; there is, of course, and it includes serendipitous links, just as it may in the analysis of experimental data. However, on the whole, the steps involved in the analysis process can and should be made explicit, both in a published manuscript and in the
researchers’ own journals. These journals can form the
basis of an ‘audit trail’ to review the analytical journey.
Reflexivity can be usefully engaged to articulate what oth-
wise seem like ‘conceptual leaps’ [108]. Examples of
reflexive questions are shared in Box 29.4.

As suggested earlier, some qualitative researchers would
argue that the broad application of proceduralist principles
is a sub-optimal way of measuring quality. As Eakin argues,
this approach can oversimplify and distort the complex
and non-formulaic nature of qualitative inquiry [109].
Instead, the notion of a paper’s ‘so what’ factor – its abil-
ity to contribute to the understanding of a social
phenomenon – is offered as the most important criterion
[109]. Similarly, Sandelowski [100] has proposed a study’s
‘utility’, its power to ‘be of use’ in the world, as another
holistic principle for consideration when evaluating qual-
itative research. The utility of a study is related to how it is
‘written up’. Charmaz [91] and Richardson [90] encourage
researchers to attend closely to the aesthetics of the written
product of qualitative research in order to maximise un-
derstanding and potential impact. These more holistic
approaches build upon other principles, such as sampling
and authenticity, while trying to avoid the pitfalls of a naïve,
checklist approach to quality in qualitative research.

Writing and Sharing the Work
How work is shared also brings with it considerations of
rigour and ethics. How much contextual information to
share depends on the methodology chosen as well as the
protection of participant anonymity and privacy. One could
argue that how the work is presented to various audiences
(e.g. vulnerable patient populations, medical students, etc.)
entails ethical sensitivity, and also integrity to the research
findings. Finally, how much participant voice will come
through in the writing and sharing of the work also relies
on the methodology and methods chosen (if using elicited
visual representations, will these be published and have
participants consented fully to this?).

The Role of Theory
A final note regarding theory. A beginner qualitative
researcher should be aware that theory may play a differing
role in the various stages of a qualitative study depending
on the methodological approach. That is, depending on
the underlying assumptions of a given paradigm and meth-
do l ogy, theory may be more or less involved from the initial
phases of developing a research question and designing a
study, to the final stages of analysing data and writing up
findings. So, how does one know if theory has been appro-
priately employed? Generally, when assessing the rigour of
a qualitative study with regard to the use (too much, or not
enough?) of extant theory, the principle of ‘best fit’ or align-
ment applies again. Have the authors justified their approach in a cogent manner? If breaking from a methodo-
l ogical tradition or trend with regard to the use of theory,
has the break been convincingly explained? If drawing
from extant theory, have the authors reproduced more of the same, missing the opportunity to develop new
knowledge? A sound understanding of the paradigmatic
theories that underlie a chosen methodological approach is
beneficial, and most qualitative researchers would argue,
obligatory. Debates about the role of theory relate to two
main considerations: (i) the interpretation of data through a
theoretical lens or frame and (ii) the production of theory
through qualitative research.

On the one hand, qualitative research can effectively
use theory to inform analysis and interpretation; when
this is done well, the research ultimately moves beyond
extant theories to produce new ways of thinking. For
example, in constructivist approaches to grounded theory,
which of course aim to produce theory, ‘sensitising con-
cepts’ have been proposed to provide a theoretical lens for
data analysis [110]. Grounded theory is often cited as an
ideal methodology for process-based questions for which
there is little extant theory. Forcing data into pre-conceived
categories is strongly opposed by classical grounded theo-
rists, who suggest that constructivist approaches legit-
imate such forcing [111]. Yet, despite such resistance, a
methodology is evolving to engage existing theory in the
analysis process [112]. The use of ‘sensitising concepts’ in
grounded theory may make way, if controversially, for
grounded theorists to expand existing theory or make use
of extant theory to understand similar processes in differ-
ent contexts.

On the other hand, some methodologies aim neither to
use theory to guide analysis nor to produce theory as an
outcome of the research. For example, descriptive phenom-
omenclary aims to remain true to a rich description of the
‘essence’ of the lived experience of a particular phenome-
on [103], and institutional ethnography aims to explicate
the ‘actualities’ of every day work without imposing theory
to explain this work, and without producing theory (but
rather, enabling social change) from the explication [113].

As an interdisciplinary field, medical education draws
from myriad disciplines, which offer countless social theo-
ries that need not be completely reinvented. So, at times,
drawing from or building upon extant theory can be the
‘best fit’ for a research purpose. At the same time, a value
for theory does not hierarchise theory over description;
such a hierarchy may create implicit pressure to claim the-
ory when one has produced description, which in turn may
undermine the rigour of some qualitative research [114].
Researchers need to be both thoughtful and transparent
about their purposes and procedures with regard to theory
building and theory use, in order to advance understand-
ing of medical education through rigorous qualitative
research.

Conclusions
Qualitative research has made important contributions to
medical education research in the past few decades. This
form of inquiry is situated within a particular set of para-
digms and draws on recognisable approaches and meth-
odological tools to build knowledge regarding the
experiences and activities of teachers, trainees, patients,
and team members in medical education settings. Particular
rigour and ethics issues must be considered in a qualitative project, with reflexivity engaged throughout to attend to these issues. Used properly, qualitative research promises to offer profound insights into the complex social and human aspects of how health professionals develop their identity, expertise and practice.

References


Further Reading


Introduction

This chapter covers the wide role of programme evaluation in medical education from micro to macro, from the evaluation of individual teaching episodes to entire curricula, for the purposes of improving pedagogy to influencing national policy.

The chapter is divided into four sections. We begin with some definitions and a discussion of the purposes of evaluation and the symbiotic relationship between programme planning and evaluation. Some key concepts are described and selected models and theories of evaluation are presented. This first section concludes by exploring the differences between evaluation and research. The second section focuses on evaluation practice. It describes ethics in evaluation, evaluation methods, sources of evidence, and promoting the use of evaluation findings. The third section addresses ways in which an evaluation can be implemented to promote its use and the role of evaluation in change management. The chapter concludes with three examples of evaluation in medical education and selected additional resources.

What is Programme Evaluation?

Programme evaluation focuses on questions related to whether a programme is working as intended and if there are any unintended consequences. There are many different definitions of evaluation in the literature. In this chapter we use an adapted version of the definition provided by Fink in her text on evaluation ‘fundamentals’ [1]:

"Program evaluation is the diligent investigation of a program’s characteristics and merits. In the context of health care, the purpose of program evaluation is to provide information about the effectiveness of programs, so as to optimize the outcomes, efficiency and quality of health care. An evaluation may analyse a program’s structure, activities, and organization as well as its political and social environment. It may also appraise the achievement of the program’s goals and objectives and the extent of the program’s impact and costs."

The term ‘program’ (or programme) can refer to any organised action such as a curriculum, a course, session, student service, event, guidelines, or a policy in medical education. The reasons for conducting an evaluation are varied and can include the desire to improve the implementation and effectiveness of a programme, manage limited resources, justify funding, support the need for increased funding, document social accountability, and meet requirements for academic standards or accreditation.

Box 30.1 shows three common approaches to evaluation in medical education. This chapter will focus on the first and second approach. The third approach is normally an externally driven process such as an accreditation review process.

Evaluation is much broader than merely handing out satisfaction surveys to students and trainees at the end of teaching sessions. Evaluation is vital for curriculum development and in determining if the curriculum is operating...
as intended and achieving the intended outcomes. Did the learners achieve the targeted knowledge and skills from the teaching programme? Evaluation may also be used to ensure that supporting programmes and services are meeting users’ needs. It is often used to identify areas where the curriculum needs to improve. It is used to determine if an educational programme is of an acceptable standard and may be approved for training and accreditation purposes. It may be used to give feedback to instructors, administrators, managers, and faculty on a broad range of services (e.g., library services, technology, admissions, and assessment) that support medical education. It may be used as part of the information presented at annual appraisals for medical teachers, and for promotion and career development. In terms of assessments, it may be used to gather outcome measures on pass rates for qualifying and professional examinations. And it can be used to determine long-term outcomes such as specialty choice and location of practice in rural, remote, and under-served regions.

In addition, evaluation may be used to determine future educational policy in a curriculum, teaching and learning, or assessment. It may also be used as a tool to implement centrally determined policy through a number of covert and controlling processes. Box 30.2 provides examples of the kinds of questions an evaluation might focus upon.

The practice of programme evaluation involves applying theory, research findings, and the most rigorous methods possible to a real-world setting in order to address practical questions relevant to decision makers and stakeholders. The tricky part is that evaluators working in medical education programme settings often do not have the same kind of control over study conditions as researchers might.

**Definitions**

In everyday life the terms *evaluation*, *assessment*, and *appraisal* are often used interchangeably. This confusion is compounded by international differences in definitions.

**BOX 30.1 Common approaches to evaluation in medical education [2]**

*Decision-oriented approach*: The evaluation results help programme personnel make effective decisions. The type of data included in, the research design of, and the focus of the evaluation are selected to maximise the evaluators’ utilisation of results.

*Outcomes-oriented approach*: Objectives are solidified so that specific outcome measures can be established and tracked. The evaluation determines whether the programme objectives have been met.

*Expertise-oriented approach*: The evaluator relies on an external expert to determine the value of various programme criteria and data points, and the programme evaluation results are judged by an expert.

**BOX 30.2 Examples of evaluation questions**

- Is there comparability between regional training sites?
- What is the educational climate like for medical students in the operating theatre?
- What are the facilitators and barriers to implementing the new integrated clerkship?
- What aspects of the faculty development course had a positive impact on teaching?
- How reliable was the shortlisting and interviewing for paediatric trainees?
- What do students and residents think about career advice provided by support services?
- What is the practice location and specialty of trainees?

In North America, for instance, the word ‘evaluation’ is sometimes equated with the UK term ‘assessment’, to mean measurement of learners’ skills [3]. For example the mini-clinical ‘evaluation’ exercise is actually an ‘assessment’ tool for testing junior doctors’ history-taking and examination skills [4].

In this chapter, *assessment* is defined as ‘the processes and instruments applied to measure the learner’s achievements, normally after they have worked through a learning programme of one sort or another’ [5]. Assessment then is about testing the learners. *Appraisal* is ‘a two-way dialogue focusing on the personal, professional and educational needs of the parties, which produces agreed outcomes’ [6, 7]. As noted earlier in this section, *evaluation* focuses on the design, implementation, improvement, or outcomes of a programme rather than focusing on the assessment of individual or individuals.

**Programme Planning and Evaluation**

Programme planning and evaluation are highly interrelated. If the programme plan is not well-developed and lacks clear goals and objectives, it is difficult and often impossible to carry out a credible evaluation. In developing a new programme it is important to identify goals and objectives that are measurable or ‘evaluable’. Over the life of the programme, planning and evaluation are both part of a continuous cycle of ongoing improvement. The methods and approaches used in programme planning and evaluation occur throughout the life cycle of a programme, including assessing needs, modifying approaches, identifying indicators and measures, determining effectiveness, identifying facilitators and barriers to implementation, and making recommendations for improvement. In practice, the process and methods used for curriculum development are the same for evaluation: for example, developing a programme description, specifying a target process and outcomes, identifying or developing measures, designing and collecting data, and disseminating results. Whether you are engaging in planning or evaluating, these processes involve
the use of theory, research findings, and the most rigorous methods possible in a medical education setting.

**Evaluation or Research?**

Evaluation and research in education are similar activities, and share many of the same methods. Programme evaluation is a systematic method for collecting, analysing, and using information to answer questions about projects, policies, and programmes, particularly about their effectiveness and efficiency. It is about providing practice-based evidence from the real world to address questions that are important to stakeholders, including funders, programme planners, implementers, decision makers, and consumers. The focus is upon stakeholder-generated questions versus questions that arise from theory, the literature, or researcher curiosity. Evaluators address study questions that facilitate evidence-based decision-making and accountability. The work is often ongoing and cyclical, focusing on continuous improvement of programmes.

The difference in perspective that evaluation brings to the study of problems has to do with intent. The intent of evaluation is to identify questions that are meaningful for making evidence-based decisions and establishing accountability. Those questions may or may not address a gap in the literature. The driving questions are always specific to the local context of the programme. This differs from research where the intent of the researcher is to undertake work that will contribute to a larger body of knowledge (i.e. the scientific literature). The questions addressed in research are curiosity driven and typically arise from previous research or theory.

Evaluation is ‘methods-neutral’ within the broad domain of social science methods. Evidence can be gathered based on experimental, quasi-experimental, and observational designs. Similar to research, evaluation uses qualitative, quantitative, and mixed-methods; and evaluation and research use the same principles of design, data collection, and analysis. However, when it comes to report writing and dissemination, an evaluative perspective is different from a research perspective in that evaluators use multiple forms of reporting and results that will not necessarily be published. Providing specific actionable recommendations is a focus in evaluation, and facilitating use of evaluation results is part of the role of an evaluator.

With the growing interest in knowledge translation research, there has been a greater focus on the knowledge generated from evaluation studies. For the most part, this has been driven by the commitment to evidence-based practice and the strong call for better links between research and practice. More research-funding agencies are encouraging researchers to address evaluation questions in their studies and to focus on questions related to programme implementation, adaptation of approaches, impact evaluation, and knowledge use. By publishing their work on applying theories, methods, and evidence, evaluators are in an excellent position to contribute to the knowledge base in medical education.

**Theory in Evaluation**

In the literature on programme evaluation, ‘theory’ is often used in two different ways. Theory may refer to an evaluative approach, conceptual model, or theory of practice. Alternatively, ‘theory-driven’ evaluation refers to an evaluation study that is based on the programme’s ‘theory of change’, which is most often represented as a logic model. We will consider these in turn.

**Evaluation Models and Approaches**

There are a variety of theories, models, and approaches described in the evaluation literature. Typically, they differ based upon who is involved in the evaluation, what is evaluated, and why and how a study is conducted. In the majority of evaluation studies these approaches are blended. As many as 13 different models and approaches to evaluation have been identified [8]. Examples of those most relevant to medical education include an objectives approach, expertise-accreditation approaches, utilisation-focused approaches, participatory and collaborative approaches, and organisation learning. Although there are many different models of evaluation described in the literature, we describe four widely used models that are well suited to medical education: utilisation-focused evaluation; Kirkpatrick’s hierarchy; the context-inputs-process-products (CIPP) model, and participatory, collaborative, and empowerment evaluation.

**Utilisation-focused Evaluation**

Utilisation-focused evaluation is an approach associated with Michael Quinn Patton. This approach is decision oriented and is based on the premise that ‘an evaluation should be judged according to its utility and actual use’ [9]. The evaluator focuses on developing and implementing an evaluation that places ‘use’ as the primary consideration in how the evaluation is planned, is implemented, and findings are reported. ‘The focus in utilization-focused evaluation is on intended use by intended users’ [9].

In utilisation-focused evaluation, the evaluator works with decision makers to design the evaluation. There is no particular evaluation method, approach, or model associated with utilisation-focused evaluation. The assumption is that the most appropriate method, approach, or model will be based on the needs of the primary intended users. A utilisation-based approach can be used in all types of evaluations (e.g. formative, summative, outcome, etc.) with both qualitative and quantitative data, and any type of design (e.g. experimental, quasi-experimental, and any qualitative design).

An important strength of this approach is that it increases the use of evaluation results. A potential downside to using this approach is that by focusing the evaluation primarily on the interests of the intended users of the results, the viewpoint of the programme’s target population could be overlooked [10]. Vassar et al. [11] encourage the application of utilisation-focused evaluation in medical education settings because it is a flexible and pragmatic approach to answering a wide variety of programmatic questions. It
also actively includes key decision makers, thus making it more likely that the results will be used.

Kirkpatrick’s Hierarchy

One of the most widely applied evaluation approaches in medical education has been Kirkpatrick’s hierarchy, which was first described in articles published by Donald Kirkpatrick in 1959 which were based on his dissertation in the field of training and development. He proposed a series of levels of evaluation on which to focus questions about the effectiveness of training. At the base (the lowest level) of the pyramid model is some indication of satisfaction with the teaching and learning. Next up the pyramid is a concern for what learning has taken place, followed by an indication of behavioural change. The apex of the pyramid is a concern for what learning has taken place, followed by an indication of behavioural change. The apex of the pyramid focused on the impact of an intervention on society or a community [12]. Each level represents a legitimate area of inquiry for evaluating a programme.

Kirkpatrick’s hierarchy has been adapted and widely used in medical education, but not without criticism regarding its limitations. Unfortunately, most educational evaluations have focused on the lower levels related to satisfaction and learning, with few evaluating long-term impact questions. Belfield et al. [13], for instance, found that in a study of 305 papers, only 1.6% had looked at health care outcomes. Parker [14] argued that the model does not address changes in the field of evaluation which have occurred since the model was first developed. He suggests that, while the Kirkpatrick model can be used effectively to identify achievement of objectives and how a programme can be changed to achieve its intended outcomes, it does not sufficiently address context, process, and the needs of stakeholders.

Kirkpatrick’s daughter and son-in-law have recently proposed the New World Kirkpatrick model [15], which attempts to address previously cited concerns. Figure 30.1 illustrates the kinds of questions asked at each level of evaluation. While maintaining the original levels described in the pyramid, they suggest the levels of evaluation represent a chain of evidence (versus a causal chain) that can be used non-sequentially, concurrently, or in reverse order. The new model acknowledges the importance of working closely with stakeholders during programme planning in order to identify indicators and incorporate mechanisms for data collection that provide the foundation for an evaluation. They have also expanded the original model to address the context of training and the need to explore both intended and unintended outcomes. Finally, while the apex (Level 4) of the original Kirkpatrick model focused on the broad impact of a programme on society, the New World version infers that Level 4 should focus on the contribution that training makes to the organisation’s goals [15, 16].

CIPP (Context, Input, Process, Products)

The CIPP model is a comprehensive practical approach that incorporates needs assessment, formative evaluation, and summative evaluation [17–19]. A basic principle underlying CIPP is that the evaluation’s most important purpose is not to prove but to improve. It was developed to enable evaluators working in the ‘real world’, where experimental designs are difficult to employ, by guiding service providers to identify the strengths and weakness of a programme and address the need for accountability. This model has been widely applied and is frequently used in education. It is particularly suited to guiding internal evaluation. ‘CIPP’ refers to context, inputs, processes, and products. Box 30.3 provides examples of the different types of questions the model could answer.

**BOX 30.3 CIPP Model: Evaluation questions [18]**

- Context: What needs to be done?
- Input: How should it be done?
- Process: Is it being done?
- Products: Is it successful?
Participatory, Collaborative, and Empowerment Evaluation

Participatory, collaborative, and empowerment all refer to the involvement of those who have a stake in the programme, including funders, policy makers, students, faculty, staff, and members of the community. Participatory evaluation methods are based on the foundations of community-based participatory research and participatory action research. While the level of participation can vary across studies using this approach, the focus is upon valuing and using the knowledge and expertise of those involved with or benefiting from the programme. Participation can include involving stakeholders in identifying evaluation questions, developing indicators and measures, collecting data, analysing and interpreting data, and disseminating results of the evaluation. In general, there has been an increased use of collaborative methods in evaluating education and social programmes, with the movement toward wider accountability to government, citizens, and students themselves.

There are many advantages to using collaborative approaches, including the empowerment of those involved, building evaluation capacity, and reinforcing organisational learning [20]. However, participatory evaluation is not always appropriate for every evaluation. There are a number of constraints to be considered, such as the cost and time of involving individuals with a broad range of experience and understanding of evaluation. In addition, the process can sometimes be unpredictable, requiring an experienced evaluator who can negotiate the process. An important advantage of involving stakeholders in the evaluation is the significant increase in the chances that the findings will be used.

Fetterman et al. [21] describes the use of empowerment approaches when evaluating and transforming a medical school curriculum. Five tools are outlined as being central to implementing the approach: (i) developing a culture of evidence; (ii) using a critical friend; (iii) encouraging a cycle of reflection and action; (iv) cultivating a community of learners; and (v) developing reflective practitioners. Fetterman et al. [21] report that the application of these methods during a curriculum reform process fostered greater institutional self-reflection, an evidence-based model of decision-making, and expanded opportunities for collaboration among faculty, students, and staff.

Logic Models and Theories of Change

An important tool for conducting theory-driven evaluation is logic modelling [22]. A logic model provides a concise graphic representation that communicates the purpose of a programme, its components, and the sequence of activities and outcomes anticipated. In effect it is a causal model, or theory of change, that links inputs, activities, outputs, and outcomes. The basic components of a logic model are shown in Figure 30.2. Inputs are defined as those resources dedicated to or consumed by the programme (e.g. money, staff, faculty, facilities, equipment), activities are the tactical actions (e.g. curriculum, support services) that occur to achieve the objectives of the programme, and outputs are what the programme does with the inputs to fulfill its mission (e.g. admit students to a programme, deliver courses, provide clinical training, provide student support services). Outcomes refer to the benefits for students during and after their training (e.g. knowledge, skills, licensing, and practice) and they are often specified as short-term, intermediate, and long-term [23]. Impacts are the even longer system changes that are anticipated to result, such as wider societal benefit.

When you begin the process of developing a logic model (see Box 30.4), assume it will require multiple versions.
before finalised. Logic modelling is a tool. The process facilitates building consensus about a programme, identifying of limits and logical gaps, and whether it is realistic to expect the effects anticipated with the programme activities that will be implemented. It also facilitates the identification of outcomes and indicators and helps determine the boundaries of evaluation questions. For example, some programmes may examine evaluation questions that focus on outputs and short-term outcomes during a pilot phase, with an eye toward measuring longer term outcomes once the programme is stabilised.

**Ethics in Programme Evaluation**

Evaluators have the same obligations as researchers in considering the ethical issues involved in implementing studies. However, the overlap between evaluation and research often causes confusion as to whether formal approval by an ethics review board or committee is required. Bedward et al. [24], in their editorial in *Medical Teacher* in 2005, discussed the lack of clarity on what requires ethical approval, the reliance on one procedure for all types of research applications, confusion over the scope of responsibilities, and the scale of the work involved.

When participants give their informed consent to participate in a programme evaluation, this means that they know the risks and benefits of participating in the study and what it will involve. They also agree to the terms of participation and know their rights as research participants. While programme evaluation is sometimes exempt from formal ethical review, participants still need to provide informed consent. In some circumstances it may not be necessary to distribute consent forms to participants. For example, it may be sufficient to include a statement on a survey that alerts students that the information will be used for the purposes of programme evaluation. The use of administrative data (e.g. learning analytics, assessment data, clerkship, or residency placement information), leads to ethical concerns that need to be considered, ranging from the confidentiality of students whose information is being used to the nature of the study and its potential impact on participants. In any case, it is important to check with your institution’s policies regarding collection and use of data for purposes of programme evaluation.

Institutions don’t always have the same requirements on when an evaluation project is or is not research. However, the primary determining factor is primarily related to who will have access to the results and in what form. In general, if there is intent to publish or otherwise disseminate findings as a contribution to knowledge, then ethical review is likely to be required. This is an important consideration for many evaluators working in medical education since the redefinition of scholarship by Boyer [25] emphasises the educational environment as a setting for academic inquiry. On the other hand, if the evaluation will be communicated to an internal committee and will not be used outside your institution, it may not be considered research because you are not seeking to generalise the knowledge. Regardless, it is highly recommended that medical education evaluators seek advice from their own institution, as there is evidence that considerable variability exists in requirements for medical education research studies [26].

Among the tips Egan-Lee et al. [27] provide for obtaining ethical approval for research in health professions education are examining your intent, planning for early communication with your local ethics review system (e.g. Institutional Review Board, or Research Ethics Committee), and determining if your study is exempt from review. As they note, many institutions exempt programme evaluation studies from requiring approval but requirements for approval will vary depending on your national context.

Morrison [28] describes ethical issues in evaluation practice as rising at any stage in the evaluation process, but most commonly during the entry and design phase, communication of results, and utilisation of findings. Examples of issues include:

- stakeholders who have already decided what the findings ‘should be’
- different expectations or purposes for the evaluation as viewed by diverse stakeholders
- leaving out certain stakeholder voices from the evaluation
- pressure by stakeholders to alter the presentation of findings
- stakeholders who suppress or ignore findings
- stakeholders who misinterpret the findings.

Goldie [3] cites seven ethical standards for evaluators, drawn from a number of national bodies by Worthen et al. [29] (see Box 30.5). Ultimately though, it is the individual evaluator’s responsibility to work ethically to bring to their work a principles-based or virtue-based approach rather than to merely follow external policies and procedures.

As in other professions, evaluators have developed standards and guidelines for practice that are informative in both anticipating and dealing with ethical issues that may arise in evaluation practice. Box 30.6 provides a synopsis and internet links for the UK Evaluation Society and the American Evaluation Association guidelines for practice.

**Evaluation Methods**

The evaluation design that you use will depend on the nature of question(s) that you are asking. Are the questions focused on the programme process, implementation,

**BOX 30.5 Ethical standards in evaluation [3, 29]**

- Service orientation
- Formal agreements
- Rights of human subjects
- Complete and fair assessment
- Disclosure of findings
- Conflicts of interest
- Fiscal responsibility
Programme Evaluation

449

outputs, outcomes, or impact? Is the purpose of your evaluation to monitor progress or demonstrate attribution? Are quantitative or qualitative methods better suited to addressing the questions of interest? A comprehensive evaluation that examines the range of evaluation questions related to process, implementation, and outcome will commonly require both numbers and narratives. Quantitative methods are best suited for addressing questions related to causality or attribution and the magnitude of change, while qualitative methods rest in people’s experience. Mixing these two research approaches gives the evaluator a broader understanding of the programme and offsets the weaknesses associated with each approach. An important advantage of using both approaches is the possibility of triangulation, that is, using several means to study the same phenomenon.

Chapter 29 of this book provides a comprehensive overview of qualitative methods, including the different research paradigms and methods used in addressing qualitative research questions which will be useful to readers. Typically these questions focus on examining ‘how’ or ‘what’. For example, ‘how’ do students experience a programme or policy or ‘what’ does being a peer mentor mean to students.

Evaluations focusing on outcomes and using quantitative methods commonly use experimental, quasi-experimental, and observational designs. An experimental design uses random assignment to compare outcomes in ‘intervention’ and ‘non-intervention’ group(s), while a quasi-experimental design compares ‘intervention’ and non-equivalent ‘comparison’ group(s) that are not randomly assigned. While the most powerful design for establishing causality is the randomised control trial, it remains less common in medical education for practical reasons. Chapter 28 of this book provides an extensive description about the range of quantitative research designs available to medical educational researchers, including experimental and quasi-experimental designs. As the authors note, these designs are more typically used in clinical research, but are not always relevant to the kinds of questions researchers in medical education want to address.

In many cases it will not be feasible to implement any of the designs described in Chapter 28. Contribution analysis, developed by Mayne [30, 31], is an alternative to establishing cause and effect. This approach explores attribution by assessing the contribution a programme is making to the outcomes that are observed. The steps for conducting contribution analysis are listed in Box 30.7. Causality is inferred by taking into consideration both the theory of change underlying the programme and other factors that might influence outcomes.

---

**BOX 30.6 FOCUS ON: Good practice in evaluation**

A number of organisations have defined standards for good evaluation practice. The European Evaluation Society lists the standards laid out by a number of European countries and can be found at http://www.europeanevaluation.org/resources/evaluation-standards. The UK version spells out what constitutes good practice for:

- evaluators
- participants
- commissioners
- institutions conducting self-evaluation.


The American Evaluation Association has also produced guiding principles. These are built around five areas:

1. **Systematic inquiry**: Evaluators conduct systematic, data-based inquiries.
2. **Competence**: Evaluators provide competent performance to stakeholders.
3. **Integrity/honesty**: Evaluators display honesty and integrity in their own behaviour, and attempt to ensure the honesty and integrity of the entire evaluation process.
4. **Respect for people**: Evaluators respect the security, dignity, and self-worth of the respondents, programme participants, clients, and other evaluation stakeholders.
5. **Responsibilities for general and public welfare**: Evaluators articulate and take into account the diversity of general and public interests and values that may be related to the evaluation.

The full guide can be downloaded from http://www.eval.org/Publications/GuidingPrinciples.asp.

---

**BOX 30.7 HOW TO: Conduct a contribution analysis [32]**

Step 1: Set out the problem to be addressed
Step 2: Develop a theory of change and risks to it
Step 3: Gather the existing evidence on the theory of change
Step 4: Assemble and assess the contribution story and challenges to it
Step 5: Seek out additional evidence
Step 6: Revise and strengthen the contribution story
Causality is inferred from the following evidence:

1. The programme is based on a reasoned theory of change: the assumptions behind why the programme is expected to work are sound, are plausible, and are agreed upon by at least some of the key players.
2. The activities of the programme were implemented.
3. The theory of change is verified by evidence: the chain of expected results occurred.
4. Other factors influencing the programme were assessed and were either shown not to have made a significant contribution or, if they did, the relative contribution was recognised [32].

It should be noted that in cases where the purpose of the evaluation is accountability alone, it may be acceptable to use a goal-based evaluation model, by using predetermined goals and objectives as the standards of comparison for the evaluation. In these cases, demonstrating attribution is not the primary purpose. For example, you may need to show that a particular programme was delivered or that certain objectives have been achieved.

Data Collection

This section includes brief descriptions of the common methods used in programme evaluation, including questionnaires, interviews, focus groups, site visits, administrative records, and group methods.

Several methods may be used serially, e.g. when a focus group is used to generate items for a questionnaire. Alternatively, methods may be used in parallel where multiple methods are adopted to tap into different data sources in order to build the richest possible picture of the educational initiative under study.

Questionnaires

There are several advantages of using a questionnaire for evaluation purposes. The basic concepts underlying the psychometrics of measurement instruments such as questionnaires are discussed in Chapter 28 of this book and will not be repeated here. Questionnaires are feasible and economical in terms of the time and effort to collect information for an evaluation and are commonly used for this purpose. Using a survey that has been validated and published is the ideal choice, not only because it will save you time and money, but also because it will allow you to compare your results with those from other evaluations. Whenever possible, rely on previously validated questionnaires. If you use a standardised survey that has been administered in a context that is different from your own, you will need to consider adapting and pre-testing it to ensure it is relevant to your setting. If you develop your own survey we recommend that you consult the resources referenced at the end of this chapter.

Be aware that there are some disadvantages to the questionnaire method. For example, there is a well-recognised problem with pre-coded responses, which may not be sufficiently comprehensive to accommodate all answers, forcing participants to choose a view that does not represent their true perceptions [33]. We make assumptions that all respondents will understand the questions in the same way, and there is no way of clarifying the question as in a one-to-one interview. Non-response affects the quality of the data and thus the generalisability of the results. To help overcome these challenges, an evaluation questionnaire can be designed to include open-ended questions, closed questions (e.g. yes/no), tick box questions with specified categories, scaled items (e.g. Likert rating scale with strongly agree to strongly disagree), and the opportunity for participant comments to catch any other relevant information that may not otherwise be collected.

Individual Interviews

Cohen et al. [34] defined a research interview as a ‘two-person conversation initiated by the interviewer, for the purpose of gathering research relevant information’. The interview has multiple uses within educational evaluation and research. It can be used:

- to gather information about the evaluation questions to ask
- to develop ideas for new hypotheses or research questions
- as a primary source of data or in conjunction with other evaluation methods
- to validate results from a study
- to go deeper and explore new themes generated from other evaluation methods
- to test hypotheses that have already been generated [35].

Also, the interview method is a powerful way to gain internal validity in case study work, to go deeper and explore new themes generated from other educational evaluation methods in this work.

Focus Groups

The focus group is a form of group interview in which discussion and interaction within the group is part of the methodology [36]. People are encouraged to talk, exchange ideas, tell stories, comment on each other’s ideas, and ask one another questions. The method is useful in evaluation in exploring learners’ knowledge and experiences, and also in determining what they think and why. The idea of a focus group is that it may help to clarify ideas and views that might be less accessible in a one-to-one interview.

Krueger and Casey [36] provide advice on group composition, running the group (four to eight people is an ideal number), analysis, and writing up results. It is highly recommended that focus groups be recorded and transcribed for detailed analysis. Recording the group using a digital recorder and boundary microphone (for 360° capture of what people say) will give good sound quality. In addition, audio files may be stored on a computer and sent to participants and colleagues for further comments.

Group Consensus Techniques

A number of consensus techniques have been developed for the evaluation of educational events involving medium-to-large groups. Two commonly used approaches are described here.

Snowball Review

This is a group-based evaluation [6] that uses a series of steps where comment and opinion are suggested, discussed,
shared, and agreed, before going on to the next step, until a final list of good and not so good points about, for example, a course has been agreed upon. The steps are as follows:

- Each individual alone lists, say, three good and three not so good points about the course being evaluated.
- Participants form pairs and discuss their suggestions, and then come to an agreement as a pair.
- Two such pairs then form a group of four, and this again debates the views and comes to an agreement.
- Two groups of four join up to form a group of eight. Again, they debate and agree upon their conclusions.
- A reporter presents the group’s views to all participants. This is a good method in that it involves everyone and ideally reaches a consensus and a conclusion, but it does take time.

Nominal Group Technique

This is another group-based consensus method. It differs from the snowball review (above) in that each person gives their views and then all the views are collected and voted on. The steps are as follows:

- Each individual is asked in turn for feedback on the best and least valuable aspects of the course.
- Comments are collected and listed (once) on a flip chart, that is, if two members of the group thought that the catering was not very good, this is only listed once.
- The facilitator continues to go around the group until all (unique) comments have been exhausted.

Promoting the Use of Evaluation Findings

An essential question in judging the quality of an evaluation is ‘are the results used?’ No matter how beautifully designed the evaluation strategy, the key question for evaluators is: Can the results be fed back into the system and acted upon? ‘Use’ can mean different things to different people. There are five different types of ‘use’ described in the evaluation literature [37]:

1. **Instrumental use**: when an evaluation directly affects decision-making and influences change. Evidence for this type of use involves decisions and actions that come from the evaluation, including the implementation of recommendations.
2. **Conceptual use**: when the evaluation findings help individuals understand the programme in a new way or influence thinking in a general way without any immediate new decisions being made about the programme.
3. **Enlightenment**: related to conceptual use, but more focused on whether the evaluation findings add knowledge to the field and thus may be used by anyone, not just those involved with the programme or evaluation of the programme.
4. **Process use**: how individuals and organisations are impacted as a result of participating in an evaluation. It acknowledges that being involved in an evaluation can lead to changes in how people think, what they do, and how they make decisions, which then result in cultural and organisational change.
5. **Symbolic use**: when evaluations are done as a requirement or political move, rather than serving an identifiable need. This is not an ideal or recommended use of evaluation.

There is a substantial amount of theoretical and empirical research on the use of results from evaluation studies. In a systematic review of the literature in this area, Johnson et al. [37] identified three broad categories of factors that increase the use of evaluation findings: (i) stakeholder involvement, (ii) characteristics related to implementation, and (iii) characteristics of the decision or policy setting; the context in which the evaluation was implemented. Their findings are elaborated and discussed below.

The strongest evidence regarding use of evaluation falls under stakeholder involvement, including early involvement, inclusion of different stakeholder groups, and an evaluator who communicated well and sustained engagement throughout the evaluation.

Characteristics related to implementation included the quality and credibility of the evaluation approach, evaluator competence, and timely/relevant reporting. However, the most critical factor in this category relates to evaluator/user communication. Frequency and quality of communication are important factors, as well as dissemination. The other interesting element in this category is the type of recommendations evaluators make; more specifically, if the recommendations are detailed and actionable items, they are more likely to result in changes, as compared to broad platitudes that have no practical significance.

The most important characteristics of context for increasing use are the personal characteristics of the individual(s) who will use the evaluation. To get the most value out of resources spent in conducting evaluations, the right decision makers must engage with the results. Important characteristics include the organisational role of the decision maker, the kind of authority they have, where they are in the organisational structure, and their level of experience and these are critical to increasing the probability that results will be used. An important consideration for the evaluator is the ‘information processing style’ of the user – dissemination of some ‘reports’ verbally, in briefing style, or by simply providing key findings and recommendations may be better than written reports.

Challenges in Educational Evaluation

There are several common pitfalls to avoid in any evaluation, some of which were mentioned earlier. The following are some common problems we have encountered in our careers as evaluators in medical education.

**Timeliness**

The timing of results is an important consideration. Too often planning and decision-making occur before data have been analysed or are even available. Providing a polished final report is not as important as providing results when planners and decision makers need them. It is often necessary to provide rapid turnaround. Using alternative vehicles for reporting, such as presentations, memos, or open discussion, are all good (and welcomed) substitutes to the long formal report.
Generalisability
Programme evaluation is often very local and the results may not be generalisable to other contexts. While the results may be useful at the local level, they may be challenging to publish. Because most evaluators working in medical education evaluation are academics, this represents an important challenge. It is impingent upon the evaluator to make a case for how the study contributes to the literature and to provide a thorough description of the context in which the work was conducted so that readers can determine its applicability to their context.

Standard of Acceptability
Evaluation is about ‘valuing’ or ‘judging’ the success of a programme. Therefore, some standard of comparison is necessary. It can often be challenging to get stakeholders to define what will be considered ‘successful’. Is it 100% of trainees achieving licensure? If 80% of trainees are satisfied, will that be considered successful?

Measuring only what is Easy to Measure
Focusing on measuring what’s easy to measure is a common pitfall. For instance, it might be quite easy to send out a questionnaire, but more difficult to use an alternate approach such as a case study, where problems such as bullying or negative feedback are the focus. Similarly, it may be attractive to gather only one source of evidence, rather than trying to triangulate evidence from three different areas.

Validity and Reliability of Surveys
An important activity involved in collecting evaluation information includes demonstrating the reliability (consistency) and validity (accuracy) of the measures. While perfect reliability and validity are impossible to achieve, it is important to know any instrument’s limitations and how confident you can be in the information you have collected. Whether you use an instrument published in the literature, adapt an instrument, or develop your own, it is important to address the validity and reliability of the measures used.

Survey Fatigue and Low Response Rates
Trainees and students in medical education receive many surveys. Low response rates can pose a serious validity problem. While a response rate of 70% was previously considered a general standard for survey research, it is widely known that response rates have gone down over the years and are now often much lower. You will want to do as much as possible to keep the number and length of surveys reasonable. Providing incentives for special one-off surveys is worth considering to increase response rate, particularly among students. Keep in mind that it is not the response rate per se that is most important, but rather whether you are getting an accurate picture (or representative sample) since the purpose is to know about the general population who are recipients of the programme or policy.

Balancing the Positive and Negative
It is easy to fall into the trap of ignoring the positive accomplishments of a programme and to emphasise the negative. We have seen examples of this in evaluation studies and even on national quality assurance visits. Everyone is happy with the teaching except for one or two disaffected and sometimes dysfunctional individuals. The visiting team takes into consideration all of the concerns of those who are disaffected, to the exclusion of all other evidence. All of this appears in the report, but the emphasis on the negative, small though it may be, distorts the conclusions. Even if further investigations show much of this to be factually incorrect, the damage is done.

Conclusions
Evaluation is an essential part of medical education and needs to be carried out rigorously and systematically, all the while focusing on its utility. A good knowledge of many different areas is needed if we are to be able to carry out meaningful evaluations that can be fed back to improve medical education programmes. In the end, the ultimate goal is to design, implement, and use evaluation to deliver training that will ultimately produce quality patient care and a healthy population.

Examples of Evaluations in Medical Education
Example 1: Promoting Continuous Improvement in the Curriculum
Context
An internal evaluation unit of a medical undergraduate programme wanted to reinforce the use of evaluation findings and embed a new routine for addressing recommendations for curriculum improvement. To accomplish this an enhanced process was developed that included active collaboration in reviewing evaluation results and developing recommendations, assignment of a faculty lead for each recommendation, monitoring of actions taken, and regular reports on recommendations and their status to the relevant committees. A logic model was also developed that illustrated inputs, activities, outputs, and outcomes.

Programme Goals
Contribute to building a learning organisation by promoting continuous improvement of the curriculum.

Programme Objectives
1. Bring forward recommendations for programme improvements on a continuous basis.
2. Ensure recommended programme improvements are addressed.
3. Increase the use of evaluation results in planning and decision-making.
4. Demonstrate compliance with national accreditation standards regarding programme improvement.

Design
Mixed methods, including interviews to address process, and a pre-post comparison of key quantitative outcomes (Table 30.1).
Communication Plan

A communication plan was outlined to ensure that internal and external stakeholders were engaged throughout the evaluation. Products include a written evaluation report, a slide presentation, a two-page summary, and a brief and informal video that can be accessed through the Internet.

Example 2: Evaluating e-clips: an Evaluation Capacity Building Programme

The Communities of Learning, Inquiry, and Practice (CLIPs) model was developed within the higher education context to support faculty and staff. The model is designed to help professionals use evaluation to improve practice by building relationships and connecting with the larger purpose and goals of an institution [38]. CLIPs are a type of community of practice [39, 40] or groups that form to accomplish a purpose valued by all participants. These informal, dynamic groups support professionals in learning together within a supportive structure. The programme was implemented by an internal evaluation service supporting a medical educational programme. The CLIPs groups consisted of three to seven people who chose a shared evaluation question and project. One of the group members served as a facilitator. A ‘guide’ from the evaluation unit with an evaluation and facilitation expertise supported the work of multiple groups. The programme was piloted with 18 projects.

An evaluation conducted by an external evaluator addressed the following questions: (i) were the expectations and intended outcomes achieved, (ii) did the programme build evaluation capacity, and (iii) what factors influenced implementation, delivery, and utilisation? The external evaluator used a qualitative approach and conducted individual interviews with CLIPs’ group leads and ran a focus group with those from the evaluation unit who were involved in the programme.

Interviews with project team leaders indicated that the CLIPs programme successfully delivered on a number of anticipated evaluation capacity-building outcomes occurring at the participant, programme, evaluation unit, and Faculty of Medicine levels. At the participant level, there was an increased appreciation and knowledge of evaluation as well as more independent evaluation activity by participating faculty. At the programme level, CLIPs have driven better quality evaluations and facilitated the increased use of evidence for programme improvement and decision-making. At the evaluation unit level, CLIPs led to the development of relationships with new stakeholders and created more knowledgeable and active evaluation stakeholders around faculty committee tables. At the faculty level, it created a group of CLIPs alumni who began functioning as internal evaluation champions. This ‘learn by doing’ design of the programme appears to be a very cost-effective mechanism for building evaluation capacity within the context where it was implemented.

The evaluation highlights the achievement of a number of important capacity-building outcomes, even among those with limited involvement, from what was a relatively small, simple, and low-cost intervention. Some changes were made to the way the programme was delivered, based on feedback, but the general approach was considered a success and was continued.

Example 3: Evaluating Readiness for Clerkship and Residency

There are times when evaluation questions relate to the effectiveness of a larger programme, rather than to individual components of a curriculum or course. Students’ readiness to begin full-time patient-based learning, commonly called ‘clerkship’, is an important outcome of the first two years of medical training. Likewise, new medical graduates’ readiness to begin the first year of residency training is an important outcome of the last two years of medical training. ‘Readiness’ is a key indicator as to whether a curriculum is functioning to enable students to achieve competencies expected mid-way through and at the end of the undergraduate training. Although the most efficient way to determine readiness is to ask students how much they have learned, there is a body of evidence showing that self-assessment data are not accurate measures of individual performance. However, recent findings using the Readiness for Clerkship Survey and the Readiness for Residency Survey [41–43] indicate that aggregated

### Table 30.1 Evaluation outline design.

<table>
<thead>
<tr>
<th>Evaluation question</th>
<th>Indicators</th>
<th>Standards of acceptability</th>
<th>Data collection method</th>
<th>Sources of data</th>
</tr>
</thead>
<tbody>
<tr>
<td>Has the new process been implemented as planned?</td>
<td>Extent to which activities have been implemented</td>
<td>All activities are being fulfilled</td>
<td>Survey</td>
<td>Internal evaluators, relevant committee members</td>
</tr>
<tr>
<td>What have been the facilitators and barriers to implementation?</td>
<td>Challenges and facilitating factors</td>
<td>Facilitating factors will out-number challenges</td>
<td>Interviews</td>
<td>Internal evaluators, relevant committee members</td>
</tr>
<tr>
<td>Is there a greater uptake of recommended programme improvements?</td>
<td>Number of quality report recommendations addressed or being addressed</td>
<td>Increased uptake of recommendations, with 100% uptake by third year</td>
<td>Admin. records</td>
<td></td>
</tr>
<tr>
<td>Are accreditation requirements achieved?</td>
<td>Accreditation report before and after implementation</td>
<td>Strong evaluation report from accrediting body at next visit</td>
<td>Review report</td>
<td>Accreditation report</td>
</tr>
</tbody>
</table>

Programme Evaluation 453
self-assessments from medical students and new residents were reliable for the purpose of evaluating overall programme effectiveness.

At the University of British Columbia Undergraduate Medical Education Program the Readiness for Clerkship Survey and the Readiness for Residency Survey were used to determine if undergraduate medical students and new residents were prepared for the next level of training. These surveys are unique in four ways: first, the items are competency-based key physician tasks that are blueprinted using the educational programme objectives; second, they are framed as self-assessments; third, the rating scale is based on the construct of independence; and fourth, they are administered four and eight months after the start of clerkship and residency, respectively.

Relative strengths and weaknesses of cohorts of trainees were identified when scores assigned to the items are aggregated and items are ranked from highest to lowest. By comparing medical student and resident ratings on the items common to both surveys, the function of the curriculum to enable learners to achieve greater competence where expected or its failure to do so, were identified. These data aided faculty in setting priorities for programme improvement and identifying and learning from effective educational practices.

In the process of using results it was found that summaries of key findings, use of visuals, tracking change over time, provision of student and resident comments, and working closely with faculty to develop recommendations were powerful in engaging faculty and facilitating use of the data. Sharing the results with students was also very beneficial to learning; junior students wanted to know the particular areas where new graduates felt they could have benefited from more assistance and guidance. Knowing what a near-peer sees as a challenge can be very powerful in guiding learning earlier in the programme. Students also appreciated knowing that the results are being used by the faculty to improve the programme and to support them in their learning.

Acknowledgement

We wish to acknowledge Professor David Wall whose authorship of a previous edition of this chapter has provided the foundation for this one.

References


Further Reading and Resources


Introduction

Over the last 20 years, the volume of publications on topics in health professions education (HPE) has increased dramatically [1]. In 2016 alone there were over 25,000 articles about HPE topics added to PubMed. For most in the HPE community, it is impossible to keep up with this influx of articles. To help integrate some of these multiple studies, researchers are increasingly creating, consuming, and citing knowledge syntheses.

In this chapter, we define and describe the characteristics of a knowledge synthesis. We also situate knowledge syntheses in the context of HPE, including a discussion of how they may be used and the five types of knowledge syntheses that are prevalent in, or appropriate for use by, those in HPE. Next, we outline a seven-step process for those seeking to undertake knowledge syntheses. Lastly, we explore available training for knowledge syntheses in HPE.

What are Knowledge Syntheses?

Knowledge syntheses, sometimes also referred to as integrative scholarship [2], are comprehensive reviews of an extant body of literature. The ‘idea’ of knowledge synthesis is not a new one. Knowledge syntheses in philosophy actually date back to the twelfth century. During the seventeenth century, new statistical techniques and procedures were developed to synthesise the literature and were particularly common practice in astronomy. In the early twentieth century, basic meta-analytical (a type of knowledge synthesis) procedures were developed to address a growing body of health-related research. It was not until the 1970s that researchers and statisticians in education, psychology, and the social sciences began to advance more modern techniques for meta-analysis. The decades that followed saw an emergence of methods for conducting knowledge syntheses, including systematic reviews and meta-analyses by international organisations such as the Cochrane collaboration. Though these primarily quantitative methods used methodologically rigorous and sophisticated techniques aimed at determining the effectiveness of specific interventions, health care systems worldwide faced new, multifaceted, and increasingly complex issues that could not be examined using traditional quantitative methods [3]. Multifaceted biopsychosocial issues faced by individual patients and patient populations necessitated an examination of more ‘complex’ research evidence using newer methods or including a combination of qualitative and quantitative methods.

Systematic reviews based on these methods have changed the landscape of health research, but the methods themselves have been criticized as being unable to address questions of great complexity, such as exploring patients’ perceptions of disease, identifying underlying theories to explain the effectiveness of an intervention, or understanding the facilitators of and barriers to the uptake of an intervention. Because traditional systematic review methods may be inadequate to address these questions, other types of search approaches (e.g., snowballing of papers, focusing on identification of

KEY MESSAGES

- Knowledge syntheses summarise a body of work thereby providing the state of what is known about a topic and highlighting areas for future research.
- Literature reviews and knowledge syntheses are distinct, but related, review processes and although the terms are often used interchangeably, they are not synonymous.
- There are multiple types of knowledge syntheses (e.g., narrative reviews, systematic reviews, umbrella reviews, scoping reviews, realist reviews, etc.).
- Conducting a knowledge synthesis is an intensive multi-step process.
- Knowledge syntheses can inform educational practice, policy, and research.
This evolution in the nature and breadth of research evidence in health care led to the emergence of new knowledge synthesis methods (e.g., critical interpretive synthesis, integrative review, meta-synthesis, meta-ethnography, narrative synthesis, realist review, scoping review, mapping review, rapid review) some of which will be described further in this chapter [4]. A detailed description of each of these methods is outside the scope of this chapter, but we provide a reference list and recommended reading section for those interested in greater depth.

Literature reviews and knowledge syntheses are distinct but related review processes. Although the terms are often used interchangeably, they are not synonymous. Whether undertaking a literature review or knowledge synthesis, the author must be aware of the distinctions and make an informed decision about the type of review most appropriate for the question being posed or the task at hand (e.g. a preliminary review of the literature prior to any empirical study).

Literature reviews, unlike knowledge syntheses, are often considered more cursory methods for obtaining a general overview of the state of knowledge in a given area or field of study. As such, they are ideal for identifying gaps in the literature and for informing the next steps in a programme of research. There is no expectation that a formal critical appraisal be conducted and the output tends to be a narrative account of the state of knowledge in the chosen domain. Literature reviews are therefore an important starting point for individuals conducting empirical work, for situating a study’s research question(s), methodology, and potential contributions to the field, as well as for avoiding unnecessary duplication of research [5].

Types of Knowledge Syntheses

Authors approach synthesising the literature for a variety of reasons and from a multitude of perspectives. Thus, there is no single approach or ‘gold standard’ for undertaking a knowledge synthesis [6]. More than 25 different types of knowledge syntheses have been identified in the literature [4]. In this chapter, we discuss five types most commonly used in HPE: narrative reviews, systematic reviews, umbrella reviews (aka meta-syntheses), scoping reviews, and realist reviews. We chose these based on their prevalence in HPE and because they could potentially help HPE researchers answer the complex, inter-disciplinary questions that arise in HPE. Our selection also represents examples of knowledge syntheses with a range of theoretical and epistemological underpinnings – from systematic reviews that have roots in positivism (e.g. knowledge can be verified through observation) to scoping reviews, which are influenced by constructivist theories in that they are rooted in the belief that knowledge is socially constructed. See Chapter 27 in this book for more on research paradigms generally. More specifically, Gordon provides an overview on selecting paradigms for HPE knowledge syntheses [7].

When appropriate in the following sections, for each knowledge synthesis type, we discuss typical research questions, relevant methodological frameworks, use of a critical appraisal process, and practical tips. Readers interested in knowledge syntheses methods beyond those featured here should consult resources such as Tricco’s typology of knowledge syntheses [4] and Kastner’s guidance on how to select an appropriate synthesis type [8]. For each knowledge synthesis type, we describe key characteristics and provide examples of its use in HPE practice and research. When appropriate, we also include potential challenges to undertaking the review in an HPE context. As we only provide an overview of each type, we have included supplementary references for those interested in the details of executing each knowledge synthesis in the recommended resources section at the end of the chapter.

The approach and execution of knowledge syntheses can vary. For example, depending on knowledge synthesis type (e.g. scoping review versus systematic review), a synthesis
might incorporate various sources of information, from empirical research to editorials. Also, depending on the methodology and review question, knowledge syntheses may or may not use formal critical appraisal processes to assess the quality of the included research [8]. In this chapter, we describe similarities and differences among the five selected knowledge synthesis types and highlight them in Box 31.1 [9–14].

**Narrative Reviews**

Narrative reviews, which have been characterised as the ‘simplest form’ of knowledge synthesis, generally attempt to describe what is known on a topic or subject based on the existing published literature [15]. Narrative reviews rarely contain descriptions of a formal search or how articles were selected for inclusion. Instead, authors take a constructivist approach using their discretion to select evidence from a variety of materials that they see fit for inclusion and provide commentary on their contents. For example, in the narrative review, ‘Good teaching is good teaching: A narrative review for effective medical educators’ [16], the author notes that his descriptions of the characteristics of good teachers are based on the literature, but also informed by his interactions with teachers across his career as a professional educator.

Narrative reviews have been criticised for being difficult or impossible to replicate and prone to bias [17]. Nevertheless, narrative reviews can be helpful to HPE researchers as a starting point for understanding a topic, learning the vocabulary of a topic, and identifying related trends, controversies, and needs for further research [15]. Furthermore, narrative reviews tend to be well cited in HPE [18]. For example, the narrative review article ‘Problem-based learning: A review of literature on its outcomes and implementation issues’ [19] is currently the top cited article of all time in HPE.

**Systematic Reviews**

A systematic review is defined as: ‘A review of a clearly formulated question that uses systematic and explicit methods to identify, select, and critically appraise relevant research, and to collect and analyze data from the studies that are included in the review’ [20, p. 1.1.2]. Popularised by the evidence-based medicine movement, systematic reviews take root in the positivist tradition and seek to provide an observable or measurable truth that can be applied in practice [6]. In HPE, systematic reviews have become increasingly prevalent, perhaps in part due to the efforts of the Best Evidence in Medical Education (BEME) Collaboration, which supports their creation and dissemination and is increasingly emphasising the importance of uptake of BEME reviews in educational practice and policy [21]. (See Box 31.2 [22–25].)

Systematic reviews include a well-defined question, clearly documented methods, including a comprehensive literature search, explicit criteria for the inclusion and exclusion of studies, and a critical appraisal of those included. Systematic reviews are resource intensive with a documented average of five review team members and an average completion time of 67.3 weeks [26]. Increasingly

**BOX 31.1 FOCUS ON: Five types of knowledge synthesis**

We provide a general comparison of components of knowledge synthesis types. However, there are no hard and fast rules and knowledge syntheses may vary from these generalisations.

<table>
<thead>
<tr>
<th>Methodological framework</th>
<th>Narrative review</th>
<th>Systematic review</th>
<th>Umbrella review / meta-synthesis</th>
<th>Scoping review</th>
<th>Realist review</th>
</tr>
</thead>
<tbody>
<tr>
<td>Search</td>
<td>Varies</td>
<td>Positivist</td>
<td>Positivist</td>
<td>Constructivist</td>
<td>Realist</td>
</tr>
<tr>
<td></td>
<td>Generally not expected to be comprehensive</td>
<td>Comprehensive</td>
<td>Comprehensive</td>
<td>Comprehensive</td>
<td>Comprehensive</td>
</tr>
<tr>
<td>Types of materials included</td>
<td>Generally journal articles</td>
<td>Journal articles</td>
<td>Systematic reviews</td>
<td>All formats of materials are eligible</td>
<td>All formats of materials are eligible with an emphasis on theory</td>
</tr>
<tr>
<td>Critical appraisal</td>
<td>Not required</td>
<td>Required</td>
<td>Required</td>
<td>Not required</td>
<td>Not required</td>
</tr>
<tr>
<td>Team members</td>
<td>May be a single author, but generally multiple authors</td>
<td>Generally multiple authors</td>
<td>Generally multiple authors, including community stakeholders</td>
<td>Generally multiple authors, including community stakeholders</td>
<td></td>
</tr>
</tbody>
</table>

* Narrative reviews and literature reviews are very similar.
HPE systematic reviews have been criticised for providing limited details of the included studies and for being abstract [28]. This lack of detail renders the systematic review of limited value for the educator attempting to utilise the evidence in their educational practice. Additionally, systematic reviews have been criticised for not yielding results that are applicable or relevant. To help combat this issue, Gordon has proposed the STructured approach to the Reporting in health care education of Evidence Synthesis (STORIES) statement, which builds on resources, such as the PRISMA statement, by incorporating key educational elements to be reported [29]. (See Box 31.3.)

**Umbrella Reviews**

An umbrella review or meta-synthesis integrates and synthesises evidence from multiple systematic reviews and/or meta-analyses that address the same topic [15, 30]. Umbrella reviews can include qualitative and/or quantitative studies. With the increase in number of published systematic reviews, umbrella reviews allow researchers to summarise the overall body of knowledge available on a topic in one resource with the goal of answering a specific question. Additionally, umbrella reviews provide the opportunity to compare and contrast the findings from systematic reviews to shed light on the consistency or discordance of available evidence on a topic [10]. Based on systematic reviews and with a similar purpose, umbrella reviews are also rooted in a positivist paradigm. However, as researchers are increasingly undertaking qualitative meta-syntheses they are also approaching umbrella reviews based on alternate paradigms as to best fit their review.

In HPE, umbrella reviews can be helpful for researchers and practitioners seeking information on topics that have been well covered by previous syntheses. For example, many systematic reviews examine the efficacy of simulation education. To pool these reviews, a recent umbrella review, ‘Use of simulation-based learning in
undergraduate nurse education: An umbrella review’ was published and drew conclusions based on 25 systematic reviews [31].

A criticism of umbrella reviews is that they are limited by the quality and comprehensiveness of the original systematic reviews available on a topic [30]. Additionally, as a distillation of many systematic reviews, umbrella reviews are two steps removed from the original studies that are included. Therefore, for some HPE practitioners, this type of knowledge synthesis may not yield the level of detail necessary for implementing findings into practice without needing to revisit the original studies or systematic reviews.

**Scoping Reviews**
Scoping reviews attempt to answer broad, exploratory questions in order to map key concepts, characterise types of available evidence, and identify gaps in research on a particular topic [32]. Scoping reviews are also completed to determine whether or not researchers should undertake a full systematic review on a topic [33]. For example, the authors of ‘Feedback for learners in medical education: What is known? A scoping review’ [34] present a detailed road map of the feedback literature and conclude by providing readers with suggested research questions for future systematic reviews. In HPE, practitioners may find scoping reviews valuable in orienting them to the entirety of a topic, especially if it is a new and uncharted subject area in HPE.

When conducting a scoping review, authors are expected to undertake a systematic and comprehensive search to include a variety of material types, such as primary research articles, opinion pieces, grey literature, information from websites, etc. Casting a wide net, scoping reviews also include materials that focus broadly to include a range of study designs, diverse learner groups, variety of educational settings, and range of skills and competencies. In this way, scoping review authors operate from a constructivist approach. Once search results are obtained, authors synthesise and characterise the findings to generate a map – often in the form of tables, figures, or graphical representations [33]. Increasingly, researchers are encouraged to engage stakeholders in scoping reviews and to actively distribute results in formats accessible to them. Unlike a systematic review, the synthesis of the findings is iterative and flexible. There is growing debate as to whether or not it is necessary to have a protocol prior to beginning the review as is the case with systematic reviews and whether to critically appraise the included materials for their methodological qualities in a scoping review [15]. Lastly, despite being described as aiming to ‘rapidly map the key concepts underpinning a research area’ [11] scoping reviews are time consuming and require significant resources.

**Realist Reviews**
Authors of realist reviews focus on attempting to understand the mechanisms by which an intervention works or does not work, for whom, in what circumstances, in what respects, and why? [12, 35]. Realist syntheses have been suggested for HPE practitioners attempting to implement or research educational approaches, which often occur in unique and complex learning approaches, which are rooted in realism, which posits that ‘causal explanations are achievable; social reality is mainly an interpretative reality of social actors; and social actors evaluate their social reality’ [36].

The execution of a realist review is iterative and focused on testing theory to understand and explain intervention mechanisms. For example, Kehoe published the realist review ‘Supporting international medical graduates’ transition to their host-country: A realist synthesis’ [37]. This realist review begins by identifying and testing several programme models and theories against examples of international medical graduate programmes in the literature. Through this process, in which the examined programmes act as case studies, the authors tested the fitness of existing theory and generated their own refined programme theory which they felt explained why programmes work or fail and in which contexts. Similar to scoping reviews, guidelines to inform this process encourage authors to incorporate stakeholders into various components of the research, including in the formulation of the question and for providing feedback on findings. For example, Kehoe included international medical graduates, programme directors, policy makers, and practising physicians to discuss relevant theories and to judge the applicability of the review’s results [37].

For HPE, realist reviews are well suited for examining evidence about implementation and evaluation of complex interventions [36]. Wong suggests the usefulness of this approach in HPE in several instances, including when trials of interventions have produced inconsistent efficacy results and consensus is limited on when, who, and with whom to use the intervention; when newly developed interventions are being tested to determine how they are effective and for whom; and when the materials available on an intervention are predominantly qualitative or drawn from the grey literature [35]. However, due to the iterative and flexible nature of realist reviews, experts in the field do not recommend this approach for novices [12]. Lastly, realist reviews tend to be quite time consuming and therefore resource intensive due to their complexity [36].

**Conducting a Knowledge Synthesis**
In the above section, we focused on five specific types of knowledge syntheses. In these descriptions, we identified some of the ways in which they differ, such as in the questions they pose or the search strategies they employ. Despite these potential differences, knowledge syntheses generally share several key steps, which are critical to the success of their conduct [7]. Based on the stepwise approaches presented by Tricco [38] for knowledge syntheses in general and by Cook [39] to execute a systematic review, we next describe seven shared steps for conducting knowledge syntheses (Figure 31.1). We acknowledge that these steps are not exhaustive and vary depending on the chosen knowledge synthesis type. We encourage readers wanting more in-depth discussions of a
specific review type to consult the suggested resources at the end of this chapter. We have also provided examples of the steps as executed in each of the five knowledge syntheses types in Box 31.5 [40–46], located near the end of this chapter.

**Define a Focused Research Question**
First and foremost, authors should clearly define their research question(s). The research question should be important to the authors undertaking the review and be relevant to the broader educational community. The research question will shape the conduct of the entire knowledge synthesis and serve as a touchstone for the authors as they move through the steps of the process.

To formulate questions, some researchers have suggested the use of the mnemonic PICO (Population, Intervention, Comparison or Context, Outcome of interest) [39]. Although valuable, particularly for systematic reviews, the PICO format is not appropriate for all knowledge syntheses types. For example, PICO does not work well for scoping reviews where questions are often formulated as, or begin with, ‘What is known on …’. We caution authors against trying to ‘fit’ a research question into a particular format. Rather, we suggest that the authors consider the constructs of interest, the possible relationships among them, and the potential contribution to knowledge when formulating a synthesis question.

**Determine Knowledge Synthesis Type**
The determination of which knowledge synthesis type to select can be a somewhat iterative process. Typically, authors determine the type of knowledge synthesis based on the type appropriate for answering their research question. In some cases, authors may select a particular knowledge synthesis type that then guides the formulation of the question. Additionally, selection of knowledge synthesis type is informed by the purpose of the knowledge synthesis and the needs of its anticipated end users [8]. For example, in selecting a synthesis type, an author might consider whether they are hoping to describe the effectiveness of an intervention (e.g. a systematic review), identify gaps in the existing literature (e.g. a scoping review), or generate theory (e.g. a realist review). Each of these desired outcomes would impact the type of synthesis selected. Other factors, such as the current state of the literature on a topic, will also impact the selection of knowledge synthesis type. A potential pitfall at this step is that authors may be unaware of the variety of knowledge syntheses types available and therefore select a type that is suboptimal. Thus, authors should explore various knowledge syntheses types, including those perhaps not well established in HPE, to determine the best type for their research question. Authors should consider consulting Tricco’s list of 25 knowledge syntheses types [4]. We also urge authors to articulate a clear and answerable question, and, as is the case with most scientific endeavours, to then find the most appropriate synthesis method to answer the question.

**Recruit the Research Team**
Undertaking a knowledge synthesis is rarely a solo endeavour and the recruitment of a diverse team can have a positive impact on the process and the outcome [39]. Currently, there is no gold standard for the makeup of a knowledge synthesis team. Generally, the team will be determined depending on the research question and knowledge synthesis type. Based on these factors, authors might recruit team members with expertise in the following:
- the subject matter
- methodological approaches (e.g. statistician, qualitative methodologist, and synthesis methodologist as well)
- literature searching (e.g. medical librarian) (see Box 31.4 [47–53])
- data management.

To ensure that a knowledge synthesis meets end users’ needs, when that is one of its objectives, authors should consider the inclusion or consultation of an appropriate stakeholder. For example, authors synthesising the literature on the use of e-learning for nurse educators may benefit from consulting or including a front-line nurse educator to determine the relevance of their findings to their teaching practice.

When recruiting the research team, authors may face timing challenges such that members with specific expertise may not be incorporated from the start of a project. For
example, a statistician may not be added to a team until the authors are preparing to analyse data. Ideally, the statistician would have been included from the conceptualisation of the project to inform its design and ensure appropriate data collection and presentation. Therefore, authors should carefully consider team member recruitment early in the project.

**Identify Materials for Inclusion**

The selection of materials (e.g., websites, journal articles, policy papers) for inclusion will depend on the type of knowledge synthesis undertaken. For example, an umbrella review will include only systematic reviews, whereas a scoping review may include a variety of sources — including journal articles, theses, and meeting abstracts. Regardless of the knowledge synthesis type selected, except for narrative reviews, it is important that authors report the selection of materials in a clear and auditable fashion.

For the identification and retrieval of materials, many helpful resources have been published to facilitate literature searching [54–56]. These resources address how to formulate search queries, select databases, perform hand searches, and locate the grey literature. For most review types, authors utilise electronic databases to locate materials. To improve database search strategies and ensure the effective retrieval of materials, some authors elect to have medical librarians peer review their search strategies.

To structure this peer review, librarians are encouraged to use the Peer Review of Electronic Search Strategies (PRESS) guideline [57].

When identifying materials for inclusion in a knowledge synthesis, an author may consider a variety of formats for incorporation. Including materials other than journal articles enables authors to provide more complete and, in some cases, timely coverage of a topic. In the case of scoping reviews, these other sources provide a more comprehensive and nuanced perspective on the knowledge base. For a realist review, the inclusion of theory and educational models play a major role. In the case of systematic reviews, authors of a systematic review of educational interventions for teaching nutrition included several educational interventions from MedEdPortal that were not reported in journal articles and therefore would have been missed [58].

In some cases, reviews also include conference proceedings and meeting abstracts. These materials can provide timely glimpses into cutting edge research that may not, due to publishing timelines, appear as journal articles for quite some time.

Despite benefits, the inclusion of non-journal articles presents challenges. Authors may find it difficult to pool information in a coherent fashion or to compare and contrast information that is presented in very different formats. Additionally, authors may be challenged to retrieve the full-text of these materials, as academic libraries do not necessarily collect them. Therefore, authors should account for additional time in their process to secure these materials through Internet searches and author outreach.

As authors identify materials for inclusion, they should also identify a strategy for managing them. Without a strategy, authors could quickly find themselves buried by the high volume of materials. Authors may find the use of a bibliographic reference manager (e.g., Zotero, EndNote, etc.) helpful for retrieving and organising references from multiple information resources. Additionally, many reference managers also support the location and storage of the full text of materials and synchronise with author’s library subscription resources.

Once identified, authors must determine which materials to include or exclude. Inclusion and exclusion criteria depend on the research question and type of knowledge synthesis. For example, a knowledge synthesis focused on recent technology may exclude materials published before the technology was introduced. A knowledge synthesis addressing an assessment instrument for practising clinicians may exclude health professions students. Authors may predefine these criteria, but in some review types (e.g., scoping) criteria may also arise as the authors become familiar with the literature available on a topic. The selected criteria for inclusion notwithstanding, it is imperative that they are clearly defined as this impacts the generalizability of the knowledge synthesis [9]. To enhance clarity, some knowledge synthesis types, such as systematic and scoping reviews, provide a flow chart to graphically represent the inclusion and exclusion of studies (Figure 31.2).

**Extract Key Data**

Once materials for inclusion have been determined, authors can begin extracting key information. Data extraction should be driven by the research question and authors may find that PICO is helpful to inform the process [39]. For example, using the PICO format, researchers would extract key details about Participants (learner level, professional discipline, geographic region, etc.); the Intervention (characteristics of the design, implementation, timing, etc.); the Comparison (alternative intervention and/or characteristics of the design, other implementation strategy, etc.); and hoped for Outcomes (increased learning, superior performance on a task, decreased burnout, etc.).
As discussed above, the PICO approach to data extraction works well for systematic reviews and umbrella reviews but may not be ideal for all knowledge synthesis types. Therefore, Sharma has also suggested that those undertaking other types of reviews, such as a realist review, consider focusing on the following elements to extract:

- utilised conceptual frameworks or theories
- specified learning outcomes
- pedagogical approaches
- resources and equipment required [9].

For data extraction, researchers might consider using a data abstraction tool or sheet, which they develop, based on the review questions and units of analysis. For example, the BEME Collaboration has created a data abstraction tool for HPE systematic reviews, which can be modified to meet researcher needs (this can be found on the BEME website). It is suggested that authors create their data abstraction tool a priori so that it can be piloted prior to use for screening all materials. This can help researchers and their team avoid multiple data extraction cycles [38], which is a common pitfall at the data extraction stage. To facilitate the data extraction process, researchers might consider a literature review tool, such as Distiller or Covidence. These subscription resources enable the easy download of materials, provide a platform for extracting data, generate customised reports, and allow for real-time collaboration among team members.

### Analyse and Synthesise Results

Writers of knowledge syntheses have been encouraged to ensure that they are synthesising the literature, not simply cataloguing it, to ensure the creation of new knowledge [39]. In knowledge syntheses, analysis might utilise quantitative and/or qualitative methods.

Quantitative analyses aim to map and aggregate information such as years of publication, countries of
BOX 31.5 HOW TO: Examples of the seven steps of knowledge synthesis

The examples below show how authors of knowledge syntheses executed the seven steps in published articles. These examples demonstrate that not all knowledge syntheses clearly document all seven steps. Instead, the authors used their judgement as to which details to report and what details might be less essential for their particular article and the journal to which it was submitted.

<table>
<thead>
<tr>
<th>Published knowledge synthesis title</th>
<th>Step 1: Define a focused research question</th>
<th>Step 2: Determine knowledge synthesis type</th>
<th>Step 3: Recruit the research team</th>
<th>Step 4: Identify materials for inclusion</th>
</tr>
</thead>
<tbody>
<tr>
<td>Good teaching is good teaching: A narrative review for effective medical teachers [16]</td>
<td>The process is not defined, which is not uncommon for this synthesis type</td>
<td>The process is not defined, which is not uncommon or considered negatively for this synthesis type</td>
<td>A single author</td>
<td>The process is not defined, which is not uncommon or considered negatively for this synthesis type</td>
</tr>
<tr>
<td>Translating knowledge in rehabilitation: A systematic review [40]</td>
<td>Process: identified based on previous knowledge translation (KT) reviews in allied health professions</td>
<td>Process not described</td>
<td>Five authors with backgrounds in nursing, education, pharmacy, and public health</td>
<td>Five authors with backgrounds in HPE and librarianship</td>
</tr>
<tr>
<td>Evidence for curricular and instructional design approaches in undergraduate medical education: An umbrella review [41]</td>
<td>The process not described, which is uncommon for this type of synthesis type. Further details would be preferred.</td>
<td>Question: What are the KT strategies that influence rehabilitation disciplines?</td>
<td>Five authors with backgrounds in HPE and librarianship</td>
<td>A librarian searched multiple databases using free-text and controlled terms (MeSH)</td>
</tr>
<tr>
<td>Feedback for learners in medical education: What is known? A scoping review [34]</td>
<td>Process: Collaboratively defined by the research team</td>
<td>Question: What are the learning outcomes of curricular design and instructional design approaches employed in undergraduate medical education?</td>
<td>Six authors with expertise in medicine, librarianship, and systematic reviews</td>
<td>Citations managed in Excel</td>
</tr>
<tr>
<td>Key characteristics of successful quality improvement (QI) curricula in physician education: a realist review [42]</td>
<td>Process: Defined collaboratively by research team</td>
<td>Question: How does teaching (QI) in clinical settings enhance patient care and system performance?</td>
<td>Discussed that QI research has not assessed contextual or mechanistic factors that predict training success</td>
<td>Librarian co-authors searched multiple databases and HPE journals using key words</td>
</tr>
</tbody>
</table>

(Continued)
<table>
<thead>
<tr>
<th>Box 31.5 (Continued)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Step 5:</strong> Extract key data</td>
</tr>
<tr>
<td>The process is not defined, which is not uncommon or considered negatively for this synthesis type</td>
</tr>
<tr>
<td>A second author verified the data extracted</td>
</tr>
<tr>
<td><strong>Step 6:</strong> Analyse and synthesise results</td>
</tr>
<tr>
<td>Quantitative studies assessed using Quality Assessment Tool for Quantitative Studies [43]</td>
</tr>
<tr>
<td>Qualitative studies assessed using the Quality Assessment Tool for Qualitative Studies [44]</td>
</tr>
<tr>
<td><strong>Step 7:</strong> Report</td>
</tr>
<tr>
<td>Details of interventions described using the Workgroup for Intervention Development and Evaluation Research (WIDER) guidelines [60]</td>
</tr>
<tr>
<td>Reported themes organised as ‘what works’, ‘for whom’, ‘under what circumstances’ and to ‘achieve what outcomes’</td>
</tr>
<tr>
<td>Results reported in narrative and tabular form with interventions organised and described as either curricular design or instructional design approaches</td>
</tr>
<tr>
<td>Presented a conceptual framework as a figure</td>
</tr>
<tr>
<td>Reported themes organised as ‘what works’, ‘for whom’, ‘under what circumstances’ and to ‘achieve what outcomes’</td>
</tr>
</tbody>
</table>
origin, types of studies, research design, intervention, and population. The purpose of a quantitative analysis is to paint a portrait of the research activity and breadth of literature on the topic. If one is interested in the growth of research in a particular area, then tracking the year of publication of the papers could be quite useful. When the nature of the research is of greatest interest, review teams summarise the type of research and the different methods used across time.

Qualitative analyses, such as those used in scoping and realist reviews, identify the major themes emerging from the knowledge synthesis. If, for example, authors are interested in the conceptualisations of professional identity in HPE learners, a thematic analysis can be used to describe and compare ways in which professional identity is discussed and conceptualised across various health professions learners.

The synthesis and reporting of results should take into consideration the needs of end users so that the results are relevant to educators, researchers, and educational policy makers. With the increased attention to evidence-informed HPE, it is not surprising that although knowledge syntheses can be standalone pieces of scholarship, they have the potential to be vital for HPE stakeholders involved in educational decision-making. Moreover, as we witness a rise in empirical research in HPE, the community may be urged to address the applications and implications of synthesis scholarship as an accountability mechanism for those who are considered the potential users of the knowledge. It may behove the review teams and the HPE communities at large to consider how we can best use knowledge syntheses to advance HPE and ensure that we provide learners with state of the art education in order to ultimately improve patient care.

Report

HPE knowledge syntheses are generally published as journal articles and most journals accept these. However, it is important that authors check each publication’s author instructions to determine the types of knowledge syntheses accepted and to verify the acceptable word limit – as knowledge syntheses often translate to lengthy manuscripts. Additionally, as knowledge syntheses should be carried out in a transparent manner to enable replication, journals are increasingly requiring that authors adhere to reporting guidelines, such as PRISMA [13] for systematic reviews or RAMESES [14] for realist reviews.

In addition to reporting knowledge syntheses through traditional outlets, such as journal articles, authors are also being encouraged to reach out to broader audiences [61]. For example, when an article is published in Academic Medicine, the journal editors encourage its authors to share news of the article with their institution’s public affairs office and through their social media channels, such as their Twitter and Facebook accounts. By using these alternate dissemination channels, authors potentially reach academic readers in HPE, but also a much broader audience, including the public. A potential pitfall of this approach is that in some cases knowledge syntheses articles are available only to those with subscription access to the journal in which it is published or by paying a fee.

How to be a Critical Consumer of Knowledge Syntheses?

Becoming a consumer of knowledge syntheses is an emerging skill and we are unaware of any resources available to help the reader at present. With the burgeoning of HPE research, the opportunity to leverage knowledge synthesis types to enhance the continuum of theory to practice in HPE is greater than ever before. Therefore, we see creating resources and training opportunities for how to read and critically appraise knowledge syntheses as a priority area for the HPE community.

As is the case in clinical practice, using the results of a synthesis is no simple feat. It requires careful reading and appraisal of the review for its validity and usefulness. It also requires the reader and/or user to consider the evidence in light of their own context, their specific learners, the resources available (e.g. when space or new technology is needed), and the support from the leadership of the organisation, particularly if the evidence suggests modifying existing practices [62].

Consumers of knowledge syntheses may wish to ask the following questions when reading a review:

- What have I learned?
- Are the findings relevant and applicable to my context?
- How could I use the findings to inform or change my practice?
- What would I have to do to use the findings in my practice?
- With whom can I discuss the findings?

Conducting knowledge syntheses can be quite challenging for novice researchers [6]. Current training on knowledge synthesis is almost non-existent in terms of the creation of knowledge syntheses or in its critical and informed consumption or use. Relevant coursework (e.g. through formal degree programmes), workshops (e.g. through certificate programmes like the Medical Education Research Certificate [MERC]), and group discussions can help improve both the creation and use of knowledge syntheses. At a minimum, we recommend that readers review several of the articles cited in this chapter. We have found these resources helpful for both producing and consuming knowledge syntheses.

Conclusions

In this chapter, we present the characteristics of knowledge syntheses in HPE and provide details of five knowledge syntheses types that are prevalent in HPE and/or useful to HPE researchers and practitioners. We also describe seven key steps for undertaking a knowledge synthesis. As the creation and use of knowledge syntheses continues to grow in HPE, awareness of the types of knowledge syntheses and related methods are increasingly important.
Acknowledgements

We would like to acknowledge Doug Dworkin for his design and execution of Figure 31.1: How to conduct a knowledge synthesis.

References


Further Reading

Introduction

Drawing on medicine-specific and more general careers research, this chapter provides an evidence-based approach to the provision of careers support to medical students and doctors in postgraduate training. Some of the different career decisions that one might encounter over the length of a medical career are described and a practical model for the provision of careers support is outlined. The literature on the role of psychometric testing is examined in detail in order to make recommendations on how best to incorporate psychometric test results into a career discussion. Some of the potential limitations of adopting an overly directive approach to the provision of careers support are described. The chapter works from the premise that for the majority of students and trainees, the provider of careers support will be a senior clinician, but situations in which a referral to a specialist careers service is indicated are also discussed. Policies and practices to which the chapter refers are drawn predominantly from the UK and USA context. Throughout, the argument is made that medical careers research and practice needs to draw more heavily on contemporary developments in vocational psychology.

Need for Support in Medical Careers

Until the introduction of a raft of major reforms in postgraduate medical education in 2005, designated careers support services for doctors in training in the UK were not widely available. Even since the introduction of Modernising Medical Careers (MMC) trainees have had to make significant career decisions about specialty choice less than 18 months into their postgraduate training [1]. Yet it is known that prior to MMC, many trainees had not yet chosen their final specialty so soon after leaving medical school [2–4], with women being less likely to be confident about early specialty choices than men [5]. In response to this new, condensed career trajectory, the need for appropriate careers support services was recognised, and subsequently embedded into the reforms. Today, all regions in the UK have established careers support services for trainees, and all of the UK medical schools now have a named careers adviser, often linked to a university careers service [6].

In the USA, where the majority of medical schools have postgraduate entry, medical students choose their specialty on exit from medical school. Since 1999 the Association of American Medical Colleges (AAMC) Careers in Medicine web-based resource offers online help for students in career planning, as well as for training faculty in how best to use the resource with their students [7]. However, earlier studies suggested minimal careers advice provision in American medical schools [8].

In part, the reason for the earlier lack of careers support offered during medical training may be an unstated assumption that a medical degree is a vocational training so career choices have already been made, rendering further careers support superfluous. Yet in all medical training systems it is clear that this assumption is unjustified as career-related decisions are made from the point of

---

**KEY MESSAGES**

- The effectiveness of careers support is enhanced if both the provider and the recipient work from a shared framework.
- A four-stage model of self-assessment, career exploration, decision-making, and implementation planning provides an effective framework for the provision of careers support.
- Contemporary practice highlights the potential limitations of offering directive careers advice. Instead, a more facilitative stance is favoured.
- The literature on personality and medical specialty choice suggests that there is more variation in personality within than between different specialties.
- Any psychometric measurement should be complemented by qualitative self-assessment activities.
- Career planning skills are not only useful to guide specialty choice, but are essential throughout a medical career, up to and including retirement.
application to medical school. For example, medical schools in the UK differ in the ways in which they integrate the clinical and non-clinical training, in the extent of exposure to primary care, in opportunities for studying for an intercalated degree, and in the range of student-selected components. Studies have indicated that factors such as opting for an intercalated degree [9, 10], participating in research [11], or studying medicine as a postgraduate [12] can have an impact on final career decisions.

In the USA, medical students choose their specialty during the final year prior to graduating. As a result, the final year is largely comprised of electives and is regarded as an important part of testing one’s suitability for an intended specialty and also as a way of improving one’s chance of a given residency application being successful. So, it is clear that medical students are making career-related decisions during medical school.

Whether decisions about specialty choice are made during medical school (as in the USA and Canada) or after completing a generic trainee programme (as in the UK and Australia), there are a large number of different specialties from which to choose. For example, in the UK, on completion of the Foundation Programme, trainees have a choice of 20 different training programmes, as well as deciding if they want to apply for an academic training pathway which would allow them to combine clinical training with opportunities to complete a research degree. In subsequent years further specialty options branch out from these 20 different post-foundation options and at the time of writing there are 66 specialties from which to choose (with opportunities for further sub-specialisation in 32 sub-specialties) [13]. In the US there are 37 specialties which then branch out into 87 sub-specialities [14], whilst in Australia there are 85 specialties but no sub-specialties [15].

It is also apparent that career decision-making does not end once the specialty/sub-specialty choice phase has been successfully navigated. For example, decisions have to be made about continuing with research, or fellowship training, about whether to take a leading role in clinical management or clinical education, or whether to switch to part-time work. Seen in this way, medical career decision-making is a process that begins before entry to medical school and continues up to the point of retirement.

Provision of Effective Careers Support

Concerns about the quality of careers support that doctors receive are not new [16–19]. More recently, but prior to the implementation of the UK MMC reforms, a national survey on the availability and quality of careers support within medical training recommended that there was a need for high-quality careers information, for the development of self-assessment and career planning tools, for trained advisers who could provide expert careers advice, and for national coordination of the careers support available across the UK [20]. Six years later a further survey reported that at least in terms of medical school provision, there was little evidence that these recommendations had been implemented [6].

MMC recognised that the previous inattention given to the provision of careers support for doctors needed to be remedied, and for the first time in the UK a comprehensive careers support strategy for medical students and trainees was produced [21]. This report also recognised that certain groups of doctors, such as those with childcare responsibilities, international medical graduates, and doctors with significant health issues, may need specialist careers support.

However, it could also be argued that this initiative was something of a missed opportunity. Given the absence in the policy of any linkage to an underlying theoretical framework of career support, there was no understanding embedded in the recommendations that it can be helpful if both the providers and recipients of careers support share a common framework for the overall career planning process. Yet a large-scale study has clearly demonstrated that sharing an underlying framework enhances the effectiveness of career discussions [22]. This lack of an underpinning theoretical framework also meant that insufficient attention was given to the fact that when providing support for career planning, some tasks come before others and it is important to map these different tasks across the length of the medical training continuum. In effect MMC was perhaps characteristic of the tendency highlighted by Petrides and McManus for developments in medical careers support to become divorced from broader developments in occupational psychology [23].

Who Should Provide Careers Support?

In the UK, national guidance for postgraduate training recommends that the responsibility for the provision of careers support should fall within the remit of the senior clinician supervising the trainee. It is also recognised that some students/trainees with more complex career needs (e.g. those with significant health concerns) may need specialist input from trained careers advisers or occupational psychologists.

This notion that, in the main, careers support will be provided by senior clinicians tallies with the trainees’ own expectations. For example, in a survey of specialty trainees, Lloyd and Becker reported that study participants looked for careers advice and support from their educational supervisors, rather than from careers professionals [24].

Improving the Quality of Careers Support

In the non-medical context, an extensive survey of the components of effective career discussions in the workplace identified the importance of both parties having a simple shared framework to structure the discussion [22]. This finding has been incorporated into the approach to careers support described below and the specific framework is the four-stage model of careers guidance that is used throughout the higher education sector, namely:

1. self-assessment
2. career exploration
3. decision-making
4. plan implementation.
Evidence for this approach comes from an international review of best practice in career development [25]. Health Workforce New Zealand [26] and the ‘Careers in Medicine’ programme devised by the Association of American Medical Colleges, and used throughout medical schools in the USA, also use the four-stage approach.

When using this approach in the medical education context, it is also possible to draw a parallel between career decision-making and clinical decision-making (see Box 32.1).

A number of important points can be drawn from this parallel. First, it would make no clinical sense to start with the treatment plan, then formulate a diagnosis and continue working backwards to the history; it is just so with career decision-making where it is not helpful to concentrate on the details of implementing one’s career plan if one has not done adequate preparatory work in terms of self-assessment or exploring different options. There is of course one exception and that is in the context of a clinical emergency where one may have to implement a treatment plan before formulating the diagnosis, carrying out investigations, or taking a history. But here too there is a career correlate in that sometimes the overriding need is to get any job as a holding position, before working out one’s career in the longer term, which requires self-assessment, career exploration, etc.

A further point highlighted by the parallel is that in both clinical and career decision-making, the first two stages are linked. The particular details of the patient history will inform the examination/investigation stage. Similarly, the results of the self-assessment stage inform not only the specific career options that are explored in greater depth, but also the specific questions that should be researched. Furthermore, with both career decision-making and clinical decision-making there may be to-ing and fro-ing between the first two stages: clinically something found on examination may necessitate asking a more detailed history on certain points; in career decision-making, something that the person discovers when they are exploring a particular option might lead them to go back and rethink the self-assessment stage.

However, whilst the parallel is useful in highlighting a systematic approach to career planning, it also has limitations. In clinical decision-making the aim (although it is not always achieved) is to make a definitive diagnosis. In career decision-making, the notion of a definitive diagnosis can be unhelpful if it is taken to suggest that each doctor could be happy in only one specialty. Instead, the literature suggests that each doctor is likely to be suited to more than one particular specialty [27].

**Specialty Choice**

A vast literature spanning decades of research exists on factors influencing medical specialty choice. Hutt identified six areas on which the literature on career choice in medicine has focused: background, personality and attitude, educational system, career, working conditions, and intrinsic differences within specialties [28]. Other factors associated with specialty choice cited in the literature range from internal, personal, or individual characteristics, including personality, values, and interests [29, 30], to external factors related to lifestyle [31, 32], such as work hours and income, clinical experiences during medical school [33, 34], and exposure to positive and negative role models [35–37].

The concept of a ‘controllable lifestyle’ has been referenced for several decades but can be traced back to the work of Schwartz et al. in 1989 [32]. Recent trends in this literature [38] illuminate lifestyle factors as major influences in the current generation’s choice of medical specialty. In the USA, controllable lifestyle specialties, such as anaesthesiology, dermatology, emergency medicine, pathology, psychiatry, and radiology, are on the rise as popular medical specialties and as a result it is increasingly competitive for students to gain residency in these specialties. Specialties referred to as ‘uncontrollable’ in lifestyle include surgery as well as primary care specialties of family medicine, internal medicine, and paediatrics. Currently these specialties may be less competitive and all residency match slots may not fill.

A recent study carried out by the UK Royal College of Physicians [39] concluded that women were drawn to choosing specialties that offered a more controllable lifestyle. These authors also point out that given that the number of female medical students exceeds that of male students, the issue of shying away from specialties that have considerable out-of-hours commitments is likely to have a significant impact on future medical workforce planning.

In considering this area, two further points must be made. First, due to the ways in which a given specialty is practised in different health care systems, a career choice such as family medicine may be perceived as offering poor control of lifestyle in the USA, but good control in the UK. Second, research has emphasised that the issue of controllable lifestyle is not only of importance to female doctors [40, 41].

More recently researchers in the USA have investigated the relation between medical school debt to choice of specialty, yielding mixed results. Phillips et al. found no overall relationship between anticipated debt upon graduating from medical school, but did find that medical students from middle-income households who anticipated more debt were less likely to consider a career in a primary care specialty [42]. Rosenblatt and Andrilla found demographic factors mediated their finding that medical students with

<table>
<thead>
<tr>
<th>BOX 32.1 The parallel between clinical decision-making and career decision-making</th>
</tr>
</thead>
<tbody>
<tr>
<td>Clinical decision-making</td>
</tr>
<tr>
<td>Taking a history</td>
</tr>
<tr>
<td>Examining the patient/investigations</td>
</tr>
<tr>
<td>Formulating a diagnosis</td>
</tr>
<tr>
<td>Implementing the treatment plan</td>
</tr>
</tbody>
</table>
more debt were less likely to enter primary care specialties [43]. In their longitudinal study (data from 1997 to 2006), medical students with higher debt were less likely to choose internal medicine and paediatrics [44]. The issue of the impact of student debt on specialty choice may become increasingly important in the UK context given the rise in university fees that took place in 2011.

Much of the literature on specialty choice has focused on students choosing primary care versus non-primary care careers, and researchers such as Fincher et al. [45], Bland et al. [46], and Senf et al. [47] have made important contributions to help medical educators understand the factors related to primary care specialty choice. In particular, the theoretical model developed by Bland et al., although over 15 years old, contains many of the factors related to specialty choice that researchers continue to investigate today [46]. Caution is needed, however, when applying research findings from one national context to another because of differences in the way specialties are considered, e.g. paediatrics and internal medicine are regarded as primary care specialties in the USA but secondary care ones in the UK.

Although much of the literature focuses on factors related to specialty choice and how to predict medical specialty choice, a more novel approach comes from the work of Reed et al., who posit using decision theory to understand medical specialty choice and focus on the process of medical specialty choice decision-making rather than the actual content of the decision [48]. While theoretical, these models have applicability for careers professionals as they help highlight the complexity of medical specialty decision-making and may thereby normalise the experience of a student/trainee who is experiencing difficulty with making a decision. In addition, these models highlight the fact that career decision-making is a developmental task that unfolds over time, and there is therefore a need to prepare students and trainees over a period of time, rather than just before the point when they have to make a specialty choice decision.

One might predict that after decades and decades of research the factors associated with choosing a specialty would be well articulated and no longer require further investigative inquiry. To borrow the words of Barzancy, ‘What much research has revealed, however, is that the simplicity of the question is deceptive’ [49]. Researchers would agree that understanding medical specialty choice is a complex process affected by a host of factors, and that the factors vary from individual to individual. This contributes to the difficulty in synthesising and summarising the literature.

While individual factors and specialty choice decisions have been closely linked, Leduc and colleagues [50] suggest contextual influences in the health care system that can shape specialty choice, including population needs and health care policy changes. In the US, the Affordable Care Act with projections indicating a need for a larger primary care workforce and the graduate medical education crisis caused by an increasing number of medical school graduates but a limited number of medical residency slots across specialties are examples [51].

### Psychometric Testing

In the USA where specialty choices have to be made by the end of the fourth year of medical school, a number of medical schools offer psychometric testing to assist medical students with their specialty choice decisions. A review of the relevant literature carried out by Borges and Savickas [27] suggested that the Myers–Briggs Type Indicator (MBTI) [52] was the most frequently used psychometric instrument in helping medical students/trainees choose their specialty. However, other researchers have constructed medicine-specific indicators, such as the Medical Specialty Preference Inventory [53, 54], developed in the USA, and Sci45/Sci59 [55], which is a specialty choice inventory developed in the UK.

#### The Myers–Briggs Type Indicator

The Myers–Briggs Type Indicator (see Box 32.2) is a self-report measure of normal personality that assesses differences in how people perceive information and the differences in how they use that information [52]. The inventory assesses the individual’s preferences on four dichotomous scales: Extraversion/Introversion (E/I), Sensing/Intuition (S/N), Thinking/Feeling (T/F), and Judging/Perceiving (J/P). In this way each individual’s personality can be categorised into one of 16 different four-letter ‘types’ (e.g. ESTJ; ISTJ, etc.).

**BOX 32.2 FOCUS ON: The Myers–Briggs Type Indicator [52]**

**Extraversion/Introversion (E/I)**

People who prefer Extraversion tend to focus on the outer world of people and external events.

People who prefer Introversion tend to focus on their own inner world of ideas and experiences.

**Sensing/Intuition (S/N)**

People who prefer Sensing like to take in information through their senses to find out what is actually happening in the present.

People who prefer Intuition like to take in information by seeing the big picture and grasping patterns.

**Thinking/Feeling (T/F)**

People who prefer to make judgements using Thinking tend to look at the logical consequences of a choice.

People who prefer to make judgements using Feeling tend to consider what is important to them and other people.

**Judging/Perceiving (J/P)**

People who prefer to orientate themselves to the outer world using Judging live in a planned orderly way.

People who prefer to orientate themselves to the outer world using Perceiving live in a flexible, spontaneous way.
Since the 1950s, Myers and others have researched whether there are consistent relationships between MBTI personality type and the choice of particular medical specialties [56–59]. Based on these studies, some American career resources, such as *The Ultimate Guide to Choosing a Specialty* [60] and the Careers in Medicine website [7], give information about MBTI codes that are frequently associated with particular specialties. So, for example, Freeman [60], using data from McCaulley [56], lists specialties frequently associated with ‘ESTJ’ as obstetrics/gynaecology, general practice, general surgery, orthopaedic surgery, and paediatrics.

An initial problem associated with the use of personality type to choose a medical specialty thus immediately becomes apparent: this list of specialties commonly associated with this one particular MBTI type covers a broad range of different specialties, spanning both primary and secondary care and surgical/non-surgical specialties. Borges and Savickas [27], in a comprehensive review of the relevant literature, highlight two further points. First, links between personality and specialty type do not necessarily remain constant over time. For example, there are some American data to suggest that different personality types were attracted to family medicine in the 1970s compared to those in the 1980s. This finding strongly suggests that one needs to be cautious about over-reliance on suggested links between MBTI preferences and specific specialties based on data that may have initially been collected over 30 years ago.

The second point to emerge from the Borges and Savickas review is that there is actually more variation in personality type (using both the MBTI and other personality measures) within each specialty than between specialties [27]. They therefore conclude that all personality types appear in all specialties (although some types are more common than others) and that more than one particular specialty will fit the personality of any particular medical student or doctor. Similarly, a German study published in 2010 found significant differences in personality between board-certified internists and surgeons [61].

However, on the basis of their review, Borges and Savickas do not conclude that personality assessment has no role in supporting trainees through the process of specialty choice. Instead, they argue that personality assessment should be viewed as one of a number of different factors that trainees should consider when choosing a specialty. Furthermore, they recommend that if a personality test such as MBTI is carried out, it should be used to increase self-knowledge (see Box 32.2) rather than used as a simple diagnostic process that makes a link between a particular personality type and a particular specialty.

**Medical Specialty Preference Inventory**

The original version of the Medical Specialty Preference Inventory (MSPI) [53] was a 199-item questionnaire that assessed medical students’ interest in 40 areas of medical practice and preferences for 6 specialties: family practice, internal medicine, obstetrics and gynaecology, paediatrics, psychiatry, and surgery. Whilst Zimny [54] described predictive validity of the instrument to be in the region of 50%, Savickas et al. [62] found predictive validity indices in the range of 59% and Glavin et al. found that the MSPI predicts medical specialty choice 58% of the time [63]. In a more recent study, however, Borges et al. reported that the questionnaire correctly predicted the preferred specialty in only 33% of their sample [64]. In addition, these latter authors also reported that nearly half of their sample (47%) chose specialties not listed in the six specialty fields included in the MSPI. So, clearly both the accuracy of prediction and the breadth of specialties included in the inventory are problematic.

The MSPI has undergone revisions since its original version. In 2009 Sodano and Richard reduced the MSPI down from 38 to 18 factors [65]. Additional research in 2010 supported an expanded number of specialty scales [66]. The Revised MSPI [67] consists of a 150-item scale predicting specialty choice in 16 specialties, and reports two additional studies in which predictive validity were 52% and 46%. The 18 Medical Interest Scales relate interest in different activities to medicine. However, caution is needed when using the instrument with students/trainees outside of the USA because aspects of a particular specialty (e.g. typical patterns of working hours or financial rewards) may differ significantly in different countries.

**Sci59 Specialty Choice Inventory**

The Sci59 Specialty Choice Inventory is a 130-item questionnaire designed in the UK to help medical students and trainees with the task of choosing an appropriate specialty. The first version of the questionnaire included 45 specialties [55], but the current version now contains additional options, hence the change of name from Sci45 to Sci59. Having completed the questionnaire, respondents are provided with a computer-generated printout that lists the 10 specialties to which there is greatest fit and the 10 to which there is the least fit. In addition, the printout also contains a graph showing how the respondent has scored on 12 different underlying subscales, such as ‘action orientation’, ‘coping with uncertainty’, ‘need for assertiveness’, etc.

Sci59 is currently widely available and, in addition to access through the British Medical Association (BMA) website for BMA members, a number of medical schools also offer the instrument. It is therefore of more than academic interest to provide a critical appraisal of the use of Sci59 for helping medical students or trainees with the task of identifying an appropriate specialty.

In terms of the instrument design, although the original list of items considered for inclusion in the questionnaire was drawn from interviews with consultants and principals in general practice (GP), when drawing up the final list of items, the questionnaire was actually calibrated using responses from trainees who had not yet embarked on higher specialty training. The authors point out that the validity of the scale therefore rests on the assumption that the trainees ‘had insight into the properties of work in their specialty and of consultant or principal posts and into the skills needed to occupy them’ [55]. Yet these authors provide no evidence of the validity of this fundamental
assumption (i.e. that a junior’s understanding of the nature of work as a consultant or GP principal accords closely with that of the consultant or GP principal who actually occupies these posts).

Another concern is that of the predictive validity of the questionnaire. The original paper in which the design of the questionnaire is described [55] does not include data on predictive validity, and there is only one report in a peer-reviewed journal that examines this question [68]. This was a study of Foundation Year 2 (F2) doctors who filled out the Sci45 questionnaire within the first two months of their F2 year, and then again in the last two months of the programme, and it reported that 30% of the doctors were successfully appointed to a specialty predicted by their initial Sci45 scores. However, given the design of the study, it is impossible to tease out the different possible explanations for this low predictive validity, such as the questionnaire failing to identify the specialties that most interested the trainee; the interests of the trainee changing over the F2 year; and the trainees applying for, but not being accepted into, the specialties predicted by the Sci45 questionnaire.

Using Psychometric Test Results to Help with Specialty Choice

Given the complexity of factors that may impact on specialty choice, it is not surprising that studies using instruments such as Sci59 or the Revised MSPI often report relatively low predictive validity. In turn, given this low predictive validity, it is clear that caution is needed when using test results to help a medical student or trainee choose his or her future career. In other words, the fact that a particular career is listed as appropriate does not ‘prove’ that the respondent is well suited to that particular specialty. The appropriate use of any set of test results is to view it as a stimulus for further discussion. Examples of the types of issues that a supervisor could discuss with a medical student or trainee are given in Box 32.3. Used in this way, psychometric testing undoubtedly has a role to play in helping the trainee consider possible implications of aspects of their personality, offering reassurance that they might be suited to an emerging area of interest or broadening the range of specialties that they might research further.

Deciding on a Career in Academic Medicine

Another major area of concern in the medical careers literature is the question of what factors predict whether individuals will choose an academic career pathway. In the USA, individuals typically first decide on the vocation of medicine, then make a specialty choice, followed by a decision about whether they wish to pursue an academic pathway. In the UK, it is possible to pursue the academic route alongside medical training (in the small number of MBBS/PhD programmes), as part of foundation training, during the early years of post-foundation training or at some later point.

In the USA, Strauss et al. sought to understand factors impacting academic medicine as a career choice [69]. Their systematic review revealed the following as influential in pursuing a career in academic medicine: (i) completion of a graduate degree or fellowship in addition to obtaining a MD degree; (ii) being involved in research and publishing while a student or resident; and (iii) an interest in teaching and/or the intellectual stimulation that the academic career path provides. An academic role model or mentor was also found to have a significant influence on decision-making. Additional factors cited in the literature include perceived status of a career in academic medicine [70], work–life balance [71], and autonomy [72]. Satisfaction with academic medicine is a growing area of concern in the literature. In their study of medical school faculty, Lowenstein et al. [73] found that 42% were considering leaving academic medicine. More recently, another study suggested that about one-quarter of current faculty from 26 US medical schools have considered leaving their careers in academic medicine [74]. They identify factors associated with dissatisfaction (i.e. incongruence in values, lack of institutional support), as well as factors that were unrelated (i.e. gender, faculty rank, and lack of mentoring). In the UK, lack of mentoring has been identified as one of a number of factors that contribute to the under-representation of women in senior academic positions, alongside the difficulty pursuing an academic career when working part-time or flexibly [75].

The literature on careers in academic medicine tends to be mostly focused in specialty areas rather than a collective assessment of this pathway in general. Two recent articles, however, sought to summarise the literature and address the question of choice of academic medicine as a career pathway [76, 77]. Findings by Borges et al. [77] suggest that, at least for women, a career in academic medicine tended to happen serendipitously and, as medical students, women knew little if anything about this career path. The authors suggest that medical schools and residency programmes provide specific programming and opportunities to expose their trainees at various stages of their education to academic medicine as a career path.

Contemporary Developments in Vocational Psychology

The vast literature on specialty choice demonstrates the breadth of factors that influence medical specialty decisions. The conceptual models currently available in the
medical education literature are primarily focused on factors influencing specialty choice and largely were developed by medical educators. While they serve an important purpose, they may be limited in scope and fail to address the complexity of medical specialty decision-making. Future work in the field may benefit from incorporating developments in vocational psychology, in order to guide both research and careers interventions. As an example of the vocational psychology literature, Rogers et al. [78] have applied Social Cognitive Career Theory (SCCT) to the development of a measure of specialty choice. The SCCT model of career decision-making [79] proposes that personal, contextual, and experiential factors are responsible for shaping experiences that lead to self-efficacy beliefs, outcome expectations, and career goals. In turn, these beliefs and expectations underpin career interests and choices. Even though SCCT is not specifically focused on medical career and specialty choice, the complexity of the theory offers multiple pathways to explore significant factors in career planning with medical students.

Currently in the wider world of vocational psychology there is also considerable interest in bringing together qualitative and quantitative forms of career assessment. So, for example, in a key article in a leading vocational psychology journal, Walsh advocated expanding career assessment beyond traditional psychometric methods ‘to consider idiographic, qualitative, and other creative approaches to assessing multiple aspects of both people and contexts’ [80]. In the American context, researchers are already exploring the possible relevance of qualitative assessment methods in assisting medical students with career choice, to sit alongside more traditional quantitative psychometric methods [81].

Some UK medical schools have developed excellent career handbooks that encourage students to reflect on their potential suitability for particular specialties as they complete their undergraduate ‘firms’ in that specialty. Other methods of qualitative assessment in medical school include a compulsory reflective exercise on career planning linked to the undergraduate elective [82]. Undoubtedly these and other comparable initiatives are crucially important, and they are congruent with the recommendation for a greater emphasis on career planning in the undergraduate years [83].

At the postgraduate level in the UK, some foundation schools use resources such as ‘Windmills’ [84] or ‘ROADS to Success’ [85], whilst in the USA, the Careers in Medicine resource incorporates both objective psychometric testing and more subjective qualitative assessments [7]. Navarro, Taylor, and Pokorny have also described three innovative ways of incorporating Careers in Medicine resources into the undergraduate curriculum [86].

One further trend in vocational psychology that could usefully be incorporated into medical careers support is the switch from methods that concentrate on helping individuals make a one-off career decision, to an approach that emphasises the inevitability of change [87, 88]. Seen in this way, the task of careers support is to equip individuals with career planning skills so they can become more adept at navigating their way through the decisions that they will face throughout their career.

**Helping Those Whose Career Plans Appear Unrealistic**

This aspect of the supervisor’s role could be paraphrased as ‘how to help the student/trainee make best use of the feedback that they have received in order to develop realistic career plans’. In effect the supervisor’s role in this situation is to facilitate the trainee’s reflection on the implications of the feedback for their career plans. So, for example, if an individual wants to pursue a surgical career yet feedback from relevant work-based assessments does not indicate particular surgical aptitude, what careers advice should the trainee be given?

Whilst there is a paucity of literature on this question in the medical education field, it is an issue that is described at length in the generic careers counselling literature [89, 90]. This broader literature would suggest that the supporting clinician should focus on posing the sorts of questions outlined in Box 32.4 and avoid directive advice. We caution against giving such advice for a number of reasons. First, telling somebody what career to follow removes responsibility for the decision from the person. This is contradictory to the educational ethos of most medical training curricula which emphasise the importance of developing the trainee’s responsibility for their own learning and professional development. Second, directive advice – ‘if I were you, I would ditch surgery’ – is not the most effective way of getting somebody to take on board the key points. There are parallels here with the health behaviour literature, which consistently reports a high degree of non-compliance with directive advice. Third, in giving directive advice it is very

---

**BOX 32.4 HOW TO: Ask questions of those whose career plans may be unrealistic**

- Based on the feedback you have received in this post (and previously), what do you see as your key strengths?
- Based on the feedback you have received in this post (and previously), what do you see as the areas that you find more difficult?
- What are the key competences that will be assessed for recruitment into your specialty of interest?
- Who have you talked to/what have you read in order to assess the competitiveness of the particular specialty you are interested in?
- If the specialty is highly competitive and you have been getting average or below average assessments in relevant areas of your work, what gives you confidence that your career plans are realistic?
- Going back to review the areas of performance that you seem to perform better in, are there other specialties that might make a better match? Have you also looked at the specialties that in previous years seemed to be shortage specialties? Might any of these specialties suit your particular strengths?
easy for personal preferences to seep in inadvertently. For example, it is easy to omit options in which one is not particularly interested, or of which one has little knowledge. Finally, the person giving the directive advice may be in error. For example, the trainee may know that something in their private life is having a seriously detrimental effect on the quality of their work, but they do not want to discuss this with their supervisor. The trainee, however, knows that previously they have received excellent feedback on areas of their work that are currently causing concern.

It is for these sorts of reasons that professional training courses in careers support suggest that careers practitioners should be wary of giving directive advice about which career paths somebody should follow. A wariness about advice is also congruent with the conclusion reached by Woolf and McManus advocating that the senior clinician should concentrate on ‘listening to the needs of students and trainees, understanding their points of view, and encouraging them to make their own decisions’ [91].

Other Sources of Careers Support

A senior clinician who is trying to provide careers support to a student or doctor in postgraduate training whose career plans they believe to be unrealistic might feel that the suggestions made above are insufficient. Where clear constructive feedback has been given but the trainee insists on sticking to their plans, the educational supervisor can suggest that the trainee discuss their career plans with a more senior member of the educational faculty who has overall responsibility for the training programme. In this situation, the educational supervisor can write a brief summary outlining their concerns about the robustness of the trainee’s proposed plans and give a copy to the trainee and to the person providing the additional careers support.

The suggestion can also be made that the trainee could consult with somebody from the local medical careers advisory service. In the UK people occupying these roles are qualified careers professionals, and therefore have had relevant training in how to approach delicate careers discussions. In addition, some trainees may find it easier to be more open with careers advisers (as opposed to the clinicians who supervise them) about their career concerns, as careers advisers are not involved in carrying out assessments or writing references, or sitting on future interview panels. But here too, the trainee may persist in holding on to their intended plan, which might in the long run turn out well – or it might not. Just as all patients cannot always be helped from making poor health decisions (continuing to smoke, drink too much, etc.), providers of careers support need to be aware that it is not always possible to stop someone from making poor career decisions [92].

Leaving Medicine

Senior clinicians may also be uncertain how to respond when a student or trainee for whom they are responsible tells them that they are considering leaving the profession. Concern about doctors leaving the profession is not new; in 1997 an editorial in the Journal of the Royal Society of Medicine was entitled ‘Why do young doctors leave the profession?’ [93]. However, what is striking is the fact that despite reports of disillusionment amongst trainees, the actual proportion of doctors leaving the profession is remarkably low. This was a conclusion reached in the 1997 editorial mentioned above and a review of more recent studies would concur with this position. For example, studies undertaken by the UK Medical Careers Research Group in Oxford suggest that, although quite high levels of dissatisfaction can be expressed, the actual numbers of UK medical graduates intending to leave the profession are low; less than 3% in one study [94] and less than 1% in another [3].

One possible explanation for the anxiety about loss to the medical workforce despite the figures suggesting that actual rates of leaving the profession are remarkably low could be the difference between expressed rates of dissatisfaction and actual rates of leaving medicine. Rittenhouse et al. reported that although physician dissatisfaction had a strong association with expressed intention to leave clinical practice, it was not associated with actual departure from practice [95]. These authors therefore concluded that self-reported intention to leave practice may be more of a proxy for dissatisfaction than a reliable predictor of actual behaviour.

In terms of underlying reasons for leaving the profession, a qualitative follow-up study by the BMA of 14 doctors who had left the profession reported that the main reasons were that they felt that they were not valued or supported and that medicine involved an unacceptable work–life balance [96]. It would seem that there is a need for further studies to explore these issues in more depth, but these preliminary findings suggest that these three issues could usefully be explored when faced with a trainee who reports that they are considering switching career. This BMA study also reported high levels of distress amongst the sample, together with regrets that they had been unable to access adequate careers support. This might suggest that students or doctors who are considering leaving the profession should be made aware of professional careers support services that could assist them with the major life decision to leave the profession or to remain working as a doctor.

Conclusions

Students and trainees tend to look to the senior clinicians who supervise them for careers support. The approach outlined in this chapter suggests that caution is needed when giving directive careers advice. Instead, the recommended model is based on a structured approach to careers support that emphasises the importance of thorough self-assessment (using both quantitative and qualitative methods) and careful exploration of options. Furthermore, career decision-making is not over when a specialty/sub-specialty choice has been made, but instead will re-occur up to the point of retirement, and the careers support model can be used at any point in one’s working life. Some students or trainees whose career decisions are complicated by health
or performance issues, or who are considering leaving medicine entirely, may benefit from a referral to a specialist careers support service. Historically, research, and interventions in the medical careers field have tended to be divorced from wider developments in vocational psychology and closer collaboration between the two disciplines is recommended.

References


Career Progression and Support


Further Reading

33 Supporting Learner Well-being

Jo Bishop¹, Graeme Horton², Wendy Hu³, and Claire Vogan⁴
¹Faculty of Health Sciences and Medicine, Bond University, Gold Coast, Queensland, Australia
²School of Medicine and Public Health, University of Newcastle, Newcastle, New South Wales, Australia
³School of Medicine, Western Sydney University, Penrith, New South Wales, Australia
⁴Swansea University Medical School, Swansea, Wales, UK

KEY MESSAGES

- To care for patients, health professionals must care for themselves, and they need to learn about and develop this capability. An individual’s well-being impacts on their capacity to learn and perform competently. Learner well-being and supporting their acquisition of skills in self-care for lifelong practice is therefore core business for educators.
- Designing and delivering a robust learner support system requires consideration at the level of individuals (learners, teachers, and staff), organisation (procedures, programmes, curricula), and system (regulations and policies). Programmes and interventions can be categorised as general support to all learners, preventive support in anticipation of challenges, and additional support for learners in need.
- A starting point for considering the extent to which educators and schools are responsible for learner health, beyond where it impacts on learning, is the principle of ‘first, do no harm’. Educators should consider their roles as individual teachers, programme designers, and in creating supportive and safe learning environments that will help learners negotiate future challenges in the clinical workplace.
- Educators should consider professional boundaries in their actions to promote well-being and welfare. While many educators may draw upon their experiences as clinicians, learners are not their patients.

‘The wellbeing of medical students and doctors alike is becoming an increasingly recognised issue. Wellbeing is about managing your mental, physical, emotional and financial health to ensure you have a balanced lifestyle, enjoy what you do, and set yourself up for a long and rewarding career’

Australian Medical Students’ Association (AMSA) [1].

Background: Why the Focus on Learner Well-being?

Well-being is a complex construct, integrating many aspects of life that impact on a person’s perception of how their lives are progressing [2]. Globally, the importance of learner well-being, and its impact on learning, performance [3], and, ultimately, health care is now being recognised. Promoting well-being is now acknowledged as an issue that requires dedicated resources and effective strategy.

To care for others, a health practitioner must care for themselves. Their ability to do this has been included in medical graduate competencies and professional body initiatives worldwide. Examples are the following: Australian Medical Council (AMC) [4], General Medical Council (GMC) [5], Royal College of Physicians and Surgeons of Canada: CanMEDS framework [6], and the Accreditation Council for Graduate Medical Education [7]. It is therefore expected that medical schools and colleges prepare and train learners for this lifelong skill and professional capability.

Attention to learner well-being is brought into sharp focus at times of crisis or tragedy, many of which have been described recently [8]. Such events have triggered enquiries revealing a far greater extent of the problem than was previously documented [9]. There is a high prevalence revealed from the enquiries of stress and burnout amongst medical students and junior doctors, beyond that of age-matched population controls [10]. Burnout in the context of health care professionals [11] is a multifaceted construct which includes emotional exhaustion, depersonalisation, behaving insensitively towards patients, is associated with a low sense of personal accomplishment [12], and, in some cases, results in those affected leaving the profession.

This chapter explains why the well-being of learners is a priority for all education providers; many examples refer to medical schools and their students but the information is relevant to the well-being of all allied health learners. The chapter outlines a range of approaches and strategies to be considered when developing a robust system of learner support that will promote a healthy and sustainable workforce to care for future patients.
Challenges to Learner Well-being

Descriptive studies have revealed a range of challenges to learner well-being which may be considered in the following domains.

Personal Factors

Learners begin their educational journey following selection (and/or interview) with the academic abilities and recognised attributes to likely succeed in their chosen programme, but learners may develop illness or experience difficult personal circumstances during their studies which impact on their ability to complete course requirements. Personality traits which may predispose to depression and burnout, such as neuroticism and conscientiousness, are prevalent in medical students and doctors [13]. Do these personality traits lead to increased incidence of ‘unwell-being’? The two studies below confirm that higher rates of depression have been reported within the medical student than that found in the general population. A systematic review and meta-analysis of the prevalence of depression amongst medical students in 43 countries was reported by Rotenstein et al. who found that the overall pooled crude prevalence of depression or depressive symptoms was 27% [14]. The prevalence of suicidal ideation was obtained in this review from 24 cross-sectional studies in 15 countries and found to be 11.1%. A study by Mata and colleagues found that interns who had symptoms of depression were more likely to also report cynicism, exhaustion, and stress, whereas those without symptoms of depression more commonly reported positive life-changing experiences and positive interactions with patients and colleagues [15].

This has raised questions about whether these associated features are causal or an effect of depression in the intern and longitudinal studies are needed to determine this.

Environmental Factors

Dyrbye and Shanafelt reviewed studies from 1990 to 2015 of burnout in medical students and doctors and concluded that whilst personality factors play a part, the work and study environment was more significant [12]. Considerations around transitions, the length and challenges of programmes and postgraduate working hours, and workplace harassment, along with the stigma associated with seeking support, will be explored as factors that require attention.

Learners such as medical students must traverse key transitions, from classroom to the clinical environment and from final year to graduate practice, with multiple rotations in-between, each with new demands to adjust to in unfamiliar surroundings, often in different locations and communities. Any support structures which have been in place for the trainee may be disrupted or discontinued. Whilst transitions can be viewed as learning opportunities [16], stress levels have been believed to increase at these times [17]. Levels of burnout were high for all groups of doctors, but emotional exhaustion was reported highest in younger doctors and declined across age groups [10].

During medical degrees, which are often of a long duration, medical students may be required to forego relationships and personal needs to meet complex programme requirements [18]. Also, they can incur relatively higher levels of debt, which can cause considerable stress – particularly for those whose continuation in the programme is uncertain.

Hospitals and other health care settings are high demand workplaces which may be under- resource and in which doctors and other health professionals may need to work long hours in high-pressure situations.

Harassment in medical schools and in hospitals is another issue which adversely affects the well-being of doctors. The issue was first documented by paediatrician Henry K. Silver in 1990 who reported in JAMA that 46.4% of students at one medical school had been ‘abused’ and that by the time they were senior medical students this proportion had risen to 80.6% [19]. Being exposed to such negative role modelling, as well as the stressors of witnessing pain, suffering, and death, are continual challenges to learner well-being (see Box 33.1).

The stigma of mental health is prevalent in health care students and practitioners. This may result in learners being reluctant to identify as suffering from a mental health condition and from seeking the required support and management [20]. Students and doctors may be wary of accessing support because of fear of activating fitness to practise and registration authority reporting procedures, which they are worried may jeopardise their career (see Box 33.2).

Promoting Well-being: The Role of Education Providers

Medical schools have well-established responsibilities to not only deliver systematic interventions to support learners in need but to develop proactive approaches to promoting well-being of learners. These are driven by accreditation

---

**BOX 33.1 How the culture of medicine hinders the well-being movement**

Slavin has identified four aspects of the culture of medicine which have worked against more widespread acceptance of the need to address learner mental health concerns.

1. The belief that medical education needs to be rigorous so that only the best survive, which is thought to be reflective of the work environment. This is linked to the concept that greater challenges lead to better educational outcomes and doctors who will weather the stresses of medical practice.

2. There is a lack of accountability of medical schools for the well-being of students; universities may prioritise research and clinical advances.

3. Units in schools which support students may be siloed from curriculum development units, the latter of which are likely to be better resourced.

4. Mental health problems may be considered less significant than physical health problems [17].
requirements, competency frameworks, including those relating to professionalism, and by stakeholder groups.

Student associations around the world have developed awareness campaigns and programmes, often in collaboration with professional associations and sponsors (see also Box 33.5).

Consistent with the activities of medical students, broader initiatives in higher education with learners regarded as consumers or co-producers of education, and measures of student engagement being performance indicators for universities around the world. Learner involvement in the design and review of their courses, representation on committees at school and university levels, retention, and student performance statistics and national student satisfaction surveys (used as the basis for ranking universities) are now commonplace and signal the attention paid to the learner experience.

Such measures are reflected in national quality assurance and accreditation processes which often take a student-centric approach to reviews and have student representation on their panels (e.g. in the UK the Quality Assurance Agency for Higher Education, QAA) [25]. The medical school accreditation bodies, for example the World Federation of Medical Education (WFME) [26], the AMC [4], and the GMC [27] require schools to have systems in place for the support of learners, to detect concerns at an early stage, and to provide accessible support services, separate to assessment. Learners should feel safe to approach such sources of support, without fear of their help seeking affecting their progression.

Self-care and its importance to lifelong learning, and how development as a competent health professional requires one to recognise one’s own limits are now essential components of medical curricula. Kreitzer and Klatt describe self-care as a core competency [18], which were highlighted above. If self-care is truly to be a competency within a curriculum it would therefore have to be blueprinted – and many programmes do not yet do this.

Medical schools are also increasingly seen to be responsible for ensuring that graduates are prepared for practice, and for the demands of a career in medicine. In recent years, there has been a marked increase in the number of programmes for learners to help them with stress management techniques (e.g. Saunders et al. [28], Hassed et al. [29], Wasson et al. [30]), and to manage key stress points. Examples include early clinical exposure, simulation scenarios, professionalism training, reflections following placements, shadowing periods, and preceptorship. Interventions such as pre-internship (PRINT) programmes [31] describe how to ease transition to clinical practice. The focus, however, is on revising clinical skills, rather than developing ways of dealing with the psychological demands of taking on new roles [32].

There is evidence that curriculum design and the learning environment have significant effects on learner well-being. Curriculum developers and medical schools can thus institute practical and effective measures to reduce unnecessary stress; these are described in more detail below.

### A Well-being Support Framework

Educators can be viewed as taking a three-pronged approach to the type of support they offer their learner (see Figure 33.1), namely ‘general support’, which helps learners get through the course, ‘preventive support’, which helps learners prepare for their future careers, and ‘extra support’, which helps learners deal with individual, and sometimes difficult, circumstances.

Within these three areas, numerous models are available to help those involved in the design and implementation of learner support processes which can be aimed at faculty...
members and staff working at the ‘coal-face’ and/or at the organisational level. Underpinning the support, educators (e.g. medical schools) offer a generic support structure which usually involves multiple people and processes, linked into the medical school, wider university environment, and clinical arena. The most successful support systems tend to have multiple access points, target support delivered to times of vulnerability (e.g. exam periods, times of transition), and ensure transparency in their procedures and processes (see Box 33.3).

General Support (‘Getting through training’) General or generic support (see Figure 33.1A) is that which is offered to all learners throughout their training. This can cover a multitude of areas such as handbooks, the pastoral care system [33, 36], formative exams [49], feedback [35], and briefing and debriefing on placements [50]. Educators need to ensure that the general support offered to learners is clearly sign-posted, easily accessible, transparent, and timely. They should also be mindful that learners can be reticent to access support [51] and therefore educators need to work hard at normalising the need to access support.

Preventive Support (‘Preparing for future career’) Preventive support activities (see Figure 33.1B) are offered to help learners prepare for the rigours of their profession, e.g. medicine, and equip them with personal and professional skill sets for successful careers. This could include training in techniques to help with resilience [18], personal and professional development sessions [52], support and training strategies for learner support providers, and help with career planning. Whilst they generally tend to be available to all, except for activities directly linked to professionalism training within a curriculum, many educators seem to adopt an opt-in approach to these activities, thereby fostering engagement only amongst those that choose to attend.

Extra Support (‘Coping with individual circumstances’) Some learners have circumstances which mean they have specific support needs or an increased likelihood of encountering difficulties at some point during their medical training (see Figure 33.1C). Whilst all courses should aim to ensure inclusivity in their curriculum design, delivery, and assessment processes, such learners can often benefit from needs-tailored (personalised) extra support programmes (e.g. peer social events for international students and/or specific, individualised support measures) being put in place. These needs may be identified early when educators have personal tutors [52, 53] or mentoring schemes.

Training adjustments are often required for learners who have disabilities [12, 44], temporary health conditions, dependents, and those dealing with significant personal issues (e.g. recovery following bereavements, serious financial difficulties) as well as academic issues that ultimately could result in them not progressing through the course. Depending on the circumstances, adjustments may be either temporary or permanent (i.e. extend into their working careers), or may take the form of additional tuition either with the aim of raising their general academic standard or learning coping strategies for safe clinical practice.

Whilst academic issues are frequently dealt with by education providers themselves, dealing with current health and well-being issues, and knowing the adjustments that may need to be put in place to enable a student to succeed on the course, frequently require onwards referral to and advice from specialist support units either internal or external to the university. To give the student the best chance of successful progression through their course and ease the ‘mental burden’ of a struggler, medical schools for example should aim to put systems and training in place to allow their faculty to identify those in difficulty early [40, 42, 43, 45–47].

Faculty and Peer Training in Student Support Roles Academic and professional staff, as well as fellow learners, are often called upon to assist learners with concerns, and to respond to distressed learners [54]. Due to fear of stigma, medical and health professions students may be more likely to seek help from a professional staff member or a peer [55]. Staff and peers in the health professions may feel responsible for providing support, but are usually not trained to do so. Some may find the experience disturbing, with ongoing personal impact [56]. Over time, these experiences may lead to emotional exhaustion and burnout in support providers themselves [57]. Box 33.4 suggests practical strategies which health professions programmes can consider when supporting and training staff who may be called upon to respond to distressed learners (modified from Hochschild [56]). Boundaries need to be carefully considered for learners who take on peer support roles; in contrast with staff, there are no natural boundaries, with greater potential for negative impacts.
## BOX 33.3 Examples of frameworks and approaches

These frameworks and approaches can be used to help educators in the development or implementation of learner support systems. They are linked to the three areas of general support (A), preventive support (B), and extra support (C) seen in Figure 33.1.

<table>
<thead>
<tr>
<th>Type of approach</th>
<th>What is it and how might it be used? (link to area or areas of support which the approach most relates to)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Cross and Lester [33]</td>
<td>Pastoral care: 10-step plan A framework that can be followed to help review and improve a school’s pastoral care programme (A/C).</td>
</tr>
<tr>
<td>Vogan et al. [34]</td>
<td>Twelve tips to supporting medical students General guidance on setting up and maintaining a robust support system for medical students (A).</td>
</tr>
<tr>
<td>Wiggins [35]</td>
<td>Seven keys to effective feedback A simple framework that can be followed to ensure any feedback being given is effective (A).</td>
</tr>
<tr>
<td>Ramani et al. [36]</td>
<td>Twelve tips for developing effective mentors General guidance on establishing a good mentoring relationship with a trainee (A/B).</td>
</tr>
<tr>
<td>Sanders et al. [37]</td>
<td>Developmental student support An approach that focuses on developing the medical student as a whole rather than solely providing academic and clinical support. It looks at the delivery of effective individualised support in a number of developmental areas including mentoring, resiliency, and careers as well as looking at how best to support those with disabilities (A/B/C).</td>
</tr>
<tr>
<td>Dunn et al. [38]</td>
<td>‘Coping reservoir’ model of well-being for medical students A model that gives insight into the factors, both positive and negative, that influence medical student well-being and the effect these can have on promotion of resilience and prevention of burnout (B).</td>
</tr>
<tr>
<td>Gordon [39]</td>
<td>Personal and professional development framework A model that gives insight into the factors that influence behaviour and how changes in behaviour may be learnt. It can be used to look at methods of fostering personal and professional development within a medical school curriculum (B).</td>
</tr>
<tr>
<td>Kreitzer and [18]</td>
<td>Educational innovations to foster resilience A study that reviews the need to fostering resilience and ways of fostering resilience within the health care professions. It highlights a number of programmes that use mindfulness, mind–body skills, and resiliency training and, hence, would be of interest to those looking to incorporate more resilience-building techniques into their curriculum (B).</td>
</tr>
<tr>
<td>Bernstein [40]</td>
<td>Diagnosing the learner in difficulty A clinical approach to making a ‘differential diagnosis’ of a struggling student and exploring the subsequent management options (C).</td>
</tr>
<tr>
<td>GMC [41]</td>
<td>Gateways to the professions Guidance from the GMC in the UK on how best to support medical students with disabilities through their medical training and beyond (C).</td>
</tr>
<tr>
<td>Hays et al. [42]</td>
<td>Profiles of medical students needing support A taxonomy that outlines seven distinct profiles of struggling medical students which can be used to help identify those in difficulty early and gives suggestions for remediation (C).</td>
</tr>
<tr>
<td>Hicks et al. [43]</td>
<td>Dealing with medical student difficulties in the clinical setting A classification of types of medical student difficulties encountered in the clinical setting with suggestions of strategies to prevent, assess, and work effectively with these students (C).</td>
</tr>
<tr>
<td>Medical Schools’ Council and General Medical Council [44]</td>
<td>Supporting medical students with mental health conditions Guidance from the GMC in the UK on how best to support medical students with mental health conditions through their medical training and beyond (C).</td>
</tr>
<tr>
<td>Norrish et al. [45]</td>
<td>Interim identification of academically ‘at risk’ students A study that identifies a number of criteria that can predict future academic performance on the basis of a student’s previous and current performance. This information could be used for the early identification of students academically ‘at risk’ of not completing their studies, enabling extra support measures to be put in place (C).</td>
</tr>
<tr>
<td>Winston et al. [46]</td>
<td>Early identification of academic strugglers and subsequent successful remediation A study that looks at ways of predicting medical students at risk of academic failure and gives insight into the factors that lead to successful remediation programmes (C).</td>
</tr>
<tr>
<td>Yates [47]</td>
<td>’Toolkit’ to identify medical students at risk of failure to thrive A study that identifies a number of criteria that could be monitored to help identify, at an early stage, those medical students at risk of struggling (C).</td>
</tr>
<tr>
<td>Plymouth University [48]</td>
<td>7 Steps to: Adopting Culturally Inclusive Teaching Practices This succinct guide gives practical tips on how to improve inclusivity, engagement, and cultural sensitivity within everyday teaching practices (C).</td>
</tr>
</tbody>
</table>
A ‘needy’ learner may have the tendency to latch-on to their peer mentor; the peer mentor is also dealing with the stresses of being a learner and so this may result in them having difficulties too.

**Examples of Support Programmes and Interventions**

Here we highlight some more specific examples of ways in which universities and medical schools around the world have developed and implemented interventions to improve learner support. As with the frameworks section, we have grouped the examples into general, preventive, and extra support interventions. However, as we saw previously, it is important to realise these categories are not mutually exclusive. Learners have diverse backgrounds and cultures [48]. Along with general measures, which can be implemented by programmes to promote well-being for all learners, there are benefits of tailoring learner support for groups of learners. Medical schools can also work with student and doctors’ organisations who may have taken the lead in such initiatives. We finish with a short section on programmes and interventions that have been tailored to address the diversity and cultural support needs for groups of learners. A participatory approach, engaging learners in the development and delivery of these services, helps to ensure that they are appropriate and welcomed.

**General Support**

Curricula which include more time on clinical placements have been found to be associated with fewer learners dropping out of study [15]. The St Louis University School of Medicine, as part of a programme of changes to improve student mental health, decreased curriculum time by 10% in some courses and negotiated with lecturers to decrease the amount of detail taught in certain courses. Longitudinal electives were instituted so that students could meet learning requirements over a longer period [4, 15].

Assessments can be stressful for many learners due to expectations of high standards of performance and potential barriers to progression if performance is deemed unsatisfactory. Formative assessments, in which the content tests similar knowledge and skills to what will be in summative examinations, have been shown to reduce negative perceptions of graded course exams [58, 59]. Evans has described how implementing a programme of a range of different formative assessments throughout a period of learning in anatomy can enhance learner engagement with course content [58]. This was in keeping with findings indicating that quizzes and fun ways of learning can reduce stress and anxiety levels about assessment [54]. Rolfe and McPherson describe the importance of having formative exams that mimic summative exams [49]. A study on programmatic assessment was found to indeed influence student learning, and this influence can either support or inhibit students’ learning responses [60]. Chen et al. have found that the introduction of progress testing into their curricula reduced the level of stress [61].

Learners who are part of programmes which have pass/fail grading systems rather than several graded intervals (often five such as A, B, C, D, Fail) have been found to have reported significantly better well-being: specifically, less anxiety, depression, and stress; and better group cohesion scores [62]. The University of Virginia medical school was one such school which introduced pass/fail grading for the first two years of training for the class of 2007 and found no decrease in academic performance [62].

Peer-assisted learning programmes can help learners with adjustment to university life. For example, at the University of New South Wales, the student society allocates three mentors to a group of seven first-year medical students, who run weekly sessions about textbooks, referencing, study techniques, and exam preparation, as well as well-being, financial advice, and special interest groups [63]. The importance of near-peer support in running
specific sessions to ease general anxieties (e.g., getting through exams) should not be under-estimated and can be easily facilitated by faculty at transition points [64].

Preventive Support

Discussions around preventative support have included options such as learning communities, mindfulness, and peer support.

A number of medical programmes have structured their learning environments to ‘learning communities’, which are groups of faculty and students working together. Activities include mentoring [65], mind-body training, and personal and professional development (including annual retreats). High levels of student satisfaction have been reported as well as decreased burnout rates [30].

Medical schools have delivered mindfulness, relaxation, and meditation classes for students, some of which include biofeedback and guided imagery. Findings from evaluations have included significant reduction in stress after the intervention, increased awareness of tension, increased ability to deal with stress, and less test anxiety [30]. The programme at Georgetown University School of Medicine has trained 3000 participants, including members of faculty from European schools, and involved students meeting weekly for 11 weeks in two-hour meetings in groups of 10. Each session included an opening meditation, followed by a sharing session, and then a new mind-body practice [25]. See below for more on meditation.

Peer support structures (or ‘buddy systems’) can complement a faculty-based network. Students may be more comfortable discussing issues with a peer. There needs to be careful consideration of training requirements including boundary issues and referral. AMSA has encouraged peer-led mentorship programmes along with other recommendations [66] (see Box 33.5). Spielman has described such a pastoral-based student peer-support programme in a UK Veterinary school which was positively evaluated by students [67].

Mental Health First Aid (MHFA) Australia is a national not-for-profit health promotion charity focused on mental health training and research into teaching people how to offer initial support to those who are experiencing a mental health problem [68]. The training can be online, face to face, or blended. Course participants learn about the signs and symptoms of common and disabling mental health problems, how to give initial support, how to get professional help, and how to provide first aid in a crisis. Mental health problems covered are: depression, anxiety problems, psychosis, substance use, and eating disorders. Mental health crisis situations are also explored. Bond et al. found that with 434 Australian nursing and medical students both online and face-to-face courses improved intentions towards other students experiencing depression, and improved confidence in providing help to them. Stigma and desire for social distance from those with depression were reduced [69]. Davies found similar improvements for students in the UK as well as reports from students that the training was interesting and informative for both their studies and their personal life [70].

Medical schools have promoted access to mental health services to learners and reduced barriers such as stigma by providing faculty education, student handbooks, and lectures about what is available [71]. The Centre for Spirituality and Healing at the University of Minnesota runs an eight-week online course that emphasises ways to manage stress, cope with challenging situations, and cultivate resiliency. The programme reported very positive feedback from participants of interprofessional iterations of the course, with residency programmes now building this course into their core training [18].

Extra Support

The practice of faculty members volunteering to provide on-the-spot advice to learners exists in many schools. Some programmes have been developed which involve faculty advising or mentoring groups of learners and these have been reported by Sastre as having significantly higher learner satisfaction levels about how wellness was promoted.

**BOX 33.5 How do learners help each other?**

Many accrediting bodies require that ‘The medical education provider has formal processes and structures that facilitate and support student representation in the governance of their program’ [7].

It can be assumed that all education providers have a learner society that they can liaise with to ensure representation for academic and advocacy requirements.

How can learners thrive at medical school, not simply survive?

- Start a well-being initiative
- Share your stories
- Talk to others (faculty, peers)
- Run an event
- Get involved with local events
- Get informed
- Get social: Twitter, Facebook
- Use online programmes

In September 2013, the Australian Medical Student Association (AMSA) adopted a new health and well-being policy and in-line with this their student mental health and well-being committee reviewed the current informal initiatives that are run by the medical student societies of Australia and New Zealand. It was revealed that only 13 of the 20 medical societies included a position for a Health and Wellbeing officer. Common initiatives included mentoring programmes that included academic and pastoral issues, with some societies combining faculty and student initiatives.

Well-being evenings and workshops were also common, but limitations around follow-up were implied. The review revealed that although events and classes around yoga and meditation were arranged the attendance was minimal. A best practice initiative which has now gained national discussion is the provision of a list of GPs and psychologists; the benefits are twofold – further promotion of health and well-being and increased access to professional advice [67].
Seritan describes the creation of a new Office of Student Wellness with evening hours and strict confidentiality [72]. Such interventions have been associated with lower rates of depression and suicidal thoughts in those who have been exposed to them. It has been reported that learners are more likely to self-refer to support services after having been made aware of them [30].

As discussed above, many learners will have disabilities or temporary health conditions and it is a responsibility of education providers to provide and facilitate reasonable adjustments so that these learners may proceed to fulfilling careers wherever possible. To determine what adjustments can be made in training and in future clinical practice, it is important to access available expert advice from equity or disability specialist units at Universities. Timely consultation with registration authorities for guidance may also be required.

International learners may face difficulties resulting from their move to a different country, including language barriers, financial burdens, heavy workloads, and cultural differences [73]. Measures which have been suggested may be utilised to support international learners include financial aid, promoting social support, nurturing cultural integration, and specific medical language courses [74, 75]. Some medical programmes provide the opportunity for international learners to seek support from a dedicated academic mentor. University international student offices often provide advice for international students, including referral to services for academic support, counselling, and accommodation.

Indigenous health support units, recruitment of indigenous staff, and cultural safety training are some of the ways in which support and academic mentoring can be provided to indigenous learners. The ‘Best Practice in Student Support for Indigenous Medical Students’ is an example of a resource which can be utilised [76].

The LIME Network (Leaders in Indigenous Medical Education) provides a forum for health education leaders to ‘ensure the quality and effectiveness of teaching and learning of indigenous health, as well as best practice in the recruitment and graduation of indigenous medical students’ [77]. The Committee of Deans of Australian Medical Schools (CDAMS) Indigenous Health Curriculum Framework and the Critical Reflection Tool are not designed to provide specific support and guidance for indigenous learners; however, they do help promote a culture and curriculum climate of inclusivity and awareness-raising of the primacy of indigenous leadership and knowledge.

The American Medical Student Association Committee on Gender and Sexuality has been proactive in providing advice to those students wishing to establish support groups for LGBTI learners. Recommendations from their handbook include finding an administrative and faculty advisor who is responsible for advocating for LGBTI patients as well as support for LGBTI students [78].

Resilience, Meditation, and Mindfulness: What’s the Evidence?

Resilience has been defined broadly as the ability to withstand adversity and to recover from challenging circumstances [8, 79]. Until 2005, there were few reports of resilience in the medical education literature [80].

All health care professionals have the potential to face stressors that could lead to depression and burnout. Developing the skills to withstand these difficult times and facilitate personal recovery is the essence of programmes which aim to build resilience. According to Howe [80], resilience is a skill which can be learned and strengthened. Rutter [81] discussed the need for learners to have experiences or learning which in some instances may be out of their comfort zone, to develop resilience. Medical schools can be proactive in ensuring that when such learning occurs that it is not harmful to students, that there is close monitoring of learner responses to such situations, and that adequate opportunities for debriefing are provided. To introduce learners to such challenges, simulated encounters can be utilised, including graded exposure to complex scenarios that do not fit the ‘rules’ and case-based learning around real-life problems (e.g. pre-clinical problem-based learning).

Rogers reviewed several resilience programmes which used validated measures of resilience as outcome measures, but concluded that resilience training should be sustainable by being transferable to the clinical workplace; many programmes are classroom based with no follow up of the learners in their work environment [82]. The strongest evidence for improving resilience was using resilience workshops, cognitive behavioural training, or a combination of interventions. These interventions included problem solving in small groups, which showed some evidence of improving resilience, as did those interventions which included reflection, mindfulness, relaxation training, and mentoring. Limitations identified included the comparable timing of interventions and the tools used to measure resilience. Nevertheless, resilience scales [83] could be used by learners and educators as reflective tools to better understand their coping abilities and to develop greater resilience. Educational approaches to supporting the building of resilience have been reviewed [80, 84, 85]. We have provided examples of educational approaches which could be utilised to develop resilience according to respective theoretical constructs [80, 84, 85] (Box 33.6).

Mediation

Countless meditation practices have been developed in the Buddhist tradition over the millennia to improve health and well-being. Meditation practices known as focused attention meditation or open monitoring meditation incorporate either the concentration towards an object (external, corporal, or mental) whilst ignoring all other stimuli or the ability to enlarge the attentional focus to all incoming sensations, emotions, and thoughts from moment to moment without focusing specifically on any of them. Boccia et al. conducted a meta-analysis of neuroimaging data on the effects of meditation on brain structure and function that indicated that meditation leads to activation in brain areas involved in processing self-relevant information, self-regulation, focused problem solving, and adaptive behaviour [86]. Results also show that meditation practice induces functional and structural brain modifications in ‘expert
meditators’. Expert meditators also showed higher activations in the parahippocampal cortex, which is involved in memory formation and retrieval as well as in high-level perception, especially in perceiving complex and ambiguous visual stimuli [86].

Mindfulness can be defined as a state of awareness comprised of two interrelated components: the self-regulation of attention to your immediate experience; and the maintenance of a specific orientation towards that experience [87]. Mindfulness-based programmes are increasingly being promoted [88]. A self-administered intervention has been shown to be effective by significantly lowering stress and anxiety levels in senior medical students at 8 weeks which was maintained at 16 weeks [89]. See Box 33.7 for an example of a mindfulness programme in action.

### Future Directions

This chapter has provided an overview of the importance of learner well-being in the education of future health professionals; the focus has been on the literature for medical students with the principles being applicable to all allied health learners from undergraduate to postgraduate. We have explored the responsibilities of medical schools (all education providers) to develop and promote robust support programmes at the level of individuals, organisations, and systems to address the challenges to well-being that impact unnecessarily on learning and performance. We have argued that securing the well-being of the next generation of health care providers requires a comprehensive, pre-emptive, and targeted approach so that learners are

---

**BOX 33.6 Resilience construct theories and example educational approaches to build them**

<table>
<thead>
<tr>
<th>Theoretical construct</th>
<th>Examples of educational approaches</th>
</tr>
</thead>
<tbody>
<tr>
<td>Development of self-efficacy 'confidence'</td>
<td>Learners require less didactic and more self-directed learning opportunities</td>
</tr>
<tr>
<td>Co-ordination 'planning'</td>
<td>Learners should have realistic goals and embrace feedback to build on their next performance</td>
</tr>
<tr>
<td>Control</td>
<td>Learner representation on committees is an opportunity for course change and to make a difference to the system that could include worker friendly policies</td>
</tr>
<tr>
<td>Composure 'low anxiety'</td>
<td>Assessment that supports progressive growth in learner confidence, e.g. programmatic assessment (described above) and continuous low stakes exposure to learning challenges (placements, communication skills with patients)</td>
</tr>
<tr>
<td>Commitment 'persistence'</td>
<td>Longer term goals are recognised; provide continuity through promoting reflection, mentoring, and peer networks systems, from the beginning of any training programmes and throughout challenging transitions</td>
</tr>
</tbody>
</table>

---

**BOX 33.7 A group-based workplace wellness initiative**

The oneED wellness programme was initiated at the Gold Coast Health Emergency Department (ED) in 2016. It was recognised that health care workers had high risk of burnout, compassion fatigue, and depression [10]. It was also recognised that an effective programme would shift the focus away from helping those who are struggling and move towards creating a collective culture of positive growth whereby all employees could be nurtured to thrive.

The programme is based on mindfulness techniques and employs low-intensity practices that were designed to be embedded into work activity:

- a weekly 30 minute session including a ‘sit’, journaling, and sharing
- a weekly 4-minute pause at clinical handover consisting of introductory videos, a thought for the day, and/or a ‘sit’
- flyers posted around the department.

Mindfulness was selected for its strong neuroscientific basis not only for well-being but also for attention focus training. The basis for mindfulness practice is curbing the stress response, especially when it becomes chronic. Studies have shown that, with training, there are anatomical and physiological changes to the brain [90], and that these changes then translate to improved attention control, emotional regulation, and facets of emotional intelligence – collaboration, communication, shared goals [91].

A key concept of mindfulness is embodied in the following quote by Holocaust survivor and psychiatrist, Victor Frankl: *Between stimulus and response, there lies a space. In that space is our power to choose our response* [92].

This is particularly apt for working in emergency medicine. Managing a constant stream of stimuli and interruptions by pausing before an otherwise reflexive response is a skill that allows ED health care workers not only to keep their emotions in check, but to respond in a manner that is considered and intentioned. This should then lead to greater self-awareness, improved team dynamics, and ultimately to enhanced patient care.
equipped to cope with and thrive in their future careers and to care for patients to the best of their ability.

Nevertheless, there are questions which require further investigation and exploration, including:

- What is the impact of current accreditation requirements and national regulatory systems on well-being, help seeking, remediation, and practitioner rehabilitation?
- What interventions will lead to sustained reduction in the stigma of mental illness amongst medical and health professions?
- What strategies will promote healthy workplace cultures and positively impact on learning and professional development?
- How transferable is the well-being research to date to non-Western cultures and medical education systems?

There is a need for research on learner well-being in medicine that is more theoretically informed and empirical. Much of the research to date has comprised of cross-sectional self-report prevalence studies and their associations with measures of poor mental health, single institution programmes with limited outcome measures, and only a few systematic reviews.

Longitudinal studies and research on programmatic approaches to promoting well-being are challenging to conduct, but as they will be better at identifying causative factors and the conditions under which interventions work, they may lead to more effective and long-lasting effects. The role of medical schools should extend beyond removing inappropriate curricular stressors and learner barriers, and should move towards providing effective interventions and promoting better learning environments in health care settings that will benefit all who work there.

Acknowledgements

We thank Shahina Braganza for her contributions to the OneED. Follow her work at: http://shahinabraganza.com

References


27. General Medical Council (2016). Promoting Excellence: Standards for Medical Education and Training
Chapter 33

Further Reading


The LIME website includes many resources, including good practice case studies on student recruitment and support. www.limenetwork.net.au/resources/good-practice-case-studies (accessed 28 June 2018).


Introduction

Approaches and models to identify and assess performance concerns in doctors and medical students are well documented. However, views about ‘how’ and ‘when’ to deliver and manage remediation programmes remain varied and under discussion.

This chapter will explore how best to approach remediation given two key assumptions. First, that performance is a function not only of ability, but of motivation, personality, and organisational factors. Second, that performance is also a function of health, well-being, and the surrounding educational system. Given these assumptions, there is a clear argument that a holistic approach is most likely to be effective in developing engagement and long-term positive outcomes. Tutors who support medical students, supervisors who support doctors in training, and line managers who support doctors post-training all have a crucial role to play in helping the remediation process run smoothly. Moving into ‘action’, that is fixing problems and trying to find solutions too early, should be avoided. This can lead to a lack of engagement, resistance to the process, and reduced chance of successfully achieving change. Prescribed doses of training and didactic and generic teaching where the individual, their health, and their personal situation are not considered are unlikely to be successful.

Key principles to consider when entering any remediation process or programme include the following:

- getting the right system in place
- personalised remediation
- engagement and motivation
- taking account of organisational culture
- clarity of roles and boundaries.

We aim to provide a guide to how best support effective remediation across the continuum of medical education, training, and development, from medical students to senior consultants, but it should be kept in mind that every situation is different and that the principles and models described require thoughtful interpretation in relation to the individual entering remediation, the organisational or institutional context, and the surrounding legal or regulatory framework. The chapter will draw on evidence from the world of medical education, rehabilitation, and work performance and should be read in conjunction with other contributions to this book – particularly Chapter 17 (The Development of Professional Identity) and Chapter 33 (Supporting Learner Well-being) – in order to give the reader a broader perspective on the issues raised.

Drawing on our experience at Cardiff University, where work has been undertaken since 2001 to support doctors and medical students who are struggling, we will take the reader through the journey of remediation to include processes and systems, dialogue with the struggling doctor or student, how to explore problems in a sensitive way (including health and disability), and note-keeping. We offer advice on how to navigate and manage the process of the provision and management of remediation and a case study using a doctor identified with a performance concern is used to explore possible pathways for remediation. Towards the end of the chapter, we also signal some common problems and pitfalls.

Performance and Remediation

The management of performance issues in doctors and medical students continues to pose considerable challenges to employing organisations, educational bodies, and regulatory bodies. The problem is complex and goes beyond a
simple question of ability, since personality, motivation, and organisational factors all impact on individual performance [1]. Models of performance assessment are now well researched and have evolved with a consistent approach worldwide. Models of remediation, however, do not yet have that consistency. Examples of good practice do exist [2–9], but evidence of long-term outcomes is harder to establish [9–11].

The early literature and methods of remediation often considered performance separately from an individual’s health and well-being. More recently, a broader and more holistic approach has been recognised as most effective, where health and the quality of the learning or organisational environment are considered alongside specific performance indicators.

A more proactive approach to remediation is required if organisations and educational institutions are to bring about change. A culture and attitude that encourages medical students and doctors to seek help early before health, well-being, or educational issues impact on performance is required. This must be accompanied by support structures and interventions that promote such an ethos. Integrating well-being and an openness about mental ill health in the profession into undergraduate and postgraduate curricula is necessary. This is now being addressed internationally, with many advances in thinking about how this might best be achieved [12, 13]. The stigma and shame associated with failure, and particularly mental ill health, still predominates across medicine [14]. Literature around ‘disclosure’ has improved and understanding the obstacles doctors and medical students face when making decisions about who and how to disclose is better understood. Issues around provision of support, how to access it, and uncertainty about confidentiality are still major factors that need to be overcome [15, 16].

From Assessment to Remediation

Historically, the assessment of performance was targeted at the small minority of doctors whose practice gave substantial rise for concern. In the UK, such doctors were typically referred directly to the regulatory body, the General Medical Council (GMC). However, the introduction and embedding of revalidation into UK medical practice has led to a growing recognition that performance concerns must be dealt with promptly and locally where possible [16, 17]; that is, when concerns are emerging, not when they have become of serious concern and are warranting investigation. This shift in approach is mirrored internationally [10, 11, 18] and is iterated in documents such as the GMC’s Good Medical Practice [19], that lays out the duties and responsibilities of doctors that practise in the UK. Alongside regular appraisal and performance review, Good Medical Practice also emphasises the importance of good health and doctors managing their own health proactively. Good Doctors, Safer Patients [20] spells out the importance of physician health on performance and patient safety. Routine performance assessments have therefore increased, paralleled by a decreased tolerance for poor performance. An important outcome of this change has been that those who manage or support doctors and/or medical students locally are now required to develop their own knowledge and skills around remediation and associated processes, and to respond effectively to the needs of those for whom they are responsible.

Remediation is an intervention, or suite of interventions, required in response to some form of assessment against threshold standards of performance. To deliver effective remediation, tutors who support medical students, supervisors that support doctors in training, and line managers who support doctors after completion of training must be sensitive to the assessment process and be able to provide a flexible response. They must be able to offer personalised support and direction to the individual, whilst being sensitive and responsive to the organisation(s) or educational institutions in which they work. The problem may often lie in the organisational or institutional structure and culture, rather than solely with the individual referred [13, 22, 23]. Once a concern is raised tutors, supervisors, and line managers must consider the individual’s health and well-being, personality, and motivation to change alongside organisational and social issues [1, 23–25]. Raising to these challenges is no easy task. Identifying that someone may be struggling is the first step, how then to support them with their performance is complex. Some early workplace signs for doctors, but which are as applicable to medical students in training, are contained in Box 34.1.

What follows are some principles that we believe to be fundamental to successful remediation.

**BOX 34.1 FOCUS ON: Identifying the doctor in difficulty**

The doctor who is struggling has many different faces. Paice [26] describes certain ‘early warning signs’ of a trainee doctor in difficulty. Some of the attributes she describes include the following, and these are as applicable to medical students as they are to doctors:

- the doctor who is often difficult to find (the disappearing act)
- the doctor who is always at work but achieves less than their colleagues (low work rate)
- the doctor who is quick to lose their temper (ward rage)
- the doctor who is inflexible and has difficulty prioritising (rigidity).

Other doctors she describes as ‘displaying problems with their career choice or having difficulty obtaining their required exams’ (career problems), while others ‘lack insight’ and reject constructive criticism (insight failure). Finally, there are those who find ways of ‘sidelining’ the difficult doctor (bypass syndrome).
Principles to Guide Remediation

Getting the Right System in Place
This is perhaps the biggest challenge. As already alluded to, many performance concerns do not just relate to educational issues but are also a function of organisation, social, financial, and health issues [16, 23]. These must all be addressed if remediation is to be successful. The culture of the organisation and/or institution is fundamental to successful outcomes where performance and productivity are central to success of an organisation [21, 27]. Tutors, supervisors, and line managers are central in influencing the culture [16, 21, 27] and as such impact on an individual’s perception of support and their help-seeking behaviours. The provision of proactive systems of support is powerful and encourages early help-seeking.

The key features of good systems include the following:
• well-defined pathways and systems – for help-seeking
• guidance for tutors, supervisors, and line managers – as to what to do if they suspect a performance issue
• thoughtful separation of roles – between those who identify or assess a student or doctor’s performance and those that provide support or remediation
• transparency – particularly around information sharing and confidentiality as perceptions of what happens to personal information influences whether someone will actively seek help
• a proactive system – to encourage self-awareness, overcome a culture of stigma, and promote well-being.

A challenge, notably for doctors in training, is a lack of clarity around the interface between workplace procedures for support and those provided by their educational institution. This confusion as to ‘how’ and ‘where’ to access support and who ‘needs to know’ is well documented as an important obstacle to early help-seeking and effective support systems for both medical students and doctors [15].

Personalisation
There are different approaches to remediation internationally. Some call for a more ‘medical’ model to remediation [28] while others, driven by funding and resource issues, call for a standardised system with ‘courses’ focused on particular issues, which seems a more effective solution. In general, responses to low-level concerns should be considered differently to more serious concerns. For instance, a medical student who is struggling with new knowledge, in a new environment, or is under pressure of being ‘the best’ in a new cohort may be dealt with differently to those who have persistent and more serious concerns around behaviour or attendance. Interventions developed in our own institution for groups of students centred around, for instance, time management, are effective and bring a sense of cohesion and normality rather than isolation and stigma to students. For more serious concerns, evidence from the world of rehabilitation consistently shows that a case management model – a holistic approach to an individual’s needs – is most effective in bringing about change and improved performance [29]. The purpose of personalised, as opposed to group, remediation is to match provision closely to individual need and to take health, personality, and motivation to change into account. It is not about a standard prescription and must be flexible to both need and resources available.

Personalised remediation can, and should, be tailored to different learning preferences and an integrated, timely, and practical approach to remediation that enables the individual to continue working or studying without feeling overwhelmed by additional requirements or training must be at the centre of a good remedial programme. Tutors, supervisors, and line managers need to be aware of the ways in which other disciplines such as occupational health, occupational psychology, and language experts can contribute to remediation. The challenge often is the availability of resources and how to access them. This might be either via the workplace, the educational institution, or specialist services nationally or locally. Across the UK there are now specialist support services for doctors with complex mental health issues, provision that has grown over the last decade prompted by the establishment of revalidation and appraisal processes. The GMC, who also oversee the educational requirements of undergraduate training in the UK, have also recognised the need for a focus on support and remediation for students, particularly for those with mental ill health and disabilities [30, 31].

Engagement and Motivation
Goulet et al.’s [3] work on personalised remediation within the Canadian health system suggested that a doctor’s motivation may initially be low, but that the involvement of a licensing authority has a positive effect on their motivation and cooperation. However, whilst the high stakes may motivate a person to agree to attend for remediation, it is not always enough to stimulate genuine engagement. Engaging doctors and medical students with the process and motivating them towards change requires careful planning. Using well established models of engagement, such as shared decision-making [32] and behaviour change [33], are at the centre of planning remediation and case management. In Cardiff our own preferred evidence-based method for behaviour change is motivational interviewing [25, 33], an established method used across health care in supporting sustained change in behaviour [34]. For those involved in remediation, understanding how to best provide support and promote behaviour change using evidence-based interventions is key to a successful outcome. In addition, spending time finding out what an organisation or educational institution can offer and how to access services and training before embarking on support will reap rewards. This adds to the confidence of the individual entering remediation and of the tutor, supervisor, or line manager managing the process. It builds a stronger and more effective relationship, something that is well documented as central to successful rehabilitation and performance management [21, 27].

Organisational Issues
Organisational factors may both trigger and perpetuate individual poor performance. Unsupportive work environments in the form of high work demands, role ambiguity, poor team working, and punitive cultures can all serve to
undermine a doctor striving to maintain newly acquired behaviours. This is no different for medical students who are struggling to sustain their new found identity. Students are strongly influenced by the ‘hidden curriculum’ [35]. They too struggle with work demands and what is often perceived as a culture of recurrent assessment and unsupportive teaching environments [36]. For both doctors in training and medical students, there is the added pressure of moving between placements and jobs and building new relationships every few months. This takes its toll, with feelings of isolation and reduced self-confidence adding to the potential risks related to performance [37].

There is also a recognised pattern of behaviour among a subset of doctors who demonstrate a tendency to ‘rage against the machine’. This group are characterised by a continued need to fight and blame the whole system, rather than considering the relevant importance of each battle and indeed considering which battles are worth fighting. It is sometimes said of this group that they particularly lack insight into their own issues and performance needs. This brings added challenges as this group can often be very resistant to change.

Clarity of Roles and Boundaries
Finucane et al. [18] have previously argued that performance assessment impacts upon three distinct groups: patients, doctors, and employers. The authors also argued that whilst these groups may have conflicting beliefs and expectations of assessment, the process must be acceptable for all. Transparency of the process is an important prerequisite to the doctor or medical student engaging. Tutors, supervisors, and line managers cannot consider themselves to be entirely independent in their role. They are in effect an instrument of their educational or employing institution. They must be explicit in their role and the boundaries that they work within. They must take care not to stray beyond those boundaries and roles. There is often an initial feeling of mistrust by those entering remediation. This is commonly associated with concerns about confidentiality and a feeling that they lack control over the process. For medical students, there is a profound concern around fitness to practise and being able to complete their course. Recent work about providing support for medical students with mental health issues highlights the importance of separation of support from assessment [30, 38]. Clarity at the outset about roles and boundaries for all involved helps overcome some of this mistrust. Clarity must extend to communication pathways and confidentiality; it must be made explicit where information is stored and who has access to it. For medical students addressing fears and often myths about fitness to practise, these should be discussed and explored at the outset.

Getting Started

Providing support to a doctor or medical student who presents with performance concerns requires careful consideration. They may feel their career is at risk, and often be resentful of the predicament they find themselves in. They may lack insight into the issues raised or have underlying health, personality, or social issues that may have precipitated performance issues. The aim is to help guide the individual through what can often be a painful and stressful process. Tutors, supervisors, and line managers must recognise that they will not have all the answers or skills required for every individual, but they can guide and signpost people to appropriate support where needed. In essence, they must also have insight into their own limitations as well as the boundaries within which they work. Providing an opportunity for joint solutions through effective conversations should not be underestimated. The relationship you build as their supervisor or tutor will be instrumental in the individual building trust and engagement with the process.

What Type of Conversation?
Several factors will impact upon the conversation. These include the following:
- The relationship between the tutor, supervisor, or line manager and doctor or medical student.
- The processes within the institution or workplace that determine how, when, and where an issue should be managed. Should this be within the organisation or external to it (e.g. locally or nationally)?
- The extent to which the conversation is considered to be formal or informal.
- The nature of the performance concern itself.

The relationship between the individual and their tutor, supervisor, or line manager is key to a good outcome and, as described above, should not be underestimated. This has been shown in many similar workplace settings [21, 27]. Understanding the process for managing performance concerns will enable more effective conversations from the outset. It provides a sound basis for starting a conversation which links to the ‘transparency’, ‘equity’, and ‘clarity’ of a process that sits at the heart of a good organisational process [39]. Tutors, supervisors, or line managers must understand the triggers and processes for performance review. This will vary across postgraduate and undergraduate education and those who are employed and not in an educational environment. This will help frame the first and, to an extent, the most important conversation. Keeping written records of any dialogue, however informal, is important. Clarifying the recording of information and where information is stored helps with transparency and therefore engagement. The formal processes around meetings and information-recording, although at times difficult, are important to an overall robust and fair process.

There is often a tension for the doctor or medical student about how much information is shared and by whom. Supervisors often complain that they are not given enough information about an individual’s previous performance concerns. However, doctors who have experienced performance investigations and remediation argue that unnecessarily sharing information about themselves can cause bias or mistrust. The concerns are similar for medical schools and medical students. Students describe being judged before they even enter a new placement or year group. This then leads to anxiety and stress as they feel they are being
constantly watched as they try to learn. Patient safety and probity is of prime importance and must take precedent over confidentiality for those overseeing performance management. It is the clarity of the information exchange, how it is managed, and the extent of that must be open and honest at the outset of any conversation if engagement and support is to be effective.

**Planning the First Discussion**

Careful planning reaps benefits and it is important to give this time before meeting with a doctor or medical student for the first time. Basic preliminary information is required, including a summary of the exact nature of the concern and evidence of significant events or complaints. Background information (as described below) is also helpful where it can be obtained prior to the meeting. General concerns about performance but without details are unhelpful. Documentation should be held together in a format that will allow the tutor, supervisor, or line manager to refer to during the meeting and, where appropriate, share some of the information with the doctor or student. Being open and transparent about information helps reduce resistance and mistrust. This will also help the structure of the meeting and the objectives that might need to be set. Setting the agenda at the beginning of the meeting will reduce misunderstandings and build engagement. It is often helpful to begin the meeting with an outline of why the individual is being seen, the way the meeting will be conducted, and any regulatory or procedural issues that need to be covered, and allow the individual time at this early stage to ask questions. Confidentiality and note keeping must also be discussed, as these are major obstacles to engagement for doctors and students under review. This is discussed more fully below in ‘Exploring the Problem’. The discussion should aim to cover the presenting problem, factors leading up to the problem, a review of any significant event(s), personal or health-related issues, and, for doctors, relevant past workplace experience. Tutors, supervisors, and line managers must be prepared to discuss and be questioned (or challenged) about the process. Certain actions or protocols dependent on the institution or organisational processes and procedures may need to be negotiated (within certain limits), e.g., consideration as to whether a referral for an occupational health assessment is necessary. This will give the individual a sense of control and share in the decision-making rather than ‘enforcing’ a decision without discussion.

**Obtaining Background Information**

Background information informs and shapes the conversation with the individual presenting with a performance concern. Information required includes complete documentation of the concerns raised, by whom, and an idea of the timescale of events. Multiple sources are useful as they help triangulate the information and give a broad picture of what has transpired. Sources of information commonly used in the UK for doctors include significant event reviews and records from the appraisal and revalidation process. Other sources of information include 360° (multi-source) feedback and information from previous employment. For those in training, information available through e-portfolios or placements is also helpful. For medical students, their regular placement reviews, assessments, and exams provide a wealth of information. Most medical students now have academic mentors who follow students through their training. They also act as a source of information as well as providing ongoing support for the students.

Seeking ‘off the record’ uncorroborated information is neither helpful nor useful to the conversation.

**Exploring the Problem**

It is important that the individual is given time to discuss their perspective of the problem and of how such problems might have arisen. Providing a space to speak openly and without prejudice is an important part of the engagement process. Discussion about details of critical incidents or performance concerns and their views on events starts to allow ownership of a process at which they may often feel at odds. Listening is critical and checking understanding even more so. Problems that lead to underperformance are often multifaceted and so it is unlikely that the issues will be simple. It is not uncommon that health and personal issues come to the forefront as contributing to concerns and these must be dealt with sensitively. Building in enough time (or the ability to return for a second meeting promptly) is important. Our experience is that in some complex cases the first meeting may take two hours or more.

Allowing the individual to tell their story is often the best starting point for any conversation about performance. Some will often describe strong feelings of injustice and misunderstandings. They often have their own explanations and views as to what has happened and why. Doctors and medical students often describe being oblivious to their performance being under scrutiny. This can fuel their feelings of injustice. Others will seem bewildered by the process and have a deep sense of shame and self-stigmatization. Active listening (see Box 34.2) will guide individuals through what is at times a personal and painful process. Using active listening can help and build engagement [40]. This is the first step towards a joint understanding of the problem and a move towards behaviour change [33].

Knowing when to respect a doctor’s or medical student’s privacy is equally as important as encouraging them to talk. There may come a point in the conversation where it becomes clear that there is a personal or health issue compounding or contributing to the performance concern. It is here that the tutor, supervisor, or line manager must remember their role and boundaries and guide the doctor or medical student appropriately. Their role is not to provide medical advice, treatment, or counselling. It is important to acknowledge there may be other issues related to the performance concerns and a general understanding of those issues might help direct the individual to the correct support. Seeking help must be encouraged. Understanding the organisational or educational process is also crucial at this stage. It is important to ensure that, where needed (or required) for a health issue, the individual should be referred or seek self-referral to occupational health for an expert opinion. This will be dependent on the health or personal issues raised and the performance concern. In some cases, at both undergraduate and postgraduate levels, an
occupational health assessment is a necessary requirement for the process of remediation and is part of a regulatory process. One point of concern often voiced and often seen as a frustration is that the decision to seek support falls with the individual and you ‘can’t make them go’. This is correct and whether they need to go to occupational health, their family physician, or a specialist, the decision ultimately rests with the individual. However, raising the concern for someone’s health in a supportive non-judgemental environment may help. It can start the conversation and allow the individual to reflect on the pros and cons of help-seeking and so arrive at their own solution. This fits with the model of behaviour change where individuals can be guided and supported to a decision rather than being ‘told’ what they must do. This approach builds engagement and supports behaviour change.

The supervisor, tutor, or line manager must document that the suggestion was made and perhaps revisit this at a later stage.

A framework for the first conversation as alluded to above is often helpful. This should be based on what are likely to be the individual’s mains concerns and should offer them the opportunity to ask questions before entering into a detailed conversation. Areas to cover would include the following:

- what information has already been collected
- what will happen to previous and new information collected
- how it might be used
- where it will be stored
- who might have access to it, now or in the future.

This then provides the backdrop to start a more detailed conversation about the concerns raised. Documentation of significant events should be detailed, continually checking understanding of the doctor or medical student’s perspective. Move away from confrontation. Challenging the individual with discrepancies in information recorded at this stage can lead to resistance and difficulty with engagement. Exploring previous significant events is helpful. For doctors, this should extend to previous employment and their time as a student. For medical students, it is often helpful to ask about potential issues whilst at school as well as health issues that may have arisen prior to entering training. Do not focus just on the present situation. This often will help elicit an emerging pattern of behaviour. Useful questions to guide the review include the following:

- What led up to the event?
- What actually happened?
- Was the way you managed the interaction effective or ineffective and why?
- On reflection, how else could it have been handled?

Taking an evidence-based approach to guide these types of conversations is invaluable. Behaviour change counselling sits at the heart of the description above. This approach evolved from the work of Carl Rogers [40] and was defined first by Miller and Rollnick [25]. Behaviour change counselling is a client-centred approach to discussing lifestyle changes. Rollnick describes it as: ‘Ways of structuring a conversation to maximise the individual’s freedom to talk and think about change in an atmosphere free of coercion and the provision of premature solutions.’ By working carefully through a detailed history of events, a picture of behavioural patterns often starts to emerge. By using these principles and allowing the individual ownership of the story, it is our experience that they will often be quite open in providing information about difficulties and problems they have encountered in the past. The first discussion can provide great insights into how and why they might be struggling.

**Where Next?**

The first discussion is likely to provide a wealth of information about the performance concerns and underlying issues. If conducted effectively, from a neutral position, then the groundwork has been laid towards effective engagement. At this stage, it may be clear that further, more detailed information might be needed. It is important for the tutor, supervisor, or line manager to recognise and respect the boundaries of their role, whatever their background expertise. It may be the case that their role is to act solely as a case manager and be the coordinating central point of support. Such a role is to understand in depth the varying issues that might be impacting on performance and signpost and liaise with those who can provide treatment, support, or remediation. It may be the case in some organisations and institutions that the role is to deliver the remediation. A key message here is that it is not appropriate to treat the individual or give clinical advice. The tutor, supervisor, or line manager must and should help manage these boundaries. They must recognise that it is often not...
appropriate nor needed for them to have sensitive personal information about the person they are managing [30, 38].

The skill for the tutor, supervisor, or line manager is to know ‘when’, ‘how’, and ‘who’ to refer to for support, guidance, and/or expert opinions. They must develop robust communication channels. This will help give the medical student or doctor confidence in the process and remain engaged. It is often the case with complex performance problems that issues are multifactorial. A ‘biopsychosocial approach’ to understanding the performance concerns will enable more effective management.

A now well-accepted model to a holistic approach to performance concerns is to consider the impact and relevance of the following factors:

- past medical history (physical and mental health, the presence of long-term conditions)
- personal issues (family, relationship issues, financial concerns)
- personality
- language and communication skills
- cultural issues.

However, a key message at this point is to understand that there are experts whose legitimate professional role is to assess the potential relationship between each of the above factors and work performance. The ‘Chinese wall’ created by referring an individual to other health professionals to discuss issues associated with health, personality, language, and culture, which may or may not be related to performance, ensures that potentially deeply personal information can remain private to the individual where appropriate. There is a word of caution here. There are times when patient safety or probity becomes a significant issue. The tension is to understand with whom information should then be shared. This must be discussed with the individual at the outset and not when such a concern is raised. Agreeing a form of words and providing a document for the individual to sign when they enter into a process of assessment for remediation provides transparency and clarity for both parties and can help overcome possible difficult issues later.

The first discussion (and perhaps subsequent discussions) will provide an understanding of what factors might be impacting on the individual’s performance. To build an effective relationship between the two parties requires clarity but also openness. The ability to be honest yet sensitive and not collude with the doctor or student when difficult issues are raised is not easy. The discussion should hinge around being able to provide access to experts to help ensure the individual receives the best possible help and support. This must range from expertise in physical and mental health as well as behavioural and educational needs.

Doctors and medical students are known to have significantly higher rates of common mental health disorders than the general population, so being aware of this throughout discussions is helpful [16]. What at face value might present as aggressive or bullying behaviour might on careful evaluation suggest underlying depression, anxiety, or more serious conditions such as bipolar disorder or cognitive impairment. Research has shown that doctors and students often fail to disclose mental ill health until they are desperate for help [15]. Physical ill health may also be an issue, for instance excessive fatigue linked to some long-term conditions may impact on performance. Finally, developing a clear understanding of the individual’s social environment and placing this in the context of the problems that they are now facing is important in understanding why the individual has started to develop difficulties at this point. Box 34.3 provides a framework for understanding how these potential factors may lead up to and perpetuate performance concerns.

To conclude, the challenge for those supporting an individual with a performance concern is to determine the nature of the problem and the possible causes, whether more information is required from other sources, and how to access those resources. Coordinating support and remediation, maintaining dialogue, but not allowing ‘silo working’ is of prime importance if remediation is to be effective. What follows is a description of the kinds of information that other professionals should be able to provide.

**Digging Deeper**

**Occupational Health Assessments**

It is now generally accepted that doctors do present a special case in relation to the need for workplace support [16].
For medical students, there is growing evidence that this is also the case [30, 31]. The major health concerns for doctors are common mental health problems, addictions, burnout, and a high rate of suicide [41, 42]. For medical students, mental ill health also predominates, with high levels of anxiety, depression, and eating disorders [43]. It is the timely access to specialist mental health providers that is required.

Employers and educational institutions should work in close collaboration with occupational health providers for advice and support in the assessment and possible management of doctors and medical students who present with a performance concern. An occupational health physician provides an independent assessment of an individual’s health in relation to their work and workplace. They make assessments about how the workplace may impact on an individual’s health and vice versa. An assessment and independent opinion from the occupational health provider can help provide timely and appropriate advice from specialists where needed and help liaise closely with the general practitioner or family physician who would provide the ongoing care for the individual.

For instance, a doctor who presented with poor team management and prioritisation might on detailed questioning admit to a previous head injury or cerebrovascular accident that could indicate a neuropsychological impairment. A presentation of aggressive or inappropriate behaviour might display features suggestive of underlying mental health issues such as depression, addiction, or personality disorder. Once a problem has been identified, onward referral for specialist opinion can be made, where appropriate.

Some doctors may have a long-term condition that impacts on their performance that falls within the legal definition of a disability. Relevant legislation must be considered in supporting them back into the workplace [24]. Once again, an occupational health physician can provide advice about elements of a remediation programme that would support the doctor or medical student whilst at the same time provide the organisation or educational institution with the legislative knowledge and advice they must follow, e.g. in relation to equalities. In the UK this is known as provision of ‘reasonable adjustments’ [45]. So, when constructing a programme of support for a doctor with health issues, advice from an occupational health physician is invaluable.

**Behavioural Assessments**

Understanding behavioural habits can help to establish effective individualised remediation. Behaviour is a function of personality, learnt behaviour, and situational drivers in the organisation. The purpose of this section is to indicate the kind of information an occupational psychologist could bring to understanding the relationship between personality and performance. It also distils some key messages about the impact of personality on remediation.

The link between personality and performance has been studied for many years, and research has mostly been conducted in an attempt to help the selection procedures. Research up to the late 1980s suggested that there was little, if any, association between personality and performance. However, this theory was dismissed with the emergence of the five-factor model of personality (see Box 34.4) [47–50].

Competency and curricula frameworks worldwide stress a number of different aspects that are required of a doctor, including the importance of good communication skills, being able to work well with colleagues and patients, technical competence, and general skills [51–53]. General skills include managing one’s time, prioritising, being self-critical, problem solving, and analysing numerical data. The strategies individuals adopt to manage these skills are personality dependent.

One popular personality indicator that is widely used in health care organisations for personal development and growth is the Myers–Briggs Type Indicator (MBTI) [54]. If used correctly – and one reason for the MBTI’s popularity is that anyone with an interest in coaching, whatever their background, can be trained to use it – MBTI has the ability to help individuals understand why they behave the way they do, and why they find certain situations difficult. Most importantly, it helps them explore a range of behavioural choices for different situations. Another useful psychometric tool is the Hogan Development Survey, which identifies personality-based performance risks and ‘derailers’ of interpersonal behaviour [55] and can be extremely useful in highlighting to individuals how they will tend to respond to pressure and stress.

Our experience is that it is important to work with the ‘grain’ of an individual’s personality; using behavioural assessments helps remind the individual and those providing support that ‘one size does not fit all’. Any suggested strategies for change are best sustained if they are close to the way an individual tends to normally do things. Small but sustainable shifts in behaviour are powerful.

**BOX 34.4 WHERE’S THE EVIDENCE: Personality and performance**

Since the early 1990s many different personality tests and performance in many different jobs have been investigated. Overall, it has been concluded that personality can be reliably measured using appropriate tests, and for most jobs, certain personality traits can predict job performance [46, 47]. Research has shown that in a large number of occupations job performance, and indeed success at medical school, can be predicted by the big five personality factors [48, 49]:

- extraversion
- agreeableness
- emotional stability
- openness
- conscientiousness.

Barrick et al. [50] suggest that although not all of the big five personality factors predict generalisable job performance, they do predict success in specific occupations.
**Communication and Language Assessments**

Assessment of communication sits at the heart of good remediation programmes and assessments are widely available, both nationally and internationally. However, the same cannot yet be said of language assessments. Yet this type of information can provide an invaluable baseline for working with individuals. Most educational institutions have experts in communication skills who can help provide assessments. Recognition of the importance of language and culture should not be underestimated. Extending assessments to language and seeing this as an assessment separate from clinical communication should be considered where appropriate. Simply observing a doctor consult can provide many insights for those who are trying to provide remediation.

**Clinical Communication**

Poor communication with patients and/or colleagues is frequently cited as a core indicator of performance problems. There are many methods and approaches to assessment of communication. Below is offered a method that, in our own institution, has helped engage individuals with the process and enable them to build insight into their own strengths and weaknesses. Using observed simulated patient consultations offers the opportunity for the individual to evaluate their own consulting style and behaviour alongside models of good practice in a non-judgemental manner. It helps the individual develop some insight into their own practice [56]. It can provide a good baseline indicator of their active listening and shared decision-making skills, as well as being an indicator of their likely approach to communicating with colleagues.

It is important to note that the object of the exercise is to continue to engage the individual to feel ‘part of the process’ whilst assessing their ‘needs’. This exercise is not meant to serve as a challenge. Often, asking the individual to choose a scenario or interaction that they feel comfortable with is a good starting point. The use of challenging scenarios, for instance, breaking bad news or dealing with someone who is angry, may not be the best way to begin this type of assessment. It is intended to provide a baseline only. In other words, the activity here is to understand which skills the doctor relies on in everyday situations.

Self-evaluation is intended to be descriptive and diagnostic, rather than summative. Providing the doctor or medical student with some sort of structure for this is useful. This could, for instance, be a rating scale adapted from standardised forms used in an Objective Structured Clinical Examination. Using something standardised also provides the opportunity to reflect on progress at a later stage by repeating the exercise.

**Language**

The assessment of an individual’s language skills is not a novel undertaking. In many countries it has been a requirement for international medical graduates for some years. However, understanding how an individual’s language skills impact on performance remains a relatively new area.

In the UK, doctors from overseas may have had to complete specific tests before being able to practise. These include the International English Language Testing System (IELTS), and Professional and Linguistic Assessment Board (PLAB) to demonstrate competence in communicating in English. International students applying to study medicine in the UK are also required to reach certain levels of competence in English assessed thorough IELTS. It is good practice for tutors, supervisors, or line managers to be aware of the requirements of their own organisation and/or regulatory body when supporting students and doctors with English as a second language.

For some, one of the factors linked to performance problems may be their use of language. Use should be understood differently from usage. The latter relates more to ‘correctness’: accuracy of grammar, spelling, and pronunciation. ‘Use’ relates more to the ability to communicate clearly, coherently, and appropriately with another person with the range of language knowledge and skill at one’s disposal. Of course, there may be some overlap between use and usage, for instance, in the selection of vocabulary.

It is important to look at language use in context: in the workplace, socially, and in relation to country of origin. To this end, the assessment needs to be open-ended, qualitative, and exploratory. As with other areas of the assessment, the objective is to agree with the individual possible areas for remediation, and the assessor’s role is to provide expertise in helping them to identify and address those areas. This can be fed into the remediation process.

Assessment of language is a highly specialised field but adds significant value to the assessment and the remedial plan. The assessment should comprise of two broad parts: a semi-structured interview and a task. The focus of the interview is the individual’s experience of language learning and language use. Here, it is important to explore their own perception of their language skills and language use. The tasks could involve performing some form of extended speaking, for example, explaining something or giving a presentation. On occasions, the issues may be to do with written language. In this case, the individual should bring samples of reports or correspondence or an essay.

During the assessment, the assessor can observe the individual’s language use. The aim is to highlight evidence of fluency and ‘disfluency’, to explore the range and appropriateness of lexis used by the doctor or student. This assessment is also interested in phonological features (pronunciation, stress, rhythm and intonation, discourse management, grammatical range, and accuracy). In particular, the purpose of the tasks is to enable an exploration of the individual’s ability to convey meaning clearly, to present complex information with suitable guidance following rules of coherence and cohesion, to guide the listener, and to use appropriate rhetorical devices.

**Delivering Remediation**

Whatever the methods and services employed to undertake the assessment, the next step is to design and deliver the remedial programme. The major factors for the
individual in question should now be evident. This next phase will be dependent on not only resources but will be dictated by the institution or organisation. However, ‘doses’ of training that are generic and one off are less likely to succeed in change, compared to carefully constructed and at times individually tailored programmes.

A key challenge for the tutor, supervisor, or line manager will be to consider their role in the remedial process. Some may have to undertake a combination of roles. During the assessment phase this might be acting as the case manager. That is, initiating the dialogue, providing a framework for the remedial need and referral on for further assessment. The ability to develop a trusting and open relationship with the individual at the outset must not be underestimated if the remedial process is to be successful. Later in the process, the role might shift to provide some remediation, such as review and coaching around specific educational issues. Finally, the role might move to provide an assessment of the individual’s progress or difficulties they might continue to encounter. Being open and honest with the individual at the outset to explain these roles and signpost when and how they might provide them should be given time. The next section has been written recognising that many are likely to take all three roles in some form or other during the remediation process.

**Case Review**

The remedial plan will be dependent on the complexity of the situation. A complex case may require bringing together the individuals who have supported the assessment activity. Within a postgraduate training institution this might be managed through a ‘performance support unit’. At undergraduate level, it would be managed by the medical school. This approach will bring robustness to the review process. This is important if decisions are challenged at a later stage. It may be, for instance, that an opinion from a specialist, such as a psychiatrist, is requested by occupational health. This will add to the robust process of assessment and remediation planning and delivery. Recording of all documentation should be rigorous. Once all the documentation is collated, the next stage is to discuss the evidence with the team and decide what the remedial plan should look like. We call this activity ‘case review’. The exact form that this activity takes will depend on local processes and infrastructures. In essence, the questions should be: What interventions are required? In what order should they be delivered? Who should deliver them? What is the desired outcome? Finally: What are the most appropriate time lines for review? In Box 34.5 we describe such a process with reference to the case of a doctor Dr J.

**The Remedial Plan**

The case review should give the tutor, supervisor, or line manager an overall picture of the major issues that need to be addressed. In relation to Dr J. the team came to the conclusion that he was quite extrovert in nature, so ‘spoke before he thought’. He had strongly held beliefs about what was right and wrong in terms of the quality of medical practice and felt he was justified in airing his views. However, he seemed to lack insight into organisational issues around his team and the hospital in which he worked. Finally, underlying this there were issues around lack of self-confidence in both the workplace and being able to support his wife with their son’s disability.

For Dr J., the issues that required support were around learning to reflect on his practice, developing his negotiating skills, and work on organisational issues. These three threads would aim to develop more insight into his behaviour and provide him with some skills and strategies to manage more challenging situations. Thus, the interventions used are likely to require a blend of behavioural and cognitive approaches. This in turn might help him develop more confidence in thinking about how he might manage his personal situation.

**Mustering Resources**

A key decision at this point is to consider who will be involved in the remediation process and how that will be resourced. Those institutions responsible for medical education vary about the specific arrangements that exist to undertake remedial work. What follows is a general description of remediation activity. One important role for the tutor, supervisor, or line manager is to ensure there is a coordination of remedial activities and there is effective (both written and oral) communication between all those involved in the process. In each of the activities

---

**BOX 34.5 Case study**

Dr J. is in his fourth year of specialist training in obstetrics and gynaecology and has been referred following his annual assessment. He was noted to have somewhat erratic and unpredictable behaviour. His referral described someone who shouted at the nurses and the junior staff when under stress and who most recently had thrown equipment around the operating theatre. On a day-to-day basis he was known for being a social and friendly character, although in his 360° appraisal he has been criticised for being overly jocular with staff.

An initial assessment was conducted. This reveals that Dr J. is married with one child, a boy aged 5 who suffers with autism. Dr J. moved schools five times as a child. He participated in team sports at medical school and was a high achiever. His father died when he was 16. When asked about his strategy for getting things done, his belief is that it is ‘OK to tell it as it is’. His consultation video revealed a tendency not to listen to patients, and there was also a lack of clarity in the way he gave and explained information. During his videoed doctor–doctor consultation, where he was asked to provide feedback to a more junior trainee who had persistent performance problems, he became quite agitated when the junior doctor questioned his judgement.

He gave an indication during all three assessments that he was angry to have been referred, as he felt strongly that he was a good doctor, cared about his patients, and had no problems with his clinical skills. He felt he had to contend with a very difficult work environment that was riddled with poor practice.
described below, we use the term ‘remediator’ to cover the individual who is working with the doctor or student, acknowledging that a combination of different remediators may be used.

**Structuring the Interventions**

Once the remedial activities have been agreed, the order of delivering the specific interventions requires careful consideration. The correct order will allow the individual to move forward in a manner that provides a sense of autonomy over the process. The order can also, in some cases, help the individual to develop insight into their own performance and so decreases resistance to the process which they often feel at odds with. By allowing the individual a sense of control and the ability to work initially in their comfort zone the process starts to move them from engagement into action.

**Starting Out**

Understanding the individual’s personality and what is of ‘high importance’ suggests pathways for initiating the process. For Dr J., starting with a session that explores real events in a way that might use role-play and video feedback would probably feel acceptable given his preference for practical, action-based learning. Using actors who are trained in giving feedback is especially helpful in this role. Thus, setting up the actor as someone with a similar personality to Dr J. would be a useful starting point. Dr J. would probably not find this too stressful as like personalities often respond well to each other. The remediator can then coach Dr J. around ‘what he did’, ‘how it felt’, and what he ‘might want to do better’. The remediator might anticipate that reflection is less comfortable for Dr J. This would be predicted by personality questionnaire feedback and reinforced by work on learning styles. The actor can respond in role about how they felt, what worked, and what did not work. This is often the first step for the doctor in gaining insight into their normal behavioural pattern. It starts the reflection into daily practice that might not come easily to someone like Dr J. Videoing the session with the actor and asking Dr J. to reflect on what he sees in himself and the actor is another useful way to help self-reflection and can be a further less daunting method for those who find such reflective exercises difficult.

Coaching could follow on from such an activity. This session could focus on some of the activities and responses discussed in the first role-play session. Starting with such a coaching session for Dr J. may have led to resistance, as this is not a natural path for him. Further sessions may include interactive role-play with a more difficult case, and sessions building on organisational issues. Leadership and organisational issues are often areas that junior doctors struggle with. Dealing with hierarchy is something that for Dr J. might not come naturally. These types of activities that can then be practised ‘on the shop floor’ can lead to increased self-confidence and change. Had Dr J. been a more introvert individual, starting with reflection and critical incident analysis with a coach might have been a more natural pathway.

**Coaching**

Coaching in this context describes an activity whereby remediation is based on a method or methods for stimulating change. It is important that the methods and approaches chosen have an evidence base. It is also important that the acquisition of practical behavioural skills takes place within a wider framework whereby the individual is encouraged to think about their beliefs and strategies. Remediation has behavioural and cognitive components. The purpose of coaching is to create a context whereby the individual can acquire new behavioural skills and cognitive strategies side by side. At this stage, active listening skills help guide the individual to discover insights into the conditions under which they might be prepared to change, and thus its emphasis is on the cognitive. Rooting the development of new skills in a context whereby the individual is also discovering a new way of interpreting what is going on around them prepares the individual for acquiring and embedding those new skills.

**Role-playing Newly Learned Skills**

A typical tipping point comes with the realisation by the individual that their current approach is not working or does not always work, or simply that they could become more effective. In the case of Dr J., if shouting at the nurses does not result in the correct equipment being given to him when he needs it, what else can he do? One common pathway is that a doctor such as Dr J., who is usually extroverted and expressive, becomes uncharacteristically quiet and unsure about how best to assert himself. Equally, he finds this strategy frustrating because it is not his preferred way of behaving. He feels it also achieves nothing, but at least he perceives that it keeps him out of trouble or beyond criticism.

Role-play creates a situation whereby the new skills can be practised and improved in a safe environment. Using constructive feedback from the remediator and actor, combined with video review and self-assessment, can be powerful and effective in engaging the doctor. Some doctors question the extent to which role-play in this context can really simulate the organisational context. The use of events from the individual’s own experiences, particularly those significant events that contributed to the referral, can be effective in bringing validity to the work. The doctor or student can be asked to retell the story of the event or events in detail, and the sequencing of what occurred and behaviours of those involved checked and clarified along the way. The actor will often be present at this stage to allow them to construct a clear picture. This type of intervention is used to explore memories of interpersonal interactions. It provides a structure to examine not just actual communication and language skills, but also beliefs about influencing, negotiation, and leadership.

**Setting Goals and Time Lines**

Remediation should be set apart from counselling or other forms of therapy that the individual may require and seen as a clearly defined set of interventions that have a manageable time line. Counselling or therapy might sit alongside the remedial process, but they are not
one and the same thing. Setting time lines is part of the agenda-setting process.

Consideration of how many sessions should be provided and when progress should be reviewed adds structure and helps guides both the remediator(s) and the individual. It should be recognised here that for doctors, who may have developed more ingrained behavioural patterns, the process of remediation and the complexity of the programme may be greater than that required for medical students. Review dates should be considered at the outset. There are also external constraints to consider when setting time lines, such as in-training assessments, hospital reviews, or professional regulatory hearings or exams. Sharing an understanding with the individual that the remedial process sits alongside these time lines helps engagement and reduces anxiety. Understanding a doctor’s training programme, work environment, and social environment is also important. For instance, if Dr J. was a doctor in training working in a nearby hospital with a review of their progress due in four months, for example, then most of the work could be undertaken in several sessions lasting two or three hours each over a period of three to four months. This allows time for practising and embedding new skills. If, however, Dr J. was a consultant (senior physician) who has a long distance to travel, it might be more applicable to run a two-day intensive workshop for him with a review one month later. This could be accompanied by him keeping a reflective diary that could be emailed to his remediator every week and the opportunity to use Skype™ or other social media methods to keep in contact. For medical students on placements away from the central hub of teaching, social media such as Skype and FaceTime can again be invaluable. Clarity of goals and setting achievable objectives at this stage helps set out the plans and reviews that will guide the process at a later stage.

Reviewing Progress
The amount of time taken to see progress appears to vary as a function of individual differences. The proxy measures for progress in this context are as follows:

• engagement with remediation, that is, turning up for appointments
• willingness and ability to engage in reflective conversation
• insight into the nature of the problem(s) and their causes
• ability to work with the remediator to generate alternative strategies and skills
• active participation in practising new skills
• ability to discuss the use of acquired skills and strategies and how these have been applied.

Individuals will vary in terms of the amount and complexity of the remediation required, as described. The process of review will also require some flexibility and should not be prescriptive. However, bringing the remediation team together to routinely review progress is useful and again adds to the robustness of the process. The team can and should be sensitive to particular tipping points, such as reaching a judgement about:

• whether a plateau in progress may have been reached such that further remediation is unlikely to achieve additional improvement
• whether the individual is likely to benefit from individualised support at all.

Measuring Success
Success is hard to measure, and at present there are few validated tools that help provide hard evidence. Success might be seen as improved feedback from colleagues and the remediator(s). It may be passing exams that have been repeatedly failed. It might be achieving success at interview where the individual had failed for many months previously. It might also be an end to patient complaints. Success might also be the individual recognising their own limitations, whether due to behaviour or underlying health issues, and leaving their chosen career path. However, developing insight and changing behaviour takes time. The remedial process should give the individual space to move from a position of resistance to a place where they are ready to change. It should guide them to develop an understanding of how their behaviour has impacted on their performance and offer solutions in the form of strategies and skills.

The Role of Insight
In our experience, performance concerns are complex. It is not possible to conclude that any one personality profile is more at risk than any other. However, common patterns of behaviour do exist that appear to trigger and perpetuate episodes of underperformance. More importantly perhaps, with regard to remediation, some patterns of behaviour stand out as indicating the stage of development that an individual may be at.

We have recognised the following specific patterns.

• The individual recognises the problem behaviour as an area for development, but does not know how to develop an alternative set of skills.
• The individual recognises the problem, but focuses on justifying why that behaviour pattern is important.
• The individual does not recognise that a particular behaviour pattern is negative.

Krugler and Dunning [57] described how poor performers have less insight into their inadequacies than high performers. The more competent individuals become, the lower they self-rate their own performance. Kruger and Dunning conclude that perhaps insight in some doctors can be achieved with training.

Evaluation
As in other educational settings, such as assessment and development centres, evaluation is concerned to a large extent with the utility of the process. The reason evaluation in this context remains a challenge is that whilst multiple sources of evidence and/or methods are often used, they are typically fragmented and not always conducted in a pre-planned way in the workplace. Even where they are pre-planned, it can be difficult to bring together evidence conducted by different professionals, often over many months. Thus evaluation of remediation services is still in
its infancy and needs to be further developed. However, educational institutions, workplaces, and those that provide remediation should strive to develop some system of evaluation that fits within their organisational structure.

**Pitfalls and Problems**

The process of remediation can be high stakes for both parties. Ensuring clarity of process, communication, and confidentiality at all stages is important. Remediation is still too often undertaken as a last resort. Those requiring remediation may often feel a strong sense of injustice. This is often focused at one or all of the following: the organisation, the educational institution, the remediators, and those individuals that have highlighted the performance concerns. One not uncommon outcome is that the individual may appeal against a decision that they perceive as negative. Such an outcome might be the need for a medical student to retake a year or be removed from training. For doctors, it might mean them engaging with formal re-training, undertaking extra training sessions, or being removed from practice. It may mean formal referral to the regulatory body. For both students and doctors, the implications are often more wide ranging than just their practice or training. It includes financial and family-related issues as well as personal self-worth and self-efficacy. Appeals can be stressful for all parties, take up considerable time, and often embed further resistance to change in the doctor or student in question. The appeal may often be based on poor (or lack of) process or transparency of process. Thus, ensuring that the initial referral is appropriate, checking legal and ethical issues relating to the process of referral and remediation, establishing boundaries of practice and roles, and maintaining good records are as important as the remediation programme itself.

**Inappropriate Referrals**

Initial referral for a performance concern, referral for expert advice, and onward referral to a regulatory body are all triggers that should be clearly defined and have well described criteria. Those criteria should be transparent and available for all doctors and medical students to review. Where and how they are accessed will depend on the regulatory body and training organisers involved in assessment, training, and performance review in different countries. In the UK, the GMC provides clear guidance for doctors and the Medical School Council for Medical Schools. The package of remediation offered should again have clear criteria and centre on the areas of expertise that are available locally or nationally. Setting referral criteria for onward referral is crucial to reducing the risk of inappropriate referrals.

**Legal and Ethical Issues**

The nature of the remediation service provided must be carefully considered prior to entering into any agreement with an individual or organisation. The ethical and legal implications of a training-led service providing support for a doctor in training will be different from a hospital offering independent services to an employed consultant or indeed a medical student engaged in medical training. Understanding where the responsibilities lie must be clear.

The nature of the information that can be shared with third parties (and when), should be carefully considered, documented, and shared with the individual prior to commencing any remedial process. Overriding all of this is transparency about confidentiality and how it is maintained. Areas to review when setting up a service should include the following:

- **Written reports:**
  - Who they may legally be shared with and how – this will be dependent on the country in question’s own legal framework. In the UK this would fall within the Access to Medical Reports Act (1988).
  - **Patient safety:**
    - If there is evidence of risk to patient safety, then there must be a pathway in which serious concerns can be raised with the referring organisation.
  - **Consent:**
    - The individual doctor should be aware of the contract they are entering into when they attend for remediation.
  - **Case notes:**
    - It is important to be clear who ‘owns’ notes made, how they are stored, and to establish protocols around access to case files.

**Blurring of Boundaries**

Good communication between stakeholders at the outset is key to delivering a successful service. Managing the expectations of the educational institution, the workplace, and the individual reduces the risk of misunderstanding later. Such communication might include:

- outlining the roles of the remediation process at the outset
- specifying what the remediation can offer and its limitations
- clarity of what the content of any progress report might look like
- patient safety and duty of care of the organisation or educational institution and the role of the tutor/supervisor/line manager in maintaining this.

**Record-keeping**

It is advisable to keep records to the same standard as any clinical records. A good maxim is that ‘if it isn’t written down, it hasn’t happened’.

**Failure to Fail**

Knowing when to stop trying in the face of no improvement is probably the most difficult decision of all [58]. This is one of the most frequently asked questions by remediators and educators. There is a sense that, at times, there is a ‘failure to fail’ those who do not respond to a remediation programme or show any consistent progress. Organisations and training bodies may be reluctant to put their head ‘above the parapet’ in deciding that the student or doctor should consider a different career pathway. Instead they may just order a further ‘dose of training’ or remedial programme, an act that may serve to undermine
supervisors and educators in their relationships with these doctors or students. There is no one definitive right answer, but having a defined approach to assessment, a clear pathway for remediation, and the involvement of different individuals and experienced remediators, means that the decision about when to stop should be much more robust.

Conclusion

The primary purpose of remediation is to support an individual, at any level in their career, to move from ineffective to effective medical practice and/or learning. It is about building and sustaining change. To be effective and sustainable requires a holistic approach to understanding the nature of performance concerns, their triggers, and impacts. At the heart of this chapter is the evidence-based argument that, as for any complex condition, it is important for those involved in remediation to simultaneously take account of health, personal, and social factors. The individual’s well-being should be at the centre of remediation. Tutors, supervisors, or line managers are central to this process. They must understand their role (or roles), their boundaries, and the process and systems they support. They must have a working knowledge of resources, how to access them, and the legal frameworks that drive remediation. Well-designed remediation can make a difference to not only the individual but, ultimately, patient care.

References


Further Reading


Introduction

Significant sociodemographic changes, prompted largely by the rapid rise in global migration, have stimulated greater attention to diversity [1]. Equality legislation introduced over the last 40 years signifies a societal shift towards recognising that the voices of minorities are as relevant as those belonging to majority groups. Diversity, therefore, becomes an important issue in medical education both in how institutions manage themselves and how they ensure that their graduates are appropriately prepared to deliver high quality care to diverse populations. A synergy between these two aspects – institutional and curricular – is more likely to succeed in meeting diversity objectives than a sole focus on one or the other.

In this chapter we address culture and diversity in the context of health professions education. Though much of the literature tends to hone in on race and ethnicity when discussing culture and diversity, we encourage a broader view that includes all forms of difference. After elaborating on our definition of key terms such as culture, diversity, and inclusion, we discuss the importance of and drivers for diversity education in health professions education. We then describe two approaches to diversity education, cultural expertise and cultural sensibility, and consider how these approaches differ with respect to educational philosophy, content, processes, and assessment. We review and summarise the evidence for diversity education and consider the ways in which educational institutions address diversity. We conclude by considering how stakeholders might come together to share and engage in educational scholarship around culture and diversity to improve both education and health care experiences.

Perspective and Context

Each of us brings certain values, perspectives, ideologies, and experiences to our thinking about culture and diversity. These, in turn, shape our thinking about curriculum and our approaches to teaching. Toohey [2] reminds us that there are different approaches to teaching, each influenced by a variety of factors and each taking distinctive perspectives on knowledge, learning processes, learning goals and how they are expressed, content selection and organisation, assessment purposes and processes, requisite resources, and infrastructure. We believe it is important for educators to reflect upon and be transparent about their perspectives, hence we offer such reflections in relation to diversity education in Box 35.1.

In this chapter, we do not prescribe a specific curriculum or model for diversity education as such prescriptions may...
not apply across different contexts (see Chapter 5, Principles of Curriculum Design). However, evidence suggests that similar challenges in diversity education arise across different contexts [3, 4] so a broad model based on some core concepts may be generalisable. Such an approach considers educators’ views on diversity and pedagogical implications rather than recommending specific instructional approaches that may not align with such views.

**Definitions**

**Culture**

There are many definitions of culture and diversity, but none are value free and all arise within a certain context. For the purposes of this chapter we use the definition of culture adopted by the Association of American Medical Colleges (AAMC) Task Force (1999):

> Culture is defined by each person in relationship to the group or groups with whom he or she identifies. An individual’s cultural identity may be based on heritage as well as individual circumstances and personal choice. Cultural identity may be affected by such factors as race, ethnicity, age, language, country of origin, acculturation, sexual orientation, gender, socioeconomic status, religious/spiritual beliefs, physical abilities, occupation, among others. These factors may impact behaviours such as communication styles, diet preferences, health beliefs, family roles, lifestyle, rituals, and decision-making processes. All of these beliefs and practices, in turn can influence how patients and health care professionals perceive health and illness and how they interact with one another [5, p. 25].

The key features of this definition are that:

- culture is defined by each individual person in relationship to the group or groups with whom he or she identifies
- cultural identity is not ascribed to individuals on the basis of certain characteristics

**BOX 35.1 Who we are: authors’ background and perspectives**

**Nisha Dogra**

Throughout my adolescent and early adult life, I struggled to fit into the categories in which I was placed and this has influenced my view of diversity education and its teaching. I have strived to develop an educational model that can be applied across different contexts to all interactions and avoids categorising people on the basis of a single characteristic or assumes that we can know the experience of others without asking.

**Olivia Carter-Pokras**

The daughter of a bicultural union, I lived in both Latin America and the United States and spent more than a decade working on national health and data policy issues. These experiences have helped me understand that acculturation is a bidirectional and dynamic process, race/ethnicity is a social-cultural construct, and incorporating community/patient/participant input is important.

**BOX 35.2 Some factors that may influence an interaction between a patient and a health professional**

Every single factor that makes a person who they are may influence their interactions with others. There may be advantages or disadvantages to this. All of the factors below and possibly more influence the initial interaction. Neither party is a neutral presence in the encounter.

<table>
<thead>
<tr>
<th>Age</th>
<th>Personal histories</th>
</tr>
</thead>
<tbody>
<tr>
<td>Attitudes</td>
<td>Personality disposition</td>
</tr>
<tr>
<td>Colour</td>
<td>Politics</td>
</tr>
<tr>
<td>Decoration</td>
<td>Power</td>
</tr>
<tr>
<td>Disability</td>
<td>Previous experiences</td>
</tr>
<tr>
<td>Dress</td>
<td>Projection</td>
</tr>
<tr>
<td>Emotional state</td>
<td>Religion</td>
</tr>
<tr>
<td>Gender</td>
<td>The situation in which they</td>
</tr>
<tr>
<td>Greetings behaviour</td>
<td>Stereotypes each may hold</td>
</tr>
<tr>
<td>Language</td>
<td>Touch</td>
</tr>
<tr>
<td>Level of knowledge about the other</td>
<td>Verbal behaviour</td>
</tr>
<tr>
<td>Non-verbal behaviour</td>
<td></td>
</tr>
</tbody>
</table>

- cultural identity is based on heritage as well as individual circumstances and personal choice and may be affected by many factors, including some not mentioned in the definition above (hence ‘among others’ being italicised)
- cultural beliefs and practices influence how patients and health care professionals perceive health and illness and how they interact with one another.

This definition also recognises the patient as more than just a clinical presentation and as a person with many different layers. Seeing patients as people is a crucial factor in helping health providers to deliver high quality care that is personalised, coordinated, collaborative, and compassionate. Individuals construct their own sense of identity and culture based on language, country, ethnicity, religion, etc. and the AAMC Task Force definition provides a dynamic view of culture, allowing for change in how individuals view themselves in different contexts and at different life stages. The definition explicitly states that both the patient and the health professional have their own cultures and unique world views. When patients and professionals interact, the relevant parts of their separate worlds must come together to develop an outcome that suits all parties. The process of reaching that outcome is dependent on how the patient and health care professional develop their relationship and understanding of each other’s perspectives. Box 35.2 highlights some of the factors that may influence an interaction.

Whilst designed to apply to the clinical context in teaching students about working with patients from diverse
backgrounds, the AAMC definition of culture is equally relevant to other contexts, such as education and training, as it focuses on what individuals bring to an interaction. So ‘patient’ can be replaced by ‘student’ and ‘health professional’ by ‘educator’; the principles remain the same. Both will bring their own perspectives to the educational process as the patient and health professional do to the health care context. This definition of culture has also proved a useful way to engage participants in diversity education, mostly because it is inclusive and explicitly acknowledges that we are all influenced by a variety of factors [6].

**Diversity**

We view diversity as different expressions of culture. Diversity exists because individuals have a unique sense of their own culture. However, the mere existence of diversity does not guarantee respect for or acceptance of diversity. The Global Diversity Practice (2017) definition adds respect and acceptance to the definition: ‘Diversity is any dimension that can be used to differentiate groups and people from one another … Fundamentally, diversity means respect for and appreciation of differences in age, gender, ethnicity, religion, disability, sexual orientation, education, and national origin that are implemented by laws and policies’ [7].

The University of Oregon offers a similar perspective on diversity: ‘The concept of diversity encompasses acceptance and respect. It means understanding that each individual is unique, and recognizing our individual differences … It is the exploration of these differences in a safe, positive, and nurturing environment. It is about understanding each other and moving beyond simple tolerance to embracing and celebrating the rich dimensions of diversity contained within each individual’ [8].

These definitions are positively framed and suggest that diversity itself means positive attitudes towards those who are different. Such assumptions are questionable, as irrespective of whether individuals respect or value diversity, diversity is still present. This perhaps highlights the increasing attention to diversity education and explicit discussions of inclusion.

**Inclusion**

While diversity focuses on differences among individuals, inclusion attends to the interactions and relationships among individuals and the extent to which people feel valued and respected for who they are and what they contribute to a group or organisation. The Global Diversity Practice (2017) defines inclusion as ‘organisational efforts and practices in which different groups or individuals having different backgrounds are culturally and socially accepted and welcomed, and equally treated’. The description emphasises a ‘sense of belonging’ and notes that an inclusive culture often requires organisational changes in mind-set, practice, and physical space. For example, who participates in meetings and how meetings are structured may change; office space may be reconfigured; access to information and resources may be redistributed for greater equity. In inclusive cultures, people are engaged and feel valued as being essential to the success of the organisation. In short, ‘diversity is the mix and inclusion is getting the mix to work well together’ [7]. Both of these concepts are important to address in diversity education.

**Diversity Education**

There are multiple educational approaches to diversity and inclusion. Some focus on teaching about diversity through curricular content describing different cultures, belief systems, group characteristics, and various historical, political, economic, and other social structures that have differentially impacted certain groups [9–11]. Other educational approaches focus on identity, individual differences, and skills related to understanding self and others [12, 13]. Most approaches provide educational interventions designed for individual-level learning, which is the primary focus of this chapter. There are also institutional-level approaches to diversity that focus on educational systems and structures such as policies, missions, metrics, resource allocation, etc. These approaches are briefly discussed at the end of the chapter.

The social identity framework influenced much of the early thinking about diversity and educational interventions. Tajfel and Turner [14] proposed that the groups (e.g. social class, family, football team, etc.) to which people belong are an important source of pride and self-esteem. Groups give us a sense of social identity: a sense of belonging to the social world. To enhance the status of the groups with which we identify, we may overlap the positive characteristics of those groups and look negatively at those that differ from us [14]. This categorisation may create an ‘us’ and ‘them’ mind-set. However, in practice, this simple categorisation is more complex as we do not always identify with all the stereotypes of commonly stated characteristics of the groups to which we feel we have some belonging. The current world stage is ripe for debating the implications of social identity, both positive and negative. It is arguable that diversity education helps this debate and helps people realise that to treat someone who is potentially different from ourselves does not minimise us but may actually enrich us by hearing another perspective.

Of note, diversity education is not about ‘political correctness’, ‘superficial tokenism’, ‘teaching stereotypical or categorical information’, or ‘forcing certain attitudes’ and is not limited to ethnicity. Diversity education intersects with all parts of the medical education curriculum and is deeply embedded in ethics, professionalism, and clinical practice [13].

**Drivers of Diversity Education**

Multiple forces drive the need for diversity education in health professions education. From a sociodemographic perspective, the increasing diversity of patients and workforce arising through migration and travel has stimulated demand for diversity education as a means of serving the health needs of migrant populations [15]. The changing demographics of practice and societal expectations for patient-centred care that is sensitive to links between culture and health make diversity considerations more relevant than ever. Strong evidence linking culture and health
[16] indicates that clinicians need to incorporate patients’ culture as an integral part of care.

Legislative frameworks, which vary from country to country, are also significant drivers of diversity education. In the UK, students can expect their educational institution to comply with equality and diversity legislation that specifies how their faculty and associated health care providers are expected to practise. In the US, some states have passed legislation that mandates or strongly recommends inclusion of diversity education in curricula for health professionals [3, 17]. These models are discussed more below. Accreditation standards and other policies have also influenced many leaders of educational institutions to include diversity education [3, 18]. Over the last two decades, largely out of concern for compliance, medical schools have worked to incorporate diversity into their curricula, but with little clarity about what this might entail.

Social goals and values are another key driver of diversity education. Many educators view diversity education as a way to help reduce disparities in access to care and outcomes across different groups. Increasing, albeit limited, high-quality research evidence supports this view. Studies have shown that diversity education can improve patient outcomes and contribute to safer care delivery [19, 20], improve patient experience [21], and ensure the provision of patient-centred care [22, 23]. Other studies suggest that taking a patient-centred approach improves health outcomes and that focusing on improving the quality of care for all patients helps reduce disparities [24]. Reducing disparities in access, quality of care, and health outcomes are major drivers of both diversity education and social accountability approaches. For the latter, the moral argument is clearly stated [25].

The drivers described above have shaped the nature of diversity education in ways that warrant reflection. But important though such drivers are, it is political priorities, programmatic needs assessments, and learner-generated goals that determine the parts of the curriculum that receive particular attention at any one moment in time. Some legislative drivers have fostered a narrow focus on ethnicity as the only relevant factor for diversity. Increasingly though, the literature shows that people may identify through more than one factor. Cultural sensibility models, now commonly referred to as ‘intersectionality’, take this multifactorial approach to identification and diversity into account [26, 27]. Similarly, drivers based on social goals and values might seem as though diversity education aims to create health professionals with a singular world view. Instead, we (and many others) see the goal of diversity education as helping health professionals and educators recognise their own perspectives and the impact these have on how they execute their roles as health and/or education professionals. This range of occasionally conflicting drivers has also led to a range of approaches.

**Approaches to Diversity Education**

Much of the literature in diversity education describes programmes, interventions, and models that address diversity in the context of patient care, with aims ranging from

---

**BOX 35.3 Two approaches to diversity education**

**Cultural expertise**

An expert may be described as having special skill at a task or knowledge in a subject [47]. The notion that, through gaining knowledge about ‘other’ cultures, someone can develop cultural expertise has given rise to educational programmes that try to impart cultural competence, to create ‘cultural experts’ so that the health provider has expert knowledge to treat individuals belonging to groups about which they have been trained.

**Cultural sensibility**

Cultural sensibility should not be confused with the more common term ‘cultural sensitivity’. In general usage, sensibility (openness to emotional impressions, susceptibility, and sensitiveness) [47] relates to a person’s moral, emotional, or aesthetic ideas or standards. Thus, cultural sensibility is interactional: if one is open to outside experience, one might reflect and change because of that experience. This is not necessarily the case with cultural sensitivity, which focuses on the quality or degree of being aware of cultural issues. In cultural sensibility, there is no notion of acquiring expertise about others; rather, this approach recognises that we need to be aware of our own perspectives and how they affect our ability to view the perspectives of others with an open mind.

---

improvements in communication (e.g. agenda-setting, information gathering, negotiating treatment) [28–30] and relationships (e.g. patient experiences of care, empathy, self-awareness, knowledge/understanding of differences) between patients and health professionals [31–34] to reductions in health disparities [9, 35]. These efforts have been described in a variety of ways [3], including but not limited to: cultural competence [10, 29, 36, 37], cultural sensitivity [41–43], cultural sensibility [33, 34], cultural humility [44], multicultural training [32], structural competency [45], and critical consciousness [46]. There is limited evidence to suggest that any one of these efforts is ‘better’ than another; all have potential challenges, especially when there is a lack of coherence between the educational philosophy, content, process, and outcomes assessed.

Our review of diversity education in health professions education suggests two approaches: one based on a notion of expertise, the other on a notion of sensibility (Box 35.3). Many of the interventions and models described above align more with cultural expertise than with cultural sensibility in that they focus on ethnicity as the defining characteristic of patients [12]. In the sections below we describe these two approaches and discuss the differences between them with respect to educational philosophy, content, process, and assessment (Boxes 35.4–35.7).

**Cultural Expertise**

The cultural expertise approach draws heavily on a ‘cultural competence’ model of diversity education, which Cross and colleagues explain as follows:

The model called ‘cultural competence’ ... involves systems, agencies and practitioners with the capacity to respond to...
Diversity in Medical Education

517

the unique needs of populations whose cultures are different than that which might be called ‘dominant’ or ‘mainstream’ American. The word culture is used because it implies the integrated pattern of human behavior that includes communications, actions, customs, beliefs, values and institutions of a racial, ethnic, religious or social group. The word competence is used because it implies having the capacity to function in a particular way: the capacity to function within the context of culturally integrated patterns of human behaviour as defined by the group [36, p. 3].

Cultural competence as defined by Cross and colleagues [36] suggests a cultural expertise approach in that it focuses on learning about ‘others’ who are different and presents a reductionist notion of diversity. Although this definition does not emphasise working towards services that are sensitive to an individual patient’s needs, it highlights the needs of groups that may or may not be as homogeneous as implied. Perhaps now dated, the concept of cultural competence provided an important foundation for current

### BOX 35.4 Two approaches to diversity education: Educational philosophy

<table>
<thead>
<tr>
<th>Educational philosophy</th>
<th>Cultural expertise</th>
<th>Cultural sensibility</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Epistemology (what constitutes knowledge)</strong></td>
<td>• Knowledge exists independent of context&lt;br&gt;• Positivism</td>
<td>• Knowledge depends on context&lt;br&gt;• Constructivism</td>
</tr>
<tr>
<td><strong>Nature of knowledge</strong></td>
<td>• People are categorised into groups&lt;br&gt;• Cultural competence is based on knowledge of key characteristic of these groups</td>
<td>• People are not categorised into groups&lt;br&gt;• Cultural competence is based on knowledge of people as individuals</td>
</tr>
<tr>
<td><strong>Use of categorisation</strong></td>
<td>Categorisation is helpful</td>
<td>Categorisation may be unhelpful</td>
</tr>
<tr>
<td><strong>Conception of reality</strong></td>
<td>Objective reality to be revealed or discovered</td>
<td>No single objective reality to be discovered</td>
</tr>
<tr>
<td><strong>Analytical perspective</strong></td>
<td>Reductionist</td>
<td>Holistic</td>
</tr>
<tr>
<td><strong>Historical connection</strong></td>
<td>Rooted in historical context of minority disadvantage and white domination</td>
<td>Steps outside of the historical context of race</td>
</tr>
<tr>
<td><strong>Politics of institutions</strong></td>
<td>Improve competence of providers and/or users to improve access to care/services</td>
<td>Does not work on a competence level</td>
</tr>
<tr>
<td><strong>Relation to inequalities</strong></td>
<td>Attempts to change and reduce health care inequalities</td>
<td>Acknowledges inequalities but as such does not directly attempt to change them</td>
</tr>
<tr>
<td><strong>Role of teacher</strong></td>
<td>Teacher sets the agenda</td>
<td>Teacher introduces the agenda</td>
</tr>
<tr>
<td><strong>Role of learner</strong></td>
<td>Receive information</td>
<td>Contribute to dialogue and actively listen</td>
</tr>
</tbody>
</table>

### BOX 35.5 Two approaches to diversity education: Educational content

<table>
<thead>
<tr>
<th>Educational content</th>
<th>Cultural expertise</th>
<th>Cultural sensibility</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Bernstein’s curriculum type [54]</strong></td>
<td>Collection type&lt;br&gt;• knowledge is hierarchical such that new knowledge builds on prior and becomes increasingly complex and abstract&lt;br&gt;• focus on depth</td>
<td>Integrated type&lt;br&gt;• knowledge is laterally linked and interrelated for practical use or problem solving&lt;br&gt;• focus on breadth</td>
</tr>
<tr>
<td><strong>Nature of content</strong></td>
<td>Parochial</td>
<td>Global</td>
</tr>
<tr>
<td><strong>Organisation of content</strong></td>
<td>To meet local needs/demands</td>
<td>To maximise student self-learning</td>
</tr>
<tr>
<td><strong>Curriculum</strong></td>
<td>Fact acquisition to gain body of knowledge</td>
<td>Self-reflection and self-awareness of students</td>
</tr>
<tr>
<td><strong>Teaching focus</strong></td>
<td>Groups (treats people as groups)&lt;br&gt;More service-centred</td>
<td>Individuals (views individuals as potentially parts of different groups in different contexts)&lt;br&gt;More patient-centred</td>
</tr>
<tr>
<td><strong>Focus of content</strong></td>
<td>Students learn about others</td>
<td>Students learn as much about others as themselves</td>
</tr>
</tbody>
</table>
developments in diversity education [48, 49]. Many medical educational programmes use the terminology to describe ways of educating trainees to work effectively with those who are different from them. More recent thinking incorporates the concept of structural competence, which focuses on ‘systemic, institutional determinants of health inequalities’ [45], and offers critical consciousness as a way of understanding how social contexts and power structures influence individuals, interpersonal interactions, and communities [46, 48].

In the expertise approach, culture is perceived as an external characteristic, something that others can see in what people do and how they behave. Race and ethnicity are often emphasised, in comparison with other aspects such as gender and social class. Differences between individuals are generalised and relationships in society are perceived to differ among groups. ‘Cultural immersion’ programmes exemplify this perspective. These programmes imply that learning about one ethnic family in depth provides a generalisable experience when encountering others from the same ethnic group [50, 51]. From the cultural expertise perspective, dialogue regarding culture takes place at a group level and the individual’s identity is fixed irrespective of the context. For example, an Indian woman is an Indian first and foremost, irrespective of the context. Yet, if she is seeing a gynaecologist she might identify her sex as being the more pertinent issue.

**BOX 35.6 Two approaches to diversity education: Educational processes**

<table>
<thead>
<tr>
<th>Educational processes</th>
<th>Cultural expertise</th>
<th>Cultural sensibility</th>
</tr>
</thead>
<tbody>
<tr>
<td>Learning process</td>
<td>Acquisition of knowledge</td>
<td>Acquisition of principles (method)</td>
</tr>
<tr>
<td>Desired learning outcomes</td>
<td>Command of body of information and facts</td>
<td>Command of mode of respectful questioning</td>
</tr>
<tr>
<td>Learning goals expressed as</td>
<td>Skill and competence</td>
<td>Attitudes and self-reflection</td>
</tr>
<tr>
<td>Framing of content</td>
<td>Certain</td>
<td>Variable, uncertain</td>
</tr>
<tr>
<td></td>
<td>Dichotomous</td>
<td>Continuum or multifaceted</td>
</tr>
<tr>
<td></td>
<td>Right or wrong</td>
<td>Mostly grey areas</td>
</tr>
<tr>
<td>Cultural focus</td>
<td>Majority view of other cultures dominant</td>
<td>No focus on particular groups – all individuals need to consider needs of others</td>
</tr>
<tr>
<td>Pedagogical approach</td>
<td>Majority whites need to consider needs of minorities</td>
<td>Directed self-learning</td>
</tr>
<tr>
<td>Role of experts</td>
<td>Experts understand cultural perspectives of certain groups</td>
<td>Teacher and learner co-construct meaning</td>
</tr>
</tbody>
</table>

**BOX 35.7 Two approaches to diversity education: Assessment**

| What purpose does the assessment serve? | Demonstrates knowledge of other cultures | Demonstrates some understanding of self and ability to assess own learning |
| What assessment methods are used?      | Paper and pencil tests ranging from multiple-choice questions and short answers to long essays | Reflective journals, project work (usually experientially based) |
| Who are the assessors?                | Teachers                              | Students                                                                         |
| What outcomes are most valued?         | Facts about other cultures            | Methods of inquiry that demonstrate awareness and openness to diverse perspectives |
| How transferable are learning outcomes? | Content only pertains to cultural issues | Ability to be critical and self-reflective                                      |
| How is programme success defined?      | Students gain competence in other cultures; bonus if students learn about themselves | Capacity for dialogue                                                             |
| What assessment methods are used?      | Reflective journals, project work (usually experientially based)                  | Content can apply to any context in which there are differences between the doctor and patient |
| Who are the assessors?                | Students                              | Methods of inquiry that demonstrate awareness and openness to diverse perspectives |
| What outcomes are most valued?         | Methods of inquiry that demonstrate awareness and openness to diverse perspectives | Ability to be critical and self-reflective                                      |
| How transferable are learning outcomes? | Content can apply to any context in which there are differences between the doctor and patient | Capacity for dialogue                                                             |
| How is programme success defined?      | Students learn about themselves and can appreciate other perspectives              | Students learn about themselves and can appreciate other perspectives              |
The cultural expertise approach also reduces culture to specific traits and simplifies people’s culture into items that can be observed. This approach does not recognise the meanings that individuals may assign to their sense of self and culture and instead assumes outsiders can learn to look for characteristic behaviours (often in the form of lists) to identify a person’s culture. For example, Culhane-Pera and colleagues [52] found that doctors-in-training wanted concrete pieces of information from which they could generate ‘do and don’t’ lists for use in clinical practice. The authors encouraged teachers to resist providing such lists. Gudykunst [53] hypothesised that people with a low tolerance for ambiguity try to gather information that supports their own beliefs, while those with a high tolerance for ambiguity seek more ‘objective’ information about others. Cultural expertise teaching may reinforce stereotypes, as health professionals try to resolve ambiguity by interpreting messages in ways that suit them rather than being open to what others say or mean due to discomfort with ambiguity.

**Cultural Sensibility**

The cultural sensibility approach has a different perspective on culture. It acknowledges that unless we ask others, we cannot know about them. The AAMC definition of culture presented at the beginning of this chapter aligns with the cultural sensibility approach [5]. The drive behind this approach is not so much that health care inequalities can be addressed by cultural sensibility, but that an understanding of how individuals see and understand themselves may help practitioners improve individuals’ access to health care. This approach recognises that a range of factors, such as poverty and age, and their interplay may more significantly affect health than culture alone [54].

In contrast to Cross and colleagues [36], Kim [37] described a model aligned with cultural sensibility that emphasises the dynamic, interactive nature of communication processes between two or more individuals. The relationship between the individual communication system and the multi-person communication system is multidirectional and multilateral in causality. All parties involved in a given encounter, including the conditions of the social context in which the encounter takes place, co-determine the communication outcome. This means that no single element in a multi-person communication system can be separated out for being solely responsible for the outcomes. Each person has a reality of his/her own perspective and gives different meanings that make sense to them. An example of this might be the interaction between a medical student and his/her tutor. Both parties bring many factors into the interaction and their understanding of what was agreed upon may differ depending on how those factors have influenced the interaction.

This systems-based approach resulted from unease with the processes and outcomes of the cultural expertise model and was important to the development of cultural sensibility. Kirmayer [55] argued that cultural competence needed to be rethought as it was developed in a particular context (the US) with a specific way of looking at issues. He also raised concerns that cultural competence reifies culture by ascribing fixed characteristics to an individual without taking into account other relevant factors such as personal history and context.

The cultural sensibility approach [12] makes the terminology, educational philosophy, educational processes, content, and outcomes explicit. The key points of this approach are discussed in the next sections and summarised in Boxes 35.4–35.7. The principles of the cultural sensibility approach have been applied to teaching medical students, health care professionals, mentors, student support staff, and educators. Some of these interventions have been evaluated (see, for example [36]) and as the approach has been refined, diversity has been integrated with other curricular topics such as professionalism and communication skills.

**Educational Philosophy (Box 35.4)**

The educational philosophy of the cultural expertise approach is based on the epistemological position that knowledge exists independent of a context. From this perspective, culture can be categorised in the same way that medical disorders are categorised into underlying lesions that are indicated by signs and symptoms. A constellation of particular signs and symptoms lead to the diagnosis of a disorder that may or may not manifest in practice. The cultural expertise approach, in the extreme, treats culture in the same way in that particular signs of how people behave (e.g. the food they eat) or particular characteristics (e.g. skin colour) or beliefs (e.g. views about alternative medicine) are used to categorise people into cultural groups [30, 56].

In the cultural sensibility approach, educational philosophy is rooted in a wider social context and is located within a social constructionist perspective. Knowledge is seen as contextual and does not necessarily need to be categorised. Cultural sensibility does not use the medical approach as a metaphor and does not attempt to look for signs and symptoms, which can lead to a classification of an ethnic group or other social category. Cultural sensibility recognises that different people interpret the world differently, such that two individuals in the same group who experience the same event may take very different meanings from it. The philosophy behind this approach is that there is no single objective reality to be discovered. Individuals construct their own version of their culture dependent on the various social discourses of which they are aware or in which they participate. The different underlying philosophies of the cultural expertise and cultural sensibility approaches result in differing educational processes, contents, and assessments.

**Content (Box 35.5)**

The aim of the cultural expertise approach is to create ‘experts’ by giving them knowledge about specific groups. The focus is not necessarily on the learners challenging the knowledge or its presentation. The curricular content tends to address knowledge, skills/abilities, and attitudinal learning objectives.
Knowledge: describe a person’s history and culture of country of origin; identify pertinent psychosocial stresses, family life, and intergenerational issues; know the difference between culturally acceptable behaviours and where the behaviours indicate potential illness; recognise the role of religion; be familiar with cultural beliefs about causes and treatments of disease; and explain differences in disease prevalence and response to medicine and other treatments.

Skills/Abilities: interview and assess patients in the target language (or via interpreter); communicate with sensitivity to cross-cultural issues; avoid under/over diagnosing disease states; understand the patient’s perspective; formulate culturally sensitive treatment plans; effectively utilise community resources; and act as a role model and advocate for bilingual/bicultural staff and patients.

Attitudes: acknowledge the degree of difference between patient and physician; demonstrate empathy by recalling the patient’s history of suffering; have patience in shifting away from the Western view of time and immediacy; respect the importance of culture as a determinant of health, the existence of other world views regarding health and illness, the adaptability and survival skills of patients, the influence of religious beliefs on health, and the role of bilingual/bicultural staff; and demonstrate humour by having the ability to laugh with oneself and others (Lee, as cited by AMA 1999: Section X: 17) [57].

The approach here focuses on differences and there is limited reflection and self-awareness as culture is largely externalised.

The cultural sensibility approach is built on a transformative learning approach. In this approach, curricular content and learning objectives tend to focus on a general approach that can be used in many contexts, rather than on knowledge of, skills/abilities for, and attitudes towards particular groups of people based on culture, ethnicity, gender, etc. Some examples of learning objectives consistent with the cultural sensibility approach are given here.

Knowledge: recognise broad psychosocial issues that can affect the way individuals perceive health and access health services; know the contexts that information is presented or received in.

Skills/Abilities: demonstrate a method for acknowledging difference; work with differences in a constructive and positive way; acknowledge that difference between doctor and patient is potentially present in all encounters, not just those where ethnicity differs.

Attitudes: engage in self-reflection and self-awareness; attend to interactions with others with awareness that dialogue has the potential to change either, both, or neither of the participants; strive to achieve shared understanding through interaction and dialogue.

The cultural sensibility approach cannot work if health care professionals do not recognise the need to be aware of their own biases and triggers and the impact these potentially have on the care they deliver. Health care professionals must be consciously aware of bias not only because it may lead to suboptimal care of individuals subject to prejudice, but also because there may be overcompensation from a sense of guilt. Students cannot predict what patients will bring into the room, so they are encouraged to have a good understanding of themselves and how their perspectives may influence their interactions with patients.

Cultural sensibility acknowledges that student understanding of other cultures is linked to their understanding of wider sociological debates, and their own meaning of culture and cultural belonging. Before students can, most effectively, make sense of the struggles that people have experienced in assigning certain meanings to their lives, students need to be aware of the meanings they assign to their own lives [58]. It is this awareness of self (or the lack thereof) that students take to a clinical consultation (and indeed to any work context). Whether or not they are aware of it, what they take and what the patient brings to the consultation are influenced by each other: the cultural sensibility approach emphasises that if a doctor has had no exposure to difference, when he/she comes across it in practice, he/she may feel uncomfortable. In turn, the patient may pick this up and interpret it in many ways, some of which may be negative and lead to a less effective dialogue between the two. If the doctor is aware of his/her own discomfort, he/she can be more attuned to the possibility that the patient’s response may be equally related to the doctor’s behaviour and to the patient’s ‘culture’. For example, if for whatever reason, the doctor is uncomfortable about the issue of domestic violence, the doctor may either not raise the issue, or raise it in such a way that tells the patient the subject is taboo. The patient may leave with their story unheard, whatever their ‘ethnic’ background.

Educational Processes (Box 35.6)

The two approaches differ in educational processes (e.g. pedagogical techniques and instructional methods designed to achieve certain outcomes). Since the cultural expertise approach is knowledge driven, instructional methods aim to support learners’ acquisition of facts; for example, learners should know what the views of Native American Indians are towards homeopathic remedies and, more generally, have facts at their fingertips relating to different ethnic or cultural groups (terms often used interchangeably, though they are different). Learning outcomes are expressed in terms of skill and competence [52]. The cultural expertise approach tends to be dichotomous and implies that there is a wrong or right way to address issues. There is also a view that individuals might be experts about groups: i.e. individuals carry a body of knowledge that qualifies them to profess expertise in a particular culture [56]. The certainty of knowledge presented in the cultural expertise approach aims to give students a sense of comfort and confidence through the knowledge they learn. As such, the cultural expertise approach does not challenge students to consider or question the validity of this knowledge.

In contrast, cultural sensibility is attitudes driven. In this approach, educators ask students to evaluate their attitudes and consider the effect these might have on the care they deliver. The educational processes focus on learning principles, concepts, and skills applicable across a range of issues. The process is recursive and reflective. Emphasis is on a
transformational approach to learning, similar to critical consciousness discussed by Halman and colleagues [46]. The learning enables the student to reason about applications beyond the scope of the immediate question, theorise about related issues, or reflect on his or her own actions and understanding.

The cultural sensibility approach is process oriented and, at best, involves dialogue between learners and teachers. Teachers are seen as facilitators in the student learning process, consistent with Vygotsky’s zone of proximal development concept [59]. Expertise in the cultural sensibility approach is about understanding the influence of culture and the meaning of culture to each individual rather than specific, codifiable knowledge of groups. Cultural sensibility acknowledges uncertainty, tries to ensure learners become comfortable with not knowing, and prompts the realisation that there are few wrongs or rights. Students are expected to feel uncomfortable about some of the issues raised and to find the learning personally challenging. The approach seeks to support students through discomfort and challenges rather than avoiding difficult issues. It emphasises that culture is complex and that there are many grey areas. This approach enables students to move towards directed self-learning and tends to focus on the individual and the meanings the individual has about their sense of culture and cultural belonging.

**Assessment (Box 35.7)**

The cultural expertise approach assesses knowledge of other cultures typically through tests comprised of multiple-choice questions, short-answer questions, essays, or marks on a checklist. In a paper published in 2007, Kumas-Tan and colleagues [60] reviewed 10 widely used quantitative measures of cultural competence in health professions education and identified problematic assumptions associated with these measures. Most conceptualised culture and diversity in terms of race and/or ethnicity and attributed cultural incompetence to lack of familiarity with and/or discriminatory attitudes towards ‘others’ whose world views differ from those of the dominant group (typically white, Western). The authors emphasised the need for assessments of cultural competence that move beyond attribute-based knowledge of ‘the other’ and instead incorporate constructs such as ethical sensitivity, cultural humility, critical thinking, and changes in actual practice. The authors also recommended use of qualitative and mixed-methods of assessment [60]. In another paper published in the same year, Gozu and colleagues [61] reviewed all studies evaluating cultural competence curricula by using at least one self-administered measure of knowledge, skills, or attitudes associated with cultural competence. Among the 45 instruments included in their review, only six instruments had any published evidence of validity and reliability and most involved self-assessment of knowledge, skills, attitudes, or behaviours. Based on item-level review of 23 instruments, the authors raised many concerns similar to those of Kumas-Tan and colleagues [60], as well as additional concerns about social desirability bias in responses, potential reinforcement of stereotypes, questionable accuracy of self-assessment, and tenuous inferences about cultural competence based on reported behaviours [61].

Cultural sensibility encourages an openness to new possibilities by focusing on a willingness to accept not always knowing and developing a capacity to engage in dialogue with others and withholding a judgement. Correspondingly, assessments focus on students’ demonstration of reflective skills, often through project work. The learning, as an ongoing process, is expected to continue beyond the lifespan of the teaching module or curriculum. Curcio and colleagues [62] developed an assessment instrument that is consistent with the cultural sensibility model in that it does not make assumptions about the individual completing the instrument and acknowledges that all participants have a culture. The instrument was designed to identify the need for diversity education and to inform curricular decisions. It can also be used to facilitate self-awareness and achievement of learning outcomes associated with cultural sensitivity (e.g. ability to understand cultural forces that affect physicians and patients and to identify the interaction between these forces) [62].

Although it is generally agreed that assessment of diversity needs to be multifaceted [63], the complex nature of such a process often means it is tokenistic. Students may identify the ‘diversity’ OSCE station and thereby diminish its effectiveness. In an effort to assess diversity in ways that better align with diversity in clinical practice, some medical schools have shifted attention to diversity as part of patient-centred care. For example, two UK universities are piloting assessments that focus on how the student responds to a variety of specific patient needs. This moves away from diversity assessment based on students’ ability to impart information in a set way based on knowledge of a particular cultural or ethnic group and towards diversity assessments based on how students respond to what a patient says or does and how well students integrate all aspects of care.

**Evaluation of Diversity Education: Does Diversity Education Work?**

In 2003, Betancourt and colleagues [9] published one of the seminal reviews of the literature on efforts to address racial and ethnic disparities in health and health care. The review considered a wide range of interventions to address sociocultural barriers to care and proposed a framework to describe the broad cluster of cultural competence interventions based on the level of focus: institutional or organisational, structural, or clinical. The clinical cultural competence interventions category included education and training designed to ‘equip health care providers with knowledge, tools, and skills to better understand and manage sociocultural issues in the clinical encounter’ (p. 298), which is similar to the cultural expertise approach described above. The authors also acknowledged ‘a newer approach’, much like the cultural sensibility approach, that ‘focuses on the process of communication and trains providers to be aware of certain cross-cutting cultural and social issues and health beliefs that are present in all cultures.'
The focus is on the individual patient as teacher and on developing important attitudes and skills for providers' [9, p. 299]. The authors concluded that, ‘some balance of cross-cultural knowledge and communication skills seems to be the best approach to cultural competence training’, despite finding few studies evaluating any educational interventions [9, p. 299].

Since publication of this important framing work by Betancourt and colleagues [9], several additional reviews have been conducted [22, 23, 64–72] (see Box 35.8). Overall, these reviews suggest diversity education can enhance knowledge or awareness of cultural differences and improve skills and attitudes towards diversity [22, 64–67, 69, 71]. However, consistent with a 2005 review of the methodological rigour of 64 studies evaluating cultural competency training [73], current evidence is limited by lack of conceptual clarity around cultural competence, weak study designs, and few robust measures of outcomes.

**BOX 35.8 WHERE’S THE EVIDENCE: Evaluation of diversity education**

This summary of key findings is based on 11 articles that review literature on the effectiveness of cultural competence training [22, 23, 64–72]. As noted in many of these articles, cultural competence is a broad term that includes many concepts such as cultural sensitivity, multiculturalism, cultural humility, cultural awareness, critical consciousness, anti-racist pedagogy, and implicit bias reduction. Specific outcomes and methods used to evaluate effectiveness vary considerably among studies, but can be clustered into the general outcome domains listed below.

<table>
<thead>
<tr>
<th>General outcome domains used in evaluation of cultural competence training</th>
<th>Example indicators/measures</th>
<th>Review articles</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Impact on health professionals</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Increase in cultural competence (general, multifaceted)</td>
<td>Objective Structured Clinical Examination (OSCE) with performance-based scoring rubric</td>
<td>[66, 67]</td>
</tr>
<tr>
<td></td>
<td>Non-verbal communication</td>
<td></td>
</tr>
<tr>
<td></td>
<td>Inventory to Assess the Process of Cultural Competence among Health care Professionals (IAPCC-R) [74]</td>
<td></td>
</tr>
<tr>
<td>Increase in knowledge or awareness of cultural differences, disparities</td>
<td>Cultural Knowledge Scale [75]</td>
<td>[22, 65, 69, 71]</td>
</tr>
<tr>
<td></td>
<td>Written exams testing:</td>
<td></td>
</tr>
<tr>
<td></td>
<td>• knowledge of general cultural concepts (e.g. impact of culture on patient-provider encounter)</td>
<td></td>
</tr>
<tr>
<td></td>
<td>• culturally-specific knowledge (e.g. knowledge of disease prevalence in various populations)</td>
<td></td>
</tr>
<tr>
<td></td>
<td>• understanding of cultural humility</td>
<td></td>
</tr>
<tr>
<td>Improvement in skills/behaviours</td>
<td>OSCE or assessment of performance with real or simulated patient on skills such as:</td>
<td>[22, 64–66, 69, 71]</td>
</tr>
<tr>
<td></td>
<td>• patient-professional communication</td>
<td></td>
</tr>
<tr>
<td></td>
<td>• patient-centred care</td>
<td></td>
</tr>
<tr>
<td></td>
<td>• self-reported practices (e.g. use of the Listen, Elicit, Assess, Recommend, Negotiate (LEARN) framework [76])</td>
<td></td>
</tr>
<tr>
<td>Change in attitudes</td>
<td>The Cultural Self-Efficacy Scale (CSES) [77]</td>
<td>[22, 64, 65, 69]</td>
</tr>
<tr>
<td></td>
<td>Interest in learning about patient and family backgrounds</td>
<td></td>
</tr>
<tr>
<td></td>
<td>Confidence delivering culturally competent care</td>
<td></td>
</tr>
<tr>
<td>Increase in self-awareness (including awareness of implicit biases)</td>
<td>Written reflections</td>
<td>[67, 72]</td>
</tr>
<tr>
<td></td>
<td>Self-Assessment of Cultural Awareness questionnaire [41]</td>
<td></td>
</tr>
<tr>
<td>Reduction in implicit bias</td>
<td>Implicit Association Test (IAT) with feedback [78]</td>
<td>[72]</td>
</tr>
<tr>
<td></td>
<td>Race Implicit Association Test (IAT) [79]</td>
<td>Mixed evidence: [70]</td>
</tr>
<tr>
<td><strong>Impact on patients</strong></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Increased patient satisfaction</td>
<td>Patient-Reported Physician Cultural Competency (PRPCC) [80]</td>
<td>[67, 71]</td>
</tr>
<tr>
<td></td>
<td>Patient family satisfaction questionnaires</td>
<td>Limited evidence: [23, 63]</td>
</tr>
<tr>
<td>Increased equity in services across groups</td>
<td>Patient involvement in care</td>
<td>Limited evidence: [68]</td>
</tr>
<tr>
<td>Reduction in health disparities and other health outcomes</td>
<td>Patient adherence</td>
<td>Limited evidence: [23]</td>
</tr>
<tr>
<td></td>
<td>(trend suggesting positive impact: [22])</td>
<td></td>
</tr>
</tbody>
</table>
Evidence of impact on clinical practice is even sparser, for similar reasons [23, 69, 70]. Box 35.8 shows some of the key systematic reviews of diversity-related educational interventions for health professionals.

The lack of conceptual clarity is a problem when attempting to evaluate the evidence for diversity education. In an effort to clarify the domains of cultural competence, the Association of American Medical Colleges (AAMC) developed the Tool for Assessing Cultural Competence Training (TACCT) [81]. This tool was designed for medical school leaders to examine all components of their cultural competence curricula, identify gaps and redundancies, and make the best use of opportunities and resources [69]. Jernigan and colleagues used the tool to describe and evaluate cultural competence training in US medical schools [69]. Among the 18 schools included in the study, the authors found substantial variation in the nature and quality of the training as well as in the outcomes assessed. The authors concluded: ‘The appropriateness of cultural competence training as a strategy to eliminate racial and ethnic disparities in health care remains poorly understood’ [69].

There is clear room for improvement in evaluation of diversity education. In addition to concerns raised about lack of conceptual clarity, poor study design and absence of standardised outcome measures, we note that most studies of diversity education to date focus on cultural competence training, which fits with cultural expertise approaches. Few studies have evaluated cultural sensibility approaches. One explanation for this may be the preference in reviews and by funding agencies for positivist or experimental modes of evaluation, which may be less suitable for the goals of diversity education. Qualitative and narrative accounts from relevant stakeholders of the impact of diversity education must be recognised as valuable sources of evaluative evidence. As demonstrated in studies by Neff and colleagues [82] and by Nazar and colleagues [83], qualitative data yields insights about learners’ experiences of diversity education that reveal both valuable shifts in relationships and perspectives that are difficult to quantify as well as areas in need of improvement, such as support when learners feel overwhelmed by awareness of structural barriers to patients’ health. The preference for measurable outcomes may also reinforce use of instruments and data that equate culture with ethnicity and assume that ‘culture’ is possessed only by those belonging to minority groups. Evaluation of educational interventions that fit with a cultural sensibility approach must take a much broader, person-specific view of culture. Dora and Vostanis [84] found that the majority of the 17 staff interviewed had a traditional positivist view of culture, with a greater emphasis on ethnicity over other factors. Many staff felt that previous training reinforced or created stereotypes and yet identified a need for more information about specific groups.

Developing Research and Scholarship

There is a need to develop a community of practice [85] for diversity education that can both support teachers as well as provide opportunities for reflection and critique of developments in diversity education (for more on communities of practice, see Chapters 4 and 12 of this book). Communities of practice can enable both research and scholarship. Such communities of practice need to actively engage all stakeholders in the educational and health care process to ensure that the approach used can be integrated into all aspects of the organisation’s functioning. Through exploration of how different stakeholders understand diversity, an organisation can develop a more coherent approach. The findings from this exploration can provide a rationale and evidence for being inclusive, which can then be used to help create an institutional culture that respects difference but is also prepared to challenge difference when it contradicts legal and social expectations of the context (for example not segregating students to comply with religious practice when it is unlawful; not allowing students to ‘miss’ parts of the curriculum they feel are at odds with their own beliefs).

King and colleagues [86] argued that diversity training and education have developed with limited connection to scholarship, which has resulted in slow development with narrow focus. The reviews discussed above have noted the paucity of high-quality research [23]. Unless we are clearer about the educational approaches used and identify appropriate assessment methods, it is difficult to know whether the lack of success lies with the educational philosophy, process, or expected outcomes or within educational organisations themselves. Rigorous design and evaluation of diversity education programmes are therefore needed. Over the past few years, scholars have convened health professional educators, experts in cultural diversity education, and other stakeholders to discuss opportunities to strengthen cultural diversity education. Specific research questions include [87, p. 19]:

- How can we link training to improved health outcomes using a universal cross-cutting approach to improve culturally competent care delivery that also addresses limited health literacy? [88]
- Can communication training focused on understanding underserved populations enhance patient comprehension and change behaviour?
- Do programmes that aim to change attitudes have different impact than programmes that focus primarily on behaviour change?
- How can we effectively include community stakeholders for health professional training and what is the added value of using patients as teaching partners?

There is also a need to develop scholarship regarding:

- Effective faculty development that helps educators develop curricula to address diversity, model culturally sensitive approaches, and attend to undesirable aspects of the hidden curriculum.
- Sustainability of attitudinal changes across educational contexts and into practice.
- Relationship between attitudinal changes and patient outcomes.

However, we need to ensure future research is more rigorous and of a higher quality than we have managed to date. Cross-institutional research with multidisciplinary staff may help us better answer these questions.
How Institutions Address Diversity

Many institutions may assume there is a ‘correct’ position on diversity and a single correct way to approach diversity education. This view may lead to the perception that diversity education is prescriptive and not respectful of different perspectives. Consequently, learners may not be encouraged to reflect and challenge their own perspectives, thereby undermining principles taught in the cultural sensitivity approach. Additionally, health professionals and educators (including patient educators) may not model the reflection expected of students [89], thus further contributing to a ‘hidden curriculum’ [90]. These circumstances support the view that institutions need to consider how they address diversity as a whole [91]. For example, Smith recommends a ‘systems approach’ to diversity and offers a framework for building institutional capacity for diversity and inclusion in academic medicine. Her work identifies key elements such as: a mission that ‘considers diversity as core to excellence’; institution-wide understanding of diversity as both inclusive and differentiated so that a wide range of perspectives are included (e.g., race, class, disability, religion, sexual orientation, etc.); alignment of intention and actions throughout key parts of the institution; selection and monitoring of key metrics associated with progress; and development and placement of diverse leadership across all levels of the institution [91].

Here we consider some strategies that may be adopted within institutions alongside some of the external influences to which they must respond.

Internal Strategies
Alignment of Intention and Action

Managing diversity in clinical contexts requires more than diversity education of individual health professionals. Congruent attitudes, behaviours, and policies are also needed within the system or agency in which health professionals are educated and work [36, 92]. Institutions need to effectively model what is expected from their staff and learners. Students’ experiences outside the classroom also impact their knowledge and understanding of culture and diversity. In one study of seven medical schools, medical students in the clinical phase of training reported having received more diversity content than reported by their course or clinical clerkship directors [93]. Students’ experiences with diversity education content in the ‘informal or hidden curriculum’ can help explain these findings.

The ‘hidden’ curriculum during clinical years can have powerful effects on student attitudes. Attitudes, practices, and reactions of staff role models and peers can be good or bad (e.g., offhand comments behind people’s back, preferential treatment of certain patient types). This hidden curriculum can ‘reinforce or undervalue those aspects of practice we would like students to acquire’ [94, p. 802]. For example, a qualitative study of participant observations and semi-structured interviews in two internal medicine wards in a teaching hospital in the Netherlands found multiple examples of medical students observing ‘residents, nurses, and attending physicians using disparaging names or remarks, jokes, and generalizations’ regarding elderly patients [95, p. 37]. These observations can have a very negative impact on subsequent attitudes and behaviours of trainees. In a qualitative study of three Canadian medical schools, medical students shared examples of role-modeling at odds with institutional values of equality (e.g., words, attitudes or behaviours reflecting the view that personal characteristics such as obesity or poverty are signs of weakness or moral failure) [96]. The authors noted that when faced with discordant role modelling, students reacted by ‘challenging, dissociating themselves, with silence, or with confusion followed by attempts at individual transformation to realign careers and behaviours with those of teachers’ [96, p. 887]. Cultural sensibility makes these challenges more explicit so that students are better prepared to recognize and address them.

Selecting and Monitoring Metrics

Recognising exemplary professional behaviour and addressing unprofessional behaviour that learners encounter in clinical settings is a critically important part of diversity education, since the most effective techniques for developing professionalism are role modelling and mentoring [97]. Facilitated conversations and writing exercises (reflective learning) have also been shown to contribute to improvements in professionalism and practice [98]. One proactive approach to address unprofessional behaviours by specific staff members in clinical settings is the use of a web-based reporting system for any member of the health care team to report a staff member’s unprofessional behaviour [99]. The severity and pattern of the reports is then assessed by a council of peers, and action is taken if the reports reflect a single egregious act or repeated unprofessional behaviour. Another proactive approach used by several schools is to ask students to submit professional and unprofessional stories online and then reflect on these clerkship experiences with ‘a faculty member in a confidential and non-threatening environment’ [100].

Faculty Development

For diversity education to be coherent, educators in the health professions need to model the principles discussed above. Faculty cannot integrate diversity into the curriculum if the topic is viewed as only relevant to individuals belonging to minority groups. Faculty cannot expect students to adhere to principles that only apply in certain contexts; they also cannot expect students to have potentially difficult conversations with patients if faculty avoid difficult conversations with students. Acosta and Ackerman-Barger [101] argue for faculty to be appropriately trained on ‘how to conduct interracial dialogues on race, racism, oppression, and the invisibility of privilege’ (p. 285).

Faculty need to be trained and supported as they can be as anxious as students about managing diversity appropriately. Similarly, the training needs of patient educators and staff must be considered. If we see patients as whole people we can then translate this approach to our peers and students – none of us are unidimensional and the strengths of diversity may be uncovered when we are prepared to be curious and willing to address our own potential fears and
doubts. More and more faculty development for diversity is occurring, but it is often not formally evaluated and may reflect the fragmentation and lack of coherence seen within health professions education generally [102].

The refined model of cultural sensibility outlined by Karnik and Dogra [34] was originally developed for medical undergraduate education and has been applied for other interactions (peer relationships, student support, trainers). The model could also be used for faculty development, so there is a coherent model for diversity throughout the institution. Having an institution-wide model for diversity and diversity education helps ensure that what applies to the curriculum applies to student support and other interactions across the board. Institutions can then begin to address some of the issues raised above, such as contradictions between the formal (explicitly taught) and hidden curriculum and be more transparent about the value of diversity in the institution. Students can also carry this forward once they are practising and teaching beyond medical school.

**BOX 35.9 FOCUS ON: National Culturally and Linguistically Appropriate Services (CLAS) Standards in Health and Health Care [17]**

Published by the US Department of Health and Human Services, the National CLAS Standards are ‘intended to advance health equity, improve quality, and help eliminate health care disparities by establishing a blueprint for health and health care organizations to’:

**Principal Standard**

1. Provide effective, equitable, understandable, and respectful quality care and services that are responsive to diverse cultural health beliefs and practices, preferred languages, health literacy, and other communication needs.

**Governance, Leadership, and Workforce**

2. Advance and sustain organizational governance and leadership that promotes CLAS and health equity through policy, practices, and allocated resources.

3. Recruit, promote, and support a culturally and linguistically diverse governance, leadership, and workforce that are responsive to the population in the service area.

4. Educate and train governance, leadership, and workforce in culturally and linguistically appropriate policies and practices on an ongoing basis.

**Communication and Language Assistance**

5. Offer language assistance to individuals who have limited English proficiency and/or other communication needs, at no cost to them, to facilitate timely access to all health care and services.

6. Inform all individuals of the availability of language assistance services clearly and in their preferred language, verbally and in writing.

7. Ensure the competence of individuals providing language assistance, recognising that the use of untrained individuals and/or minors as interpreters should be avoided.

8. Provide easy-to-understand print and multimedia materials and signage in the languages commonly used by the populations in the service area.

**Engagement, Continuous Improvement, and Accountability**

9. Establish culturally and linguistically appropriate goals, policies, and management accountability, and infuse them throughout the organization’s planning and operations.

10. Conduct ongoing assessments of the organization’s CLAS-related activities and integrate CLAS-related measures into measurement and continuous quality improvement activities.

11. Collect and maintain accurate and reliable demographic data to monitor and evaluate the impact of CLAS on health equity and outcomes and to inform service delivery.

12. Conduct regular assessments of community health assets and needs and use the results to plan and implement services that respond to the cultural and linguistic diversity of populations in the service area.

13. Partner with the community to design, implement, and evaluate policies, practices, and services to ensure cultural and linguistic appropriateness.

14. Create conflict and grievance resolution processes that are culturally and linguistically appropriate to identify, prevent, and resolve conflicts or complaints.

15. Communicate the organization’s progress in implementing and sustaining CLAS to all stakeholders, constituents, and the general public.

These standards can be found at https://www.thinkculturalhealth.hhs.gov/clas/standards
External Influences

In addition to these strategies within institutions, there are external influences to which institutions must respond. Differences in legislation, accreditation standards, and other policies mean that institutions have different levels of responsibility and obligations to ensure a non-discriminatory and safe environment for students, faculty, and staff. Various experts as well as governmental and accreditation agencies have identified cultural diversity education as essential for eliminating disparities related to patients’ health status and access to health care [3, 19]. For example, in 2000, the accrediting body for US and Canadian medical schools required that faculty and students ‘must demonstrate an understanding of the manner in which people of diverse cultures and belief systems perceive health and illness and respond to various symptoms, diseases, and treatments’ and ‘recognize and appropriately address gender and cultural biases in themselves … others, and in the … health care delivery’ [103, p. 10]. Ten years later, the Affordable Care Act called for investment in diversity education research and curriculum in the US [104].

Several states in the US have passed legislation that mandates or recommends diversity education and training of physicians and other health professionals. Unfortunately, legislative and other administrative policies to mandate or recommend diversity education usually have not been accompanied with funding. For example, no funding was provided by the US Congress to support the diversity education research and curriculum provisions of the Affordable Care Act [104]. In the UK, educational institutions have statutory responsibilities to ensure they comply with the Equality Act 2010 [105]. However, the focus can be on equality rather than diversity [13].

In order to provide a more supportive environment for diversity education and related efforts, the US Task Force on Community Preventive Services called for programmes to recruit and retain staff who reflect the cultural diversity of the community. Use of interpreter services or bilingual providers, use of linguistically and culturally appropriate health education materials, and culturally specific health care settings (e.g. signage in different languages, location near community needs) are also needed [63]. Fifteen specific action steps have been identified for individuals and health care organisations that address governance, leadership, and workforce; communication and language assistance; and engagement, continuous improvement, and accountability [17]. These revised National Culturally and Linguistically Appropriate Services (CLAS) Standards in Health and Health Care (Box 35.9) now acknowledge the importance of health literacy in providing CLAS [17]. Low health literacy, or the lack of skills to obtain, process, and understand health information needed to make informed health decisions [106] is associated with poor health outcomes and increased costs [107]. A competent health care professional must not only respect consumers’ and patients’ culture and beliefs, but also their ability to understand health information and put it to use in their daily lives (health literacy). Health care interventions at multiple levels are therefore needed.

Conclusion

In this chapter, we defined culture and diversity and compared educational models designed to deliver diversity education in a coherent and relevant way. We discussed how teaching diversity so that health professionals deliver better care and manage their interactions with peers, colleagues, and patients is important but also requires institutions themselves to model what they expect of their learners. We found a paucity of high-quality research, which tells us the field is wide open for institutional and international collaboration. As educators finish reading this chapter they might want to challenge themselves and ask how their own perspectives influence how they aid or abet curricular development and implementation at their institution and what changes they might make.

References

24 Beal, A. (2004). Policies to reduce racial and ethnic disparities in
20 Hesselink, G., Flink, M., Olsson, M. et al. (2012). Are patients dis­
10 How should ethnic diversity be represented in medical curricula? A plea for systematic training in cultural competence. Tijdschrift voor Medisch Onderwijs 29: 54–60.
4 Richardson, S. and Williams, T. (2007). Why is cultural safety essen­


89 Beagan, B.L. (2003). Teaching social and cultural awareness to medical students: it’s all very nice to talk about it in theory but ultimately it makes no difference. *Academic Medicine* 78: 605–614.


### Further Reading

Introduction

The Latin origin of the word ‘doctor’ (doceo) translates as ‘I teach’, but the majority of doctors, although expert in what they teach, have had little or no training in how to teach [1]. Doctors are also minimally prepared for the various roles that are subsumed under the term ‘medical educator’. As Jason and Westberg have stated: ‘The one task that is distinctively related to being a faculty member is teaching; all the other tasks can be pursued in other settings. Paradoxically, the central responsibility of faculty members is typically the one for which they are least prepared’ [2].

In the past, it was assumed that intelligent people who have been students for many years have learnt – or can automatically learn – to be successful faculty members, and little or no support for staff development was provided [3]. This is no longer true. Increasing attention has been placed on the design and development of staff development programmes, in diverse contexts and settings [4–7]. Also, in recent years, a number of regulatory and international bodies have started to pay attention to the accreditation of teachers and teaching [8–10], and they have highlighted the importance of staff development in the certification of educators [11]. In the UK, for example, the role of teacher has for some time been recognised as a core professional activity for all doctors, and one that cannot be left to chance, aptitude, or inclination [12].

The goal of this chapter is to focus on the development of medical educators. To achieve this objective, we will try to define what is meant by a medical educator, describe the required core competencies, and examine different ways of developing medical educators. As staff development is one of the most common ways to achieve this objective, much of this chapter will examine what is known about formal staff development programmes. However, we will also address the role and importance of work-based learning, communities of practice, mentorship and role modelling, and organisational support and development.

What is a Medical Educator?

The medical education literature tends to use the terms ‘teacher’ and ‘medical educator’ interchangeably, with no clear definitions. To inform this chapter, we conducted a series of semi-structured interviews with 12 medical educators at McGill to ascertain their definitions and conceptions of being a medical educator [13]. Definitions included a broad range of conceptualisations, some of which are highlighted below.

• The medical educator is someone who critically reflects on the quality of the educational experience and tries to innovate and improve on what they have done.
• Medical educators have a passion, not just an interest, but a passion for bringing out the best, or finding ways
to bring out the best, in learners that they work with to help develop the best physicians that we can …

- A medical educator is someone who uses theories and principles of education in their activities. This includes teaching, scholarship, curricular design and evaluation, and research across the educational continuum …

What is striking in these definitions is the emphasis on reflection, passion, innovation, and informed practice across a continuum of tasks and activities.

In this chapter, the term ‘medical educator’ will encompass a broad spectrum of roles that include teaching and assessment, curriculum design and evaluation, educational leadership and innovation, and research and scholarship. Moreover, medical educators, whether in the clinical or classroom setting, will refer to individuals who actively reflect on what they do, using experience and available evidence to inform their educational practice and to enhance the teaching and learning of future health care professionals. As one individual reflected: [We] continually ask ourselves how we can do this better: ‘How can we get [our students] to be the best that they can be’ … ‘If my program is working, can I still make it better? If it is not working, why not and how can I improve it?’ [13].

**What is Faculty Development?**

Staff development, or faculty development, as it is often called, has become an increasingly important component of medical education. Faculty development activities have been designed to improve teacher effectiveness at all levels of the educational continuum (i.e. undergraduate, postgraduate, and continuing professional development), and diverse programmes have been offered to health care professionals in many settings [14]. In this chapter, staff development will refer to all activities health professionals pursue to improve their knowledge, skills, and behaviours as teachers and educators, leaders and managers, and researchers and scholars, in both individual and group settings [7]. Moreover, the term ‘staff’ or ‘faculty’ refers to all individuals who are involved in the teaching and education of learners, at all levels of the continuum, across all health professions [7]; it does not connote a particular employment or contractual relationship. Importantly, the goal of staff development is to teach faculty members the skills relevant to their institutional and faculty role and to sustain their vitality, both now and in the future [14].

Faculty development can provide medical educators with knowledge and skills about teaching and learning, curriculum design and delivery, learner assessment and programme evaluation, leadership and management, as well as research and scholarship. It can also reinforce or alter attitudes or beliefs about education and scholarly activity, provide a conceptual framework for what is often performed on an intuitive basis, and introduce clinicians and basic scientists to a community of medical educators interested in medical education and the enhancement of teaching and learning for students, patients, and peers.

Staff development can also serve as a useful instrument in the promotion of organisational change [15, 16]. That is, staff development can help build consensus, generate support and enthusiasm, and implement a change initiative; it can also help change the culture within the institution by altering the formal, informal, and hidden curriculum [17, 18] and by enhancing organisational capacities [19]. As Swanwick [20] has stated, staff development should be: ‘An institution-wide pursuit with the intent of professionalizing the educational activities of teachers, enhancing educational infrastructure, and building educational capacity for the future …’

In many ways, staff development can play an important role at both the individual and the organisational level [21]. In addition, although staff development activities predominantly focus on teaching and instructional effectiveness, there is a critical need for these activities to address the other roles of medical educators, including that of curriculum designer, educational leader and manager, and scholar.

**A Curriculum for Staff Development?**

Interestingly, most staff development programmes have been developed independently of a curriculum for teachers and educators. Rather, they are often based on perceived or self-identified needs. However, as Purcell and Lloyd-Jones observed: ‘Faculties have developed a plethora of teacher training programmes for medical teachers. But what is good medical teaching? Unless we know what it is, how can we develop it?’ [12].

In recent years, a number of authors have proposed frameworks to synthesise and consolidate academic or pedagogical competencies (e.g. [3, 22–24]), and in many ways, it would be worthwhile to consider these frameworks in the design and delivery of staff development programmes. For example, the UK-based Academy of Medical Educators [25] has developed *Professional Standards* for medical educators that are divided into core values of medical educators and five domains, outlining ‘detailed outcomes in terms of understanding, skills and behaviour required of medical educators’. The suggested core values include: professional integrity, educational scholarship, equality of opportunity and diversity, respect for the public, respect for patients, respect for learners, and respect for colleagues. Importantly, these core values underpin the professional practice and development of medical educators and serve as the foundation for the following five domains of educational practice:

- the design and planning of learning activities
- teaching and supporting learners
- assessment and feedback to learners
- educational research and evidence-based practice
- educational management and leadership.

Each of these domains describes a set of standards that are expected of medical educators at different levels of engagement and expertise and can serve as a useful tool for self-assessment as well as programme development.

In another context, Srinivasan et al. [24] described ‘teaching as a competency’ and detailed six competencies for medical educators:

- medical (or content) knowledge
- learner-centredness
• interpersonal and communication skills
• professionalism and role modelling
• practice-based reflection and improvement
• systems-based learning.

These competencies mirror those expected of residents (or junior doctors) in training and can similarly be used to define a curriculum for faculty development designed to enhance teaching effectiveness.

Other researchers have compared student and faculty perceptions of effective clinical teaching. For example, Buchel and Edwards [26] asked residents and faculty members to rate the attributes of effective teachers. Both residents and faculty agreed that clinical competence is one of the most important attributes of an effective clinical teacher. They also agreed that better educators were those who demonstrated enthusiasm for their educational responsibilities. At the same time, residents commented that it was important for a quality educator to respect their autonomy and independence as clinicians, whereas faculty members reported that this was one of the least important traits of an effective teacher. In addition, faculty members felt that serving as a role model worth emulating was essential, a factor stressed by previous authors [27]. Residents, however, did not believe that this was an important attribute and ranked it at the bottom of their list. Clearly, the perceptions of residents and faculty members are not always congruent, although an ‘evidence-based’ set of attitudes and behaviours should guide the development of staff development programmes.

It should also be noted that much less has been written about the roles of educational leader and scholar, roles that are often subsumed under the term ‘medical educator’. In an interesting study, Bordage et al. [28] surveyed deans and associate deans to identify the educational and leadership skills required of ‘programme directors with major educational and leadership responsibilities’. Their results indicated the importance of nine key skill areas: oral communication, interpersonal abilities, clinical competence, educational goal definition, educational design, problem solving and decision-making, team-building, written communication, and budgeting and financial management.

Spencer and Jordan [29] also highlighted the fact that educational change requires leadership and that we need to equip our colleagues to implement change. Clearly, the development of medical educators should address leadership competencies as well as those that promote scholarship in its broadest sense.

Boyer [30] identified the following four categories of scholarship:
• discovery
• integration
• application
• teaching.

Roughly considered, scholarship in education can involve the discovery of new knowledge (i.e. research), the integration or application of existing knowledge to new areas, and teaching [31]. Scholarship also provides a common ground for assessing the diverse roles and contributions of faculty members to the mission of the medical school and can take on many forms.

The scholarship of discovery has been synonymous with research in the traditional sense. In medical education, this may include original research (e.g. how expertise is developed) or forming new theory (e.g. how physicians learn in practice). Peer-reviewed grants and publications can also be products of the scholarship of discovery.

The scholarship of integration has been defined as making connections across the disciplines, illuminating data in a revealing way. Examples in medical education include systematic reviews or integrating concepts from other fields such as anthropology, sociology, or education into medicine.

The scholarship of application has been likened to ‘service’ in one’s own field of knowledge, to the application of theory into practice. A common example is using research evidence to develop a new curriculum or assessment method based on available evidence [32]. In medical education, designing innovative instructional materials or developing a fellowship or faculty development programme are examples of the scholarship of integration and application.

The scholarship of teaching involves the capacity to effectively communicate one’s own knowledge, skills, and beliefs. Moreover, teaching becomes scholarship when it is made public, is available for peer review and critique, and can be reproduced and built on by other scholars [33].

The promotion of scholarship, and helping educators foster scholarly activities among their colleagues, are important factors in the development of medical educators, and yet this area is often neglected.

As this discussion suggests, the development of a curriculum for medical educators merits attention. At the same time, it would also be worth focusing on a better understanding of the teacher’s lived experience. In an interesting study, Higgs and McAllister [34] studied the ‘experience of being a clinical educator’ and discovered that this experience consisted of six interactive and dynamic dimensions:
• a sense of self (or self-identity)
• a sense of relationship with others
• a sense of being a clinical educator
• a sense of agency, or purposeful action
• seeking dynamic self-congruence
• the experience of growth and change.

Based on this research, and our experience at McGill, it would be worthwhile to take a more careful look at the ‘lived experience’ of being an educator and to use this experience as a framework for training. As one colleague stated: ‘My pride as a medical educator comes from watching the light go on in my students’ eyes and knowing why the light goes off …’ [13] ‘When I see junior colleagues work and demonstrate excellence in patient care, going the extra mile … I know that I have had an impact’ [13]. Understanding the meaning of teaching for faculty members [35] and the important role of identity in teachers’ sense of commitment and fulfilment would also enhance the design and delivery of faculty development programmes.

In summary, medical teachers and educators need to be prepared for complex [36] and demanding roles that include teaching and assessment, leadership and management, and scholarship in its broadest sense.
How Can We Develop Medical Educators?

‘Formal’ Approaches
The most common staff development formats include workshops, short courses and seminars, fellowships, and other longitudinal programmes [39, 40]. Other formats include degree programmes, peer coaching, augmented feedback, and online learning. A brief description of some of these formats, highlighted in Figure 36.1, follows.

Workshop, Seminars, and Short Courses
Workshops are popular because of their inherent flexibility and promotion of active learning. In particular, teachers value a variety of teaching methods within this format, including interactive lectures, small-group discussions and exercises, role-plays and simulations, and experiential learning [39]. Workshops are commonly used to promote skill acquisition (e.g. lecturing or small-group teaching skills) [42, 43], to prepare for new curricula (e.g. problem-based learning) [44, 45], or to help faculty adapt to new teaching environments (e.g. teaching in the ambulatory setting) [46, 47]. Workshops on leadership styles and skills [48] and/or curriculum design and innovation [49] can also help prepare educators for their leadership roles, whereas short courses on research methods [50] and writing for publication [51] can help prepare clinicians and basic scientists for their scholarly work.

To date, the majority of staff development programmes have focused on teaching improvement. That is, they aim to enhance teachers’ performance in the classroom and the clinical setting, address conceptions of teaching and learning, promote the acquisition of specific teaching skills (e.g. small-group facilitation, giving feedback), focus on learner assessment, and review instructional design and curriculum development [39, 40]. A number of programmes also target specific core competencies (e.g. the teaching and assessment of communication skills, professionalism) and the use of technology in teaching and learning. Less attention has been paid to the personal development of health care professionals, educational leadership and scholarship, and organizational development and change. Although instructional effectiveness at the individual level is critically important, a more comprehensive approach is needed [14]. We clearly need to develop individuals who will be able to provide leadership to educational programmes, act as educational mentors, and design and deliver innovative educational programmes. As Cusimano and David [52] pointed out, there is an enormous need for more health care professionals trained in methods of educating others so that medical education will continue to be responsive to driving forces of change. As previously stated, staff development also has an important role to play in promoting teaching as a scholarly activity and in creating an educational climate that encourages and rewards educational leadership, innovation, and excellence.

Fellowships and other Longitudinal Programmes
Fellowships of varying length, format, and emphasis have been utilised in many disciplines [53–56]. More recently, integrated, longitudinal programmes have been developed as an alternative to fellowship programmes or sabbaticals. These programmes, in which faculty commit 10–20% of their time over one to two years, allow health care professionals to maintain most of their clinical, research, and

Figure 36.1 Approaches to faculty development*. *This figure was originally prepared for a chapter on ‘Becoming a Better Teacher: From Intuition to Intent’ [41]. (Source: Reprinted with permission by the American College of Physicians © 2010.)
Some authors have termed the ‘professionalisation’ of medical education [11, 12]. Several authors and organisations have argued for the need to certify medical educators and thereby ensure global standards; others do not agree and worry about disenfranchising keen and committed educators (see Box 36.1).

An advanced degree in medical education offers a grounding in educational theory and practice and can provide the foundation for educational research and scholarship. Cohen et al. [64] reported on 21 different Master’s degree programmes in medical education in Holland [1], Canada [3], Australia [3], the USA [6], and the UK [8]. A more recent review of Master’s degrees in medical education was conducted by Tekian and Harris [65], who highlighted an increased proliferation of Master’s level programmes for health professions education. These authors described the commonalities (e.g. focus, content, educational requirements) and differences (e.g. structure, organisation) of 71 programmes and argued for the need to establish accreditation processes, based on common criteria and methods, for evaluating these programmes. In addition, they suggested that there is a need to address the geographic maldistribution of advanced degree programmes. Pugsley et al. [66] also commented on the variability in content and quality among Master’s programmes in medical education and argued for increased standards and quality.

**BOX 36.1 FOCUS ON: The professionalisation of medical education**

One of the Dutch terms for staff development is *Docentprofessionalisering*, which loosely translates as the ‘professionalisation’ of teaching. This is of particular interest as we witness the professionalisation of medical education in a number of venues. For example, in the UK, the Dearing Report made a number of recommendations about faculty in higher education, including the following which is pertinent in this context:

We recommend that institutions of higher education begin immediately to develop or seek access to programmes for teacher training of their staff, if they do not have them, and that all institutions seek national accreditation of such programmes from the Institute for Learning and Teaching in Higher Education [37].

The UK General Medical Council’s *Good Medical Practice* states that:

Teaching, training, appraising and assessing doctors and students are important for the care of patients now and in the future. You should be willing to contribute to these activities ... If you are involved in teaching you must develop the skills, attitudes, and practices of a competent teacher [8].

More recently, the General Medical Council has adopted a national plan to recognise and approve trainers, building on the work of the Academy of Medical Educators in the UK [25], who developed a series of standards for medical educators, organised into five domains.

On an international stage, the World Federation of Medical Educators has articulated a *Staff Activity and Development Policy* which states the following:

The medical school must formulate and implement a staff activity and development policy which: allows a balance of capacity between teaching, research and service functions; ensures recognition of meritorious academic activities, with appropriate emphasis on teaching, research and service qualifications; ensures that clinical service functions and research are used in teaching and learning; ensures sufficient knowledge by individual staff members of the total curriculum; and includes teacher training, development, support and appraisal [10].

In a similar vein, the International Association of Medical Colleges has stated that ‘opportunities for professional development must be provided to enhance faculty members’ skills and leadership abilities in education and research’ [9]. More specifically, their basic standard states that ‘the medical school must have a staff policy which addresses a balance of capacity for teaching, research and service functions, and ensures recognition of meritorious academic activities, with appropriate emphasis on both research attainment and teaching qualifications’.

Although the emphasis on accreditation for teaching and standards for teaching has not received the same attention in Canada or the USA, there is clearly a movement towards increased accountability and accreditation of teaching, one of the roles of the medical educator [38]. Moreover, as Eitel et al. [11] suggest, staff development is one of the prerequisites for certification leading to the professionalisation of medical educators.
assurance. Nonetheless, despite these concerns, most universities in the UK now require staff to undertake a university certificate in teaching and learning, and many medical schools, in partnership with National Health Service (NHS) trusts, are providing opportunities for advanced educational training [67]. Degree programmes can be particularly helpful to individuals interested in educational leadership, administration, or research.

Peer Coaching
Peer coaching as a method of staff development has been described extensively in the education literature. Key elements of peer coaching include the identification of individual learning goals (e.g. improving specific teaching skills), focused observation of teaching by colleagues, and the provision of feedback, analysis, and support [68]. In addition, peer coaching is a highly personalised, learner-centred approach that requires a safe environment, mutual trust and collegiality, and reflection [69]. This under-utilised approach, sometimes called co-teaching or peer observation, has particular appeal because it occurs in the teacher’s own practice setting, enables individualised learning, and fosters collaboration [70]. It also allows health care professionals to learn about each other, as they teach together and, in this way, can nurture the development of medical educators.

Learner Feedback
Feedback and assessments from learners, at all levels of the educational continuum, can also be a helpful catalyst for faculty development [71, 72]. Unfortunately, teachers are often taken aback by learners’ comments and observations, and this opportunity for self-improvement can easily be missed. However, an appreciative inquiry of student or resident assessments can provide useful information, especially if teachers pose the following questions:

- Is there a pattern that runs across diverse assessments?
- What am I doing well?
- What might I do differently?
- How can I use this as an opportunity for learning about myself?

‘Informal’ Approaches
Although staff development programmes are a popular way of developing medical educators, a number of alternative approaches should also be considered. Box 36.2 describes how medical educators at McGill University started the ‘journey’ of becoming a medical educator. For many, it started with their ‘job responsibilities’ and slowly evolved into a career path. The following section describes four of these important pathways.

**BOX 36.2 HOW TO: Become a medical educator**

Colleagues at the Centre for Medical Education at McGill University identified the following ways of ‘becoming a medical educator’ [13].

- **By the nature of my responsibilities**
  One of the nice things about medical education is that you can often have an administrative position that allows you to have a lab. I was undergraduate program director for quite a while … by doing that it’s given me a lab to try various innovations and evaluate them.

- **By participating in staff development and other training opportunities**
  Participating in faculty development workshops introduced me to a community of educators and got me ‘hooked’ … I haven’t stopped learning since.

- **By pursuing an advanced degree**
  My advanced degree allowed me to look at things with education glasses on. It also gave me the opportunity to immerse myself in a group with similar interests and needs.

- **By wanting to**
  I had the interest and the desire. I have always wanted to be a teacher and I was good at teaching … I followed my passion.

- **By belonging to a community (of experts)**
  For me the most valuable part has been meeting regularly with a group of like-minded individuals committed to excellence and scholarship in medical education … I have become immersed in the culture.

- **By being mentored and through role modelling**
  I could not have done this alone …

- **By doing medical education**
  I have learned by doing – and using, either explicitly, or implicitly, what I have learned over the years to inform my teaching.
Work-based Learning

Work-based learning, often defined as learning for work, learning at work, and learning from work [20], is fundamental to the development of medical educators, for whom ‘learning on the job’ is often the first entry into teaching and education. In fact, it is in the everyday workplace – where educators conduct their clinical, research, and teaching activities, and interact with faculty, colleagues, and students – that learning most often takes place. It would therefore be extremely worthwhile to help medical educators see their everyday experiences as ‘learning experiences’ and encourage them to reflect with colleagues and students on learning that has occurred in the clinical or classroom setting [73]. It would also be beneficial to bring staff development to the workplace.

It is interesting that staff development activities have traditionally been conducted away from the educator’s workplace, requiring participants to take their ‘lessons learnt’ back to their own contexts. Perhaps it is time to reverse this trend and think about how we can enhance the learning that takes place in the work environment [74]. By working together and participating in a larger community, clinicians and basic scientists can build new knowledge and understanding and develop approaches to problems faced in teaching and learning.

Communities of Practice

Closely related to ‘learning at work’ is the concept of situated learning and communities of practice [75]. In my own setting, medical educators have commented on the role and value of a community of medical educators, brought together by a common interest in the enhancement of teaching and learning for students across the educational continuum and involvement in scholarly work in medical education, as a critical factor in their own development. As one colleague observed: ‘For me it has been beneficial to be immersed in a group which is actually physically removed from where I do my clinical work … where I come to regularly and am forced to engage in the discussions and try out new ideas’ [13].

Barab et al. [76] define a community of practice as a ‘persistent, sustaining, social network of individuals who share and develop an overlapping knowledge base, set of beliefs, values, history, and experiences focused on a common practice and/or mutual enterprise’. Clearly, formal staff development programmes can play a pivotal role in developing communities of practice. At the same time, belonging to such a community can play a critical role in the development of medical educators.

Lave and Wenger [75] suggest that the success of a community of practice depends on the following five factors:

- the existence and sharing by the community of a common goal
- the existence and use of knowledge to achieve that goal
- the nature and importance of relationships formed among community members
- the relationships between the community and those outside it
- the relationship between the work of the community and the value of the activity.

In his later work, Wenger [77] also adds the notion that achieving the shared goals of the community requires a shared repertoire of common resources, including language, stories, and practices (see Box 36.3).

Wenger et al. [90] describe seven principles for cultivating communities of practice that have direct relevance for the development of medical educators. They include the following:

**Design for evolution** Communities should build on pre-existing personal networks and allow for natural growth and development. Design elements should be catalysts for the community’s natural evolution.

**Open a dialogue between insider and outsider perspectives** Good community design requires an insider’s perspective to lead the discovery of what the community is about, however, an outside perspective is often needed to help members see untapped possibilities.

**Invite different levels of participation** People participate in communities for different reasons (e.g. because the community provides value, for personal connections, to enhance skill development). Different levels of engagement (e.g. core, active, peripheral) are to be expected and encouraged. Successful communities often ‘build benches’ for those on the side lines.

**Develop both public and private community spaces** Most communities have public events where members gather to exchange ideas, solve problems, or explore new concepts. However, communities are more than their ‘calendar of events’. The heart of the community is the one-on-one networking that occurs informally. All communities require both public and private interactions.

**Focus on value** Communities thrive because they deliver value to the organisation, to the teams on which community members serve, and to the community members themselves. Articulation of its value helps a community to develop and grow.

**Combine familiarity and excitement** Successful communities offer the ‘familiar comforts of a hometown’ but also provide enough interest and variety to keep new people cycling into the community.

**Create a rhythm for the community** There are many rhythms in a community (e.g. the syncopation of familiar and exciting events, the frequency of private interactions, the ebb and flow of people from the side lines into active participation, and the pace of the community’s overall evolution). The rhythm of a community is the strongest indicator of its being alive.

---

**BOX 36.3 FOCUS ON: Cultivating communities of practice**

Wenger et al. [90] describe seven principles for cultivating communities of practice that have direct relevance for the development of medical educators. They include the following:

**Design for evolution** Communities should build on pre-existing personal networks and allow for natural growth and development. Design elements should be catalysts for the community’s natural evolution.

**Open a dialogue between insider and outsider perspectives** Good community design requires an insider’s perspective to lead the discovery of what the community is about, however, an outside perspective is often needed to help members see untapped possibilities.

**Invite different levels of participation** People participate in communities for different reasons (e.g. because the community provides value, for personal connections, to enhance skill development). Different levels of engagement (e.g. core, active, peripheral) are to be expected and encouraged. Successful communities often ‘build benches’ for those on the side lines.

**Develop both public and private community spaces** Most communities have public events where members gather to exchange ideas, solve problems, or explore new concepts. However, communities are more than their ‘calendar of events’. The heart of the community is the one-on-one networking that occurs informally. All communities require both public and private interactions.

**Focus on value** Communities thrive because they deliver value to the organisation, to the teams on which community members serve, and to the community members themselves. Articulation of its value helps a community to develop and grow.

**Combine familiarity and excitement** Successful communities offer the ‘familiar comforts of a hometown’ but also provide enough interest and variety to keep new people cycling into the community.

**Create a rhythm for the community** There are many rhythms in a community (e.g. the syncopation of familiar and exciting events, the frequency of private interactions, the ebb and flow of people from the side lines into active participation, and the pace of the community’s overall evolution). The rhythm of a community is the strongest indicator of its being alive.
In many ways, centres and/or departments of medical education, as well as the newer forms of academies [78–81], can offer a setting for communities of practice to develop. They can also help nurture and support both new and experienced teachers and educators. These centres and academies, which have been described in the literature and are increasing in number, can also help develop and sustain medical education as an academic discipline [38]. Critical to their success is a common purpose, open communication, and opportunities for dialogue, guidance, and institutional support.

**Mentorship**

Mentoring is a common strategy to promote the development, socialisation, and maturation of academic medical faculty [69, 82, 83]. However, although several formal mentorship programmes have been described [84, 85], this is an under-utilised approach for staff development, especially with regard to academic and career development. Daloz [86] describes a mentorship model that balances three key elements: support, challenge, and a vision of the individual’s future career. This model can also serve as a helpful framework in staff development. Given the importance of mentoring for socialisation into the profession, the development of meaningful academic activities, career satisfaction, and the development of close collaborative relationships [85], we must work to promote and recognise mentorship as a way of developing medical educators.

**Role Modelling**

Role modelling is instrumental in the development of all medical educators’ roles, although it is not usually recognised as such. In our setting, educators have commented on the value of mentors and the importance of role modelling in their formation: ‘Medical education involves risks. Without the support of my mentors and role models, I would not have had the courage to accomplish what I did’ [13].

Learning from role models occurs through observation and reflection and is a complex mix of conscious and unconscious activities [87]. Whilst we are all aware of the conscious observation of observed behaviours, understanding the power of the unconscious component is essential to effective role modelling. We should also remember that role models differ from mentors [88]. Role models inspire and teach by example – often whilst they are doing other things; mentors have an explicit relationship with a colleague over time [89].

**Organisational Support and Development**

A survey of faculty members’ needs for faculty development [91] highlighted the necessity to look at staff development as ‘development, orientation, and/or support’. Interestingly, most programmes focus on the ‘development’ part. Much less has been written about faculty orientation and/or support.

Support for medical educators can take different forms, including managerial and organisational support, provision of information, recognition of teaching excellence, and consideration of educational scholarship in promotion and tenure. As an example, support systems and materials are available in various areas of medical education [92] and range from textbooks tailored to the needs of those responsible for training doctors [93] to flexible and open learning materials and resources. Organisational support also includes the following:

- the development of institutional policies that support and reward excellence in teaching [11]
- a re-examination of the criteria for academic promotion and increased credit for educational initiatives [94]
- an increase in training and mentoring programmes
- enhanced resources for training teachers and junior faculty members.

In my own setting, the need for an orientation programme for ‘new’ faculty members has been expressed as follows: ‘You have to know how to navigate the system and there are certain expectations and if somebody doesn’t make that explicit to you, it’s very hard to figure out …’ [95]. As staff developers and medical educators, we often tend to focus on the individual teacher and overlook the importance of organisational support and development [15, 16].

**Students and Residents as Teachers**

Although the primary focus of this chapter addresses the development of faculty members as medical educators, many authors have expressed the view that staff development should start at entry to medical school [96]. As frequently observed, medical students teach in a variety of settings and participate regularly in peer-assisted learning [97]. Residents also play a critical role in the teaching of other residents and students [98], and, in fact, it has been estimated that residents spend as much as 25% of their time in teaching activities, including the supervision, instruction, and evaluation of medical students and more junior residents [99]. At the same time, residents have identified teaching as an important part of their responsibilities [100] and value learning about their educational roles [101].

In examining the role of undergraduate medical students, Dandavino et al. [96] outlined a number of reasons why medical students should learn about teaching. Medical students will become future residents and faculty members, and many of them will take on significant teaching roles. In addition, teaching is an essential component of the doctor–patient relationship and it is hypothesised that medical students will become more efficient communicators as a result of teacher training. It is also hoped that medical students will become better learners as a result of increased knowledge about teaching and learning. Studies have indicated that students are enthusiastic about their role in education [102], interested in learning about teaching [103], and often rated as effective teachers [104]. Similar observations have been made about residents. For example, studies have shown that residents contribute significantly to the education of medical students [98, 105], and that medical students perceive them as playing a critical role in their training [106, 107], especially as residents are closer to...
the students’ experiences and able to draw upon their own teaching and learning practices. Some have also wondered whether improved teaching can increase residents’ clinical competence [108, 109], but this question merits further investigation.

Within the context of promoting students and residents as teachers, a number of programmes have been described [110–114]. Some of these programmes include short workshops and seminars for students. For example, Bardach et al. [115] described four one-hour ‘How to Teach’ sessions for final-year students, whereas Nestel and Kidd [116] reported on the evaluation of a workshop designed to prepare students for their role as peer tutors. In both examples, students believed that formal instruction in teaching should become a required part of their experience; they also felt that they could use what they had learnt in their educational contexts. A number of schools also offer student-as-teacher programmes [111], whereas others have described elective activities in medical education, usually with a small number of students [117]. Elective experiences range in duration from one to four weeks and most students reported that the elective had imparted valuable knowledge and skills. Interestingly, however, very few medical schools seem to incorporate teaching skills into their undergraduate curricula in a systematic (or routine) fashion [102]. At the same time, many institutions offer opportunities for students and residents to serve as teachers through peer and near-peer teaching. For example, students can assume the role of tutors in student-led programmes [118, 119] or teaching assistants in specific courses [120]. As Peluso and Hafler [102] have said, peer and near-peer teaching opportunities are valuable in allowing students to develop educational sessions, organise tutoring programmes, or provide discrete teaching opportunities to more junior colleagues. However, they are limited by ‘the confines of a pre-existing curriculum and minimal control over the timing, content, and format of the teaching activities’ [102].

A variety of resident-as-teacher programmes have also been described. The format of these activities mirrors many of those designed for students and faculty members, and include workshops, seminars, and teaching retreats [98]. The value of integrated curricula to improve teaching skills [121], and the role of chief resident as preparation for becoming a medical educator [122], has also been noted. The majority of available programmes are rated positively by residents, with noted changes in knowledge and attitudes towards teaching [98]. In addition, residents value the experiential nature of activities, the role of feedback and support for their roles as teachers, and the learning that occurs ‘on the job’.

Looking forward, staff development programmes for students and residents should be considered an essential component of core curricula and include content about adult learning principles, as well as the broad array of teaching techniques that can be used during case presentations, formal lectures, and informal team discussions [96]. They should also be evaluated in a rigorous and systematic fashion. In addition, we should remember that medical students and residents can gain valuable experience as future educators from their lived experiences, including participation in peer-teaching, course design, relevant committees, and ongoing educational research activities [102]. Early and intentional exposure can help students and residents better appreciate the role of physicians as teachers and perhaps even encourage a career as a medical educator.

Although most of the relevant literature focuses on students and residents as teachers, the need to prepare learners for leadership and management roles has been highlighted by several authors [123, 124]. As Ackerley et al. stated: ‘The active cultivation of future leaders is [urgently] required’ [125]. Although the specific focus of described programmes does not specifically address leadership for medical educators, the learning formats resemble those of faculty members with an emphasis on the value of experiential learning, the role of mentorship, and the benefit of longitudinal projects. In addition, special pathways [126, 127] and joint MD-MBA programmes [128, 129] have been created to promote leadership development at an early stage and, irrespective of the programme, a skill-based approach that exposes learners to different career paths of physician leaders is encouraged [126]. It should also be noted that leadership (or management) is included as a core competency in different educational frameworks [130, 131] and, as a result, training in this area aligns well with both curricular expectations and health care needs. The same can be said of learners’ roles as researchers and scholars. The importance of developing students and residents as researchers has also been highlighted in the literature, although integrating research skills into the role of becoming a future medical educator is more limited. Nonetheless, some valuable examples can be identified, including a research rotation for internal medicine residents [132], the completion of a scholarly project during residency [133], participation in research ethics boards for undergraduate students [134], and student electives in medical education [113, 117]. As is the case with faculty members, faculty development in this area must address the multiple roles that a medical educator can play.

Programme Effectiveness

Research on the impact of staff development activities has shown that overall satisfaction with programmes is high and that participants recommend these activities to their colleagues. Teachers also report a positive change in attitudes towards teaching, as well as self-reported changes in knowledge about educational principles and specific teaching behaviours [39, 40]. Other benefits include increased personal interest and enthusiasm, improved self-confidence, a greater sense of belonging to a community, and enhanced educational leadership and innovation. In our setting, participants in staff development activities have commented on the value of meeting like-minded colleagues and feeling a renewed sense of commitment and enthusiasm about teaching. As one participant reflected: ‘I leave rejuvenated and ready to go out and teach a thousand students again!’ [57]. Others have identified the value of conceptual frameworks for what they do intuitively, as illustrated in the following quote: ‘I was given new tools to
teach. Not only were they described to me in words, but they were also used in front of me and I was part and parcel of the demonstration’ [57].

In 2006, as part of the Best Evidence in Medical Education (BEME) collaboration (Box 36.4), an international group of medical educators systematically reviewed the faculty development literature to ascertain the impact of faculty development initiatives on teaching effectiveness in medical education [39]. This systematic review, which was updated in 2016 [40], indicated that the majority of interventions targeted practising clinicians and included workshops, short courses, seminar series, longitudinal programmes, and ‘other’ interventions, such as peer coaching, augmented feedback, online modules, and site visits. These reviews also suggested that we need to broaden the focus beyond individual teaching effectiveness, develop programmes that extend over time, promote workplace learning, foster community development, and secure institutional support for faculty development.

At the same time, despite numerous descriptions of staff development programmes, there has been a paucity of research demonstrating the effectiveness of most faculty development activities [5, 39, 40]. Relatively few programmes have conducted comprehensive evaluations to ascertain what effect the programme is having on faculty members, and data to support the efficacy of these initiatives have often been lacking. Of the studies that have been conducted in this area, most have relied on the assessment of participant satisfaction; some have assessed the impact on cognitive learning or performance, and several others have examined the long-term impact of these interventions. However, moving forward it will be important to conduct more qualitative and mixed methods studies, assess behavioural and organisational change, evaluate transfer to practice, and explore the role of faculty development with the larger organisational context [40]. There is clearly a need for more rigorous research designs to capture the complexity of faculty development interventions. The use of newer methods of performance-based assessment, incorporating diverse data sources, is also indicated, as is the value of process-oriented studies comparing different faculty development strategies and the maintenance of change over time.

**Theoretical Frameworks to Guide Faculty Development**

MacDougall and Drummond [135] observed that there is no clear theoretical framework to describe how medical teachers and educators develop. In fact, despite an emphasis on educational ‘know how’ and practice, theory is noticeably absent from the staff development literature. In common with medical education itself, it would seem that a number of educational theories can be applied to faculty development and the development of medical educators. Many of these theoretical perspectives are covered in detail elsewhere in this book, notably in Chapter 2; however, three theoretical frameworks are particularly relevant to faculty development: situated learning [136], Knowles’ principles of adult learning [137], and Kolb and Fry’s experiential learning cycle [138].

---

**BOX 36.4 WHERE’S THE EVIDENCE: Results of a systematic review**

The BEME reviews of faculty development initiatives designed to improve teaching effectiveness in medical education [39, 40] reported the following outcomes:

- **High satisfaction with staff development programmes**
  Participants’ overall satisfaction with staff development programmes was high. Moreover, they consistently found programmes to be acceptable, useful, and relevant to their objectives. They also valued the methods used, especially those with a practical and skills-based focus.

- **Changes in attitudes towards teaching and staff development**
  Participants reported positive changes in attitudes towards staff development and teaching as a result of their involvement in these activities. They cited a greater awareness of personal strengths and limitations, increased motivation and enthusiasm for teaching and learning, and a notable appreciation of the benefits of professional development.

- **Gains in knowledge and skills**
  Participants reported increased knowledge of educational principles and strategies as well as gains in specific teaching strategies and skills (e.g. instructional design, effective feedback). Where formal tests of knowledge were used, significant gains were shown.

- **Changes in behaviour**
  Self-perceived changes in teaching behaviours were consistently reported. While student evaluations did not always reflect participants’ perceptions, observed changes in teaching performance were also detected. Observed changes that extended beyond teaching in the classroom or clinical setting included the design and delivery of new educational initiatives, new educational responsibilities or leadership positions, increased academic output and productivity, and career advancement.

- **Changes in organisational practice and student learning**
  Although changes in organisational practice and student learning were not frequently investigated, changes did include greater educational involvement and establishment of collegial networks, especially in longitudinal programmes.
**Situated Learning**

Situated learning is based on the notion that knowledge is contextually situated and fundamentally influenced by the activity, context, and culture in which it is used [136]. This view of knowledge as situated in authentic contexts has important implications for our understanding of staff development and the design and delivery of instructional activities for faculty members. Situated learning theory brings together the cognitive base and experiential learning that is needed to facilitate the acquisition of new behaviours. That is, it bridges the gap between the ‘know what’ and the ‘know how’ of teaching and learning by embedding learning in authentic activities. It also helps transform knowledge from the abstract and theoretical to the usable and useful [139]. The proponents of situated learning suggest that there should be a balance between the explicit teaching of a subject and the activities in which the knowledge learnt is used in an authentic context – both essential principles in staff development.

Some of the key components of situated learning include ‘cognitive apprenticeship’ [140], collaborative learning [136], reflection [141–144], deliberate practice, and articulation of learning skills [145], outlined in greater detail in Chapters 2 and 12. All of these elements can play a critical role in faculty development programming as well.

Closely tied to the notion of situated learning is the concept of ‘legitimate peripheral participation’ [75]. This social practice, which combines ‘learning by doing’ (also known as ‘experiential learning’) and apprenticeship into a single theoretical perspective, is the process by which a novice becomes an expert. That is, from a situated learning perspective, learners build new knowledge and understanding through gradual participation in the community of which they are becoming a part. In many ways, teachers go through this process as well. A key element of participation in the community is the opportunity to see and participate in the framing of problems and understand how knowledge is structured. According to Wenger [77], social participation within the community is the key to informal learning. It is also embedded in the practices and relationships of the workplace and helps create identity and meaning. In addition, it complements, and can substitute for, formal learning mechanisms. Informal learning is often not acknowledged as learning within organisations; rather, it is typically regarded as being ‘part of the job’. However, learning at work is a key component of the development of medical educators, and there is value in rendering this learning as visible as possible so that it can be valued as an important component of staff development.

**Principles of Adult Learning**

Although some have argued that adult learning is not a theory [146] but merely a description of the adult learner, others believe that Knowles’ principles of adult learning, also referred to as andragogy [137], form an important theoretical construct [147]. In either case, andragogy provides useful guidance for planning staff development programmes. Its key principles include the observation that adults come to learning situations with diverse motivations and expectations about learning goals and teaching methods, that much of adult learning is ‘relearning’ rather than new learning, and that most adults prefer to learn through experience. Clearly, the incorporation of these principles into the design of any educational programme will enhance receptivity, relevance, and engagement. An understanding of these principles can also influence pacing, meaning, and motivation.

**Experiential Learning**

Kolb and Fry [138] provide a description of the learning cycle that highlights the role of experience in the learning process. More specifically, they describe how experience is translated into concepts, which in turn guide the choice of new experiences [148]. In this model, which should be considered in the design of all instructional events, learning is viewed as a four-stage cycle and all learners need the ability to experience diverse situations (in both the classroom and the clinical setting), observe and reflect on what they have learnt (often in a large group session), develop their own theory and understanding of the world, and experiment new ways of being in order for learning to occur [138]. Importantly, attention to the experiential learning cycle will facilitate teaching and learning and ensure that different learning styles are respected and nurtured in any staff development programme.

**Designing a Staff Development Programme**

As formal staff development programmes are one of the most common ways of developing medical educators, this section will highlight some general guidelines that have been previously described and can be of use to staff developers [14].

**Understand the Organisational Culture**

Staff development programmes take place within the context of a specific institution or organisation. It is imperative to understand the culture of that institution and to be responsive to its needs. Staff development programmes should also capitalise on the organisation’s strengths and work with the leadership to ensure success. In many ways, the cultural context can be used to promote or enhance staff development efforts. For example, as some authors have suggested, ‘staff development during times of educational or curricular reform can take on added importance’ [149]. It is also important to assess institutional support for staff development activities, ascertain available resources, and lobby effectively. Clearly, staff development cannot occur in a vacuum [14].

**Determine Appropriate Goals and Priorities**

As with the design of any programme, it is imperative to define goals and priorities carefully. What are we trying to achieve – and why is it important to do so? It is equally important to determine programme objectives as they will influence our target audience, choice of programme, overall content, and methodology. Determining priorities is not
always easy, and it often involves consultations with key stakeholders. However, it is always essential to balance individual and organisational needs.

**Conduct Needs Assessments to Ensure Relevant Programming**

As stated earlier, staff development programmes should base themselves on the needs of the individual as well as the institution. Student needs, patient needs, and societal needs may also help direct relevant activities [14]. Assessing needs is necessary to refine goals, determine content, identify preferred learning formats, and assure relevance. It is also a way of promoting early 'buy-in'. Common methods include:

- written questionnaires or surveys
- interviews or focus groups with key informants (e.g. participants, students, educational leaders)
- observations of teachers ‘in action’
- literature reviews
- environmental scans of available programmes and resources [150, 151].

Whenever possible, we should try to gain information from multiple sources and distinguish between ‘needs’ and ‘wants’. Clearly, an individual teacher’s perceived needs may differ from those expressed by their students or peers. Needs assessments can also help further translate goals into objectives, which will serve as the basis for programme planning and evaluation of outcome.

**Develop Different Programmes to Accommodate Diverse Needs**

Different staff development formats have been described in an earlier section. Clearly, we must design programmes that accommodate diverse goals and objectives, content areas, and the needs of the individual and the organisation. For example, if our goal is to improve our colleagues’ lecturing skills, a half-day workshop on interactive lecturing might be the programme of choice. On the other hand, if we wish to promote educational leadership and scholarly activity among our peers, a teaching scholars programme or educational fellowship might be the preferred method [14]. In this context, it is also helpful to remember that staff development can include development, orientation, recognition, and support, and different programmes are required to accommodate diverse objectives.

**Incorporate Principles of Adult Learning and Instructional Design**

As previously mentioned, adults come to learning situations with a variety of motivations and expectations about teaching methods and goals. Incorporation of these principles into the design of a staff development programme is clearly needed, as physicians demonstrate a high degree of self-direction and possess numerous experiences that should serve as the basis for learning [14].

Principles of instructional design should also be followed. For example, it is important to develop clear learning goals and objectives, identify key content areas, design appropriate teaching and learning strategies, and create appropriate methods of evaluation of both the students and the curriculum. It is equally important to integrate theory with practice and to ensure that the learning is perceived as relevant to the work setting and to the profession. Learning should be interactive, participatory, and experientially based, using the participants’ previous learning and experience as a starting point. Detailed planning and organisation involving all stakeholders is critical, as is the creation of a positive learning environment. However, although theory should inform practice, staff development initiatives must remain relevant and practical (see Box 36.5).

**Offer a Range of Diverse Educational Methods**

In line with principles of adult learning, staff development programmes should try to offer a variety of educational methods that promote experiential learning, reflection, feedback, and immediacy of application. Common learning methods include interactive lectures, case presentations, small-group discussions and individual exercises, role-plays and simulations, videotape reviews, and live demonstrations. Practice with feedback is also key, as is the opportunity to reflect on personal values and attitudes. Computer-aided instruction, debates and reaction panels, journal clubs, and self-directed readings are additional methods to consider. In line with our previous example, a workshop on interactive lecturing might include interactive plenary presentations, small group discussions and exercises, and opportunities for practice and feedback. A fellowship programme might include group seminars, independent projects, and structured readings. Whatever the method, the needs and learning preferences of the participants should be respected, and the method should match the objective. Health care professionals learn best ‘by doing’, and experiential learning should be promoted whenever possible [14].

**Promote Buy-in and Market Effectively**

The decision to participate in a staff development programme or activity is not as simple as it might at first appear. It involves the individual’s reaction to a particular offering, motivation to develop or enhance a specific skill, being available at the time of the session, and overcoming the psychological barrier of admitting need [149]. As faculty developers, it is our challenge to overcome reluctance and to market our ‘product’ in such a way that resistance becomes a resource to learning. In our context, we have seen the value of targeted mailings, professionally designed promotional materials, and ‘branding’ of our product to promote interest. Continuing education credits, as well as free and flexible programming, can also help facilitate motivation and attendance. Buy-in involves agreement on importance, widespread support, and dedication of time and resources at both the individual and the system level, and must be considered in all programming initiatives [152].

**Work to Overcome Commonly Encountered Challenges**

Common challenges faced by faculty developers include the following:

- lack of institutional support and resources for programme planning
Developing Medical Educators: A Journey, not a Destination

543

• conflicting goals and balancing individual and organisational priorities
• assessing needs
• motivating faculty to participate
• obtaining faculty buy-in
• promoting a ‘culture change’ that reflects the importance of faculty development and a renewed interest in teaching and learning.

Staff developers must inevitably work to overcome these problems through a variety of means that can include creative programming, skilled marketing, and the delivery of high-quality activities. Flexible scheduling and collaborative programming, which address clearly identified needs, can also help ensure success at the system level.

Prepare Staff Developers

The recruitment and preparation of staff developers is rarely reported. However, it is important to recruit carefully, train effectively, partner creatively, and build on previous experiences [152]. Medical educators can be involved in a number of ways: as co-facilitators, as programme planners, or as consultants. In our own setting, we try to involve new faculty members in each staff development activity and conduct a preparatory meeting (or ‘dry run’) to review content and process, solicit feedback, and promote ‘ownership’. We also conclude each activity with a ‘debriefing’ session to discuss lessons learnt and plan for the future. Whenever possible, staff developers should be individuals who are well respected by their peers and have some educational expertise and experience in facilitating groups. It has been said that ‘to teach is to learn twice’; this principle is clearly one of the main motivating factors for staff developers.

Evaluate and Demonstrate Effectiveness

The need to evaluate staff development programmes and activities is clear. In fact, we must remember that the evaluation of staff development is more than an academic exercise, and our findings must be used in the design, delivery, and marketing of our programmes. It has also been stated earlier that staff development must strive to promote education as a scholarly activity; we must role model this approach in all that we do.

In preparing to evaluate a staff development programme or activity, we should consider the goal of the evaluation (e.g. programme planning versus decision-making, policy formation versus academic inquiry), available data sources (e.g. participants, peers, students, or residents), common methods of evaluation (e.g. questionnaires, focus groups, objective tests, observations), resources to support assessment


BOX 36.5 WHERE’S THE EVIDENCE: Key features of staff development

The BEME reviews of faculty development initiatives designed to improve teaching effectiveness in medical education [39, 40] found that the following ‘key features’ contribute to the effectiveness of staff development activities.

• Evidence-informed educational design
This refers to the inclusion of a theoretical or conceptual framework to inform programme design, adherence to principles of instructional design and adult learning to promote skill development, and the use of multiple instructional methods to accommodate different learning styles and achieve intended outcomes

• Relevant content
Perceived relevance (and applicability) of the programme’s content to participants’ educational and clinical responsibilities is key in encouraging faculty members to be involved in faculty development

• Experiential learning
This includes the importance of applying what has been learned, practising skills, and receiving feedback on performance.

• Opportunities for feedback and reflection
The role of feedback (from peers and colleagues) is critically important in promoting change, as is the opportunity to reflect on educational practices, values, and beliefs.

• Educational projects
This feature, which is most common in programmes that extend over time, allows participants to focus on issues that are important to them and apply what they have learned in the workplace.

• Intentional community building
This includes the provision of a safe and supportive learning environment, explicit encouragement of collaboration and networking, and the facilitation of effective peer and colleague relationships, both during and after the faculty development intervention.

• Longitudinal programme design
Longitudinal programmes, which appear to be associated with other design features such as opportunities for practice and application, feedback and reflection, and relationship building and networking, tend to promote sustained change over time.

• Institutional support
Human resources for programme design and delivery, as well as financial support of programmes and participants, are critical to programmatic success.
(e.g. institutional support, research grants), and models of programme evaluation (e.g. goal attainment, decision facilitation). Kirkpatrick and Kirkpatrick’s levels of evaluation [153] are also helpful in conceptualising and framing the assessment of outcome. They include the following:

- **reaction** – participants’ views on the learning experience
- **learning** – change in participants’ attitudes, knowledge, or skills
- **behaviour** – change in participants’ behaviour
- **results** – changes in the organisational system, the patient, or the learner.

At a minimum, a practical and feasible evaluation should include an assessment of utility and relevance, content, teaching and learning methods, and intent to change. Moreover, as evaluation is an integral part of programme planning, it should be conceptualised at the beginning of any programme. It should also include qualitative and quantitative assessments of learning and behaviour change using a variety of methods and data sources. For more on evaluation methods see Chapter 30 in this book.

### Conclusion

As the demands for accountability in higher education gain momentum, pressures to change professional conduct in medical education will continue to grow [11]. Moreover, as the emphasis on global standards in medical education increases [10, 154], so will the need for the professional development of medical educators. As Glicken and Merenstein [18] aptly state, faculty members often come to medical teaching with the ‘wisdom and experience that dictates what their students need to know’, although they have not been trained for the job at hand. Clearly, it is our responsibility to enable this training, either through formal or informal approaches.

We also need to remember that medical education is a social endeavour. Faculty members at McGill University have identified core attributes (including reflection, passion, enthusiasm, and pride) and skills (such as the ability to maintain multiple perspectives, situate learning, work with others, and see the ‘big picture’) needed to become a medical educator [13]. They have also highlighted the benefit of a community of scholars in the formation of medical educators (as outlined in Box 36.2). In many ways, these suggestions can serve as a road map for developing medical educators, as each of us finds joy and satisfaction in this journey of discovery. As two colleagues described: ‘To me a medical educator is someone who devotes part of their career and time and interests towards medical teaching and education. It is not the title that counts. It is more the effort and the amount of time and the process and the products that get produced that defines the level of medical educator we become’ [13]. ‘You become a medical educator once you add the intangible – the passion and the commitment, the dedication and the creativity …’ [13].

### Acknowledgements

I would like to thank Drs Peter McLeod, Linda Snell, and Peter Cantillon for their helpful comments on an earlier version of this chapter. I would also like to gratefully acknowledge my colleagues at the Centre for Medical Education and the Faculty of Medicine at McGill University for their continued participation, insights, and feedback on our faculty development programmes and activities. My own understanding of this complex process would not have been possible without this ‘community of practice’. Some of the material used in this chapter has been published previously in a contribution by the author to *A Practical Guide for Medical Teachers* [14] and to *Teaching Medical Professionalism* [155] and is reproduced here with permission.

### References


medical residents: investigating the impact on teaching ability. Advances in Health Sciences Education: Theory and Practice 11: 133–144.


Further Reading and Resources

Steinert, Y. ed. (2014). *Faculty Development in the Health Professions: A Focus on Research and Practice*. Dordrecht: Springer.

www.merlot.org The MERLOT system provides access to curated online learning and support materials and content creation tools, led by an international community of educators, learners and researchers.

www.medportal.org MedEd PORTAL is a peer-reviewed, open-access journal, that promotes educational scholarship and the dissemination of teaching and assessment resources in the health professions.
Introduction

Education leaders in medical and other health professions carry a ‘double burden’. They have to manage and lead educational endeavours within universities and other educational institutions in a rapidly changing global environment, while working in close collaboration with a range of health care delivery partners with their own financial and service-driven agendas. The complexity and pace of change in health care means that the need for effective leaders and leadership development has never been so important; however, in a sector that is continually focused on the achievement of targets and balancing budgets, training and development are not always given the highest priority.

At the national level, health care education is driven by key governmental health and educational policy initiatives that set the context for educational leaders. These include aspirational policies, such as ‘widening access’ and expanding higher education, as well as an inexorable drive towards greater public accountability – a problematic area for leaders who work in universities traditionally run on collegial models of participative but autonomous decision-making and consensus.

Bush [1] notes that it is vital for education leaders to maintain ‘education’ as their central concern. This is difficult to achieve in the health care sector, where there are inherent tensions between the purposes of education, the demands of vocational training (which has as its goal the production of a competent, safe future workforce), and the demands of delivering a high-quality service to patients and communities. Funding for the different stages and parts of health professions education is often misaligned and, depending on the health and education structure in different countries, derived from different places: the public sector (e.g. government departments), private and voluntary sectors, charities, endowments, and non-governmental organisations.

In many countries, leadership development in the health services has been intrinsically linked to service redesign, improvement, and delivery. For example, in England, leadership in the National Health Service (NHS) is firmly sited in service improvement, and the NHS Leadership Academy (http://www.leadershipacademy.nhs.uk) lays out an underpinning philosophy about leadership development that assumes that leadership skills can be learned, aligns leadership qualities with management capabilities, locates leadership at all levels within the organisation, and aims to create an empowerment culture based on supporting people, the transformation of followers into leaders, and the development and creation of a shared vision [2] (see Figure 37.1).

In higher (or tertiary) education, which educates and trains the medical and health care workforce of the future at pre-registration level, public sector service improvement does not have the same priority, and policy agendas differ. Most higher education strategies focus on delivering a high-quality student experience, ensuring equity of access and outcome, enhancing research outputs, and ensuring graduates are fit for employment or further study. Performance indicators use various metrics to identify and reward universities and colleges for achieving these aims. The inherent tensions and contradictions in leading change in today’s public sector organisations are exacerbated in health professions.
education by differences between health service and education policies, values, systems, and practices.

Another unique feature that faces health care educators is the challenge of leading education across professional boundaries. Leaders in health care education have to be aware of the needs and demands of multiple stakeholders in the current drive to produce competent health care practitioners, and so be open to working in a flexible way. Working with academics, clinicians, and health care managers and professionals with differing values and education systems means that leaders need to quickly establish credibility with different stakeholders, use and develop sound interpersonal skills, and demonstrate effective management capabilities.

Leadership training and development is often patchy and not easy to access for more junior staff. Higher education has traditionally been focused on developing the management skills of heads of departments and more senior management rather than implementing a planned, system-wide approach to succession planning and developing leadership capacity at all levels. Changes in skills mix and professional roles, changes in funding and commissioning arrangements, and emerging organisational changes such as mergers, collaborations, and partnerships will mean that tomorrow’s health care education leaders will require a greater range of leadership and management skills than ever before.

**Leadership and Management**

There are many definitions of leadership. Leadership theory looks not only at individuals but also at the relationship between leaders and followers and the context or situation in which they operate. In recent years, many theorists have found it useful to distinguish between *management* and *leadership*. Although there is considerable overlap and interdependency, differentiating between the two concepts will help us begin to explore what leadership is and some of the assumptions made about, and expectations of, people working in educational settings.

For Bennis and Nanus, ‘managers are people who do things right and leaders are people who do the right thing’ [3]. Managers are often described as performing *functions* in organisations, usually holding a particular formal title or fulfilling a particular role. Management is concerned with planning, organising, coordinating, commanding, or controlling the activities of staff [4]. Leaders, by contrast, aim to influence and guide others into pursuing particular objectives or visions of the future and to motivate them into wanting to follow. Yukl suggests that ‘leadership is the process of influencing others to understand and agree about what needs to be done and how it can be done effectively and the process of facilitating individual and collective efforts to accomplish the shared objectives’ [5].

Kotter [6] contrasts leadership and management and suggests that whereas leadership sets a direction and develops a vision for the future, that is, producing change and movement, management is more concerned with planning and with providing order and consistency in organisations rather than the process of producing change. Covey et al. put a slightly different slant on this, suggesting that managers work within an existing ‘paradigm’, solve problems, and manage people, whereas leaders create new paradigms, challenge systems, seek new opportunities, and lead people [7].
leadership by describing the influence that followers have on their leaders, and the process of ‘co-creation’ that occurs as a result of the impact that followers have on leaders and leadership styles [11]. Followership is an active process, distinct from ‘not-leading’ or ‘not-leading right now’, and varies as much as leadership practice, ranging from ‘star-followers’ who represent an engaged and dynamic positive influence, to those who obstruct team progress and challenge leadership authority [12]. Thus followers can have a very positive or negative powerful impact on the direction of a team and the efficacy of the leadership. Being and becoming a ‘leader’ and a ‘follower’ is therefore a fluid process, all followers lead and all leaders follow, depending on the context.

A Brief History of Leadership

The next two sections consider leadership models and theories, charting their development and unpicking the contribution that they make in enhancing our understanding of what leaders do and what leadership is. It is important to remember that leadership is a social construct; theories and models of leadership tend, therefore, to be of their time and reflect the prevailing public ‘mood’ and the preoccupations of (largely North American) enterprise. Leadership theories and models can be broadly divided into three overlapping categories, as follows:

- those which focus on the personal qualities or personality of the leader as an individual
- those which relate to the interaction of the leader with other people
- those which seek to explain leadership behaviours in relation to the environment or system [13].

In the first half of the twentieth century, leadership theory revolved around personal qualities, an approach based on the assumption that leaders are born rather than made. This gave rise to the pervasive idea of the ‘great man’ or ‘heroic’ leader who will be a leader under any circumstances. The ‘great man’ theories emphasised characteristics such as intelligence, energy, and dominance, but several major reviews of the literature failed to consistently identify personality traits that differentiated leaders from non-leaders. Interestingly, trait theory has made a comeback in recent years with the emotional intelligence theories of Goleman [14] and research on the influence of personality on leadership behaviours [15]. ‘Who you are’ undoubtedly affects ‘how you lead’ but the relationship is by no means a simple one (see Box 37.2).

From the 1950s onwards, attention shifted from personal characteristics of leaders to describing how their style and behaviours impacted on groups. Blake and Mouton [16], for instance, consider the differences between ‘task-focused’ and ‘people-focused’ leaders, and argue that high levels of concern for both is what is required, while authors such as Tannenbaum and Schmidt [17] described a range of leadership styles involving varying degrees of delegated autonomy, from the ‘autocratic’ to the ‘abdicatory’.

While these models introduce the idea of leadership as a group of behaviours, they give little indication as to which

### Followership

As we have discussed, educational leadership operates within dynamic, rapidly changing complex environments, and recent research and thinking on relational and adaptive leadership highlights the shift from leader-centric theories to those which are inter-relational, focus on followership, and acknowledge systems thinking and networks. As Uhl-Bien et al. note: ‘our understanding of leadership is incomplete without an understanding of followership’ [11]. Traditional leader-centric thinking tends to link a leader’s activities directly to group or organisational outcomes, rather than seeing them as a consequence of a dynamic process between leader and follower or team member. From a leader-centric perspective, followers (like managers) are often described in terms of subordination or derogation and little credence is given to the importance of followership behaviours in facilitating and forming leadership. Followership theory enhances our understanding of

---

**BOX 37.1 Management versus leadership (adapted from Northouse [8])**

<table>
<thead>
<tr>
<th>Management</th>
<th>Leadership</th>
</tr>
</thead>
<tbody>
<tr>
<td>Produces order and consistency</td>
<td>Produces change and movement</td>
</tr>
<tr>
<td>through:</td>
<td>through:</td>
</tr>
<tr>
<td>• planning and budgeting</td>
<td>• setting direction</td>
</tr>
<tr>
<td>• problem solving</td>
<td>• problem defining</td>
</tr>
<tr>
<td>• organising and staffing</td>
<td>• building commitment</td>
</tr>
<tr>
<td>• controlling and monitoring</td>
<td>• motivating and sustaining</td>
</tr>
</tbody>
</table>

The differences between leadership and management identified by many authors over the years are succinctly summarised by Northouse [8] (see Box 37.1). However, contemporary leadership theory, for example, Blagg and Young [9], Yukl [5], and Storey [10], suggests that in practice it is often the same person who operates in both capacities and that the most effective people in organisations can utilise both management and leadership understanding and skills. Furthermore, in universities, administrators are often distinguished from academics, reflecting the way in which university systems have developed. In this context, the terms ‘leaders’ and ‘managers’ are not so widely used, although individuals clearly carry out management and leadership functions. In practice, the barriers and constructs that often worked to place academics and administrators seemingly in opposition to one another are breaking down, as educational institutions are becoming more aware of the need to operate efficiently and effectively in an increasingly competitive global market. Educational leaders can no longer rely wholly on formal positional authority but must seek to develop an ability to lead ‘from the middle’ of their organisations and influence effectively across increasingly large and complex systems.
behaviours worked best in what circumstances. This was addressed through the work of, among others, Fiedler [18] and Hersey and Blanchard [19] who describe ‘contingency theories’. The latter achieved widespread popularity through the One Minute Manager series, with their explication of situational leadership. Hersey and Blanchard’s argument is that leaders need to adapt their style to variations in the competence and commitment of followers. The four styles identified are: directing, coaching, supporting, and delegating. A situational approach to leadership is also adopted by Adair in his ‘three circles’ model [20]. Adair recommends that, depending on the circumstances, the focus of a leader’s attention should be distributed flexibly between the task, the individual, and the team.

It became apparent in the 1980s that none of the existing leadership theories offered advice on how to cope in environments of continuous change. Various authors highlighted that the models described so far were effectively managerial or transactional and so helped people plan, order, and organise at times of stability but were inadequate at describing how people or organisations might be led through periods of significant change. A new paradigm emerged – that of transformational leadership [21]: leadership through the transformation of the willingness of others to work towards the goal of some future desired state.

A fusion of the transformational notion of social influence and leadership trait theory led, in the 1980s and 1990s, to the emergence of charismatic leadership as a solution to organisational problems. Effective leaders were viewed as dominant personalities brimming with self-confidence and offering a clearly articulated ideology. They offered a strong role model and had high expectations of followers. However, it quickly became apparent that this culture of organisational ‘heroes’ was both unhealthy and unsustainable, and more recently there has been a shift in thinking that emphasises the thoughtful, inclusive, person-centred, and values-led leader, highlighting notions of followership and relational leadership [22, 23] and bringing to the fore ideas of engaging [24], distributed [25], collective [26], and collaborative [27] leadership. More recent considerations of leadership stress the need for leaders to be aware of, and responsive to, the complexity of the systems and organisations in which they work [28, 29]. From these perspectives, models such as adaptive or eco-leadership have emerged [30].

However, as many authors, including Bryman [31] and Storey [10], have noted, these stages signal a change in emphasis – not a shift away from previous models. Like the abominable snowman, a definitive model of leadership remains an elusive thing to track down.

**Educational Management and Leadership**

Writers and researchers who have focused on educational leadership and management, as opposed to general theories of leadership, tend to locate phenomena associated with educational leadership within various paradigms [36], perspectives [37], models [1], or metaphors [38]. All these terms tend to be applied in similar ways rather than reflect significant differences in meaning, and we will use them interchangeably here.

National education policies emphasise the centrality of educational leadership and management. There is no shortage of leadership advice from government, consultants, academics, and education authorities to leaders in schools, colleges, and universities, but as Bush notes, ‘many of these prescriptions are atheoretical in the sense that they are not

---

**BOX 37.2 FOCUS ON: Personal qualities (adapted from McKimm et al. [32])**

The literature identifies a wide range of personal qualities required for leadership, such as integrity, humility, charisma, and the ability to communicate. The majority of the qualities linked with successful leadership can be summarised under three headings: resilience, emotional intelligence, and grit.

- **Resilience** is the ability to ‘bounce back’ from adversity or challenge [33].
- **Emotional intelligence** (EI) comprises a combination of self-awareness, empathy, social skills, self-motivation, and self-regulation [34].
- **Grit** is a combination of resilience, passion, hard work, perseverance, determination, and direction [35].

To be a ‘gritty’ leader you have to have a deep interest in what you’re doing, take opportunities to practise skills and show self-discipline, cultivate a conviction and purpose about your work (it has to matter), and have hope and confidence that you can do leadership as well as be a leader.

Alongside these personal qualities, leaders need **credibility** which can be developed as follows:

- Understand your **industry** (e.g. medical or health professions education) in the wider socio-cultural, political, and economic context. This will help you keep abreast of trends and policies that might affect the education you provide and help you identify and seize opportunities.
- Educational leaders need a sound understanding of **education systems** – structures, funding, and programmes – and possess a theoretical educational knowledge.
- Become an **expert** in a specific area, project, or initiative. This helps to build credibility particularly when your power and influence is relatively low because of position in the organisation and professional hierarchies.
- Understand your **strengths and weaknesses**, this helps you to build effective teams by compensating for your deficits, and structure your leadership development.
underpinned by explicit values or concepts’ [39]. Although leadership and management are practical activities, theories can help inform and influence practice by suggesting new ways to do things and frameworks or lenses through which events, interrelationships, and situations can be seen. Pragmatic decisions might appear to be common sense, but ‘common sense’ is grounded in assumptions, limitations, a view about an organisation, and a particular frame of reference. ‘Theory-for-practice’ [40] encourages us to look at organisations and relationships in a different light, helping us interpret and make sense of complexity and ambiguity, and make relevant and informed management and leadership decisions.

Most of the theory and research on educational management and leadership relates to the context of schools and colleges, with very little in the context of the education of health professionals. However, the broader research is useful in helping us look at the organisations and relationships involved in delivering medical education.

Bush and Glover [41] describe a typology of management models, building on previous work by Leithwood et al. [42] This framework is shown in Box 37.3. As discussed above, we believe that effective leadership, management, and followership are inextricably intertwined. For the remainder of this section we will consider general leadership and organisational theories relevant to the six management paradigms listed in Box 37.3. On the way, we will also consider the applicability of each model to the leadership and management of health professions education.

**Formal Management**

Formal management models view educational organisations as hierarchical, bounded bureaucratic systems with an official structure — often represented by an organisational chart — and relationships characterised by virtue of the legitimate authority vested in them. Managerial decisions are seen as objective, rational, and goal oriented. Leaders have positional power over those beneath them but are accountable to internal and external bodies or committees, such as the senate, councils, or boards.

Theories drawn from structural or system sociology underpin these managerial models, most notably the concept of bureaucracy. Weber [43] describes a bureaucratic organisation as existing to achieve established purposes, with work best achieved through specialisation, division of labour, coordination, and control — a description that sits well with contemporary education organisations.

In **managerial leadership**, leaders are responsible for:
- setting goals and ensuring the organisation reaches the goals
- maintaining the integrity of the educational structure and working within it using power and authority to the organisation’s advantage
- ‘bounding’ the system in alignment with how the organisation sees the relationship with the external environment.

In these (leader-centric) models, leaders are often seen as holding much of the organisation’s power and are expected to make decisions based on their own knowledge and expertise. In practice, most organisations invest power and authority across a senior management team rather than in a single leader, thus ensuring that the hierarchy stays in place and that the formal systems, structures, and procedures are maintained. These ‘Apollonian’ [44] structures can provide a platform for the ‘hero’ leader; indeed, in education, such a figure may actively be sought out. Universities, for instance, often invest a huge amount of time, energy, and resources in seeking out the best new vice-chancellor. Storey notes that in a managerial organisation: ‘The need for leadership is often addressed in terms of the “reputational capital” that a celebrated leader can bring … this is very interesting and revealing because it highlights the importance of stakeholder perception’ [10].

In reality, modern educational organisations are complex and ‘messy’; professional staff expect to be consulted and involved in decision-making; goals are difficult to state and measure, as many of them are long term; and individuals do not necessarily behave in a prescribed way. In medical and health professions education, additional areas of conflict arise because many individuals have authority and power in one arena — for instance, in their role as a consultant clinician — but may have little organisational power or authority in an academic setting. This, coupled with traditional power discrepancies between the professions in terms of authority, accountability, status, and reward, lead to additional tensions in health care education organisations that do not exist in schools, colleges, or other university departments.

So, while it is recognised that bureaucracy may be an appropriate organisational model for educational management [45], inherent weaknesses exist — predominantly a tendency for the organisation to become preoccupied with the maintenance of its own structure and processes (rules, regulations, and procedures), thus forgetting its original educational purposes or relegating them to a position of subordinance [46]. Another general criticism is that bureaucracies are deprofessionalising, stripping away the autonomy of practitioners [47]. If the leader focuses too much on the system and its underpinning processes, and forgets to balance this with paying attention to the teams and individuals that work in the organisation, then there is risk of over-management and lack of creativity and responsiveness to change.

Minztberg [48] dissects organisations into five generic components and in doing so identifies a simple organisational taxonomy, namely organisations as:
- a machine bureaucracy
- a professional organisation

### BOX 37.3 Typology of management models (adapted from Bush and Glover [41])

- Formal
- Collegial
- Political
- Subjective
- Ambiguity
- Cultural
• an entrepreneurial start-up
• an adhocracy.

A machine bureaucracy can be conceptualised as a factory or production line, pumping out a standardised product under instructions from management. In the entrepreneurial start-up, the owner-manager takes the strategic decisions while remaining hands-on in the day-to-day business of the organisation. The adhocracy is an ambiguous and organic form in which structural elements combine, disassociate, and recombine to address complex problems. Health care education tends to be structured in professional bureaucracies, and this has profound implications for management and leadership.

In a professional organisation, Mintzberg suggests that a small strategic apex, assisted by a supportive technostructure and staff, manages through a small middle line a large operating core of professionals. For the coordination of its work, a professional bureaucracy relies on the standardisation of skills through training and indoctrination, and although the operating professionals have considerable control, the standards to which they perform are set outside the structure of the organisation, usually by a self-governing association of fellow professional organisations. The professional tends to resist rationalisation of their skills as this drives the structure towards that of a machine bureaucracy, thus destroying professional autonomy. Organisational strategy in the professional organisation is represented by the cumulative effect over time of multiple projects or initiatives undertaken by its members. As a consequence of these characteristics, the professional organisation tends to be rather inflexible, good at producing a standard unchanging product, but ill-suited to adaptation. Response to change is slow – evolution as opposed to revolution – and ‘top-down’ calls for reform are usually resisted.

In a professional organisation operating in a collegial management model, leaders and managers are seen to sit ‘alongside’ colleagues rather than manage from ‘above’ [49] even though the organisational charts may portray otherwise. Collegiality assumes a common set of values, an authority of expertise, and decisions reached through a process of discussion leading to consensus. Collegiality has been shown in mainstream education to improve the quality of decision-making, to bring about more effective implementation, and, perhaps most importantly, to be the type of management teachers want [50].

Unfortunately, as will be apparent, collegial management in the public sector is in conflict with the prevailing bureaucratic culture, a conflict heightened by governmental pressures for increased output and greater public accountability.

**Collegial Management**

The collegial management model is normative, predicated upon members of the organisation sharing beliefs, values, and norms and that decision-making is made democratically. However, this belief is often illusory rather than grounded in reality, and leaders need to spend time ensuring that consultation and participation in decision-making is real. They need to seek out and clearly define the beliefs and values that individuals and groups from different professional backgrounds share. Collegial decisions are founded on expert authority.

The collegial model is highly appropriate for small professional organisations. Larger units, such as universities, also retain many elements of collegiality in that they have extensive committee structures to facilitate representation and participation, and academic autonomy and freedom are valued at the ‘bottom-up’ approach. However, there has always been a separation between academic and non-academic staff and the right to participation in decision-making that these roles enjoy. More recently, universities have been described as moving towards a more ‘top-down’ managerial model, partly in response to increased competition in a global marketplace. This shift also enables clear organisational goals that ‘fit’ all disciplines and professional groups within the educational organisation to be agreed. It has also led Hargreaves to describe the emergence of a phenomenon widespread in the public sector, that of ‘contrived collegiality’ [50], consultation without the possibility of control.

The management model of collegiality leads us to consider transformational, participative, and relational leadership models, all of which rest on the notion of the leader as ‘first among equals’ [51], utilising the skills of influencing, negotiation, listening, facilitation, and consensus building rather than acting in the role of a commanding and controlling hero leader. Such leaders are aware of the complexity and interactivity of decision-making processes and are able to recognise and harness the expertise of the professionals whom they lead, as well as demonstrate sensitivity towards the ‘informal codes of professional practice which govern expectations’ between the leader and his or her staff [52].

A number of what have come to be known as ‘new paradigm’ models of leadership [31] emerged in the 1980s. New paradigm models depict leaders as managers of meaning rather than in terms of the way they influence processes. Such leaders define organisational reality through the articulation of a clear vision and its supporting values, a major re-interpretation of leadership from an authority relationship (sometime referred to as transactional leadership, which may or may not involve some form of pushing or coercion) to a process of influencing followers by inspiring them, or pulling them to a vision of some future state. This new form of leadership is called transformational leadership because such individuals are said to ‘transform’ followers [53].

Transformational leadership is characterised by the ‘4 I’s’ of Bass and Avolio: [21]

• idealised influence
• inspirational motivation
• individualised consideration
• intellectual stimulation.

Transformational leadership and its near relatives, interpersonal and relational leadership, are rooted in the philosophical belief that meaning is socially constructed. Grint describes the ‘constitutive approach’ as one in which leaders not only mould followers’ interpretation of the environment but also present it as being the correct interpretation [54]. This is one of the critiques of transformational leadership, in that leaders may be tempted to manipulate meaning to suit their own ends. Writers such as Maccoby [55]
highlight that there is a dark side to such charismatic leadership, that of the narcissistic leader, who can challenge change and disrupt the status quo but also can be arrogant and grandiose, thriving on risk and seeking power, glory, and admiration. A wave of corporate scandals over the last 20 years has served to highlight the dangers of a narcissistic leader. Further on in this chapter, we shall see how the concepts of values-led and servant leadership help to compensate for some of the possibly negative aspects of the transformational approach.

Another post-charismatic model of leadership is described by Fullan [56], a model based around embedded learning, devolved leadership in teams, and learning as a product of confrontation, mistakes, and experimentation. Practice is made public in a collaborative culture.

Distributed leadership or ‘leadership at all levels’ is currently receiving considerable attention in education and the health care sector [57] though not without critical challenge [58, 59]. The case for distributed leadership is made on the basis of the following:

• a belief in leadership teams: a team being a more effective unit than an individual
• the fact that as organisations become more complex places to manage and lead, there is a need for leadership at all levels, with ‘coherence making’ [29] as everyone’s responsibility
• the development of pools of talent, from which tomorrow’s leaders may be drawn.

A related model is that of collaborative leadership, focusing on a commitment to partnership working for the good of service users, which draws on many of the approaches outlined above. However, it also demands a specific set of qualities and behaviours. Collaborative leadership shares the burden but also shares the power and resources. This requires that: ‘… collaborative leaders are personally mature. They have a solid enough sense of self that they do not fear loss of control’ [60]. Above all, collaborative leaders must listen, and be seen to do so. As van Zwanenberg notes: ‘The person in a position of leadership who is not open to actively listening, questioning, and reflecting in a very conscious way will be judged as a hypocrite if they continue to talk the language of partnership …’ [61].

All of the above models value human capital and the development of sustainable organisations, and for leaders and managers this has a clear message. An effective organisation will align the motivational goals of the individual employee with its own needs, not only to motivate employees but to avoid risk. A strong organisation is resilient and (through the people involved in its activities) can respond appropriately to internal and external change. The consequences of poor role/person fit are profound, and Argyris [62] found that, over time, frustration intensified, leading to absenteeism, psychological withdrawal, restriction of output, feather bedding, sabotage, and formation of power groups to redress the balance. The alternative strategy was to climb the hierarchy to what was perceived to be a better job and perpetuate the whole process.

To summarise a wealth of literature on the human side of organisations, successfully led organisations empower employees and invest in people (see Box 37.4).

<table>
<thead>
<tr>
<th>Box 37.4 Leading through people</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Empower employees</strong></td>
</tr>
<tr>
<td>• Redesign work</td>
</tr>
<tr>
<td>• Provide autonomy</td>
</tr>
<tr>
<td>• Encourage participation</td>
</tr>
<tr>
<td>• Focus on job enrichment</td>
</tr>
<tr>
<td>• Emphasise teamwork</td>
</tr>
</tbody>
</table>

**Political Management**

Power flows in educational organisations through three main conduits, as follows:

• bureaucratic processes (boards, committees, management hierarchies)
• collegiality (consensual decision-making informed by expert knowledge)
• micro-politics [63] (negotiation, bargaining, conflict, subterfuge).

The potential sources of power in organisations have been analysed by a number of theorists [63, 64]. Hoyle [40], for instance, has distinguished four main types, as follows:

• structural – power as the property of office
• personality – charisma and ‘the aura of authority’
• expertise – which includes access to information as well as specialised knowledge
• opportunity – power through the occupancy of key administrative roles.

Politics then is ultimately about the deployment of such resources through the wielding and yielding of power and the day-to-day interactions of people and their ideologies. Sometimes, considerable power resides in the lowliest of roles, such as the hospital laundry worker or switchboard operator. Authority [65] is a related concept, differentiated from power in Box 37.5. Baldridge’s work on universities in the USA [51] highlights the role that interest and pressure groups have on influencing decision-making and forcing change. His model of how policies emerge is iterative and dynamic: competition for scarce resources leading to formal and informal groupings jostling and positioning themselves for control, with power accruing to dominant coalitions. Personal and professional interests feed into the melee, the former in relation to status, working conditions, and reward, and the latter to gain commitment to particular ways of working, curricular models, teaching and learning methods, or student groupings.

Hoyle describes how educational leaders can adopt political strategies to achieve their aims [40]. These include dividing and ruling, co-optation, displacement, controlling information, and controlling meetings, with the last of these strategies achieved through the dubious strategies of rigging agendas, losing recommendations, lobbying members of the group, invoking outside bodies, or massaging minutes.

The exercise of power is also a major preoccupation of transactional leadership, a leadership model based on the following four assumptions:

• people are motivated by reward and punishment
• social systems work best with a clear chain of command
has similarities to the subjective model in that different ing individual and collective meanings.

dialectic, with interdependence between constantly chang‑

collective as a ‘chasm’, whereas others see it more like a

individuals rather than the organisation; some see the ten ‑

bers. Different writers vary in the emphasis they put on

members and exist only in the experience of those mem ‑

and activities have different meanings for each of their

socially constructed view, organisations’ structures, people,

are derived from their background and values. In this

ple within them’. Participants are thought to interpret situ‑

which ‘assume that organisations are the creations of peo‑

leadership and management are two distinctive and complemen‑

necessarily better than management or a replacement for it: rather

leadership and management are two distinctive and complemen‑

aries. Both are necessary for success in an increasingly complex and volatile business environment [8, p. 103].

Subjective Management

Bush [1] describes subjective management models as those which ‘assume that organisations are the creations of people within them’. Participants are thought to interpret situations in different ways, and these individuals’ perceptions are derived from their background and values. In this socially constructed view, organisations’ structures, people, and activities have different meanings for each of their members and exist only in the experience of those members. Different writers vary in the emphasis they put on individuals rather than the organisation; some see the tension between the individual perspective and organisational collective as a ‘chasm’, whereas others see it more like a dialectic, with interdependence between constantly changing individual and collective meanings.

Post‑modern leadership is a relatively undefined concept; it has similarities to the subjective model in that different actors are seen as bringing multiple meanings and realities to any organisation or situation. ‘Situations must be under‑

stood at local level with particular attention to diversity’ [68]; this emphasises the fluid and ‘chaotic’ nature of contemporary society in which power is enacted (ibid) through all members, thus leading to empowerment. Leaders need to rely on their skills as interpreters of meaning articulated in different ways by multiple stakeholders. The hero vision‑

ary does not fit in the post‑modern world; leaders need to listen to, and focus on, people as individuals with their own world views.

Ambiguity Management

Ambiguity models emphasise organisational change, uncertainty, and unpredictability. Organisational goals, systems, and processes are seen as unclear and not well understood, and participation in decision‑making is fluid as individuals opt in and out. Organisations are character‑

ised by fragmentation and ‘loose coupling’ [69], particularly educational organisations in which members have a high degree of autonomy and discretion. The most famous of the models is the ‘garbage can’ model described by Cohen and March [70] in their research into colleges and universities, identifying that decisions are the result of fluid processes in which problems, solutions, participants, and choice opportunities all interact to generate outcomes or decisions.

Gilbert [71] defines situational or contingent leadership as ‘an approach based on the commonsensical idea that there will be interactions in most situations between the leader’s attitude and attitudes, the tasks to be undertaken, the strengths and weaknesses of the team and the environment in which the leader and team have to operate’. Contingency leadership models see leaders as having to adapt their stance and style to the particular situation rather than seeing one leadership approach as being the ‘right’ one.

• authority resides within line management
• subordinates are there to do what their manager tells them.

Leadership of the transactional variety starts then to look very much like management, a similarity emphasised by Kotter [66], who asserts that transformational leadership is about strategy and people, whereas transactional leadership revolves around systems and resources. Kotter, though, is also clear that both these leadership paradigms are needed in an effective organisation.

Leadership is different from management, but not for the reason people think. Leadership isn’t mystical and mysterious. It has nothing to do with having charisma or other exotic personality traits. It’s not the province of the chosen few. Nor is leadership necessarily better than management or a replacement for it: rather leadership and management are two distinctive and complementary activities. Both are necessary for success in an increasingly complex and volatile business environment [8, p. 103].

BOX 37.5 FOCUS ON: Power and authority

The relationship between power and authority is not straightforward. It is perfectly possible to have one without the other. Power, as has been described, is about the control and manipulation of scarce resources – whether they be physical, economic, knowledge‑based, or to do with personal qualities [3]. Authority relates to the right, or perceived right, to exercise power.

According to the economist and sociologist Max Weber [67], all leaders are surrounded in a myth of superiority that derives from three forms of legitimate authority: charismatic, traditional, and rational–legal domination.

Charismatic domination derives from the personal qualities of the leader. Many religious leaders, and some political ones, derive their authority from this form of domination.

Traditional domination relates to positions that preserve long‑established values and social relationships. The UK Royal Family have authority, not necessarily because of charisma but because an otherwise meritocratic society allows them to continue to adopt that social position derived purely from inheritance.

Rational or legal domination is the most advanced, and relates to authority as a function of delegated power within a bureaucracy. Those in authority give orders (and expect to be obeyed) because their office gives them the right to give orders. However, there is a context‑specific element to this, and orders are only to be obeyed if they are relevant to the situation in which they are given. The head of your department or school has rational–legal authority, and who knows, may also have charisma …

Power in educational institutions may go hand in hand with authority, such as those budgetary decisions made by the dean, head, principal, or executive board. However, power in organisations is often wielded without authority through a process of ‘influence’ and micro‑politics.
Throughout professional life, the importance of undereducation these abound as part of the undergraduate ceremonies, and rituals. Symbols are central to the conversation develops norms and traditions—'the way we do things around here'—which are reinforced by symbols, and adversity. Organisational culture can be influenced in a variety of ways. The academic trappings (gowns, maces, medals, crests, etc.) adopted by many professional organisations in medicine are good examples of how cultural expression serves to define, or brand, an organisation. Small changes in culture make big differences, and it is the leader’s responsibility to pay attention to the detail as well as the big picture. Quite often, the solution to an underperforming organisation is not to undertake a massive restructuring exercise but to change the organisational culture. Paraphrasing the theories of Edgar Schein [74], Figure 37.2 illustrates the levels at which this must be undertaken.

Leaders also need to be aware of how changing demographics and widening participation impact on organisational and professional cultures; issues concerning gender, race, ethnicity, and class can lead to a need to reframe cultural norms and values. Leaders may well have to deal with uncomfortable moments as once-dominant ideologies and positions are challenged and come under scrutiny.

Leaders with a strong ethical and values-led approach, which acknowledges cultural shifts and responds appropriately, will be more effective than those who operate merely on exchange transactions. Such person-centred, values-driven, or moral leaders need to ensure that their central values accord with those in the educational organisation, or there will be dissonance and discomfort for all those involved. In times of financial hardship and competing agendas, maintaining integrity and an ethical stance can sometimes be very difficult, particularly so if we do not fully know ourselves. Such self-knowledge features large in the writings of Daniel Goleman on emotional intelligence. Goleman [34] argues that in order to be successful in dealing with others, it is important to have effective self-awareness, control, and management of your own emotions, and a deep understanding of your own goals, responses, and behaviour patterns.
Personal values and concern for others are also at the heart of Greenleaf’s servant leadership [75], where, as Collins puts it, ‘professional will is seen alongside personal self-effacement’ [76]. The difference between the servant leader and other forms of leadership is that the servant leader is ‘serving first … It begins with the natural feeling that one wants to serve, to serve first. Then conscious choice brings one to aspire to lead’ [75]. The primacy of serving a higher purpose has made Greenleaf’s approach popular in the church and not-for-profit sectors, and the central concept of ‘stewardship’ sits easily alongside the drive to develop sustainable organisations and embed succession planning through the diffusion of leadership throughout the organisation. Both private and public sector organisations are increasingly recognising the importance of a diverse workforce. Taking an inclusive leadership approach makes sound business sense and helps generate fresh perspectives and the sense of belonging that most followers need [77].

Central to these leadership approaches are a strong sense of social accountability and responsibility, a systems perspective, and an awareness of unconscious bias in interacting with, recruiting, and rewarding others. The Linkage Inclusive Leadership Model [78] for example, identifies three key areas of focus for inclusive leaders:

- **Leads self** – they minimise unconscious biases through candid conversations and being personally vulnerable and open to learning.
- **Leads relationships** – they build relationships with people by networking, adapting their style to others and encouraging others’ development, competence, and confidence.
- **Leads culture** – they build a safe, respectful, and trustful culture and work environment that allows people to be their true selves.

One particular values-led approach that is particularly relevant to medical education is that of instructional leadership, which Bush describes as ‘focussing on the direction rather than the process of leadership … with a firm emphasis on the purpose of education and the need to focus on teaching and learning as the prime purpose of educational institutions’ [1]. In professional education there is a renewed focus on teaching and learning and in supporting teachers’ professional development, e.g. in the establishment of bodies such as the UK Academy of Medical Educators [79] and in the appointment of senior managers in health care organisations and universities with named responsibilities for ‘teaching and learning’ or education.

**Leading Teams**

Recent thinking has shifted the leadership focus back from whole organisations to distributed leadership involving ‘followers’ working within small groups and teams [57, 80]. Team building has long been a part of organisational and professional development activities. Manz and Sims suggest that a new management style will be needed for team-based organisations – *super-leadership* – with the locus of control shifting from the leader to the team [81].

Teachers use team-leading and team-building concepts all the time when they are managing groups of students and trainees, and the majority of teacher training programmes include small-group teaching, looking at the role of the teacher as facilitator in helping a group achieve its outcomes in terms of both task and process. In educational leadership, aspiring or existing leaders can draw on their educational expertise and use their skills in a transferable way with the teams they are leading.

Research by the UK Government’s Performance and Innovation Unit [82] suggests that the climate within a given team can account for up to 30% of its performance and that the leader of the team has a primary role in creating the appropriate climate. The climate of a team is difficult to break down into its component parts, but includes elements such as levels of personal autonomy, adequate reward and recognition, and clarity of roles and boundaries. The converse has also been identified in what West and Lyubovnikova [83] refer to as ‘pseudo-teams’, groups that lack reflectivity, interdependence, and shared objectives. An effective leader then will need an understanding of the nature of teams, the necessary conditions for them to function well and be able to achieve a balance between individual members’ needs, the task, and team processes [20]. Team leaders need to have certain behaviours that facilitate teamworking. Kozlowski et al. [84] identify the following helpful behaviours:

- developing shared knowledge among team members
- acting as a mentor
- instructing others
- facilitating group processes
- providing information
- monitoring performance
- promoting open communication
- providing goals
- allocating resources efficiently

Other skills include the ability to lead participative meetings, listening skills, the ability to handle conflict,
group-centred decision-making skills, team-building skills, and coaching and developing skills.

Teams are dynamic units that are constantly evolving, and this evolution involves a number of identifiable stages, famously identified by Tuckman [85]. The stage at which a team finds itself – forming, storming, norming, performing, or mourning – is directly related to the quality and quantity of its output. A team leader needs to know which stage his or her team is at and support the team through its various transitions.

For a team to achieve its potential, it is also essential that the operational roles of its members are matched as closely as possible to their individual working and social style. People function within teams in different ways, but these can be identified using a range of tools and roles can be allocated accordingly to ensure that the team reaches its full potential. Belbin [86] famously classifies individual behaviours in teams into nine distinct ‘roles’ – observable tendencies of individuals to relate with their colleagues and contribute to the team (see Box 37.7). Such team roles are tendencies, not fixed patterns, and most team members will have at least one secondary tendency. Not every team will have all roles at its disposal, but Belbin’s research found that teams that did, tended to perform more effectively. From this perspective, no single team role is more important than another and the potential weaknesses of each role should be seen as allowable. Successful teams thrive on their diversity and allow members to play on their strengths. The task of the leader is to exploit the strengths, allow for the weaknesses, and exploit the natural motivation that an understanding of the needs and capacities of everyone in the team engenders.

**Leading Change**

Like leadership, change is an elusive concept, and the literature on change and change management is vast [87–89]. As a working definition, change can be considered as the transformation of an individual or a system from one state to another, a process that may be initiated by internal factors or external forces or both. An understanding of the nature of change and change management is essential for any educational leader, none more so than those who work in the health sector. Behind every effort to lead change is a set of assumptions or theories, whether implicit or explicit, about how to bring that change about. In considering recent developments in health care education, we wish to emphasise a shift in the conceptualisation of change and change management that has occurred in recent years.

Mintzberg [90] summarises this shift in thinking in arguing that change can be thought of as either a pre-planned and predictable event or alternatively as an open-ended, ongoing, and unpredictable process aimed at aligning and realigning in response to a changing environment. Early attempts at delineating change, such as that of Lewin [91], focused on defining phases or stages of the process that might be managed before moving on to the next. Lewin’s model describes unfreezing the present situation, a transition stage, then moving to a new situation and refreezing.

**BOX 37.7 Belbin team roles [86]**

<table>
<thead>
<tr>
<th>Role</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>Co-ordinator</td>
<td>The ‘chairperson’. A good team captain. Involves all team members and plays a mediator role in discussions. Co-ordinates work rather than doing it.</td>
</tr>
<tr>
<td>Monitor evaluator</td>
<td>The ‘critic’. Evaluates everything carefully, seeing both sides of every argument. Cold and objective. Can be perceived as negative and/or unenthusiastic.</td>
</tr>
<tr>
<td>Implementer</td>
<td>A ‘doer’. A reliable worker who puts ideas into action and gets on with it. May not be very imaginative or flexible.</td>
</tr>
<tr>
<td>Completer</td>
<td>The conscientious details person. Pays attention to detail and completes the job. Can be a worrier.</td>
</tr>
<tr>
<td>Resource investigator</td>
<td>The ‘networker’. The group’s ambassador and detective, making friends and tracking down information and resources. Initial enthusiasm can fade before the project is completed.</td>
</tr>
<tr>
<td>Teamworker</td>
<td>The ‘peacemaker’. Lubricates the team with diplomacy and helps keep the team working effectively. Everybody’s friend. Can be indecisive.</td>
</tr>
<tr>
<td>Specialistic</td>
<td>The ‘expert’. Provides technical or other specialist knowledge to the team. Input is usually restricted to their own specialism.</td>
</tr>
</tbody>
</table>

This approach would apply to the development and implementation of a new curriculum. Bullock and Batten [92] similarly define a four-stage model of exploration–planning–action–integration. Implicit in both, and indeed in many other models, is the constancy of both the existing and the new state and the assumption that, given the appropriate skills and resources, the movement to the new state can be brought about in a controlled manner. Yet more models of change emphasise the problem-solving approach of problem identification, solution generation, choice of solution, implementation, and evaluation [93, 94], again stressing a rational, linear progression through the change process.

More recently, there has been acceptance that a rational approach to change will only get you so far, and that it is change, not stability, that is the steady state.

House [37] notably outlines a trilogy of perspectives on educational change: technological, cultural, and political. Not only does this provide a useful model for the analysis of change events but it acknowledges the importance of issues
other than the innovation itself, particularly how innovations are interpreted and integrated into their destination social fabric (the cultural perspective) and how power, authority, and competing interests are played against each other (the political perspective). That is not to say that a techno-rational approach to change is wrong, but, as we have discussed, having multiple perspectives or frames [95] through which to examine problems enables a richer repertoire of management strategies to be deployed.

The second emerging theme is the acceptance that change is here to stay. Furthermore, as Fullan points out, ‘it is a mug’s game to hope for the speed of change to slow down’ [96]. Change and reform in education and health services have become a way of life. In recent years, seemingly disconnected and often conflicting policies have rained down on health and education professionals with increasing rapidity as politicians attempt to make their mark in a rapidly revolving political cycle. However, this is not a new phenomenon, and Baker has concluded after a lifetime of study of educational reform that: ‘Planned change for (educators) is not the cumulative development of a comprehensive strategy. Rather, it is “one damned thing after another”’ [97].

**Leading Systems**

Multiple perspectives on change and the ‘acceleration of just about everything’ [98] are then acknowledged features of our social era, a period that has been labelled variously as post-modernity [99], late capitalism [100], and the informational society [101]. These key features have led naturally to an interest by social scientists in complex systems. Indeed, Hargreaves et al. [102] adds a fourth ‘post-modern’ perspective to House’s original typology, acknowledging complexity – alongside two other characteristic elements of late capitalism, consumerism and diversity – as a key feature of twenty-first century educational change. New paradigms of change management are developing borne out of the language of chaos and complexity theory, offering insights into the nature of emergence, innovation, learning, and adaptation [103].

Human systems have a tendency to avoid the onset of chaos if at all possible. Sometimes, this occurs to such a great extent in organisations that stability and equilibrium set in, leading to stereotypical patterns of behaviour and poor change responsiveness. However, the environment is sufficiently chaotic and elements within it sufficiently inter-related not to allow the state to persist for long, and an oscillation sets in between the twin pulls of the urge to maintain integrity (autopoiesis) and the impulse to explore and adapt to the changing environment.

In social systems, stasis occurs where there is a high level of agreement and an equally high level of certainty. Chaos ensues when there is neither agreement nor certainty. Between these two extremes lies an area of variable agreement and variable certainty, and this is the zone of complexity where anything is possible, the ‘swampy lowlands’ [104] wherein lie the really important problems worth grappling with.

Businesses [105], schools [50], and health care organisations [106, 107] have all been viewed as ‘complex adaptive systems’ where ‘order is not totally predetermined and fixed, but the universe (however defined) is creative, emergent (through iteration, learning and recursion), evolutionary and changing, transformative and turbulent’ [87]. Despite this constant disequilibrium, the complex adaptive system strives to create order out of chaos, constantly reorganising in response to the changing environment. Complex adaptive systems display ‘perpetual novelty’ [108] and a propensity for problem solving. So what does complexity mean for educational leadership?

Broadly, the literature identifies a spectrum of possible ways that leaders might interact with a complex system, ranging from the descriptive to the manipulative [107] (see Figure 37.3). At the interactionist end of this spectrum are the systems thinkers of the 1980s who position themselves outside the system, recommending influencing it through judicious and thought-through interventions [109]. More nihilistic are academics such as Stacey [110], who see the leader’s role as one of articulating emerging themes and making tentative suggestions about what might be going on. Axelrod and Cohen [111] occupy some of the middle ground in their advice for those that seek to influence, to pay attention to internal processes, particularly those that foster variation, encourage interaction of system agents, and promote selection pressures. Alongside them, Johnson and Scholes [112] are two of a number of authors who advocate concentration on developing a culture in which more-or-less the right thing is then likely to happen, more of the time.

Across the spectrum, the message is the same, essentially a non-directive approach to change management, as Mintzberg and colleagues advise: ‘The best way to manage change is to allow for it to happen, to be pulled by the concerns out there rather than being pushed by the concepts in here’ [113, p. 324]. Pascale et al. [114] similarly advocate perturbing the system and standing back to observe the results. Fullan [29], too, countenances ‘never a check list – always complexity’.

Fraser and Greenhalgh [115] summarise a number of complexity concepts applicable to education and training, as follows.

- Neither the system nor its external environment is, or ever will be, constant.
- Individuals within a system are independent and creative decision makers.
- Uncertainty and paradox are inherent within the system.
- Problems that cannot be solved can nevertheless be ‘moved forward’.
- Effective solutions can emerge from minimal specification.
- Small changes can have big effects.
- Behaviour exhibits patterns (that can be termed ‘attractors’).
- Change is more easily adopted when it taps into attractor patterns.

Both Fraser and Greenhalgh and Fullan acknowledge the complex nature of educational change and that self-organisation of an educational system can occur given minimal direction. Both also acknowledge the
importance of attractors or traits within systems that set the direction for this self-organisation. Values, principles, goals, theories, and leadership can all act as attractors, pulling together ideas, information, people, and energy in generating new and emergent patterns.

**Setting Direction**

As we identified earlier, one of the key features of leadership, as opposed to management, is the setting of direction through the articulation of a vision and the development of a strategy.

Strategy, though, is a word that has multiple meanings concisely summarised by Mintzberg et al. [113], namely:

- *a plan* – a guide to take one along a path from a current state to some future state
- *a pattern* – a consistent pattern of behaviour
- *a position* – the location of a particular product in a market
- *a perspective* – a way of interacting
- *a play* – a tactic designed to outwit a competitor.

Also, one, some, or all of these constructions may be employed in the process of strategic planning.

Strategic planning has a number of functions. It sets direction, focuses effort, defines the organisation, and provides a consistency of approach and behaviour. However, there are downsides, as a strategic plan, beautifully written and long in gestation, may encourage ‘groupthink’, blindsiding the leadership of an organisation to new opportunities. Consistency, too, is not always desirable, as it may serve to overlook the rich diversity within any organisation. A strategic plan needs therefore to be flexible enough to take into account changes in the environment or new ideas and ways of doing things that emerge during the plan’s lifetime.

The classic model of strategic planning traces a journey from a vision (often expressed as ‘purpose’ or a ‘mission’), through aims, objectives, and action plans, to monitoring arrangements (see Figure 37.4). It is a pathway underpinned by the expressed and (one hopes) lived values of the organisation.

To be successful, strategic planning needs to take account of the views of all stakeholders. For a medical school department, these might include the university, students, teachers and tutors, the hospital, the local postgraduate organisation, other medical schools, patient groups, professional bodies, and regulators. Taking people with you is key, and to settle on a strategic direction too early in the process is fraught with danger. In Claxton’s words, ‘slow knowing’ is the key: ‘One needs to be able to soak up experience of complex domains – such as human relationships – through one’s pores, and to extract subtle, contingent patterns that are latent within it. And to do that one needs to be able to attend to a whole range of situations patiently without comprehension; to resist the temptation to foreclose on what that experience may have to teach’ [116, p. 192].

Strategic planning should therefore have at its heart a reiterative process of evaluative analysis, a gauging and re-gauging of the operating environment of the organisation, canvassing the views of stakeholders, understanding trends, and developing an awareness of the shaping forces at work. Through this process, leaders may also act to ‘seize the future’ [2] as they work outside their own organisation to shape the key uncertainties that lie ahead. A number of approaches may be used to gather information to inform a strategic plan, and some of these are illustrated in Box 37.8. Current drivers in health professions education are listed in Box 37.9.

Having articulated a vision and, through an iterative process, agreed on a number of strategic aims or broad statements of intent, organisational objectives can be defined. To be effective, objectives should be SMART: specific, measurable, achievable, realistic, time bounded. Using project management techniques [117], tactics and action plans can then be developed to meet the stated objectives and plans can be put in place for monitoring and evaluation. Throughout this iterative process, the leader needs to ensure that at all levels, the strategic plan is concordant with the organisation’s agreed values. Without a strong backbone of values, a strategic plan becomes meaningless, and commitment will be lacking. In order to keep organisational values fresh and meaningful, they themselves should be reviewed and rearticulated on a regular basis.
Leading for Improvement

Donald Berwick, one of the great contemporary thinkers on health care improvement, defined what he called the ‘central law of improvement’ [120], namely, that every system is perfectly designed to achieve the results it achieves. From this, he developed the idea that real improvement can only occur from changing systems, not changing within systems. Effective leaders of improvement then, rather than exhorting or cajoling people to work harder within a system, challenge the very system itself and provide a vision of a superior alternative.

A simple model for achieving change that results in improvement – and change and improvement are not necessarily the same thing – asks three basic questions [121]:

- What are we trying to achieve?
- How will we know if a change leads to an improvement?
- What changes could we make that we think will result in improvement?

There are several leadership elements to these questions. Clarity about what is to be achieved is an absolute obligation on the leader, to set the aims and mission of the organisation or curriculum and to communicate these clearly. The more clearly aims are articulated, the greater the chance of them being realised.

The second of the questions relates to the measurement of outcomes, not as a way of instituting punishment or reward (e.g. star ratings and league tables) but as a means to learn. If we introduce (for example) this new assessment system, how will we know that it makes a difference? How will we know whether a problem-based learning curriculum will lead to better doctors?

Also, in an educational field full of self-determining professionals, a third key leadership task is to provide an environment that encourages innovation and experimentation. Constant small improvements that involve everyone in the organisation expand the available ‘gene pool’ of ideas and potential solutions. The ‘never-ending proposition’ of ‘coherence making’ [96] then becomes everyone’s responsibility.

Change-adept organisations empower their members and build capacity through personal and professional development. In a change-responsive organisation, blame is eliminated, innovation is encouraged, and there is an open environment of continuous improvement. In schools, promoting the professional development of colleagues has been found to be central in helping teachers cope with and instigate change [122]. And developing educational expertise and mastery helps emerging leaders to establish credibility. In addition, Lomax [123] suggests that a research perspective is needed, encouraging all staff to take a scholarly and constructively critical approach to their work. In this way, a professional learning community can be developed.

In developing a climate of continuous learning and improvement, we are in effect building a learning organisation. Learning organisations concern themselves with learning at all levels and place a high value on both individual and organisational development. As such, they are said to be quicker to adapt to change [124].
Improvement as described becomes predominantly a developmental issue and one of getting the organisational culture right. What if things go wrong? As discussed in the section above, rewarding people well, both materially and through positive feedback, is important in terms of motivation. However, there is a flip side to this. The leader who does not intervene when performance is slipping or praises contributions that are substandard, as well as those that are excellent, cheapens their positive regard and will lose the respect of their followers. Without clear and consistent standards to which followers are held accountable, praise and reward will have no value.

**Challenges for Health Care Education Leaders**

Leading in medical and education, especially at senior level, can lead to particular issues and challenges not encountered by those working in other educational...
disciplines or contexts. Developing and delivering education across professional, subject discipline, and organisational boundaries requires leaders to understand and be willing to work within different organisational structures, systems, funding mechanisms, cultures, norms, and values, and it is often difficult to straddle the clinical–academic 'divide'.

McKimm [125] carried out interviews with a small number of established leaders in medical and health care education in the UK and identified a set of issues and challenges consistently noted by the interviewees. Similar issues were also noted by Lieff and Albert [126] in their research on Canadian medical education leaders.

**Personal Issues**
- Maintaining an appropriate work–life balance is difficult, especially for those with domestic commitments.
- The culture of senior management practice in both clinical and academic life has impact on career progression for those with domestic responsibilities.
- Some women noted the existence of the ‘glass ceiling’ and impact of taking career breaks.
- Leaders who had trained as clinicians had to make decisions on how to manage both clinical and academic careers and when/if to leave clinical practice.
- Leaving clinical practice is tied in with maintaining leadership credibility.
- Aspiring leaders with non-traditional career backgrounds feel that they will be overlooked in consideration for senior management positions, especially at medical schools.

**Organisational and Cultural Issues**
- Many organisational barriers to leadership exist; leaders need to understand the culture and anthropology of their own organisation to succeed.
- Some leaders felt that their profession, discipline, or clinical specialty is perceived in a stereotyped or ‘less serious’ way by others, and this has impeded career development.
- Clinicians from some specialties may be better able to cope with the dual demands of clinical and academic life than those from others.

**Balancing Competing Agendas**
- An overwhelming issue identified is working within a rapidly changing and complex health care system.
- Dual demands of working in higher education (which is highly accountable) and the health services (subject to rapid change) put a strain on health care education leaders not found in other sectors of higher education.
- Tensions between management styles, cultures, values, and demands of higher education and health care organisations – a ‘crowded stage’ with multiple task masters.

**The Wider Agenda**
- Health care education leaders need to be aware of their influential role in changing and improving health care systems.
- Senior medical education leaders need an accessible forum for discussion of high-level educational change.
- Leaders need to be aware of the wider educational and health care agendas and help drive issues such as interprofessional learning and collaboration, promoting diversity and innovation in educational management and leadership.

The issues and challenges raised by the leaders in the studies highlight that most leaders in medical and health care education will at some point have to make decisions about their leadership direction and whether that lies predominantly in higher education, a clinical setting, undergraduate education, or postgraduate education. Many opportunities exist for leading at various levels and in different contexts in medical education. Becoming aware of the opportunities available and matching this to experience and capabilities are a part of the leadership journey, often revisited many times during a career.

**Leadership Development**
As Storey points out: ‘the public sector has … addressed the leadership development agenda in a particularly high profile and emphatic way’ [10]. In parallel with the shifting perspectives on leadership itself from trait and style, through task versus people, and transformational and other ‘new paradigm’ approaches, to the current position that explores what McDermott [127] calls ‘leadership from within’ (emphasising reflection, emotions, values, and openness to experience), traditional approaches to learning leadership from ‘experts’ have given way to experiential and learner-centred approaches. Learning capability is now seen as a key strategic resource, and leadership is seen as central to the development of ‘learning organisations’ [128].

In addition to the management and leadership programmes offered by universities and the health care

---

**BOX 37.9 Current drivers in health professions education [119]**

- Widening access and inclusivity
- Values-based selection
- Expanding student numbers
- Internationalisation
- Flexibility of programmes
- Technology-enhanced learning
- Increasing accountability for education quality
- Patient safety and quality improvement
- Workforce planning and education for a transformed service
- Reformulation of clinical roles
- Professionalisation of clinical education
- Global workforce challenges
- Financial constraint
sector, different professional groups have taken different approaches to leadership development, and a range of leadership development programmes are on offer to health care educators. Some of these emphasise the value of leadership development in an interprofessional context (learning from and with other professionals), but most are focused either on clinical leadership or strategic management and leadership development in higher education. Very few programmes exist that are discipline-based or that specifically aim to cross the health care/higher education divide.

Aspiring or current educational leaders can access a range of programmes to support their ongoing professional development. The most effective of these provide a mixture of strategic management and organisational and leadership theory coupled with practical exercises geared to the context in which the leader is or will be working. Many programmes use tools and exercises designed to deepen self-awareness and reflection and encourage support for individuals in the form of action learning sets, coaching, or mentoring. However, effective programmes need also to be longitudinal and oriented around individuals and the organisations in which they work [13]. For this to happen, management and leadership development must be embedded in the culture of every educational organisation. See Box 37.10.

BOX 37.10 HOW TO: Design a leadership development programme

The aim of leadership development can be viewed as ‘increasing the capacity of organisations and the people within them to better achieve their purpose’ [129]. An underpinning assumption of all such development is that the knowledge, skills, and behaviours required to lead can be learned. Commonly used interventions include courses, seminars and workshops, action-learning, multi-source feedback, coaching and mentoring, simulation, psychometric tools, elearning, and structured work-based experiences. What is important though, is not so much which interventions are deployed but how they are assembled programmatically. Swanwick and McKimm [13] propose a number of design principles for effective leadership development programmes, namely that they should be practical, work-orientated, supportive of individual development, link theory to practice, and build networks. Broadly the aim is to create a development offer rooted in real-world experience that supports a learner-centred journey of personal learning and transformation. Petrie [130] highlights two types of processes required to achieve this: horizontal development – the acquisition of skills, knowledge and new perspectives – and vertical development – in which a learner’s evolving sense of the world becomes ever more complex. He suggests that vertical development is achieved through three interlinked sets of activities; ‘heat experiences’ (taking people out of their comfort zone), ‘colliding perspectives’ (exposing individuals to differing views and opinions), and ‘elevated sense-making’ (making time for reflection and reframing). The most effective leadership development programmes are embedded within a culture of organisational learning and are linked to human resource practices that value the individual and recognise both performance and potential.

Conclusion

Leadership is one of those concepts that seems very easy to define, until you try to do so. This chapter offers an overview of the way in which leadership theory has developed over the past 50 or so years, illuminating some of the most influential concepts and indicating how these might apply to the health care education leaders of today and tomorrow. We have not had room to do justice to all the ideas surrounding leadership (or management or followership) nor have we explored some of the pressing issues facing leaders of diverse organisations, such as those concerned with gender or race.

We hope that this brief guide to leadership highlights what health care education might require of its leaders of the future: what kind of leader and what attributes, skills, and qualities those leaders might need to demonstrate.

If we are to develop a health workforce capable of delivering high-quality services in all areas, not just in pockets of excellent care, then health care education will require educational leaders at all levels who can manage as well as lead, and who can work effectively and collaboratively across boundaries to ensure equitable and sustainable services, even when resources and morale are low.

References


**Further Reading**


Index

absent group members 134
absolute standards 349
abstract conceptualisation 50, 51
academic career choice 478
Academy of Medical Educators (AoME) 103
accomplishment 78
accountability
increasing 4
social 102, 208
Accreditation Council for Graduate Medical Education (ACGME) 103
acquisition learning metaphor 51, 165
Activity Theory 60, 140
activity types in medical education 140–141
adaptive medical education model 14
ADDIE model 90–92
adhocracy 554
administrative support, assessment 285
adult learning principles 62–63, 541
implications for educational practice 63
incorporation into faculty development programme 542
relevance for faculty development 541
agenda-led outcome-based analysis (ALOBA) 366–368
altruism 16
ambiguity management 556–557
American Board of Medical Specialties Maintenance of Certification (MOC) framework 268–269
Multispecialty Portfolio Program 269
analysis of variance (ANOVA) 412, 419
andragogy 62–63, 167
assumptions 62
Angoff methods 349–350
anonymity 402
anxiety, medical humanities impact 232
appraisal 182, 444
apprenticeship 52
cognitive 53, 54, 167
expansive 171, 172, 174
aptitude tests 381–382
ARC model 48
ARCS model 93–94
motivational categories 94
art of medicine 223–224
artificial intelligence 17–18
assessment 4, 277, 291, 361, 414–415
choice of approach 277–281
acceptability 281
cost-effectiveness 280–281
educational impact 280
reliability 278
validity 278–280
clinical competence see clinical competence assessment
combining assessment methods 286–287
competency-based medical education impact 266
definition 444
diversity education 518, 521
formative see formative assessment functions 292, 362
future directions 287–288
historical background 291–292
instruments 281–285
Objective Structured Clinical Examinations (OSCEs) 282–283
oral examinations 283–284
simulated patients 282–283
workplace-based assessment 284
written assessment 281–282
see also specific instruments
interprofessional education 199–201
portfolios 258–260, 284–285, 294, 301
assessor training 258–259
clear rubrics or descriptors 259–260
feedback cycles 258
multiple informant involvement 258, 259
narrative information 259
portfolio structure and content 260
sequential assessment 259
professionalism 241–242
progress tests 29
qualitative methods 286–287
quality assurance 107–108
quantitative methods 286
compensatory model 286
conjointive model 286
partially compensatory model 286
remediation relationship 498
scheduling 280
simulation-based learning 156
standard setting 287
technology use 144, 285–286
administrative support 285
computerised testing 285
impact 18, 19
test analysis 285
unique computerised testing possibilities 285–286
see also clinical competence assessment; formative assessment; workplace-based assessment; written assessment
assessment centres 382–383
assimilation 78
Association for the Study of Medical Education (ASME) 3
Association of American Medical Colleges (AAMC)
Careers in Medicine web resource 473
Tool for Assessing Cultural Competence Training (TACCT) 523
associations, creation of 29
attention 27–28
lectures 115
audience response systems (ARS) 120
audit 391
audit trail 438
Australian Medical Student Association (AMSA), health and well-being policy 491
authority 556
autopathography 212
axiology 428
Balint groups 130
bedside teaching 124
behavioural assessments 504
behaviourism 153, 166
work-based learning 166–167
benchmarking 109
Best Evidence Medical Education (BEME) Collaboration 420, 459, 460, 540
big data 17–18
Big Five personality traits 382
Biomedical Admissions Test 382
blinding 411
blocked practice 29
blueprinting 292
assessment quality assurance 108
Objective Structured Clinical Examinations 338–339, 340
board certification 268
body donation 214
Bologna Process 8
Bookmark method, standard setting 350, 351–352
borderline groups method, standard setting 352–354
borderline regression method, standard setting 353

© 2019 The Association for the Study of Medical Education (ASME). Published 2019 by John Wiley & Sons Ltd.

569
boundaries, small groups 134
brain anatomy 24–26
brain imaging 25
brainstorming 127
briefing, simulation activities 157
bureaucracy 553–554
machine bureaucracy 554
burnout 17, 485, 486
see also learner well-being support
buzz groups 119, 127
Cambridge framework 209–210
careers support 473–474
academic career choice 478
leaving medicine 480
provision of support 474–475
alternative sources 480
quality improvement 474–475
responsibility for 474
psychometric testing 476–478
Medical Specialty Preference Inventory (MSP1) 477
Myers-Briggs Type Indicator (MBTI) 476–477
Sci59 Specialty Choice Inventory 477–478
use of results to assist specialty choice 478
specialty choice 475–478
students with unrealistic career plans 479
career planning 479
vocational psychology 479–480
developments 479–480
case review, in remediation 506
case study research 430
case-based discussion 324
assessment form 326
case-based learning 128
interprofessional education 197
case-control study 414
contact hypothesis 195
certification maintenance 268–269
cost 102
content validity 278, 417
context, Input, Process, Products (CIPP) model 446–447
contingent leadership 556–557
continuing medical education (CME) 266, 268
continuing professional development (CPD) 72, 84, 263
as quality assurance 103–104
competencies 265–267
physician professional development 267–269
self-directed learning 263–265
team-based 269–270
typology of outcomes 270
contrasting groups method, standard setting 352, 353
contribution analysis 449–450
cost 102
cost-effectiveness, of assessment 280–281
Creative Commons 147

adult learning principles
incorporation 542
buy-in promotion and marketing 542
commonly encountered
challenges 542–543
determining goals and
priorities 541–542
effectiveness evaluation and
demonstration 543–544
instructional design incorporation 542
needs assessment 542
offering a range of diverse educational
methods 542
preparing staff developers 543
understanding the organisational
culture 541
programme effectiveness 539–540
evidence 540
thetical frameworks 540–541
experiential learning 541
principles of adult learning 541
situated learning 541
workplace assessment 329
see also medical educators
FAIMER Institute 13
fairness, selection method 379
falsification principle 394
far transfer measures 24
feedback
formative assessment 364–369
discovery for 365–366
effective feedback 364–365
experiential learning 366–368
helpful and unhelpful feedback
368–369
medical educators 535
multisource (360°) feedback
284, 327
peer-to-peer 29
periodic feedback cycles 258
simulation-based learning 156–158
fellowships, medical educators 535
feminism 395
fidelity, simulation 155, 158
‘flipped classroom’ strategy 120
focus groups 107, 432, 433
programme evaluation 450
followship 551
forethought capability 39
forgetting 27
formal learning 165
formative assessment 330, 361–362
benefits of 363, 490
characteristics 362–363
combining formative and summative
assessments 371
curriculum 369
module design 369, 370
examples of 369–371
consultation skills in general
practice 370–371
hospital clinical placements 370
portfolios 371
feedback 364–369
education for 365–366
effective feedback 364–365
experiential learning 366–368
helpful and unhelpful feedback 368–369
student perspectives 364
teacher perspectives 363–364
four-component instructional design model
(4C/ID) 94–95
functional magnetic resonance imaging
(fMRI) 25

Gagné’s Nine Events of Instruction
model 92–93
instructional techniques 93
gap analysis 563
General Medical Council, UK, quality
assurance framework 105
general mental ability (GMA) tests 381–382
general practice, consultation skills 370–371
Generalisability Theory (GT) 279
global ratings 324
globalisation 13–14
international institutional
collaborations 14
international standards with local
applications 14
migration effects 13
sharing education concepts globally 13–14
goal setting
faculty development programme
541–542
learning goals 155, 256
portfolios and 256, 257–258
remediation 507–508
grounded theory 398, 430
group dynamics 130–131
harassment 486
hard knowledge 56
Hawthorne effect 433
health care team challenge (HCTC) 198
Healthcare Leadership Model 550
see also leadership
Healthtalk 212
hidden curriculum 53, 524
hierarchical linear models 419
high fidelity simulations 155
Hofstee method, standard setting 354
Hogan Development Survey 504
hospital clinical placements 370
human capabilities 39
humanities 223–224
definition 223
evidence 230–233
reframing expectations 233
incorporation into medical
curricula 226–230, 233
cross-cultural contexts 229–230, 231
formal approaches 227
informal approaches 226–227
professionalism and professional
identity 227–228
student perspectives 228–229
value of in medical education 224–226
hybrid simulations 156
ice-breakers 126
IDEA tool 301
Index 573

identity
  personal 242–243
  professional 227–228, 239–240
  formation 242, 243–246
  social identity theory 195
  implicit memory 114
improvement, leadership for 562–563
inclusion 515
indigenous learner support 492
industrial relations 166
informal learning 52, 165–166
  interprofessional 194
  informal supervision 182–183
  information access 17
  information technology (IT) 116
interprofessional education (IPE) 191
  international institutional collaborations 14
  International English Language Testing System (IELTS) 505
  Instructional design (ID) 89–90
  informed consent
  information technology (IT) 116
interprofessional education collaborative (IPEC) 200
  international standards with local applications 14
  International Association for Interprofessional Education (JAIPE) 200
  interaction 123
  methods 269
  interprofessional collaboration (IPC) 192
  Interprofessional Education Collaborative (IPEC) 200
  list of core competencies 197
  Interprofessional education (IPE) 191
  assessment 199–201
  benefits of 193–194
  curriculum 196–197
  definition and terminology 191–192
  delivery 197–199
  case-based learning 197
  interprofessional student teams 198
  online IPE 198–199
  problem-based learning 197
  shadowing 198
  simulation 197–198
  student-run clinics (SRC) 198
  design 194
  diversity of 194
  evidence 193
  facilitation 199
  interprofessional co-facilitation 199
  global developments 200
  interprofessional competency frameworks 197
  rationale 192–193
  theory 195
  see also interprofessional learning (IPL)
interprofessional learning (IPL) 131–132, 191
  formal 194
  informal 194
  learning spaces 196
  perceived demands of the learning context 195–196
  perceived relevance of 194–195
  serendipitous 194
  simulation-based learning applications 153
  see also interprofessional education (IPE)
  interprofessional teams 15
  interprofessional training wards (IPTW) 198
  interviews
  programme evaluation 450
  qualitative research 431–433
  selection 379–380
  item analysis 310–313
  item banks 285
  Item–Response Theory (IRT) 279, 351–352
Japan Association for Interprofessional Education (JAIPE) 200
jigsaw groups 127
journals club technique 127
key feature items (KFI) 308–310
key questions 106
Kirkpatrick’s hierarchy 446
knowledge
  declarative, measurement 24
  hard 56
  philosophical research perspectives 393–397
  constructivism 396
  critical theory 395
  participatory action research 397
  positivism 394
  post-positivism 394
  procedural 24
  soft 56
  tacit 247
  transfer of 24
  translation 54–55
knowledge syntheses 457–458
  conducting 461–467
  analysing and synthesising results 464–467
  defining the research question 462
  determining the knowledge synthesis type 462
  evidence for librarian inclusion 463
  identifying materials for inclusion 463, 464
  key data extraction 463–465
  recruiting the research team 462–463
  report 467
  critical consumers of 467
  reasons for 458
  types of 458–461
  narrative reviews 459
  realist reviews 461
  scoping reviews 461
  systematic reviews 459–460
  umbrella reviews 460–461
  see also literature reviews
knowledge transfer 24
  far transfer measures 24
  near transfer measures 24
  knowledge translation 54–55
ladder of patient involvement 209, 210
language skills assessment 505
large-group teaching 113
  strategies 119–120
  audience response systems (ARS) 120
  ‘flipped classroom’ 120
  promoting interactivity 119–120
  questioning 119
  transformative learning and 118–119
  see also lectures
late group members 134
lateralised brain hypothesis 25
leadership 549–550, 552–553
  challenges for health care education
  leaders 563–564
  balancing competing agendas 564
  organisational and cultural issues 564
  personal issues 564
  wider agenda 564
  change leadership 559–560
  leading for improvement 562–563
  charismatic 552
  collaborative 555
  contingent 556–557
  definition 550
  development 564–565
  direction setting 561
  distributed 555
  history of 551–552
  instructional 558
  managerial 553
  new paradigm models 554
  personal qualities required for 552
  post-modern 556
  situational 552, 556–557
  strategic planning 561–562, 563
  styles 557
  systems leadership 560–561
  team leadership 558–559
  transactional 555–556
  transformational 552, 554–555
  versus management 550–551
Natural Language Processing (NLP) techniques 301–302
near transfer measures 24
Nedelsky method, standard setting 351
networks of care 15
neural imaging 25
neural plasticity 31
neurotransmitters 26
Nine Events of Instruction model 92–93
instructional techniques 93
nominal group technique 119–120
programme evaluation 451
non-formal learning 166
non-parametric tests 419
norm-reference standards 349
novel disruptive elements 164

Objective Structured Clinical Examinations (OSCEs) 282–283, 336–338, 417
blueprinting 338–339, 340
educational impact 338
operational features 343
rationale 337
sequential testing 344
standard setting 338
station development 339–344
examiner training 340–342
piloting 340
real patients 342
simulated patient training 340
Objective Structured Long Case Examination Record (OSLER) 336
objectivism 393–394
observation, qualitative research 432, 433
observation skills, medical humanities impact 232
occupational health assessments 503–504
Office of Student Wellness 492
online courses 19
interprofessional education 198–199
ontology 393
constructivism 396
critical theory 395
participatory action research 396
positivism 393–394
post-positivism 394
qualitative research 428
open-ended questions 281–282
oral examinations 283–284
patient involvement in medical education 207
benefits and disadvantages 215
context 208–209
ethical issues 216–217
choice 217
confidentiality 217
concern 216–217
evidence 215
initiative development 216
levels of 210–214
cases and scenarios 210–212
institutional level 214
patient educators 213–214
patient teachers as equal partners 214
standardised patients 212–213
Objective Structured Clinical Examinations 342
patient representation 217
principles 216
priorities for action 218
research needs 218–219
scope of 209–210
Cambridge framework 209–210
ladder of involvement 209, 210
taxonomy of active involvement 210, 211
simulated patients 217–218
use in assessment 282–283, 342
theoretical considerations 215–216
Patient Opinion 212
patient safety 4
simulation-based learning applications 152
Patient Voices 212
patient-management problem (PMP) 299
patients 207–208
expectations of 16
relationships with, technology effects 18
simulated patients 152, 156, 217–218
training 340
use in assessment 282–283, 342
see also patient involvement in medical education; patient safety
pattern recognition 30
peer coaching, medical educators 535
Peer Review of Electronic Search Strategies (PRESS) guideline 463
peer support 488–491
peer to peer feedback 29
portfolio assessment 158
peer-assisted learning programmes 490
Pendleton’s Rules 366
performance, remediation and 497–498
Person, Process, and Context (PPC) model 265, 266
Person, Responsibility, Orientation (PRO) model 265
personal identity 242–243
Personal Qualities Assessment (PQA) 382
personalised learning 17
personalised remediation 499
personality
inventories 382
performance relationship 504
evidence 504
remediation and 507
PESTLE analysis 563
philosophical perspective 393
Physician Charter 16
physician professional development 267–269
PICO (Population, Intervention, Comparison or Context, Outcome) mnemonic 462, 463–464
piloting 340
plan–do–study–act (PDSA) cycle 330
political management 555–556
polytextual thematic analysis 435
Porter’s Five Forces model 563
portfolios 255
electronic (e-portfolios) 257
for assessment 258–260, 284–285, 294, 301
for monitoring and planning development 256–258
for setting learning goals 257–258
structure and content 258
goals and 256
open 256
reflection stimulation 260–261, 284
scope of 255
postpositivism 393–394, 397, 428
post privacy society 147
post-modern leadership 556
post-positivism 394–395, 397, 428
power in educational organisations 555–556
statistical 413
PowerPoint use in lectures 142
practice, deliberate 29, 153
blocked 29
simulation-based learning 153–154
spaced 29
practice theory 37–38
pre-test–post-test study design 409, 411
preparation for practice 164
preventative health care education 14–15
principles of adult learning see adult learning principles
PRISMA (Preferred Reporting Items for Systematic Reviews and Meta-Analyses) statement 460
proactive interference 115
problem-based learning (PBL) 124, 125
interprofessional education 197
small groups 128–129
procedural justice 378
procedural knowledge learning 24
measurement 24
procedural memory 114
profession 240
professional identity 227–228, 239–240
formation 242, 243–246
evidence 242
implications for medical education 249–250
socialisation role 245
stages 244
see also socialisation
professional organisation 554
professional practice 76
professional supervision 185
professionalism 227–228, 240
assessment 241–242
digital 141
teaching 240–242, 249
programmatic assessment 108, 281, 332, 490
programme evaluation 443–445
challenges 451–452
acceptability standard 452
balancing positive and negative 452
easy measures 452
generalisability 452
low response rates 452
timeliness 451
validity and reliability 452
data collection 451
focus groups 450
group consensus techniques 450–451
individual interviews 450
questionnaires 450
definitions 443, 444
ethical issues 448
evaluation methods 448–450
evaluation models and approaches 445–447
CIPP (Context, Input, Process, Products) model 446–447
Kirkpatrick’s hierarchy 446
logic models 447–448
participation, collaborative, and empowerment evaluation 447
utilisation-focused evaluation 445–446
evaluation 452–454
curriculum improvement
promotion 452–453
e-CLIPS evaluation 453
readiness for clerkship and residency evaluation 453–454
promoting use of findings 451
standards 449
see also evaluation
programme planning 444–445
progress tests 29
psychometric research tradition 414–418
basic concepts 415
reliability 415–417
validity 417–418
psychometric testing 476–478
Medical Specialty Preference Inventory (MSPI) 477
Myers–Briggs Type Indicator (MBTI) 382, 476–477
ScI59 Specialty Choice Inventory 477–478
use of results to assist specialty choice 478
qualitative data 107
analysis 107
knowledge syntheses 467
qualitative research 392, 397–398, 427–428
applications 427
combining mixed research methods 398–399
ethics 436–438
methodologies 429–431
action research 431
case study 430
discourse analysis 431
ethnography 429–430
grounded theory 430
narrative inquiry 430
ongoing evolution of methodologies 431
phenomenology 430
methods 431–436
data analysis 434–436, 437–438
data collection 431–434, 437
focus groups 432, 433
interpretation and writing 435–436
interviews 431–433
observation 432, 433
team analysis 435
texts and visuals 432, 433–434
thematic analysis 434–435
origins of 428
reflexivity 436, 437
research paradigms 428–429
rigour 436–438
theory role 438
quality 101
data collection 106–107
key questions 106
pitfalls 107
qualitative data 107
tools 106
definition 102
measurement 103, 104, 106
acting on results 108
perspectives 101
processes 103
standards 101–103, 104
quality assurance 101, 103
of assessment 107–108
quality control 103
quality cycle 104–105
quality improvement 101, 103, 391
quantification 398
quantitative analysis, knowledge syntheses 464–467
quantitative research 392, 397–398, 405–406
combining mixed research methods 398–399
correlational tradition 418–419
Cronbach’s ‘Two disciplines’ 419–420, 422
epidemiological tradition 414
experimental tradition 408–414
psychometric tradition 414–418
research design 408
cohort studies 410, 414
outcomes 412
sequential assessment 259, 286
Objective Structured Clinical Examinations 344
serendipitous learning 165
interprofessional 194
servant leadership 558
service users 208
see also patients
shadowing 198
shared decision-making 209
short cases 336
short-answer question (SAQ) 296, 299–301
short cases 336
short cases 336
situation-based instructional simulation 13, 61–62, 151–152
simulated patients 152, 156, 217–218
simulated participants 152, 156
Sim-One 152
short cases 336
single best answer questions 302–303
construction 302–303
integrated single best answer (ISBA) 303–304
situated cognition 52
situated learning 51–54, 169, 541
implications for educational practice 53
relevance for faculty development 541
situational judgement tests (SJTs) 383–384
situational leadership 552, 556–557
skills-based simulations 155
sleep deprivation 32
small group learning 123
action learning set 130
Balint groups 130
case-based learning 128
clinical skills teaching 129
difficult group members 132–134
dominant group member 133
exploring boundaries 134
flirtatious or offensive group member 133–134
late or absent group member 134
members who don’t get on 135
over-dependent group member 134
reticent group member 133
environmental arrangements 125
evidence 124
facilitators 135–136
continuity issues 135
floating facilitator 135–136
need for 136
subject experts 135
first session 126
ground rules 126
group dynamics 130–131
group membership change 135
group size 124–125
interprofessional groups 131–132
learner experience 123–124
role play 129
session length 134–135
teaching ward round 129–130
teambased learning 129
techniques 126–128
ToSBA 130
tutor role 125–126
verbal interactions 131
snowballing 119, 126
programme evaluation 450–451
social accountability 102, 208
Social Cognitive Career Theory (SCCT) 479
social cognitive theory 38–41, 167–169
human capabilities 39
implications for educational practice 39–41
self-efficacy 39, 40
work-based learning 167–168
social constructivism 58–59, 168
collaborative learning 59
process 60
social contract 16
social identity theory 195, 515
social media 141
impact on professional identity 247
socialisation factors impacting on 246–248
experiential learning 246–247
role models and mentors 246
teaching environment 247
response of learners to 248–249
role in professional identity formation 245
societal needs 11
socio-cultural theories 169–171
implications for clinical teachers 172–173
socio-material theories 59–62, 195
implications for educational practice 61–62
key concepts 61
soft knowledge 56
space as a site of learning 196
spaced practice 29
specialty choice 475–476
use of psychometric test results 478
see also careers support
spiral curriculum 83
staff development see faculty development
stakeholder analysis 563
standard setting 347–348
assessment 287
Objective Structured Clinical Examinations (OSCEs) 338
written assessment 313–314
curriculum 74
examinee-centred methods 352–354
borderline group method 352–354
contrasting groups method 352
international standards with local applications 14
key considerations 348
method selection 355–356
test-centred methods 349–352
Angoff method 349–350
Bookmark method 351–352
Ebel method 350–351
Nedelsky method 351
standardised patients 212–213
standards 348
absolute 349
norm-referenced versus criterion-referenced 349
programme evaluation 449
quality 101–103, 104
versus cut-score 348
see also standard setting
Stanford Faculty Development Programme
Clinical Teaching Framework 106
statistical significance 413
statistical tests 419
STORIES (structured approach to the reporting in healthcare education of evidence synthesis) statement 460
strategic planning 561–562
plan development 563
stress 485
memory and 27
professional identity formation and 248
see also learner well-being support
structural competence 518
structural equation models 419
structure of the observed learning outcome (SOLO) taxonomy 368, 369
structured interviews 379–380
Student Evaluation of Educational Quality Questionnaire (SEEQ) 106
student evaluation of teaching 106
Index

student perspectives 228–229
student-centred learning 116–117
student-run clinics (SRC) 198
students in difficulty, identification of 498
subjective management 556
summative assessment 330, 362
supervised learning events (SLEs) 330
supervision 180–181
cases 181–182
conceptual frameworks 186–187
cultural change 188
evidence 182
narrative-based 187
purposes 181
reflective practice relationship 181
tensions 187–188
affirmation and challenge 188
facilitation versus training and assessment 187–188
supervisee versus the organisation 188
types of 182–186
clinical 183, 184
educational 183–184
informal 182–183
managerial 185
professional 185
remedial 185
survey fatigue 452
survey questionnaires see questionnaires
SWOT analysis 563
symbolic events 248
symbolising capability 39
syndicate presentation 127–128
systematic reviews 420
knowledge syntheses 459–460
problems with 421–422
heterogeneity of outcome 421
low yield of studies 421
quality of evidence 420–421
systems leadership 560–561

tact knowledge 247
teachers see medical educators
teaching methods 19, 83–84
bedside teaching 124
clinical skills 129
lectures 113–114
medical professionalism 240–242
small groups 124
technologies for teaching 142–144
see also large-group teaching
teaching ward round 129–130
team analysis 435
team building 558–559
Team Objective Structured Bedside Assessment (TOSBA) 130
team-based care 15
team-based learning 129
continuing professional development 269–270
typology of outcomes 270
interprofessional student teams 198
teamworking 15, 269
interprofessional teams 15
team leadership 558–559
team roles 559
technological factors in future medical education 17–19
changing clinical reasoning 17–18
changing focus and content of medical education 18
changing instruction methods and assessment 19
changing patient relationships 18
technology 116, 139
decision-making support 18
eHealth competences 142
for assessment 144, 285–286
administrative support 285
computerised testing 285
impact 18, 19
analysis 285
unique assessment possibilities 285–286
for learning 140–142
for managing medical education 144–145
technologies as educational
prostheses 145–146
see also technological factors in future medical education
technology-enhanced learning (TEL) 116, 139–148
design for 143
evaluation and research 146–147
evidence 146
hierarchy of needs 140
legal and security issues 141, 147
online courses 19
interprofessional education 198–199
test analysis 285
item analysis 310–313
testing study strategy 29
texts, use in qualitative research 432, 433–434
elicited 432, 434
extant 432, 433–434
thematic analysis 434–435
polytextual 435
theory of change 447
Think-Pair-Share technique 119
time line setting, remediation 507–508
tolerance, medical humanities impact 232
trainees in difficulty, identification of 498
trajectory of learning 78
transactional leadership 555–556
transfer of knowledge see knowledge transfer
transformational leadership 552, 554–555
transformative learning 43–46
implications for educational practice 45–46
large-group teaching 118–119
stages of change 45
triangulation 398
triggers 128
tutorials
post-lecture 128
triggers 128
UK Clinical Aptitude Test (UKCAT) 381–382
umbrella reviews 460–461
underperformance, biopsychosocial factors 503
see also remediation
unprofessional education 192
United States Medical Licensing Examination (USMLE) 339
Universities/Users Teaching and Research Action Partnership (UNTRAP) 214
unstructured interviews 380
users 208
see also patients
utilisation-focused evaluation 445–446
validity 278, 417–418
assessment methods 278–280
construct validity 279
content validity 278
cut-score 356
programme evaluation 452
selection process 377–378
predictive validity 378
sources of error in validation studies 379
value 102
values
constructivism 396
critical theory 396
participatory action research 397
positivism 394
post-positivism 394
values-based recruitment (VBR) 379
Vancouver Statement 218
verification principle 393
vicarious capability 39
virtual communities of practice 55–57
types of 56
virtual learning environments (VLEs) 145
interprofessional education 198, 199
virtual patients (VPs) 210–212
visuals, use in qualitative research 432–435
elicited 432, 434
extant 432, 433–434
vocational psychology developments 479–480
well-being see learner well-being support
work-based learning 164–166, 329
challenges 173
industrial relations 166
medical curriculum issues 172
medical educators 537
sociological perspective 166
theoretical approaches 166–171
behavioural school 166–167
cognitive school 167–169
socio-cultural school 169–171
work-life balance 17
workforce changes 15–16
working environment 17
working memory 26
cognitive load management 28
workplace-based assessment 284, 319–320
challenges 329–331
equivalence 330
feasibility 331
formative and summative assessment integration 330
need for other assessments 331
relationships 331
reliability 329–330
stakes 330
emerging discourses 331–332
assessor cognition 332
entrustable professional activities (EPAs) 331
programmatic assessment design 332
faculty development 329
framework 320–321
grounds for judgement 320
nature of judgement 321
future research 332
influence on learning 329
methods 321–327
chart-stimulated recall (CSR) 324–327
direct observation of procedural skills (DOPS) 322–324
mini-CER 321–322
multisource feedback (MSF) 327
Ottawa Clinic Assessment Tool (OCAT) 324
portfolios 327–329
see also assessment
workshops for medical educators 534–535
World Federation for Medical Education (WFME) 7, 8–9
standards 102
World Health Organization (WHO) 200
writing up qualitative research 436, 438
written assessment 291
computer-based 310
formats 293–310
both constructed and selected response 308–310
constructed response 293–301
essay 293–298
key feature items (KFI) 308–310
modified essay question (MEQ) 294, 298–299
multiple-choice questions (MCQ) 281–282, 292, 295–296, 301–308
portfolio 294, 301
selected response 301–308
short-answer question (SAQ) 296, 299–301
item analysis 310–313
knowledge and reasoning 292–293
purpose 292
standard setting 313–314
see also assessment
zone of actual development 168
zone of proximal development (ZPD) 59–60, 168
WILEY END USER LICENSE AGREEMENT

Go to www.wiley.com/go/eula to access Wiley’s ebook EULA.